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Abstract

Control systems influence our society enormously. Although they are invisible to most users, they
are essential to the functioning of almost all devices, be they basic household appliances, aircraft or
nuclear power plants. A common denominator among those different applications of control is the
need to influence or modify the behavior of dynamical systems to achieve specified goals. In this
context, one of the main objective of Artificial Intelligence is to solve complex control problems with
high-dimensionality of observation spaces or system models which are unavailable. Recent research
has shown that Deep Learning techniques can be combined with Reinforcement Learning methods
to learn useful representations allowing to solve the problems mentioned above. In particular, due
to the recent progress in Deep Neural Networks, Reinforcement Learning (RL) has become one of
the most important and useful new technology in Control Engineering. It is a type of Machine
Learning technique in which a computer agent learns to perform a specific task by replacing the
classic controller of the traditional control, through these repeated trials and error interactions with
a dynamic environment by selecting control inputs sequence based on measured outputs. This thesis
intends to provide an in-depth introduction of Deep Learning using Neural Networks combined with
Reinforcement Learning methods and then apply them to learn an intelligent controller able to meet
specific system requirements without any kind of human supervision. In particular, the application
of Deep Deterministic Policy Gradient (DDPG) model-free method to autonomous control such
as DC motor speed control as well as inverted pendulum stabilization will be presented based on
Reinforcement Learning MATLAB Toolbox. Moreover, a contribution in form of conference com-
munication has been submitted to the upcoming 16th European Workshop on Advanced Control
and Diagnosis (ACD 2022) as contribution in improving and speed-up the learning phase of the
controller will be presented.

Keywords: Reinforcement Learning, Dynamical Systems, Deep Deterministic Policy Gradient,
Deep Learning.
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Chapter 1

Introduction

Optimal control theory is a mature mathematical discipline that finds optimal control policies for
dynamical system by optimizing used-defined cost function which capture desired design objectives.
One of the main principle for solving such problems is Dynamic Programming (DP). DP provides a
sufficient condition for optimality by solving a partial differential equation, known as the Hamilton-
Jacobi-Bellman equation. This method is used in traditional optimal control methods which are
offline and require complete knowledge of the system dynamics. Artificial Intelligence (AI) has been
used for enabling adaptive autonomy and it is a branch of computer science involved in the creation
of computer programs capable of demonstrating intelligence. Traditionally, any piece of software
which displays cognitive abilities such as perception, planning and learning is considered part of Al
The sub-field of Al which is specifically focused with developing computer algorithms that can solve
problems by intelligently extracting knowledge from data is called Machine Learning (ML)[19]. In
accordance with the amount, quality and the way of collecting system feedback data, ML is divided
into three major categories:

1. Supervised learning;
2. Unsupervised learning;
3. Reinforcement learning;

In Supervised learning, labeled training data set is used as the feedback data for the learning
algorithms. The goal is to build a system model that represents the learned relationship between
the input, output, and system parameters so that the learning agent can generalize its responses to
cases that are not in the training set.

Contrarily, in Unsupervised learning, the algorithm receives no feedback information and uses un-
labeled data as input to find hidden patterns such as clusters or anomalies. It receives no feedback
from the supervisor [19].

Finally, Reinforcement learning (RL) is the type of learning in which an agent uses actions, also
called decisions, on a system in order to achieve the desired system performance over a long period of
time. The time variable can be discrete or continue and actions are taken at every time step leading
to a sequential decision-making problem. The actions are taken in a closed loop, which means that
the outcome of earlier actions is monitored and taken into account when choosing new actions. The
goal is to maximise long-term performance, which is determined by the total reward accumulated
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over the course of interaction between the agent and the system. Rewards are given in order to
evaluate the one or more step decision-making performance. Sequential decision-making problems
appear in a wide variety of fields, including automatic control, operations research, economics, and
medicine. In particular, unlike traditional optimal control, RL finds the solution to the HJB equation
online in real time. This has motivated control system researchers to enable adaptive autonomy in
an optimal manner by developing RL-based controllers. [3][16]

How is RL different from Supervised (or Unsupervised) Learning?

e A sizable (labeled or unlabeled) static data set that was previously collected is not used for
the training phase. Instead, the data that the agent needs is dynamically provided through
feedback from the system with which the agent is interacting.

e Over a series of time steps, decisions are made interactively. For the purpose of producing
an output prediction in a classification problem, the agent performs inference once on the
input data. In RL, the controller constantly runs inference while navigating the real-world
environment.

What problems are solved using RL?

Rather than the typical ML problems such as Classification, Regression, Clustering and so on, RL
is most commonly used to solve a different class of real-world problems, such as control systems by
finding an optimal way to achieve a given and specific task:

e Eg. arobot or a drone that has to learn the task of picking a divide from one box and putting
it in a container.

e Manipulating a robot to navigate the environment and perform various tasks.

e Fault Tolerant Control.

1.1 Goals

The underlying motivation for this master’s thesis was to explore Deep Reinforcement Learning
based on the control design for dynamical systems using Reinforcement Learning Matlab Toolboz.
In order to investigate such goal, some subtasks were given:

1. Conduct a literature study into the realm of Deep Reinforcement Learning and identify a
suitable algorithm for control;

2. Learning the use of Reinforcement Learning Matlab Toolbox;

3. For reference, implement a controller with reasonable tuning for both linear and non linear
systems;
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1.2 Thesis Outline

Following this introductory chapter, the thesis branches between two main concepts, Reinforcement
Learning and Deep Learning and finally their implementation on dynamical systems using Matlab.
In particular, the thesis is structured as follows:

1.
2.

Introduction: explains the thesis’s background and objectives.

Reinforcement Learning: presents a thorough description of the state-of-the-art in Rein-
forcement Learning in order to give the reader useful tools to enter this research field and a
nomenclature comparison with traditional control.

Deep Reinforcement Learning: presents the use of Neural Networks to Reinforcement
Learning as well as an outline of Deep Learning with a focus onDeep Deterministic Policy
Gradient (DDPG) algorithm for continuous in time systems.

DDPG Implementation using RL MATLAB Toolbox: presents the design of a lin-
ear and then a non linear control system to perform reinforcement learning experiments in
real applications described by simulated environment using Reinforcement Learning Matlab
Toolbox

. Complementary reward function based learning enhancement for DLR.: proposed

method to generate efficient sampled data during the learning phase speeding it up and favour-
ing optimal solution convergence.

Conclusions: presents a summary of the results obtained from experiments with some con-
siderations.

Perspectives: presents a conclusions from a possible future work point of view.




Chapter 2

Reinforcement Learning

The powerful algorithms provided by Reinforcement learning (RL) can be used to find the optimal
controllers for both linear and non linear systems with deterministic or even stochastic dynamics
that are unknown or highly uncertain. RL is a model-free framework for solving optimal control
problems stated as Markov decision processes (MDPs). This chapter mainly covers Al approaches
to RL from the control engineer point of view. Firstly, some fundamental Control theory concepts
as well as RL ones related to traditional control will be discussed in order to focus more on RL
techniques.

2.1 Control theory fundamentals

The area of mathematics and engineering known as automatic control investigates how to manipulate
input variables to change the behaviour of the system through a command input. In particular, a
control system is a system of devices that manages, commands, directs or regulates the behavior
of other devices to achieve a desired performance. To put it another way, a control system may be
defined as a system that directs other systems to reach a specific state. Many control system types
exist, and they may be roughly divided into linear control systems and non-linear control systems.

In this thesis feedback control system only are considered. A feedback control system is a system
whose output is controlled using its measurement as a feedback signal. This feedback signal is
compared with a reference signal to generate an control error signal which is filtered then by a
controller to produce the system’s control input. The controlled system is called the plant and its
output y is measured using sensors. The block diagram in Figure 2.1 illustrates a general feedback
signal.
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Reference signal Input u Output y

Measured output

Figure 2.1: Block diagram representation of a closed loop control system

The main objectives of feedback control is to ensure that variables of interest in a process or a system,
thought of as the output signals, either are able to track reference trajectories or maintained close
to their set points.

The use of feedback is needed for three reasons mainly:
1. To counteract disturbance signals affecting the output.
2. To improve system performance in the presence of model uncertainty.

3. To stabilize an unstable plant.

2.1.1 Linear Control Systems

Linear systems are characterized by linear differential equations, that is, ordinary differential equa-
tions that linear in the dependent variables, linear in their derivatives with respect to the inde-
pendent variable (time), and linear in the input function or control. Linear systems obey different
fundamental principles:

e Additivity: if input x1 leads to output y; and x5 leads to yso, then the sum of each x1 + x2
leads to the sum of each output y; + 2.

e Homogeneity: if input x leads to output y then kz leads to ky where k is a constant.

e Superposition: if input z; leads to output y; and xo leads to yo, then kizi + koxo leads to
k1y1 + koyso.

As an example of linear system, let’s analyze the 1D mass-spring-damper linear system shown in
Figure 2.2 to highlight several key principles in control theory.
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z(t)

u(t)

>/ L] o
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Figure 2.2: Mass spring damper 1D model

The mass-spring-damper system can be written as first differential equation of the form:
mZ+bz+k = u(t) (2.1)

The first differential equation is obtained by introducing the variable z; = z and consequently
2o = 2. A standard dynamic system matrix representation is known as State Space Representation:

A compact form of the system 2.1.1 is:
& = Ax + Bu (2.2)

where x is an n-dimensional state vector containing state variables that describe the system with
n representing the system order. They are represented in this instance by the mass displacement
x1 and its velocity xo. The input control action w is an m-dimensional control vector. A is the
state matrix with appropriate dimensions representing the system dynamics by taking into account
the evolution of the state while B represents the contribution of the input v in vector form with
appropriate dimension. The system output y shown in eq. 2.3 is in general a linear combination of
the state variables and in case of closed loop systems they will be measured to get compared with
a reference signal.

y=Cz+ Du (2.3)

where C' is the output matrix with appropriate dimension representing which state variables can be
measured based on sensor availability while D is a matrix concerning the possibility of the input to
affect the output. If the terms A,B,C and D remain constant over time, the system is called Linear
time-invariant (LTT).

2.1.2 Non-linear Control Systems

A non-linear system in mathematics does not adhere to the superposition principle or have an output
that is directly proportionate to its input. From an engineering perspective, nonlinear systems are
essential to control systems. This is because all plants actually have nonlinear natures in practise.
The saturation condition, which arises because no system in the real world can deliver constrained
energy, serves as the finest illustration of nonlinearity.
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In general, the state and output equations for nonlinear systems may be written as follows:

2.2 Reinforcement learning for optimal control applications

A control system’s main objective is to determine the optimal control inputs in order to generate
the desired system behavior. The controller in feedback control systems uses measured outputs as
feedback to enhance performance and correct random disturbances and errors. Engineers design the
controller in such a way to meet the system requirements using the feedback of the control system
along with a model of the plant.

The goal of reinforcement learning is similar to the control system one but with a different approach
and it can be summarized as follows: an agent attempts to learn a policy represented by the sequence
of actions or control inputs which will allow to control a dynamic environment to maximize some
objective function.

As an example, consider the task of parking a vehicle using an automated driving system. This
task requires the vehicle computer (agent) to park the car in the proper orientation and location.
The controller generates steering, braking, and acceleration control inputs (actions) by using data
coming from cameras, accelerometers, gyroscopes, a GPS receiver, and lidar (observations). The
control inputs are sent to the actuators that control the vehicle. The resulting observations depend
on the actuators, sensors, vehicle dynamics, road surface, wind, and many other less-important
factors.

The main purpose of this formulation is to draw the interest of control theory experts because it
should seem very similar to what their own field of study seeks to achieve. The problem of controlling
dynamic systems is approached differently by the two fields, with machine learning being primarily
data-driven and control theory being predominantly model-driven.

The schema block shown in Figure 2.3 represents a general control system block representation
which can be translated to a Reinforcement Learning representation:

Measurements
m

l Policy update
Control

s i -
Observations Actions

State feedback

Traditional Control

Reinforcement Learning

Measurements

Figure 2.3: Reinforcement Learning vs Traditional Control

It should be noted that the plant, the reference signal, and the error computation are all considered

10
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to be part of the environment from an RL perspective. In general, the environment can also include
additional elements such as measurement noise, disturbance signals, filters and converters.

In addition, the observation is any measurable value coming from the environment that is visible
to the agent which depends on the available sensors for example the state system, measured output
used then to in RL algorithms to find the optimal sequence of control input. The control input is
defined by the action taken by the controller itself. The sequence of actions is called policy usually
denoted as 7 the best ones are learned by the agent which is the controller based on a reinforcement
learning method.

The reward is a function used for measuring the performance of the agent such as cost function in
control theory. Moreover, the reward function allows the agent to understand if it is responding
in a proper manner with respect to the desired system performance. As example, it is possible to
implement reward functions which minimize the steady-state error while minimizing control effort.

Most of the material in this chapter is distilled from various books, papers and articles. Worth
mentioning specifically are the books ” Artificial Intelligence: A Modern Approach” by Russel and
Norvig [19], "Reinforcement Learning: An Introduction” by Sutton and Barto [22], the UCL re-
inforcement learning course by Dr. David Silver, the papers "Human-level control through deep
reinforcement learning” by Mnih et al. [13], ”Deterministic policy gradient algorithms” by [20], and
”Continuous control with deep reinforcement learning” by Dr. Lillicrap et al. [11].

Once the basic definition of what RL is and its comparison with control theory has been given, in
the next section the main mathematical concepts that define the formulation of the RL problem
with the possible approaches and resolution algorithms will be explored.

2.3 Reinforcement Learning fundamentals

Reinforcement learning is a computational approach to sequential decision making. It provides
a framework that is exploitable with decision-making problems that are unsolvable with a single
action requiring a sequence of actions, a broader horizon, to be solved. This section aims to present
the fundamental ideas and notions behind this research field in order to help the reader to develop
a baseline useful to approach the main algorithms.

2.3.1 'Trial-error-learning

RL uses a trial-and-error learning cycles to maximize a decision-making agent’s total reward ob-
served from the environment. Compared to optimal control theory, this maximization problem can
be viewed as minimizing the cost function since the reward function is designed based on the control
problem and system requirements.

The environment is represented by a set of variables related to the problem and system. The
combination of all the possible values this set of variables can take is referred to as state space
usually denoted as S. A state s; is a specific set of values the variables observed at any given time
t. Agents may or may not have access to the actual environment’s state s; depending on sensors
availability. The set of variables the agent can perceives at any given time t is called an observation.
The combination of all possible values these variables can observe is the observation space denoted
as 0. State and observation are terms used interchangeably in the RL community. This is because
usually agents are allowed to see the internal state of the environment, but this is not always the
case. At every state s;, the environment makes available a set of actions a; the agent can choose

11
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from. Often the set of actions is the same for all states, but this is not required. The set of all
possible actions in each states is known as action space usually denoted as A.

Figure 2.4 shows graphically the interaction between the agent and environment which is repeated
sequentially over time where at each time step ¢, the agent observes a state s; € S, then selects an
action a; € A based on its policy which represents the agent’s way of behaving at a given time t.
The policy might be deterministic or stochastic, and it is usually denoted as m(a¢|s;) (2.4):

m(st,ar) = Plag|st] (2.4)

where the policy 7 returns a probability Pla:|s;] of taking an action in presence of stochastic
environments or directly the action is taken in case of deterministic ones.

The agent receives then a new observation from the environment at the next time step s;y1 as
consequence containing a scalar reward ry11 defined in eq. 2.5 and the next state s;y;. The scalar
signal reward represents the instantaneous benefit after transition from state s; to sy+1 and taking
a particular action ay.

Te+1 = p(Tt, Uut) (2.5)
1 The agent is able to observe the 2 From the observed state, it decides which
current state of the environment action to take

AGENT OBSERV. @ AGENT ACTIONS @

3 The environment changes state and 4 The observation-action-reward conclude the first cycle of
produces a reward for that action. RL problem.

REWARDS « BEWARDS
. REWARDS
AGENT OBSERV. AGENT [Pl
— ACTIONS
—_—

Figure 2.4: Trial-error-learning cycle

The set of state, action, reward, and the new state observed by the agent at a specific time step t
is called ezperience (2.6):
et =< St, Aty T41, St41 > (2.6)

Every experience has an opportunity for learning and improving agent performance. The task which
is being solved by the agent is may or may not have a natural ending. Tasks with natural ending,
such as a games, are called episodic tasks. Conversely, tasks without natural ending are called
continuing tasks, such as learning forward motion. The sequence of time steps from the beginning
to the end of an episodic task is called an episode. Agents may take several time steps and episodes
to learn the desired behavior. As it happens with human beings decisions, receiving conspicuous
reward at a specific time step ¢ does not exclude the possibility to receive a small reward immediately
afterwards and sometimes it may be better to neglect immediate reward to gain greater ones later.
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2.3.2 Return

The return value Gy is the accumulated reward mathematically defined as (2.7):

o0
Gi(T) =rep1 + g2+ = ZVkTHkH v €[0,1] (2.7)
k=0

where + is the discount factor and it is mathematically required in order to bound the return value in
case of an infinite-horizon sum of rewards. This parameter shows also the preference for immediate
rewards rather than for future ones. The main goal of the agent is to mazimize the cumulative
reward. In this context, let’s define 7 as the sequence of states and actions in the environment
defined in eq. 2.8:

T = (S0, G0, 51, a1, -..) (2.8)

where sg is the measured output or state at time step ¢t = 0, ag is the control input applied to the
system or the action taken at time step t = 0, s1 is the measured output or state at time step t = 1,
a1 is the control input applied to the system or the action taken by the agent at time step t = 1
and so on.

2.3.3 Markov Decision Process

The Markov Decision Process (MDP) provides a mathematical framework for modeling the envi-
ronment, the policy and the agent.

It is defined by the tuple (S,A,r,P):

1. A set of states, S, which contains all possible states of the environment. In other terms, all
the possible discrete or continuous measurable outputs.

2. A set of possible actions, A(s), which contains all possible actions or control inputs to be
applied to the system in each state.

3. A reward function riy; = p(x¢,u;), which is the immediate reward perceived after transition
from state s; to s;y1 with action ay.

4. A transition model, P(s;+1|s¢, ar), which denotes the probability of reaching state s;+1 when
performing action a; in state s;.

The transition states of the environment are assumed to satisfy the Markov property, which means
that the probability of reaching state s;11 only depends on sy, and not on the history of any earlier
states. If the complete states of the environment are available to the agent through the state, the
environment is fully observable otherwise is partially observable.

Moreover, the action and state spaces can be both discrete or continuous depending on the system.
In case of discrete action space the number of possible actions are finite. On the other hand, a
continuous action space is characterized by infinite number of possible actions. The type of action
space will determine the possible approach to be applied to solve the RL problem.

At this point, it is required to identify other two main sub-elements that still need to be addressed
in a RL problem that will be discussed in the following sub-sections.

13
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2.3.4 Value function

The value function V;(s;) is the expected E, return value of state s; when following policy 7 as
defined in eq. 2.9. Practically, it represents what is the expected reward that the agent can presume
to collect in the future starting from the current state s;. The reward signal ry;; represents only
a local value of the reward in the sense that it takes into account only the state while the value
function provides a broader view of future rewards: it is a sort of prediction of rewards.

Vi(st) = Exlres1 + 972 + 7V2reas + o|st] = Exlreer +7Grialsi (2.9)

In other words, the value function estimates how good a state is, represented by the expected value
E; under policy w. Notice that it does not takes into account actions but only the goodness to be
in that particular state Vi (s;) with respect to the specific task. By considering how good it is to be
in a state by taking into account also the action taken by the agent, it is necessary to refers to the
action-value function, also known as Q-function or Q-value function defined in eq. 2.10 and denoted
as Qr(s¢,ar), which gives the expected return for performing action a; in state s; at a generic time
step t, under the policy 7

Qr (81, a1) = Ex[Gylsi, ar) = Erlrier + 72 +Y2ress + lse, al = Exreer + 7Gigalse, ar  (2.10)

In both of these value functions, G¢(s;) is the return value as defined in eq. 2.7. The optimal value
function denoted as V*(s;) is the one which yields maximum value compared to all other value
function as defined in eq. 2.12:

V*(st) = mazVyi(sy) Vse S (2.11)
V*(St) = m((lm: Z P(St+1,7’t+1’8t, at) + [T’t+1 + ’YV*(St—H)] Vs e S (212)

In other words, it gives the maximum expected return when starting in state s;, and acting according
to the optimal policy 7* afterwards. On the other hand, the optimal action-value function denoted
as Q*(st,ay) and defined in eq. 2.13 is the one which yields the maximum value compared to all
other action-value functions:

Q" (st,at) = maxQr(st,ar) Vs € S,ae A (2.13)
Q*(st) = mg:]} Z P(St+1,7“|3t, (lt) + [rt+1 + ’Y’I;’igiliQﬂ(StJrl,atJrl)} Vse S,ae A (2.14)

and it gives the expected return when starting from state s;, performing action a;, and then acting
according to the optimal policy 7* afterwards. There is an important connection between the
optimal action-value function and the optimal action: the optimal policy in s; will select the action
which maximizes the expected return when starting in state s;. Therefore, if Q*(s¢, a;) is known,
the optimal action a*(s;) can be obtained directly as eq.2.15 shows.

a*(sy) = argmax@Q*(s¢, at) (2.15)
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2.3.5 Bellman Equation

The goal of the agent is to approximate an optimal policy 7* which maximizes the value of each
state yielding V* and @* as the optimal state value function and action value function.

Dynamic Programming (DP) is an optimization method which simplifies a complicated problem
such as RL by recursively breaking it into simpler sub-problems which can then be solved. The
idea is to exploit the fact that said value functions satisfy Bellman Optimality Equation (Barto and
Mahadevan, 2003)[2], which yield:

V*(st) = maxVy(sy) VseS (2.16)

V*(s) = mazx Z P(sty1,7|st,at) + [re1 + YV (s141)] Vs e S (2.17)
si+1€S8

Q* (s, at) = mazQr(st,ar) Vs€ S,ae A (2.18)

Q*(s) = maz Z P(St41,re41|8t, ae) + [ree1 + VTaxQﬂ(stH, at+1)] Vse S,ae A (2.19)
St+1€8 e
where P(sy41) is the transition state probability representing the probability of observing the reward
function 7,41 and state s;41 from the previous one s; after performing action a;.

2.3.6 Expectation

Since the objective is to maximize long-term future rewards, the expectation stated in eq. 2.20 is
employed as the weighted sum of all conceivable outcomes multiplied by their probabilities. In other
words, the expectation, also known as the mean, is computed by the summation of the product of
every state value and its probability:

E[f(x)] =) P(x)f(2) (2.20)

where P(x) represents the probability of the occurrence of a general random variable x, and f(x)
is a general function denoting the value of the state x.

2.3.7 Exploration vs. Exploitation

An important problem in RL is the trade-off between exploration and exploitation. To achieve high
rewards, the agent has to choose actions by applying a control input it has tried before and knows to
be a good one. To discover these actions, the agent must choose actions that have not been tested
using observed consequences from the environment. FEzploration refers to the RL agent exploring
the environment to collect more information, and exploitation means simply following the current
best policy from the experiences collected in the past and available to the agent to gain as much
reward as possible. In other words, short-term rewards have to be sacrificed in order to be able
to find a good policy in the long run by exploring states that are not seen yet by the agent. The
key challenge that arises in designing RL systems is in balancing the trade-off between exploration
and exploitation. In a stochastic Environment, actions will have to be sampled sufficiently well to
obtain an expected reward estimate. An Agent that pursues exploration or exploitation exclusively
is bound to be less than expedient. It becomes worse than pure chance (i.e. a randomized agent).

There are some solutions such as naive explorations and the most used ones are called greedy, e-greedy
and decayinge-greedydecaying explorations. Those techniques are quite simple to comprehend and
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put into practise, but they suffer from major setback which is they have sub-optimal regret. As a
matter of fact the regret of both greedy and -greedy grows linearly by the time. This is simple to
comprehend intuitively since the greedy would focus on an activity that, while it may have produced
positive outcomes in the past, was not in fact the best course of action. So, greedy will continue
taking advantage of this situation while dismissing possible alternatives. In other words, it exploits
too much.

The e-greedy on the other hand, explores too much because even when one action seem to be
the optimal one, the methods keeps allocating a fixed percentage of the time for exploration, thus
missing opportunities and increasing total regret. Its formulation is fairly straight-forward:

a*(sy) = argmax@*(s¢,a;)  with probability (1 — €)
let € € (0,1): a (2.21)
random action with probability e.

The action a*(s;) expressed in eq. 2.21 is taken by the agent according to the best current policy
.

Notice that at the beginning of the training, the probability of doing exploration will be huge with
a high e value, so most of the time the agent will explore. As training goes on and consequently
Q-functions gets better and better in its estimations, it is needed to progressively reduce the € value
since the agent will need less and less exploration and more exploitation:

v

Epsilon

\ 4

Training
Figure 2.5: Epsilon response during training
On the other hand, as time passes, the decaying Epsilon Greedy approaches attempt to reduce the

proportion set up for exploration. The graph in Figure 2.6 demonstrates how this might result in
the best regret.
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Figure 2.6: Regret comparison with respect to exploration methods

The difficulty is in being able to carry out the proper withering process.

2.3.8 Approaches to RL

Every agent consists of an RL algorithm that exploits to maximize the reward it receives from the
environment. Each kind of algorithm has its own peculiarity. It is very important to understand the
differences between in order to adequately understand what type of algorithm satisfies better the
needs of the specific problem. Nowadays, RL algorithms are numerous and drawing the complete
picture behind them could be a complicated purpose. The distinctions presented in this section aim
to describe the most crucial distinctions that are useful in the context of the thesis without claiming
to be exhaustive.

2.3.8.1 Learning Components

The first worthy distinction among RL algorithms can be made by analyzing how the algorithms
exploit the different components of the agent: it is possible to explain the main strategies in RL
using policy, model and value function quantities defined in sections 2.3.1 and 2.3.4 respectively.

One of the most crucial aspects of an RL algorithm is the question of whether the agent has access
to the model of the environment: this element enables the agent to predict state transitions and
rewards. A method is model-free when it does not exploit the model of the environment to solve the
RL problem. All the actions control input applied by the agent to the system results from direct
observation of the current situation in which the agent is. It takes the observation and then select the
best control input to feed into the system. This last representation is in contrast with the model-
based methods where the agent has the full knowledge of the environment including the system
plant. Both groups of methods have strong and weak sides. Ordinarily, model-based methods show
their potential in a deterministic environment by making the agent able to extract all the knowledge
from the environment and learn an optimal policy to follow. However, the opportunity of having
the knowledge about the environment and in particular about the plant is not always possible due
to many factors such as the knowledge of the system parameters or systems which are too complex
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to model. At this time, model-free methods are more popular and have been more extensively
developed and tested than model-based methods [6]. This thesis focuses mainly on the model-free
approaches. On the other hand, model-free methods tend to be more straightforward to train and
tune because it is usually hard to design and build models of complex systems.

The use of policy or value function as the central part of the method represents another essential
distinction among RL algorithms. The approximation of the agent’s policy is the base of policy-
based methods. In this case, the policy representation is usually a probability distribution over
available actions. This method aims to optimize the agent’s behaviour directly and may require
multiple observations from the environment which makes this method not so sample efficient. On
the opposite side, methods could be wvalue-based. In this case, the agent is still involved in finding
the optimal behaviour and sequence of control input to follow in an indirectly way by exploiting the
value functions 2.3.4. Particularly, it is not interested anymore about the probability distribution
of actions but on determining the value of all actions available by choosing the best one. The main
difference from the policy-based method is that this one can benefit from other sources such as old
policy data or replay buffer.

2.3.8.2 Learning approaches

Many control issues in robotics and automated driving need for sophisticated, nonlinear control
structures. These issues can be solved using methods like gain scheduling, robust control, and
nonlinear model predictive control (MPC), but doing so frequently necessitates a control engineer
with a high level of domain knowledge as well as a system able to be measured online. Gains and
parameters, for instance, are challenging to tune. The complexity of nonlinear MPC’s computational
requirements can make the resulting controllers difficult to implement. Differently in RL, the
learning setting of the agent’s behaviour could be online or offline. In the first case, the learning
process is done in parallel while the agent continues to collect new information from the system,
while the second one progresses toward learning using limited data. In the context of this thesis,
online learning will be considered: the learning phase is not bound to already gathered data, but
the whole process goes on using both old data coming from replay buffers and brand new data
obtained in the most recent episode.

Another significant difference in RL algorithms is the distinct use of policy to learn. On-policy
algorithms profoundly depend on the training data sampled according to the current policy because
they are designed to use only data gathered with the last learned policy. On the other hand, an
off-policy method can use a different source of valuable data for the learning process instead of
direct experience. For instance, this feature allows the agent to use large experience buffers of past
episodes. In this context, these buffers are usually randomly sampled in order to make the data
closer to being independent and identically distributed.

In the following sub-section the common used model-based approach Dynamic Programming (DP)
will be explained. DP is very important to analyze since it is relatively straightforward and it
contains all the main ideas and frame bases used by most RL algorithms.

2.3.9 Model-based approach: Dynamic Programming

Dynamic Programming (DP) is one of the approaches used to solve RL problems. Formally, it is
a general method used to explain complex problems by breaking them into more manageable sub-
problems. After solving all sub-problems, it is possible to sum them up in order to obtain the final
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solution to the whole original problem. Particularly, this technique provides a practical framework
to solve MDP based problems by observing what is the best result achievable from it assuming full
knowledge of the system. For this reason, it applies primarily to model-based problems.

DP methods are based on bootstrapping means that these strategies use one or more values estimated
at the update stage for the same type of estimated value making the results more sensitive to the
original values. The way of bootstrapping and updating step define the DP methods that mainly
are policy iteration and value iteration.

2.3.9.1 Policy Iteration

The Policy Iteration aims to find the optimal policy 7* by directly manipulating a starting random-
ized one to properly evaluate the current policy by iteratively applying the Policy Evaluation 2.23.
Subsequently, Policy Improvement 2.24 represents the second step towards Policy Iteration algo-
rithm where a new better policy than previous one is sought by choosing the action in a specific
state s; with a more rewarding one. It is possible to check if a new policy 7 is better than the
previous one m by using the action-value function Qr(s¢, a;). As explained in 2.10, this function
returns the value of taking action a; in the current state s; and, after that, following the existing
policy .

In this context, it is possible to conclude that if:
Q (st,at) > Qn(st, ar) (2.22)

where 7 is the new policy and 7 is the previous one, it follows that the selected actions coming
from the new policy 7 is better with respect to action chosen by the current policy 7 in terms of
performances as well as reward resulting in a better policy. Based on that, it is reasonable to act
greedily to find a better policy starting from the current one iteratively selecting the action which
produces the higher Q(s¢, a;) for each state. This iterative application of policy improvement stops
after an improvement step that no longer modifies the initial policy. In this way, the optimal policy
¥ is obtained.

The Policy Evaluation and Policy Improvement steps could be resuming as follows:

1. Policy Evaluation = evaluate V-function with a given policy 7 (v;1 — vo — ... — v;) using
synchronous backups by iterating Bellman Equation explained in Section 2.3.5. Practically, it
starts from some arbitrary V-function V;(s;) for all the states and looking at a step forward
and iterating the Bellman equation, the V-function of the initial states can be updated using
the rule according to eq. 2.23.

V(St) +— Er [Tk+1 + ’YVTr(StJrl)] (223)

2. Policy Improvement = improve the policy by acting greedily with respect to V(s;) of the
current evaluated policy 7 according to eq. 2.24. In other words, the best action for each
state is extracting in order to improve m and ensure that it measures up to the best possible
action. In this way, the current policy m is improved and by repeating all those loops until
the policy will not change anymore it is possible to find the optimal policy.

7(s¢) <= argmazEx[ri1 + YVa(si41)] (2.24)
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The corresponding pseudo-algorithm concerning Policy Iteration is given below.

Algorithm 1: Policy Iteration Algorithm

Data: #: a small number
Result: V: a value function s.t. V =~ v,, m: a deterministic policy
S.t. ™R T,
Function Policylteration is
/* Initialization x/
Initialize V' (s) arbitrarily;
Randomly initialize policy m(s);
/* Policy Evaluation */
A + 0;
while A < 6 do
for each s € S do
v < V(s);
V(s) 4= g p(/, s, w(8)Ir + 4V ()
A+ max(A, v — V(s)]);
end

end
/* Policy Improvement */
policy-stable <— true;
for each s € S do
old-action < m(s);
m(s) ¢ argmaxy 3y 0 p(s',r]s,a)[r + 7V (s)];
if old-action != 7(s) then
| policy-stable « false;
end

end
if policy — stable then

‘ return V =~ v, and 7w &~ 7y;
else

| go to Policy Evaluation;
end

end

where V(s) = V(s;) 2.9, V* is the optimal V-function defined in 2.12, V; = V= is the V-function
under the current policy 7, 7* is the optimal policy to be found, S is the state space, s = St41-
Notice that 6 is the parameter which defines the accuracy: the more the value is closer to 0, the
more the evaluation would be precise.
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2.3.9.2 Value Iteration

The second approach used by DP to solve MDPs is Value Iteration (VI). Vi algorithm is and
iterative technique that alternate policy evaluation and policy improvement steps until it converges
to the optimal policy 7*. On the other hand, VI uses a modified version of policy evaluation to
determine the V-function V(s;) and then it learn the optimal policy from it.

The corresponding pseudo-algorithm concerning Value Iteration is given below.

Algorithm 2: Value Iteration Algorithm
Data: 6: a small number
Result: 7: a deterministic policy s.t. 7 ~ m,
Function Valuelteration is
/* Initialization x/
Initialize V' (s) arbitrarily, except V (terminal);
V (terminal) < 0;
/* Loop until convergence x/
A+ 0;
while A < 6 do
for each s € S do
v V(s);
V(s) = maxy Xy pls', s, a)[r + AV ()]
A <+ max(A, v — V(s)]);

end

end
/* Return optimal policy */
return 7 s.t. 7(s) = argmaxg ) . p(s',7]s,a)[r + YV (s)];

end

2.3.9.3 Policy Iteration vs Value Iteration

Policy Iteration and Value Iteration are both dynamic programming algorithms that find an optimal
policy 7* in a Reinforcement Learning environment. They both make use of one-step look-ahead
and modified Bellman updates as previously discussed.

The main differences between the two approaches are highlighted:

e In Policy Iteration, the starting point is a fixed policy. Conversely, in Value Iteration starts
by selecting the value function. Then, in both algorithms, the improvement step is iteratively
applied until convergence is reached.

e The policy is updated via the algorithm for Policy Iteration. Instead of iterating over the
value function, the Value Iteration algorithm does thus. Nonetheless, each iteration of both
algorithms indirectly updates the state value function and policy.
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e The Policy Iteration function passes through two phases for each iteration. The policy is
assessed in the first phase, and it is improved in the second. By taking the maximum over the
utility function for all feasible actions, the value iteration function covers these two stages.

e The value iteration algorithm is straightforward. It combines two phases of the policy iter-
ation into a single update operation. However, the value iteration function runs through all
possible actions at once to find the maximum action value. Subsequently, the value iteration
algorithm is computationally heavier.

e Both algorithms are guaranteed to converge to an optimal policy in the end. Yet, the Policy
Iteration algorithm converges within fewer iterations. As a result, the policy iteration is
reported to conclude faster than the value iteration algorithm.

It is possible to conclude that:

Policy Iteration Value Iteration
Starts with a random policy Starts with random value function
Algorithm is more complex Algorithm is simpler
Guaranteed to converge Guaranteed to converge
Cheaper to compute More expensive to compute
Requires few iterations to converge | Requires more iterations to converge
Faster Slower

Table 2.1: Policy Iteration vs Value Iteration resume

For a more in-depth discussion of model-based RL and their implementation, see ” Deep Rein-
forcement Learning ” by Dr. Li. [10], chapter 6. However, DP algorithms are limited by the
high calculation cost caused by the analysis of the entire state space as well as the need for states
and/or Q-functions storage in lookup tables. RL seeks to solve these issues by the limitation of
the exploration to the more probable states only, based on the learning experience, and the later
employment of function approzimators such as neural networks [2].

2.3.10 Model-free approaches

The main hypothesis of DP methods is to have a comprehensive knowledge of the environment
which is not always accurate from a practical point of view especially for very complex systems to
be modelled or highly uncertain environments. In these cases, the agent or the controller, has to
infer information using its experience by exploiting model-free methods, based on the assumption
that there is no prior knowledge about state transition and rewards.

This section intends to provide a brief description of main model-free approach used for Control
Systems: Temporal Difference (TD).
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2.3.11 Temporal Difference Learning

Temporal Difference (TD) learning is a very central topic in Reinforcement Learning. TD learning
methods are model-free where the agent can learn directly from experiences without a model of the
environment. In this context, the agent learns by bootstrapping from the estimation of the present
V-function or Q-function, which means the estimates are updated by using other learned function
estimates without waiting for the actual outcome. TD learning often refers to the prediction problem
with an update rule for the V-function as defined in eq. 2.25:

V(st) < V(st) +afrirr + 7V (ser1) — Vi(st)] (2.25)

where « is known as the learning rate € (0,1) while v € (0,1) is the discount factor. Notice that,
the agent takes into account more recent reward for « = 1 and learns nothing when o = 0.

The term 7441 + vV (s1+1) — V(s¢) defined in eq. 2.25 is known as the T'D error and arises in various
forms in many areas of RL.

Ot =141 + YV (st41) — V(s¢) (2.26)
The terms that add up in the TD error are denoted as T'D Target:

O = Tyl + ’)/V(St+1) (2.27)

The TD learning technique for prediction is used in two different learning methods for solving RL
problems, which are discussed below:

e SARSA (State-Action-Reward-next State-next Action)

e (Q-Learning

2.3.11.1 SARSA learning

SARSA is an on-policy and online TD learning-based technique and it gets its namefrom the defi-
nition of experience that underlies the algorithm defined as a quintuple that represents a transition
from one state-action pair to the next one: (s, ag,7¢+1, St+1,a1+1). It works by taking the principle
of TD prediction in order to learn Q(s¢, a;) instead of V(s;). It is an on-policy method since it esti-
mates Q(s¢, ar) for the current policy m(s¢), and in simultaneously update the current policy 7(s;)
greedily with respect to the estimated Q-function Q(s¢,a;). The Q-function is updated by boot-
strapping as formulated in eq. 2.25) following the rule 2.28 after every transition to a non-terminal
state s;.

Q(s1,a1) < Q(st,a) + afrev1 +yQ(Se41, ary1) — Q(8t, ar)] (2.28)

Notice that if a state s;11 is found to be terminal, Q(s;41,a+1) is set to zero. It can be shown that
SARSA converges to Q* (s, a;) and 7*(s;) when all state-action pairs are visited an infinite number
of times and at the same time the policy converges to be purely greedy. In other words, an agent
interacts with the given environment and performs policy update based on selected actions.

SARSA pseudo-algorithm is given below.

23



2.3. REINFORCEMENT LEARNING FUNDAMENTALS Politecnico di Torino

Algorithm 1 SARSA (on-policy TD control) for estimating 7 ~ 7,

Algorithm parameters: step size a € (0, 1), small epsilon > 0;
Initialize Q(s¢, at), for all s; € S, a; € A, arbitrarily except that @Q(terminal, -) = 0;
For each episode:
Initialize s;;
For each step of episode:
Choose a; from s; using policy derived from Q(s, a; (e.g., -greedy);
Take action ay, observe ryy1, S¢y1;
Q(st,at) < Q(st,ar) + afrep1 + YQ(St41, A1) — Q(St, ar)l;
St < St41;
At < Qp41;
end;
end;

2.3.11.2 Q-learning

One of the early breakthroughs in Reinforcement Learning is the off-policy control algorithm Q-
learning. It takes the Q-function and updates it very analogously to SARSA where the only differ-
ence is how the bootstrapping is done. In the Q-learning algorithm, the future action is taken using
greedy policy i.e choose an action which maximize the Q-function of the next state as shown in eq.
2.29.

Qs ar) < Q(st,ar) + alrepr + 'Ymg«TQ(St—i—la at+1)] (2.29)
where o € (0,1) is the learning rate and v € (0,1) is the discount factor.

Q-learning pseudo-algorithm is given below.

Algorithm 2 Q-learning (off-policy TD control) for estimating m =~

Algorithm parameters: step size o € (0, 1), small epsilon > 0;
Initialize Q(s¢, ay), for all s, € S, a; € A, arbitrarily except that @Q(terminal,-) = 0;
For each episode:
Initialize s;;
For each step of episode:
Choose a; from s; using policy derived from Q(s, a; (e.g., -greedy);
Take action a;, observe i1, S¢t1;
Q(st,at) < Q(st,a¢) + afripr +ymax, Q(st, a) — Q(s¢, ar)];
St £ St41;
end;
end;

where a refers to the action which maximize the Q-function at its specific time step t.
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2.3.11.3 SARSA vs Q-learning

The most important difference between the two is how the Q-function is updated after each action
a¢. Off-policy methods such as Q-learning update its Q-function values using the one of the next
state sy11 with the greedy action asy1 which maximize the Q-function at time step ¢ + 1. In other
words, it estimates the total discounted future reward for each Q-functions assuming a greedy policy
were followed despite the fact that it’s not following a greedy policy.

On the other hand, On-policy methods such as SARSA learning, updates its Q-functionv alues
using the Q-value of the next state s;y1 with the current policy’s action asy1. it estimates the
total discounted future reward for each Q-functions assuming the current policy continues to be
followed.

The following table highlights the main differences in the algorithm between Q-Learning and
SARSA:

Q-learning SARSA
1. Move one step selecting a; from action space A | 1. Move one step selecting a; from action space m(s;)
2. Observe 7441, St+1 2. Observe 741, St41, Gyl
3. Update the Q-function Q(s¢,at) 3. Update the Q-function Q(s¢, at)
4. Update the policy m(s:) <— argmazx(s, at) 4. Update the policy m(s:) < Q(st+1,at)
a

Table 2.2: @Q-learning vs SARSA resume

2.4 Conclusion: Reinforcement Learning drawbacks

The algorithms discussed in this chapter work with systems characterized by well-defined and time-
discrete states and actions. In this context, a V-function-based or a Q-function-based table is created
with a number of rows equal to the size of the state space and a number of columns equal to the
action space. This way of proceeding can bring to some non-negligible problems as the V-function
has an entry for each state while the Q-function has an entry for each state-action pair. This setting
can be problematic in case of continuous action spaces over time or with a large number of action
or state spaces from a computation point of view and memory availability as it becomes difficult to
manage the storage of a large number of states and actions.

Furthermore, there may be obstacles regarding the slowness in learning the value of each state
individually. This problem is called the curse of dimensionality. A solution to this problem can be
the use Artificial Neural Networks (ANNs) as function approzimators. The intersection of neural
networks theory (known as Deep Learning) as function approximators with Reinforcement Learning
is called Deep Reinforcement Learning.

In the next chapter some basic concepts from Deep Learning will be first explained in order to go
more in detail through Deep Reinforcement Learning methods.
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Chapter 3

Deep Reinforcement Learning

Reinforcement Learning has evolved a long way with the enhancements from Deep Learning. Re-
cent research efforts into combining Deep Learning with Reinforcement Learning have led to the
development of some very powerful Deep Reinforcement Learning (DLR) systems, algorithms, and
agents which have already achieved some extraordinary accomplishment [5]. The basic idea of DLR
is to no longer directly compute the value of V-function or Q-function as RL problems, but to
estimate their values in order to solve the curse of dimensionality problem mentioned in section 2.4:

V(St) ~ Vﬂ(st)
Q(st,at) = Qr (s, ar)

The use of Artificial Neural Networks as estimators reduces the training time for high dimensional
systems and especially it requires less space in memory. This point represents the bridge between
traditional RL and recent discoveries in the theory of Deep Learning. One of the first steps towards
DRL and general Al broadly applicable to a different set of various environments was done by
Deep Mind with their pioneering paper [14] and the consequent [13].

(3.1)

The focus of this chapter will be model-free algorithms due to the nature of the work. The following
sections aims to explain the state-of-the-art and the leading theory behind Deep RL framework
together among an overview about the use of Neural Networks as function approximators followed
by the presentation of two deep actor — critic algorithms used for solving control problems in this
thesis: Deep Deterministic Policy Gradient method.

3.1 Deep Learning fundamentals

Deep Learning (DL) involves using multi-layered non-linear function approximation, typically Neu-
ral Networks. DL is not a separate branch of ML, so it’s not a different task than those described
above. DL is a collection of techniques and methods for using neural networks to solve ML tasks.
Deep Reinforcement Learning is simply the use of DL to solve RL problems.

This section focuses the attention to the Deep Learning fundamentals providing an outline of the
basic concepts used by Deep Learning in combination with Reinforcement Learning.
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3.1.1 Artificial Neural Networks

Artificial neural networks (ANNs) were created as an attempt to mimic how the animal and human
brain functions. They turned out to be a oversimplification, but remain very useful as function
approximators. ANNs are called networks, because they contain multiple neurons (i.e nodes) which
are connected together as well as human brain. Each neuron consists of numerous inputs called
dendrites coming from proceeding neurons. When a linear combination of the inputs exceeds a
specific potential, it fires through its single output called axon. Mathematically, the elaboration
phase of each neuron j consists in taking the inputs and elaborate them by taking the weighted sum
and then adding a bias b:

n
’L"/Lj = Zwmm +b (3.2)
=0

where the index i ranges over all nodes in the previous layer connected to it. Then, an activation
function ¢ is applied, producing the output (see Figure 3.1):

a; = g(in) = g(>_wzi; +b) (3.3)
i=0

Bias Weight

Input Input  Activation Qutput
Links Function Function ~CQUtPUt Links

Figure 3.1: Example of a simple model for a single neuron [19].

These neurons are arranged in different layers, which can be divided into three broad categories:
mput layers, hidden layers, and output layers. Every neural network has one or more input layers
where the input data is fed to the network as well as one or more output layers, that produce
the resulting specific output based on the network’s task. Input and output layers are connected
through hidden layers which contain the network dynamics with respect to its task. Their number
depends on the estimated complexity of the activation function. Figure 3.2 illustrates one of the
most used configuration in which nodes in a feed-forward network are fully connected to all the
nodes in the layer above them.
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Input Hidden Quput
layer layer layer

Figure 3.2: Simple example showing a deep neural network with four layers

[19].

Each node implements a linear classifier, but the network as a whole can approximate nonlinear
functions as well.

An early proof of the universal approximation theorem showed that two hidden layers may describe
any function and later demonstrated that a single hidden layer is sufficient to represent any contin-
uous function. This is done by varying the different weights of the nodes in the network collectively
called network parameters and usually denoted as 6. Next, the problem is to find a weight combi-
nation that will produce a function nearest to the target function that the network is estimating
based on the learning process[19].

3.1.2 Learning process

The learning process aims to seek the neural network set of parameters 6 resulting in the best
possible function approximation for a specific objective.

The learning process consists in the following steps:

1. Forward path: the vector containing the input-features X is forwarded through the neural
network in order to predict or estimate the output value of interest Y = f(X,6).

2. Loss: the resulting estimated value (Y) is compared with the actual value y by computing
the loss function L(f) based on the difference between the output of the neural network for a
specific input data yg and the actual value 3. There are several loss functions but one of the
most used one is the Mean-Squared Error (MSE) defined in eq. 3.4.

L(y,9) = (yo — y)* (3.4)

3. Back-propagation: the learning starts by computing the global gradient of the loss function,
which is carried out together with its back-propagation through all the network. The back-
propagation computes the gradient of the loss function with respect to its parameter Véy, for
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each neuron in the hidden layers by back-propagating using the chain rule showed in eq. 3.5,
which computes derivatives of composed function by multiplying the local derivatives.

y=g(), z = flgla)), L& = 2%

bl % — @.% (3.5)

. Update: the final step of the learning consists updating the weights of all neurons. The

most common rule used to carry out the update phase is the gradient descent defined with
the main purpose of minimizing the loss function by refreshing the internal parameters of the
network in the negative direction of the gradient loss. Eq. 3.6 defines the update rule based
on gradient descent. Notice that this process will bring the function approximation closer to
the minimum at each iteration.

9t+1 — Ht — OJVHL (3.6)

where « is the learning rate € [0, 1] which represents one of the hyperparameters of the neural
networks.

. Regularization: The final aim of the learning process is to obtain an approximate function

able to generalize over data. This means that a neural network should show performances
on unseen data with respect to the one obtained from training data otherwise the so-called
effect overfitting is produced. On the other hand, if the neural network is not able to show
good performances on both unseen and training data, it causes the opposite phenomenon to
overfitting called underfitting.

Regularization represents an approach to overcome and prevent the problem of overfitting and
underfitting which consists on extending the loss function (see 3.4) with a regularization term:

’

L (0) = L(y,§) + A(0) (3.7)
where A is the regularization factor.

Equations 3.8 and 3.9 show two examples of regularization terms.

The first one is L'-reqularization which exploits the squared sum of the weights 6 in order too
keep the weights small.

The second approach is known as L?-reqularization: in this case, large weights are less penal-
ized, but this method leads to a sparser solution.

L1(6) = L(y, ) + A5 10 (38)

12(6) = L(y. ) + A5 6] (39)

3.1.2.1 Activation functions

The activation function is the responsible of bringing non linearity to the neural network in order
to improve the approximation of complex and non linear function.
The most used activation functions are listed below and plotted in Figure:

1
Si id — =
igmoi g(z) T
‘ et — 7%
Hyperbolic Tangent — g(z) = prp— (3.10)

Rectified Linear Unit (ReLu) — g(z) = max(0, x)
Leaky Rectified Linear Unit (Leaky ReLu) — g(z) = maz(«, z)
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where o € (0,1) is an hyperparameter network generally set to 0.01.

Sigmoid Activation Function Tanh Activation Function
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Figure 3.3: Activation functions plot: (a) Sigmoid; (b) Tanh; (c) ReLU; (d)
LeakyReL U

Normally, neural networks use ReLwu in the hidden layers because it is easy to compute and does
not saturate and the Tanh in the output layer in order to normalize the output between 0 and 1.

These components serve as the foundation for the neural networks’ learning phase, which is utilized
to estimate the interested RL function. Algorithms which use networks for estimating and providing
directly the control input are known as Policy Gradient. On the other hand, actor-critic algorithms
use networks for estimating the Q-function in order to provide in a second step the best control
input.

In the following section both of them will be discussed in detail in order to derive the so called Deep
Deterministic Policy Gradient algorithm, the one used in this thesis.
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3.2 Policy Gradient algorithms

Differently from Q-Learning, policy gradient algorithms has the main objective to generate a tra-
jectory 7 which maximizes the expected reward by learning the optimal policy 7* and providing
directly the best action starting from any given time step ¢ until the terminal time 7.

From a mathematical point of view, policy gradient methods consist of maximizing J(6#) value by
finding a proper policy by updating 6 parameters of the neural network which parameterized the
policy function:

T-1
JO)=F Tt
(6) [; +1] 3.11)
0" = argmazJ(6)
0

Since this is a mazimization problem, the policy is optimized by taking the gradient ascent with
the partial derivative of the objective with respect to the policy parameter 6 in order to refresh the
parameters of the policy:

0t+1 — 0t + CMV@J(Q) (312)

where « is the learning rate which defines the strength of the steps in the direction of the gradient.

Notice that the gradient ascent is the reverse of the gradient descent defined in eq. 3.6 and updates
parameters 6; in the positive direction of the gradient of the policy’s performance measured by the
Vo J(0) term.

3.2.1 Deriving the policy gradient

By substituting the expectation term with its definition the following result is obtained:

T-1 T-1
J(0) = E[Z Tit1|mg] = Z P(st, at|T)re41 (3.13)
t=0 t=1

where 7 is an arbitrary starting point in a trajectory, P(s, a;|7) is the probability of the occurrence
of st, a; given the trajectory tyqy.

By differentiating both side with respect to policy parameter # and using 81%2]:(@ = J}l((;c)):

o T—1

o7 = Vel (0) ~ ; Vo log P(s4, ag|7)res1 (3.14)
Notice that the expected reward was replaced since random samples of episodes will be taken.

By using return definition as defined in eq. (2.7), the following result is obtained:

T-1

VoJ(0) = > Vglogmp(arls)Gy (3.15)
t=0

Notice that the first term measures how likely the trajectory is under the current policy m and by
multiplying it with the return it increases in case of high positive rewards. On the contrary, the
likelihood of a policy is decreasing if it results in a high negative reward. In this context, the essence
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of policy gradient is increasing the probabilities for good actions and decreasing those of bad actions
with will not be learned.

The main steps of Gradient Policy algorithms can be resumed as follows:
1. Perform a trajectory roll-out using the current policy ;

. Store log probabilities and reward values at each step t;

2
3. Compute discounted cumulative future reward at each time step t;
4. Compute policy gradient and update policy parameter 6;

5

. Repeat 1-4 until the optimal policy 7* is reached.

The main advantage of policy gradient algorithms consists in the stability of their convergence since
they update the current policy directly at each time step t instead of renewing value functions from
which to derive the policy. Furthermore, policy gradient algorithms can face infinite and continuous
action space because the agent estimates the action directly instead of computing the Q-value for
each possible action. The third feature is their ability to learn stochastic policies which can be
useful in uncertain contexts or in case of partially observable environments. Despite the presence
of the advantages just mentioned, policy gradient algorithms have a substantial disadvantage: they
tend to converge to a local maximum instead of the global optimum since they are based on log of
probabilities resulting in noisy gradients and this could cause unstable learning or convergence to a
sub-optimal policy.

In this context, a mix approach known as Actor-Critic architecture was introduced in order to
overcome this issue.
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3.2.2 Actor-Critic architecture

Pure policy gradient approaches tend to learn slowly and they are difficult to implement for online
applications due to estimates with high variance. However, the TD methods discussed in section
2.3.11 can be used to solve these issues.

Actor-critic methods combine policy gradient and TD techniques in order to learn both a policy and
a Q-function simultaneously using the last one as bootstrapping. The policy is learned by the actor
neural network, and controls how the agent behaves and act. The Q-function is learned by the critic
neural network, and measures how good or bad an action chosen by the actor is. In particular, the
actor relates to the policy, while the critic deals with the estimation of a value function (e.g Q-value
function).

In this context of Deep Reinforcement Learning, they can be represented using neural networks
as function approximators: the actor exploits gradients derived from the policy gradient method
and adjust the policy parameters, while the critic estimates the approximate value function for the
current policy . The learning phase is realized by the interaction between actor and critic neural
networks with the environment at each time step ¢ as follows:

1. The actor is a network that is trying to take the best action a; which maximizes its output
based on the current state s;.

CRITiC 7&(51—_,0..1:{ ¢>
CRITIC. PREDICTS THE VRWE OF TWIT ACTION

»
Q- Vewe
FUNCTION
e
—»
STATE
OBSERVATIONS
St
—_— ¢
ACTIONS= 0.t

Figure 3.4: Actor-Critic learning phase: Step 1

2. The critic is a second network that is trying to estimate the Q-function by taking as input
the action took by the actor a; at time step ¢ and the observation from the environment s;,
St+1 and 7441.
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Figure 3.5: Actor-Critic learning phase: Step 2

3. The critic then uses the reward ry;; from the environment to determine the accuracy of its
value prediction by computing the error defined as the difference between the new estimated
value of the previous state (target value) and the old value of the previous state from the critic
network actual value: the TD error defined in eq. 2.26 and used by TD methods. The new
estimated value is based on the received reward and the discounted value of the current state.
The error gives the critic a sense of whether things went better or worse than it expected.

Vo = Reien + 70 ( Seies jTe (seieale) | ) N
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SETE
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PUNCTION
ACTOR: m(s¢le)

Figure 3.6: Actor-Critic learning phase: step 3

4. The critic uses this error to update itself in the same way that a value function would so that
it has a better prediction the next time will be in this state.
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Figure 3.7: Actor-Critic learning phase: step 4

5. The actor also updates itself using the critic output in order to adjust its probability of taking
that specific action again in the future.
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Figure 3.8: Actor-Critic learning phase: step 5

This idea of combining policy gradient algorithm and TD technique is nowadays considered standard
for solving RL problems thanks to its performance and stability. Most modern algorithms rely on
actor-critic architecture and expand this basic idea into more sophisticated and complex technique
such as Deep Deterministic Policy Gradient algorithm which is one of the most used technique for
control systems which will be explained in the next section.
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3.3 Deep Q-learning

Q-Learning is an algorithm widely used in Reinforcement Learning. Initially it was considered an
unstable algorithm when used with neural networks and therefore its use was limited to tasks and
problems involving state spaces with limited dimensionality. However, it has been demonstrated in
[25] that Q-Learning algorithms and techniques can be used with neural networks. This algorithm
has shown the achievement of human-level performance on seven video games on the Atari 2600
console using only raw pixel images as input. The introduction of neural networks extended the
algorithm name from Q-learning to Deep Q-Learning or Deep Q-Network (DQN).

DQN is a function approximation method of RL which works only with discrete action and state
spaces. Particularly, it represents an evolution of the Q-Learning method where the state-action
table is replaced by a single neural network, the Critic network as defined in actor-critic architecture.
In this model-free, online and off-policy algorithm therefore learning does not consist in updating
the table but consists in adjusting the weights of the neurons that make up the network through
backpropagation. The learning of the value function in DQN is therefore based on the modification
of the weights according to the loss function L;:

Ly = (Blrepn +ymazQ(se41, ar)] — Q(st, a))? (3.16)

where (E[ri+1 + ymazrQ(si+1,a¢)] represents the optimal expected return while Q(sy, a;) is the
a

neural network outcome at time step t.

The errors calculated by the loss function will be propagated backwards in the network by means of
backpropagation, following the gradient descent logic. Indeed the gradient indicates the direction
of greatest growth of a function and moving in the opposite direction the error is reduced.

The policy behavior is € — greedy approach to ensure sufficient exploration.

The key aspect that makes DQN working well is the use of experience replay. With such technique,
the agent experience e; = (s¢, at, 7441, st+1 collected at each time step ¢ is saved in a data-sed of the
form D = (e, €441, ..., er) known asreplay memory.

The training is carried out through a mini-batch technique, i.e. by taking a sub-set of experience
samples randomly extracted from this replay memory. The use of this technique allows the use
of past experiences of be used in more than one network update. In addition, the subset chosen
randomly from the replay memory allows you to break the strong correlation between successive
experiences, thus reducing the variance between updates.

3.4 Deep Deterministic Policy Gradient

Deep deterministic policy gradient (DDPG) is a model-free, off-policyactor-critic algorithm with
continuous action spaces, presented by Dr. Lillicrap et al. [11] in 2015. It is the main algorithm
chosen for study in this thesis, mainly due to being adapted specifically for environments with con-
tinuous action spaces, which most physical control tasks have, and because of its high performance.
DDPG is an extension of two other algorithms, Deep Q-Networks (DQN) [13] and Deterministic
Policy Gradient (DPG) [20]. Specifically, it utilizes the experience replay and target network tech-
niques which will be discussed in-depth below, and uses actor-critic with a deterministic policy. In
particular, DDPG concurrently learns a Q-value function Q(s, a;) and a policy 7: it uses off-policy
data and the Bellman Equation defined in eq. 3.17 in order to learn the Q-function thanks to which
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it will subsequently learn the policy ¢:

Qnr(st,at) = Es,  mp[Tt41 + Yoy ~or [Qr (St41, at41)] (3.17)

where 1441 is the reward observed from the environment after the action a; at time step ¢, sy41 ~ E
means that the transition is sampled from the environment defined as E, and ay41 ~ m means that
the action is sampled from policy . If the policy is deterministic, it is usually denoted as u, and
the inner expectation of the Bellman equation can be avoided:

Qu(st,at) = Es, y~plrie1 +7Qgp(5t41, u(st41)] (3.18)

Notice that @, can be learned off-policy, by using transitions generated by a different policy 3
since expectation only depends on the environment. Using the greedy policy from Q-learning,
w(sy) = argmax@(st, a;) and representing the Q-function as a function approximator parameterized

a
by ¢, the mean-squared error can be used as a loss function in the same way actor-critic method
approach (see 3.2.2).

The optimization problem is by minimizing the loss function:

L(HQ) = Estpﬁ,atwﬁ,rt+1~E[(yt - Q(st7 at)mQ)Q]v (319)

where
Yr = i1 + YQ(St41, p1(Se41)]00), (3.20)

and p? is the discounted state transition for the policy 3. y; is often called the target value.
DDPG uses an actor-critic approach where the actor is parameterized approximation of a deter-
ministic policy (s¢|0,, and the critic is parameterized approximation of the action-value function,
Q(s¢, at|0g), and they are both represented by deep neural networks. The critic Q (s, a¢), is learned
using the Bellman equation as Q-learning (ref. to 3.17), while the actor is learned by using the
policy gradient. Dr. Silver et al. [20] showed that for a deterministic policy, the policy gradient is
simply the expected gradient of the action-value function:

Vo, J = g, 5[Vo,Q(st, 1(st]0,,)|00)] (3.21)
= By, ps[Va, Q(st, 11(51)100) Vo, 11(5:]0,,)] (3.22)

3.4.1 Replay Buffers

Most optimization algorithms used for training neural networks assume that the samples used are
independently and identically distributed. In RL, where the samples are generated from sequentially
interacting with the environment, this assumption does not hold. Additionally, to take advantage
of hardware optimizations, it is essential to learn in mini-batches, rather than online.

One way to deal with this issue, is to use an experience replay buffer, which was introduced by
Dr. Lin [12]. As in Deep Q-learning method, different experience tuples e; = (s¢, at, 7441, St41) are
generated, and saved in a replay memory. This set contains a finite amount of previous experiences,
and at each time step, both the actor and critic are updated using a uniformly sample mini-batch
of tuples from this buffer, yielding uncorrelated sample for training. When the buffer is full, old
samples are discarded to make place for new ones.
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3.4.2 Target networks

The DDPG algorithm uses another trick to achieve stable learning with the deep neural networks
by using target networks. The critic network Q(s¢, a¢|fg) is being updated while also being used in
the target value defined in eq. 3.20 of the loss function, which means the parameter update depends
on the parameters 6 which are being updated. This causes the Q-function update to be prone to
divergence, and makes learning unstable. To avoid this, copies of both the actor and critic networks
are created, and denotes as ,u/(st\GQu) and Q' (s, at|f ). They are used for computing the target
values, hence their names.

The idea is that the weights of the target networks are initialized as copies of the weights of the
actor and critic networks, but updated more slowly to keep them fixed for some time steps. The
target networks are updated with ”soft” updates:

O T + (1 — )y (3.23)

0, 70y +(1—7)0, (3.24)

where 7 € (0, 1) is a hyperparameter, usually with a small value (e.g. 0.001). This causes the target
networks to change slowly, which slows the learning phase but greatly improves learning stability.

3.4.3 Exploration

As discussed earlier, the trade-off between exploration and exploitation is an important problem
in reinforcement learning, especially in continuous action spaces. Due to the fact that DDPG is
off-policy the problem of exploration can be completely separated from the learning algorithm itself.
In order to make the DDPG agent explore the environment, noise sampled from a noise process N
is added to the actor policy when selecting an action during training:

m(st) = p(selp) + N (3.25)

This is called action noise. Different noise processes can be used, the original DDPG paper [19]
suggest an Ornstein-Uglenbeck process explained in [18], which is time correlated. In order to reduce
the failure rate of training, it is used to use a the variance of the noise between 1 % and 10 % of
the maximum control input action.
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3.5 Conclusion: discussion on RL

At this point it is possible to think that only setting up an environment, placing the RL agent
in it and then let the computer solve all the problems while the Engineer is doing other things.
Unlucky, even if a perfect agent is setup and the RL algorithm converges on a solution, there are
still drawbacks such as the need of experience to know how to interpret correctly the results and
how to improve them.

There challenges come down to two main questions:
e How is known the solution is going to work?
e Could be improved even if the solution seems good?

The first issue regards the fact that a policy is made up of a neural network with very high number
of weights and biases and non linear activation functions. The contribution of these values and
the structure of the network create a complex function that maps high-level observations to low-
level actions. This function is a black box to the designer. It is possible to have a sense of how
this function operates but it is possible to know the reason behind those values. Another problem
concerning this type of approach is the computing power and memory available in the personal
computer. The timing of the application of these algorithms strongly depends on the computing
power and can go from a few minutes to a few hours with the same hyperparameters but with two
different computers. On the other hand, traditional control approaches can quickly become difficult
or impossible to achieve when the system is hard to model, is highly nonlinear, or has large state
and action spaces (e.g walking robot) but they can be applied when the plant is not too complicated
to model and its dynamics are perfectly known. Due to all these problems mentioned above, the
implementation of the DDPG algorithm that will be deepened in the next chapter, took a long time
to adapt the tuning of the hyperparameters both from the point of view of the time required for
training and for the high number of hyperparameters to be tested to obtain good performance by
the agent on the system to be controlled.
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Chapter 4

DDPG implementation using RL
MATLAB Toolbox

Reinforcement Learning Toolbox provide functions and blocks for training policies using RL algo-
rithms including Deep Deterministic Policy Gradient. These policies can be used to implement
controllers and decision-making algorithms for complex systems. It is also possible to implement
the policies using deep neural networks, polynomials or look-up tables. This toolbox gives the pos-
sibility to train policies by enabling them to interact with an environment modelled using Matlab
scripts or Simulink blocks. The evaluation of the algorithms among with experimentation with
hyperparameter setting as well as monitor training progress is also provided.

In this section the implementation of DDPG algorithm on a linear and non linear dynamical system
for optimal control will be presented in order to evaluate the algorithm performances.

The implementation will be divided analyzing step-by-step the following flow-chart:

1.

Formulate Problem: define the task for the agent to learn, including how the agent interacts
with the environment from the set of observations and actions point of view and any primary
and secondary goals the agent must achieve.

. Create Environment: define the environment within which the agent operates, including

the interface between agent and environment and the environment dynamic model.

Define Reward: design the reward signal that the agent uses to measure its performance
with respect to task goals and how this signal is calculated from the environment.

. Create agent: define the agent, which includes defining a policy representation and config-

uring the agent learning algorithm and its hyperparameters.

. Train agent: train the agent policy representation using the defined environment, reward

and agent learning algorithm.

Validate agent: evaluate the performance of the trained agent by simulating the agent
environment together.
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4.1 Example: DC Motor

There are various uses of Direct Current machines (DC motors) in the industry. DC motors are
used in both high and low power applications as well as fixed and variable speed electric drives. For
example, their applications range from low power toys, spinning and weaving machines, vacuum
cleaners, elevators, electric traction as well as spacecrafts and so on. The speed of a DC motor can
be controlled easily, by changing voltage and current depending on the type of the DC motor used.

In this thesis, a linear DC Motor speed control using the voltage applied to the motor as control
input is considered.

4.1.1 Speed control problem

Consider the following state space representation of a DC motor second-order continuous time
model:
T = f(ze,ur) = Axy + Buy (4.1)

all-lE A EB

e z; € R" is the measured state DC Motor speed [%] s Tmaz = 10 [%],xmm =0 [%];

e u; € R™ is the control input Voltage applied to the DC motor [V] , umaz = 10 [V]
Upmin = 0 [V],

where:

o Y =1 ... €RPis the output assumed to be equal to the state: y; = x.

A is the state matrix with appropriate dimensions representing the system dynamics by taking
into account the evolution of the speed

e B represents the contribution of the input u in vector form with appropriate dimension
e ( is the output matrix with appropriate dimension

It is assumed that the DC Motor can only rotate counterclockwise with a saturated range of
up € [0, 10][V].

For the infinite-horizon LQT problem, the goal is to design an optimal controller for the system
which ensures that the output y,,.,, tracks a step reference speed trajectory y; . and acts on the

ref
difference between the two defined as control error e;.
The optimal control problem can be seen as regularization of the form:
ytref - ytmeas = 0 — €t = O (42)
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4.1.2 Designing reference speed signal

The regularization control problem is set with respect to a time-varying step function characterized
by a period of T' = 60 [s] designed in Figure 4.1.

y_ref
T

af- [ ywt]

| | | | |
0 10 20 30 a0 50 60

Figure 4.1: Reference speed signal

The design of the step function reference signal with different amplitudes was carried out in order
to allow the neural network, and therefore the agent to become aware of all the frequencies present
in its operating range and to verify after training whether the agent was able to track any step
function or other shapes such as sin and ramp with different amplitudes until saturation.

4.1.3 Create Environment

In a Reinforcement Learning scenario, the environment model the dynamics with which the agent
interacts and the one that the agent must learn. In particular, the dynamics include the plant
modeling and also the disturbances. Practically speaking, the environment is everything except the
controller defined by the RL algorithm, reward and policy.

Usually what is done to solve a RL problem is to train in a simulated environment which contains
the plant dynamics and then improve its behavior by continuing to train the agent in the real
environment so that it is also able to face off against a real environment characterized by uncertainty
and disturbances.

4.1.3.1 Plant modelization

The DC motor is a typical actuator in control systems. When combined with wheels, drums, and
cables, it may also provide translational motion in addition to rotational motion.

Figure 4.2 displays the rotor’s free-body diagram as well as the armature’s electric circuit.
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Figure 4.2: DC Motor electric circuit

It is assumed that the input of the system is the voltage source (V') applied to the motor’s armature,
while the output is the rotational speed of the shaft 6. The rotor and shaft are assumed to be rigid.
Finally, it is also assume a viscous friction model, that is, the friction torque is proportional to shaft
angular velocity.

The following table shows the physical variables values:

DC Motor Physical Setup
Moment of Inertia 0.01 [Kg.m?]
Motor Viscous Friction 0.1 [Kg.m.s]
Electromotive Force Costant | 0.01 [V// %‘f]
Motor Torque Constant 0.01 [& ]
Electric Resistance 1 [Q]
Electric Inductance 1 [H]
Sampling Time 0.01 [sec]

Table 4.1: DC Motor physical parameters

In general, the torque generated by a DC motor is proportional to the armature current and the
strength of the magnetic field. It is assumed that the magnetic field is constant and, therefore, that
the motor torque is proportional to only the armature current ¢ by a constant factor K; as shown
in eq. 4.3. This is referred to as an armature-controlled motor.

T = Ki (4.3)

The back emf denoted as emf is proportional to the angular velocity of the shaft by a constant
factor K. as shown in eq. 4.4.

emf = K0 (4.4)
In ST units, the motor torque and back emf constants are equal resulting in K; = K. = K.

This system will be modeled by summing the torques acting on the rotor inertia and integrating the
acceleration to give velocity. Additionally, the armature circuit will be subject to Kirchoff’s laws.
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Finally, by applying Newton’s law to the motor system, its dynamics is obtained:

d’6 do o 1 i do
di di 1 do
LY~ Ritv- & (Ri+V-KY 4.
p Ri+V emf—>dt L( Ri+V dt) (4.6)

The plant’s dynamics will be defined as the environment of the RL problem using SIMULINK blocks
as shown in Figure 4.3.

It is also necessary to create the environment MATLAB script object which will interact with the
agent by generating the instantaneous rewards signals and observations in response to agent actions.

<k
: ~J
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vatax
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| L~ digts E
Asd Iductancs . Iegralor
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.{:D.i’:._l \ ... " '| -3
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Ace ersa Imegratort :
<

Damping

Figure 4.3: Plant modelization using Simulink

4.1.4 Observation and Action signals

The observation signal S which consists of the system feedback is defined in such a way as to make
the agent able to learn all frequencies covered by the various in time reference speed signal designed

preViou81y: S e [ytmeas yt'ref ytm.eas yt;ef ] °

The action set A, which is the control input range, is continuous and is determined by the action
range of the voltage given to the DC Motor since the DDPG agents must be trained with continuous
sets: A € [0 10] [V] which will be normalized in the same scale as the observation set.

4.1.5 Reward signal

The reward signal ry41 is one of the most important designing function used to guide the learning
process of the agent because this signal measures the performance of the agent with respect to the
control problem and system performance. In other words, for a given observation or state s;, the
reward measures the effectiveness of taking a particular action. During training, an agent updates
its policy 7 based on the rewards received for different Q-function combinations in order to maximize
the total outcome of the reward function representing the main goal of the agent in a RL-based
framework.
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At each time step t, the reward is defined as follows:

res1 = r(ze,u) = —Qler] — q11 |Ymeas] (4.7)

where e; = Yt — Ytpeas-

Since this is a maximization problem of a negative quantity, the agent must learn how to make the
reward function converge to zero as close as possible. The first term is responsible for tracking the
reference signal by minimizing the error while the second one for reducing the oscillating behaviour
once it achieved the tracking of speed

4.1.6 Normalization

In this example a min-max normalization defined in eq. 4.8 was implemented for both observation
and action spaces in order to improve speed as well as performance of neural networks during the
training.
x — T
g = -0 (= 1) 41 (48)
Tmax — Tmin

e 15 . is the original data with no normalization,

° 1, is the normalized data,

norm

® Tinaz, Tmin are respectively the maximum and minimum values of the quantity to be normal-
ized

e h, | are respectively the upper and lower values of the new range for the normalized data:
Tnorm € [l = —1;h =1].
4.1.7 Training configuration

This section will first demonstrate the control schema that was implemented on the Simulink plat-
form before presenting the settings and hyperparameters that were used to train the agent after
learning the optimal policy 7*.

4.1.8 Control schema

The DDPG implementation for Motor Speed control is performed on Simulink platform is shown
in Figure 4.4.

As can be noticed, it is divided into 5 main blocks:

1. Reference Signal Design block representing the time-varying step speed reference signal design
known as yy;

2. Plant/Environment Model block representing the DC Motor dynamics discussed in 4.1.3.1.
In addiction, a white noise was designed and added to the control input in order to simulate
the tolerance of the DC Motor;

3. Observation Set block representing the observation set defined as S € [Yt,,co  Utrer  Ytmeas

4. State and Input Normalization block where min-max normalization 4.1.6 technique is imple-
mented for both states x; and control input u; at each time step t.
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4.1. EXAMPLE: DC MOTOR Politecnico di Torino

5. Agent/Controller block where the reward signal r;11 designed in 4.1.5 is implemented as well
as the DDPG agent.

Controller/ Agent Plant/Environment Model
5 o
L - o @ .- = -

e [
*

{5} {3
Reference Signal Design Observation Set State and Input Normalization
-

Desgng ek 5. E

Figure 4.4: DC Motor speed control implementation

Notice that the control input action u; = a; at each time step t from the controller is passed back to
the reward function Matlab function via a unit delay to align them with the new state observations
they cause.

4.1.8.1 RL design process

Training an RL agent presents a different set of challenges:
e Selecting the reward signal;
e Tuning many design variables;
e Long training times;

Finding a successfully reward signal is the most challenging part of the RL design. It is an iterative
process which depends on multiple design parameters, and it cannot be validated quickly due to
the long training times. That is one of the main reasons a absolute value or quadratic-based reward
signal is most used.

The parameters tuning approach concerning critic and actor neural networks, reward function r441
as well as stmulation time and sampling rate approach will be discussed below.

Training a reinforcement learning agent is lengthy process ranging approximately between 30 [min]
to 2 [h] for optimal DC Motor speed control. Thus, unlike model-based design, with RL its takes
time to validate if the agent can successfully could achieve the goal depending also on how much
the agent will explore the main frequencies of the system and how much data it collects around the
main frequencies.

It is very important to document how changing certain parameters (i.e, design variables) affects
the response of the system. One way is to have a table with the various design parameters and the
corresponding outcome.
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These are the main design parameters that were changed in the training sessions:
e Reward signal: quadratic weights used in the reward function and penalization terms
e Critic and Actor networks: number of hidden layers, neurons, activation functions

e Sample time: sample time of the Simulink model which represents the environment and the
dynamics to be study for both the environment and the agent.

e Training Episodes: the number of episodes it took for the RL algorithm to create the policy
for the agent to be trained.
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4.1.8.2 Hyperparameters and network architectures

The table following table shows the hypermerameters used for training the agent after several
iterations of the RL design process:

Hyerparameters
Reward Function Weights Q=6; ¢11=0.01

Architecture:

Feature input Layer: 4 neurons;

Hidden Layers 4+ Activation Function: 3 Hidden
Layers with 16 neurons each with Relu

as activation function;

Output Layer: 1 neuron corresponding to the
selected action with tanh as activation function
order to normalize it between -1 and 1

Fully Connected Actor Network
Learning rate: le-3;

L? Regularization Factor: 2e-4;

Discount Factor: 0.995;

Sample Time: 0.01;

Mini Batch Size: 128;

Experience Buffer Lenght: 1e6;

Noise Variance: 1 * 0.1/y/Ts = 10% of Control
Input Voltage

Architecture:

Feature Input Layer: 4 neurons (dimension of
Observation Space);

Hidden Layers 4+ Activation Function: 4 Hidden
Layers with 16 neurons each and leaky Relu with
0.5 slope as activation function. The choice of leaky
Relu is done in order to take into account also
Fully connected Critic Network | negative observations.

Learning rate: le-4;

L? Regularization Factor: le-4;

Discount Factor: 0.995;

Sample Time: 0.01;

Mini Batch Size: 128;

Experience Buffer Lenght: 1e6;

Max Episodes: 1000;

Max Steps Per Episode: 600;

Episode Duration: Sampling Time * Max Steps
per Episode = 60 sec

Training Options

The adjustment of the hyperparameters has a moderate impact on the DDPG algorithm. Even
though DDPG turned out to be very sensitive to the reward functions, they were not mentioned
in the original paper. Minor adjustments are typically not problematic or, in some situations, can
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result in faster learning. As can be seen in the table, among the several reward functions were
tried, the most reliable one is the one with @ = 6 and ¢;; = 0.01 (ref. to eq. 4.7) which make the
control error term e; defined in eq. 4.2 with the highest influence while pushing the agent to track
the convergence of the error to zero.

Notice also that the number of neurons comprising the feature input layer for each neural network
is equal to the dimension of the observation state while the number of neurons of the output layer
corresponds to control input action space. The number of hidden layers and their neurons depend
on the complexity of the dynamics to be learned for the agent, in this case 4 hidden layers with 16
neurons each. In order to push the agent explore in an important way, 10 % of the control input
voltage range is selected as variance.

4.1.9 Performances

Once successful agent is trained, the policy m performance for tracking the reference speed is tested
in Simulink platform.

The purpose of the simulation is to verify that the policy 7 learned by the agent is able to correctly
represent the dynamics of the DC Motor respecting the performance required to track the reference
speed signal.

We also wanted to verify that the agent has also learned the frequencies involved in the signal and
any saturations so that he is able to adapt to tracking reference speed signals of different shapes
such as sin or ramp.

The following plots show the closed-loop step agent responses:

y_ref, y_meas
I

6 1 1 1
= y_ref
y_meas

Figure 4.5: Speed controlled trajectory w.r.t time varying step reference signal
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y_ref, y_meas
T

Figure 4.6: Speed controlled trajectory w.r.t sin wave reference signal

y_ref, y_meas
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Figure 4.7: Speed controlled trajectory w.r.t ramp reference signal

The plot in figure 4.5 demonstrates that the agent was able to learn the unknown dynamics of
the DC Motor and track the designed reference signal with a rise time t, = 0.3 [s] managing to
rotate the motor with a the steady state error eg; characterized by azero mean oscillating response

converging close to zero:
rad

€ss = t_13+moo e: = 0.0008 [—] (4.9)

sec

where e; is the error defined as the difference between the reference signal and the control input
defined in eq. 4.2 but considering the control input after the transient phase.

The maximum number of steps for each episode was setted to S,,q, = 6000, which means an episode
duration of tg;;, = 60 [sec| in order to give the agent the time to track the entire reference speed
signal:

toim = T'S * Spax (4.10)

where T's = 0.01 is the sampling time.

The agent after 581 episodes = 20[min] of training was able to converge to the optimal policy 7* and
also to adapt its behaviour to track also different signals characterized with the same frequencies
as the one used for train.

From the plot in Figures 4.7 and 4.8 it can be see that the agent is also able to track a sin wave
and also a ramp reference signals which have different dynamics as it was trained. In particular, the
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agent is able to track the ramp signal until physical saturation while for the positive sine wave, the
agent tracks the signal with a small time offset. Taking into account that the agent was unaware
of these shape of signals during the training phase, this is an impressive result.

4.1.10 Conclusions

It has been demonstrated that the implementation of the DDPG algorithm in LQT control of a
first-order linear system was successful with excellent performance and the training phase lasted
relatively shortly. This is due to the not overly complicated dynamics that the agent had to learn.
However, before applying the trained agent to the real system, it is recommended to finish training
it on the real real system in order to allow the agent to learn the uncertain effects due to real
hardware systems and compensate them with a suitable voltage.

In the next section, the implementation of the DDPG algorithm on a non-linear system will be tested
in order to make the system agent learn more complex dynamics and analyze its performance with
respect to the linear one.
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4.2 Example: Inverted Pendulum

The balance control of a Furuta Inverted Pendulum based on the DDPG algorithm has been im-
plemented.

Katsuhisa Furuta developed the Furuta pendulum at the Tokyo University of Technology in 1992.
It is now thought of as one of the most well-known systems that enables the application and
understanding of non-linear control theory.

The QUBE-Servo 2 Furuta Inverted Pendulum system is considered. As can be seen in Figure 4.8,
a Furuta Inverted Pendulum is a system with two arms, one of which is attached to a powered
motor. One degree of freedom is shared by both arms, which allows for rotation around each axis.

In spite of its seeming simplicity, the pendulum’s mechanics involve a degree of complexity that
necessitates the use of lengthy equations to describe its motion.

Encoders are used to measure the position of the rotary arm (i.e., the DC motor angle) and the
pendulum link as well as their rate of change defining the system output:

yt = ytmeas = [97 a’ é d]' (4'11)

Figure 4.8: QUBE-Servo 2 Inverted Pendulum

4.2.1 Position control problem

The control of a pendulum has been one of fundamental problems in control field. As a control
strategy to stabilize at the up-right position, it is well known that a linear quadratic technique is
effective. The goal of the implementation of the model-free DDPG algorithm is aiming not only to
make an agent learn its dynamics but also to stabilize it and also to swing up the pendulum in the
vertical position positioned at the origin of the reference system: oy = 0 [rad] and 6y = 0 [rad]

In this context, for the infinite-horizon LQT problem, the goal is to design an optimal controller for
the system which ensures that the output: y, = yy,,... = [0, a, 0, @] tracks the reference
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position trajectory ., = [0, a, 0 al =10, 0, O, 0] and acts on the difference
between the two defined as control error e;:

€t = ytmeas - ytref (412)

4.2.2 Create Environment

The environment used to train the agent is a nonlinear dynamic model of the rotational inverted
pendulum QUBE-Servo 2 system and is defined in the Simulink QUBE-Servo 2 Pendulum Model
block provided by MATLAB which contains all the real dynamics equations of the Inverted Pen-
dulum and its physical parameters of the hardware. The system consist of a motor arm, which is
actuated by a DC servo motor, with a swinging pendulum arm attached to its end. This system is
challenging to control because it is under-actuated, highly non linear and non minimum phase.

4.2.2.1 Plant modelization

The rotary inverted pendulum model is shown in Figure 4.9. The rotary arm pivot is actuated by a
DC Motor. The arm has a length of L,, a moment of inertia of J, defined in eq. 4.13, and its angle,
0, increases positively when it rotates counter-clockwise (CCW). In particular, both the pendulum
and the arm turn in the CCW direction when the control applied voltage is positive, i.e., V,,, > 0.

m, L?

Jr = 5

(4.13)

where m, is the total mass of the rotary arm.
The pendulum link is connected to the end of the rotary arm and it has a total length of L, with
the center of mass located at % The moment of inertia about its center of mass is J, defined in
eq. 4.13

mpLIQ)

Jp= 2 (4.14)

where m,, is the total mass of the pendulum link. The inverted pendulum angle «, is zero when it
is perfectly upright in the vertical position and increases positively when rotated CCW.
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Zp Pendulum
A JLI.- mL'
o
Yo o >0 CCW
> L./2
Xy I-'i‘ >

A
6>0CCW Rotary arm
Jr

L,

Figure 4.9: Rotary inverted pendulum conventions

4.2.2.1.1 Nonlinear Equations of Motion

The Lagrange method is used to find the equations of motion of the system which is a systematic
method often used for more complicated systems such as robot manipulators with multiple joints.
More specifically, the equations that describe the motions of the rotary arm and the pendulum with
respect to the motor voltage will be obtained using the Fuler-Lagrange equation described in eq.
4.15

) (4.15)

where L is the Lagrangian of the system while Q); are the generalized forces. The interested variables
q; are called generalized coordinates. For this system:

at)" =[0(t) at)] (4.16)

where, as shown in Figure 4.9, 6(¢) is the rotary arm angle and «(t) is the inverted pendulum angle.
Their corresponding velocities are represented in eq. 4.17

q(t)" = [dz(tt) d(jlit)] (4.17)

Notice that the dot convention for the time derivative will be used. The time variable ¢ will also be
dropped from € and «, i.e., § = 0(t) and o = «(t).
By using the generalized coordinates expressed in 4.16, the Fuler-Lagrange equations for the rotary
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pendulum system are defined in eq. 4.18.

d’L  dL

79- a0 = Q1

let?dL e (4.18)
dide da @

where the Lagrangian of the system is described in eq. 4.19.
L=T-V (4.19)

where T is the total kinetic energy of the system and V' is the total potential energy of the system.
The generalized forces ); are used to describe the non-conservative forces such as friction applied
to the system with respect to the generalized coordinates. In this case, the generalized force acting
on the rotary arm is defined in eq. 4.20:

Qi=1— B0 (4.20)

where B, is the viscous damping of the rotary arm which defines the viscous friction torque —B,0
opposing the applied torque generated 7 from the input servo motor voltage, V;,.
The generalized force acting on the pendulum is defined in eq. 4.21:

Qs = —Byir (4.21)

Recalling that the pendulum is not directly actuated, B, is the viscous damping coefficient of the
pendulum which is opposing the pendulum rotation.

By exploiting the Euler-Lagrange’s terms (see eq. 4.15) it is possible to obtain the equations of
motion of the system:

1 . 1 1 .
(mpL? + ZmPLZ cos?(a) + Jr> 0 — (2mprLr Cos(a)) &+ <2mpL12D sin(a)cos(a)) fa+

) (4.22)

+ <2mprLT sin(a)) a?=1-B0

1 ; 1 2) . 1 2 : o 1 : :
—imprLr cos(a)f + | Jp + Empr & — Empr cos(a) sin(a)0” — imprg sinaw = —Bpa (4.23)

The relationship between the torque applied at the base of the rotary arm generated by the DC
motor with respect to the control voltage applied is defined in eq. 4.24

_ (VT; ; kmé) o

where ky, is the back-electromagnetic force, V,,, is the control input voltage and R, is the internal
motor resistance.
By solving eq. 4.22 and 4.23 for the acceleration terms yields:

i — JpK1 (—mpLrL cos(a)d?) Ko
- 7

(4.25)

(=mpLyLcos(a)) K1 + (Jr + Jpsin®()) Ko
Ji

o=

(4.26)
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L
where L = -

while J¢, K1 and Ko are defined in eq. 4.27, 4.28, 4.29 respectively.

Jy = JpJy + J} sin®(a) —

Ki=7-B0+ 2J, sin(a) cos(a)@d +myL,L sin(a)é?

Ky = —Bpd —

mf,L%L2 cos? ()

Jpsin(a) cos(a)a? — mygLsin(a)

The following table shows the physical variables values:

Environment /Plant Parameters

Variable Value

Motor Resistance [()] R, = 21.7
Damping of Motor Shaft [md -] i = 3.08e-6
Constant Torque [272] K; = 0.042
Back EMF constant [Rad -] K = 0.0392
Back EMF constant [Rad -] Ky = 0.182
Motor Shaft Inertia [kg * m?] JIm = 4e-6
Motor Inductance [H] L, = 4.98e-3
Arm rod radius [m] rod,q.q = 0.003
Pendulum radius [m)] Proq = 0.0045
Length of Pendulum [m] L, =0.126
Length of Arm rod [m)] L, =0.103
Mass of Pendulum [kg] my = 0.024
Mass of Arm rod [kg] my = 0.095

Inertia of Pendulum [kg * m?]

2 L2
Iy = mp(Pg2 + )+ m

my( )2

Inertia of Arm rod [kg * m?]

P I

2
m(

Le)?

Damping of Arm rod [md -] D, = 0.001
Damping of Arm rod [md -] D,y = 1.88e-04
Damping of Pendulum [T];TS] D, = 8e-6
Gear ratio n=1

Gravity [7] G =9381
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4.2.3 Control schema

The pendulum system was then modeled in Simulink using Simscape Electrical and Simscape Multi-
body components.

For this system:

e 0 € [—5 7] isthe motor arm angle and o € [-27 27| is the pendulum angle.

e The motor arm angle 6 is 0 [rad] when the arm is oriented horizontal and forward.

e The pendulum angle « is 0 [rad] when the pendulum is oriented vertically downwards.

e Control input uy = a; € [—12 12] [V] is the DC voltage signal applied to the motor.

Full pendulum angle

CoO—

alpha (rad) Inverted Pendulum angle
i.e. alpha_up = 0 is when pendulum is upright vertical position

mod | »f up

alpha_up

2pi

Figure 4.10: Inverted Pendulum reference system conversion

This technique makes the unstable vertical equilibrium point as a single value (o = 0 [rad]) without
putting the agent in a position to understand if the direction of rotation is counterclockwise (¢ =
—m [rad]) or clockwise (« = 7 [rad]). The overall control schema is shown in Figure 4.11

Measured Output: [ «]

Reference point:

Brop =0 o5 =0 Action noise: £
[Brey =0 ey =01 -@ % ~| Reward Tt ) Agent [ -,
Ay
T . DDPG Environment
\
\
Inverted
Controller |+ -@ & .
Pendulum
\
' . ) B a édl h
Au [Brer rer] Observations
au >}

At r T T

A Control input: u,

Measured Output: [ «]
Figure 4.11: Overall control schema
In the Simulink model, a change of reference system was applied in order to have a 0 [rad] value

angle (o = 0 [rad]) in vertical equilibrium position in order to treat the problem as regularization
control problem as shown in the Simulink schema in Figure 4.10.
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4.2.4 Action and Observation signals

For the rotary inverted pendulum there are four continuous observation signals which are the motor
angle 6, the pendulum angle a and their rate of change respectively: S € [0, «, 6, &]. On the other
side, even if the voltage range applied is in between -12 [V] and 12 [V], the continuous action set is in
between -10 [V] and 10 [V] in order to improve the robustness in case of hardware implementation:
A€ [-10 10] [V].

Both the observation and action state are normalized using min-mazx normalization technique as
defined in 4.1.6.

4.2.5 Reward signal

The reward signal was designed as follows:
_ 2 2 )2 ) 2
Ti41 = — <Q119t + qa20y + q3307 + qua &4 + 7’11%) (4.30)

The agent’s purpose is to maximize the reward function. In other words, the weighted quadratic
function rewards the agent when the rotary arm stays within the 0 [rad] for both the angles. The
terms concerning both rotational speeds and control input effort are introduced in order to penalize
high oscillations and the control motor voltage does not go too high.

It was found that quadratic-based reward signals are easier to tune and increase the likelihood of
training a successful policy with this system.
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4.2.6 Hyperparamers and network architectures

The table shows the hypermerameters used for training the agent after tuning.

Hyerparameters
Reward Function Weights q11=10; g220=20; ¢33=0; qua=1; r=1
Architecture:

Feature input Layer: 4 neurons;

Hidden Layers 4+ Activation Function: 3 Hidden
Layers with 300 neurons each with Relu

as activation function;

Output Layer: 1 neuron corresponding to the
selected action with tanh as activation function
order to normalize it between -1 and 1

Fully Connected Actor Network
Learning rate: le-4;

L? Regularization Factor: 2e-4;

Discount Factor: 0.995;

Sample Time: 0.01;

Mini Batch Size: 128;

Experience Buffer Lenght: 1e6;

Noise Variance: 1 * 0.3/y/Ts = 30% of Control
input

Architecture:

Feature input Layer: 4 neurons (dimension of
Observation Space);

Hidden Layers + Activation Function: 4 Hidden
Layers with 16 neurons each and leaky Relu with
0.5 slope as activation function. The choice of leaky
Relu is done in order to take into account also
Fully connected Critic Network | negative observations.

Learning rate: le-4;

L? Regularization Factor: le-4;

Discount Factor: 0.995;

Sample Time: 0.01;

Mini Batch Size: 128;

Experience Buffer Lenght: 1e6;

Max Episodes: 10000;

Max Steps Per Episode: 2000;

Episode Duration: Sampling Time * Max Steps
per Episode = 20 sec

Training Options

Table 4.2: Hyperparameters and network architectures
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4.2.7 Performances

Once a successful agent is trained, how well the policy balances the pendulum is tested in simulation,
on the Simulink platform using the QUBE-Servo 2 block. Training a reinforcement learning agent
is a lengthy process ranging approximately between 1.5 and 5 [h] for the rotary pendulum. Thus,
unlike model-based design, with RL its takes time to validate if the agent can successfully balance
the pendulum and assess its response. It is important to document how changing certain parameters
(i.e., design variables) affects the response of the system.

The response of the rotary arm and pendulum when it starts at approximately 0 deg from the
upright balance position is shown in the Inverted Pendulum (deg) shown in alphadeg plot in Figure
4.12 and the corresponding voltage applied to the motor is shown in the Voltage Vm (V) plot in
Figure 4.13.
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Figure 4.12: Inverted Pendulum angle [deg/
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Figure 4.13: Motor voltage [V]
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As can be noticed, the pendulum is balanced with a settling time ¢5 = 2 [sec]. This time could be
decreased by decreasing the number of maximum steps which will decrease the time available for
the agent to train in a single episode. In this case, the maximum number of steps for each episode
was setted t0 Syqe = 2000 resulting in an episode duration of ¢, = 20 [sec]:

toim = T'S * Spax (4.31)

where T's = 0.01 is the sampling time.

4.2.8 Conclusions

While some improvements can be made, this approach demonstrates that RL can successfully be
used for advanced control tasks in a non linear electromechanical system and is realizable on actual
hardware. There have already been a host of examples showing how RL can be used to balance
and swing-up pendulum systems. While using RL for control system applications as already shown
some benefit, it is still in its infancy and will become a more powerful and easy-to-use technique in
the next few years.
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4.3

Discussion on RL training

Observe the agent’s behavior during training, such as with scopes or other visualization blocks
in the Simulink model. With this, it is possible to observe evolutions in the policy and episode
reward. Is the agent getting stuck in a bad policy? Is it learning to exploit the reward in
unintended ways?

Training takes time. Agents can go through periods of better and worse performance as they
try different policies. Even if your agent is not yet performing well, unless it’s clearly no longer
learning anything useful, let it keep training. If the the maximum number of training episodes
is reached while the agent is still making progress, increase the number of episodes.

Exploration is critically important. If an agent doesn’t explore enough, it will settle on a poor
policy. If the agent seems to have stopped learning, try experimenting with the exploration
options to promote better exploration.

Ultimately, agent’s learning is dictated by the reward function. Check that the agent isn’t
learning to exploit a “loophole” in the reward, such as the robot driving into the shelves to
terminate the episode early to avoid negative rewards. Try shaping the reward function to
guide the agent towards desirable states. Relying only on sparse rewards (such as a bonus
when a task is successfully achieved) can make training difficult because the agent may never
achieve the reward through random exploration.

If the learning rate is too low, training may take a long time. However, a learning rate that
is too high may cause unstable learning. Try to use as large a learning rate as you can, but
if agent’s policy seems to be changing randomly without any improvement to the average
reward, the actual learning rate may be too high.

With enough neurons, a network can represent an extremely complicated function. But more
neurons means more parameters, which requires more training. Start with a simple network
— use the default network or copy the architecture from a similar example. But if the agent
doesn’t seem to be able to learn, no matter what else you try, it is used to try increasing the
number of hidden-layer neurons in the networks.

Normalization of the action and observation state in the same scale range helps the neural
network to improve its performance and time from a training point of view.

In addiction, the sample efficiency of data collection process during the learning phase is still not
well addressed. The convergence rate to the optimal policy as well as the time of the learning process
are strongly influenced by the efficiency of the data collected by the agent during the learning phase.
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Chapter 5

Complementary reward function
based learning enhancement for Deep
Reinforcement learning

This chapter proposes a method to generate efficient sample data which allows the agent to collect
high reward trajectories more frequently, decreasing the learning phase time. The proposed method
consists of Complementary reward (CR) function augmented to the traditional reward function.
The CR tends to infinity when the control input leads to the system performance that meets the
given requirements very accurately. Consequently, the control policy which maximizes the reward
function can render the system to optimal performance. The main contributions of this study
include the following aspects: (1) a new proposed Complementary reward that is augmented to
the reward function which improves performance of the reinforcement learning based controller in
terms of system requirements; (2) speed-up of training phase via generation of more efficient data
resulting in a better learned policy.

5.1 Complementary reward function method

In RL problems, the agent learns the optimal control policy which maximizes the reward function by
exploring the range of control strategies and selecting the optimal control strategy which maximizes
the reward function. In this context, a new method is proposed to speed-up the control learning
process and favouring the convergence to the optimal policy by generating more trajectories with
high rewards. Such trajectories are generated by a CR included in the reward function which tends
to infinity when the system response leads to optimal performance making the agent collect a higher
reward during the learning phase. In this sense, in the case of balancing control problem defined in
section 77, the CR defined in Eq. 5.1 is proposed:

(5.1)

) q55e(7|arelf*a|) + q%e(ﬁ) ifd<+tAanda<+Banda< £D
C(st, eq, @) :
0 otherwise

where + is the damping coefficient defining the speed divergence of the function with respect to the
control error e;, ¢s5 and ¢gg are weighted parameters while A and B and D are CR conditions to
be fixed based on the control problem or system requirements.

63



5.1.

COMPLEMENTARY REWARD FUNCTION METHOD

Politecnico di Torino

1000
900
800
700
600

Complementary
I

Reward function

R

\ n
Y X05 |y
N v1za17 |
\

N

X0.5
Y 7.38906

Damping coefficient - | _|

500

X0.5

400 H
O 300
200

100 —L L .

1.5 2

!

2.5 3

Figure 5.1: Complementary function with different damping coefficient

As shown in Fig. 5.1, the proposed CR is inversely proportional control error (see Eq. 77) tending
to infinity when e, is very close to zero. The rate of convergence of the CR is dictated by the
damping coefficient as shown in the zoom sub-figure. The choice of v is very important and must
be chosen according to system requirements and control problem.

The CR is included in the DDPG agent reward function defined in Section 7?7 as shown in Eq. 5.2:

Rip1 =111+ C(s¢, €q, &) (5.2)
where 7,41 is the traditional reward function and C(s¢, o, &) in Eq. 5.1 respectively.
The traditional reward function becomes negligible when at least e, is close to zero:
Riy1 =rip1 + C(sg,eq, &) >~ C(s4,eq,¢) if at least e, ~ Oanda ~ 0 (5.3)

The corresponding pseudo-algorithm concerning the proposed method implemented with DDPG
algorithm is given below 3 with M, T and n being the total number of episodes, episode duration
and number of samples respectively.
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Algorithm 3 DDPG using Complementary reward function

Step 1. Initialization

Randomly initialize actor network 1(s;|0,) and critic network Q(s¢, at|6y)

with weights 6, and 0,4 respectively

Copy the weights to target network ,u, and Q' 9// — 0y, 9¢/ — 04

Initialize replay buffer

Step 2. Exploration

for episode = [1:M]

Initialize the noise process N ~ OU for exploration

for t = [1:T]

Obtain the current system state s; from the environment

Generate control input action a; = p(s¢|6,) + N based on the current actor policy
exploration action noise

Execute action a, then if: g < A and e, < B, receive reward Ry;1(5.2) otherwise ry11
Obtain the resulting system state s;41

Store experience (s, a;, Riy1 or ri41, Si4+1) into the replay buffer

Step 3. Update

Extract a mini-batch of n experiences (s;, a;, Rit1 or 1441, Si+1) from replay buffer
Compute the target value: y¢ = rip1 + YQ(Se41, 1(5e41)]65)

Update critic network by minimizing the loss L = 1 3. (y; — Q(si41, ai+105))?
Update the actor policy by using the policy gradient

Vo, ~ LV4,,Qs: 1(5116,:)16)

Update the target networks

9¢/ (—7’9¢—|—(1—T)9¢/

Gul <—7’9M+(1—T)9H/

end

end

To demonstrate the effectiveness of the proposed approach while using DDPG algorithm for optimal
control, a comparison between traditional method and the proposed one has been carried out. The
training settings, hyper and weighted parameters, neural networks configuration remain the same.
The training phase duration is set to 600 episodes whose duration is defined by 2500 number of steps
each resulting in 25 seconds since the sample time is set to 0.01. The learned policy by the agent
is then tested on the same simulink model that was used to train the agent for both methods with
simulation time of 10 [sec]. The position of the pendulum and motor angles are always initialized in
the same way at the beginning of each training episode: g = 7 [rad] and 6y = 0 which consist on
vertically down position for the pendulum and motor angle positioned at the origin of the reference
frame respectively. During each episode, the agent will generate online trajectories by observing
the measured output and reward coming from the environment and will subsequently use them to
improve and update their policy.

65



5.2. TRADITIONAL REWARD FUNCTION APPROACH Politecnico di Torino

5.2 Traditional reward function approach

The trained agent performance without using CR function is first analyzed. Fig. 5.2 shows the
output response of the inverted pendulum angle o with respect to the unstable equilibrium point
ayef = 0. As it can be noticed, the trained agent is not able to balance the pendulum in up-right
position but leads to oscillations around the stable equilibrium point which is positioned at o =
+180 [deg] as well as a = -180 [deg] depending on the rotation sense. On the other hand, Fig. 5.3
shows that 6 output response is respecting the system requirements of keeping the motor angle in
between + 30 [deg]. These performances demonstrate that the agent learnt a sub-optimal policy
and it would need to be trained for more than 600 episodes for converging to a better policy. The
sub-optimal convergence can be observed in the episode reward function as shown in Fig. 5.6 where
the steady state response has an offset of -500 with respect to zero episode reward which is the
maximized one.

5.3 Complementary function approach

The implementation of the proposed method via CR is carried out with the same training and
structure of the neural networks and a damping coefficient v = 0.7. Fig. 5.4 shows the inverted
pendulum angle o with respect to the reference position a,.y = 0 [deg]. As it can be noticed, the
trained agent is able to keep the inverted pendulum in up-right position in less than 1 [sec]: o +
5 [deg]. However, the trained agent is not able to balance the pendulum for more than one 1.5
[sec] since the learned policy is not optimal. Fig. 5.5 shows that 6 output response is respecting
the system requirements of keeping the motor angle in between + 30 [deg]. This improvement in
terms of performance and convergence to a better policy in the same amount of episodes took place
thanks to the introduction of the CR which allowed the agent to collect higher rewards with respect
to the traditional approach resulting in a better performance. From episode reward shown in Fig.
5.7 is possible to notice that at the beginning of the training phase the reward function response is
similar to the traditional approach until the agent is within the CR conditions.

As soon as the agent collects high trajectories, he focuses on generating others with higher reward
by updating the policy. Consequently, CR speed-up the convergence rate to a better policy with
respect to the traditional approach.
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Figure 5.2: Inverted Pendulum angle response with no CR
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Figure 5.4: Inverted Pendulum angle response with CR and v = 0.7
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Figure 5.5: Motor angle response with CR and v = 0.7
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Chapter 6

Conclusions

The DRL algorithm achieves fairly high performance in the demonstrated experiments, considering
the general and generic implementation, short training time and little hyperparameter tuning. In
this context, a list of tips that have been learned during numerous tests and experiments was
provided in section 4.3.

The performance of the agent with a modified reward function demonstrates the power of using
reward functions to design agent behaviour, and the level of generalization due to dynamic random-
ization is also notable.

However, there are substantial drawbacks to the DRL paradigm. In the control theory approach,
robustness and stability are important aspects of any controller solution. When dealing with deep
neural network approximators, there are few guarantees to be made in practice. In theory, given
infinite simulation steps, the policy are guaranteed to converge, but this is not realizable when
it comes to the real world. If something goes wrong in real systems, explanations and analysis
are usually required, which can be considerably difficult or even impossible to obtain in black box
systems. Even if DRL methods outperform the classic control theory methods, safety concerns and
robustness and stability outweigh performance in most physical systems.

Sample inefficiency is one of the biggest problems in DRL. The best performing algorithms usually
require millions of environment interactions to find good solutions for complex problems, and few
methods exist for when the sample size is small. This is also a problem for Deep Learning in general.
In order to solve this issue, the CR method was proposed. The proposed approach improves the
policy learning by speeding up its convergence rate via Complementary reward function making
the agent able to learn a better policy in less amount episodes thanks to its capability of rewarding
the agent with high values when the control task achieves the required performance levels. The
proposed approach can be implemented in any kind of RL problems since it acts at the level of
reward function design which is a step inherent to all the RL algorithms. Thus, the proposed CR
function concept can be viewed as a general contribution to RL based approach.

Numerical issues that might occur when the CR tends to infinity represent a mathematical constraint
of this method. For this reason, the CR must be up bounded accurately based on the weighted
parameter and damping coefficient so the CR function diverges to the up bound which can only be
reached when the control error is very close to zero. However, the comparison between the traditional
method and the proposed one demonstrates that CR function based approach can provide a better
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performance under similar conditions. The next step will be to tune the hyper parameters of the
CR function, in particular, the damping coefficient in order to speed-up the convergence of the
optimal policy in as few episodes as possible.

Moreover, purely data-driven approaches such as DRL might not be the leading solution for real-
world applications yet, and they might never be, but there is no denying that these methods have
achieved impressive feats. The attempt to combine the robustness and stability of control theory
with the exciting performance of machine learning is definitely an interesting research area.
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