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Abstract

A flaky test is a test whose outcome varies across executions without any intentional
change to the source code or test logic. Such non-determinism arises from a range of root
causes, including order dependencies between tests, non-idempotent side effects on shared
state, reliance on timing or external resources, and genuine non-determinism in the system
under test. Regardless of origin, flaky tests impose significant costs on software teams:
they erode confidence in test suites, inflate debugging effort, and complicate continuous
integration pipelines by introducing false signals that obscure real regressions. Despite
considerable research attention, existing automated approaches remain largely static and
category-specific, leaving a clear gap for agentic workflows that can dynamically gather
execution evidence, reason over it, and iteratively refine repairs across diverse flakiness
types.

This thesis investigates automated flaky-test detection and repair through a multi-
agent pipeline that combines execution-based evidence gathering, large language model
reasoning, and iterative write-verify repair loops. The proposed system coordinates two
ReAct agents through a LangGraph orchestrator. A detection agent classifies the type
of flakiness by executing the target test through a structured sequence of Docker-based
strategies, observing both passing and failing outcomes before producing a behavioural
classification and a root cause analysis. A repair agent receives this diagnosis and applies
candidate fixes inside an isolated container, validating each attempt through a multi-
strategy verification suite and iteratively refining the fix based on the returned execution
feedback.

The pipeline is evaluated on 539 reproducible flaky tests drawn from the IDoFT
dataset, covering four categories: Order-Dependent Victim, Order-Dependent Brittle,
Non-Idempotent Outcome, and Non-Order-Dependent. Three language models are com-
pared: MiniMax M2.7, DeepSeek V4 Flash, and GPT-OSS 120B. Results show detection
accuracies between 77.4% and 85.1% among reproduced tests and repair fix rates between
79.9% and 90.4%, with most fixes leaving the rest of the suite unaffected, though a re-
gression check found that around one in ten also broke another test. Non-Idempotent
Outcome tests are reliably classified and repaired by all models; Order-Dependent Brittle
tests are well handled by the more capable models; Order-Dependent Victim tests are
harder due to the need to find specific execution orderings; and Non-Order-Dependent
tests remain an open challenge due to limited reproducibility in containerised environ-
ments and insufficient sample size. The study demonstrates that agentic, execution-driven
workflows can achieve robust flaky-test detection and repair, and provides a comparative
perspective on how model characteristics influence the detection—repair trade-off.
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Chapter 1

Introduction

Automated testing plays a central role in modern software engineering. Contemporary
software systems evolve continuously through feature additions, bug fixes, refactorings,
dependency updates, and configuration changes. In this setting, automated test suites
are expected to provide rapid and trustworthy feedback about whether the behaviour
of the system remains correct after each modification. Testing has therefore become a
fundamental component of continuous integration (CI) and continuous delivery workflows,
where test outcomes are routinely used to decide whether code changes are safe to merge
and whether releases can proceed.

The practical value of automated testing, however, depends not only on the existence
of tests but also on the reliability of their outcomes. A test suite is useful only if developers
can trust its signals. When failures are stable and reproducible, they provide actionable
evidence of defects or regressions. When test outcomes become unstable, the role of
testing as a dependable quality gate is weakened. This problem becomes particularly
visible in the case of flaky tests, whose outcomes may vary across repeated executions
even when no intentional change has been made to the program or to the test itself [1].
Because flaky tests introduce ambiguity into the interpretation of failures, they reduce
trust in test suites, increase debugging effort, and complicate the software-development
process [2,3].

Flaky tests are difficult to handle because they do not arise from a single recurring
cause. Their behaviour may result from timing assumptions, concurrency effects, order
dependency, shared state, resource contention, environmental variation, unstable external
services, or other forms of hidden non-determinism [1]. Identifying that a test is flaky is
already challenging, and repairing it is harder still. A useful repair requires more than
making the test pass once. It requires understanding the likely source of instability and
proposing a change that restores reliability without weakening the intended test oracle.

Existing approaches have made important progress on both detection and repair, but
important limitations remain. Execution-based techniques can provide strong evidence
of flakiness, yet they may be expensive and may still miss rare failures. Predictive tech-
niques can improve efficiency, but they often rely on indirect signals and may generalise
unevenly across projects [4,5]. Repair approaches, in turn, frequently perform better on
some categories of flakiness than on others. Harder cases often require richer contextual
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Introduction

understanding than a static classifier or a one-shot repair prompt can provide [6-8]. These
challenges suggest that flaky-test handling should be treated not as a single prediction
task but as a multi-stage reasoning and validation problem.

The diagnosis and repair of flaky tests naturally involve iterative analysis. A developer
confronting a flaky test does not usually solve the problem in one isolated step. Instead,
the process typically involves examining the failing test, identifying the likely type of flak-
iness, locating related production and test code, comparing multiple executions, forming
hypotheses about the cause of instability, proposing a repair, and validating whether the
proposed change actually stabilises the test. If the attempted repair fails, the analysis is
revised and the cycle continues. This workflow is well aligned with an agentic approach.
Rather than treating flaky-test detection and repair as a single-shot language-generation
problem, an agentic system can decompose the task into multiple coordinated steps, each
informed by intermediate evidence and validated through interaction with the software
environment [9,10]. Such a system can employ large language model (LLM)-based rea-
soning where interpretation and synthesis are needed, while also relying on execution
feedback, source-code exploration, and iterative refinement.

This thesis investigates flaky-test detection and repair through a multi-agent archi-
tecture coordinated by a LangGraph orchestrator. The orchestrator maintains a shared
state object that carries all information accumulated across agents, acting as the sys-
tem’s memory. Detection outputs — the flaky type, root cause analysis, failing log, and
execution profiles — are written into this shared state and passed forward to the repair
stage, ensuring that the repair agent begins each attempt with targeted diagnostic context
rather than starting from scratch.

The first stage is a detection agent, which receives the test coordinates and analyses
flaky behaviour by executing the test inside an isolated Docker container through a struc-
tured sequence of strategies. Once it observes both a passing and a failing execution, it
classifies the flakiness pattern and records its findings in the shared state.

The second stage is a repair agent, which reads the detection outputs, explores the
relevant source files, and applies a candidate fix. The fix is immediately checked by a
multi-strategy verification suite. If verification fails, the agent retains the full history of
the attempt — the applied change and the resulting execution feedback — and generates
a revised repair. This write-verify loop continues until the test is verified as fixed or a
wall-clock budget is exhausted, with each attempt informed by everything that was tried
before.

This design treats flaky-test repair as a loop rather than a one-pass prediction, combin-
ing LLM-based reasoning with execution-based validation and memory-driven iterative
refinement.

Research objectives. The objective of this thesis is to study whether flaky-test detec-
tion and repair can benefit from an agentic workflow that integrates contextual reasoning,
specialised task decomposition, and execution-based feedback. More specifically, the the-
sis aims to explore whether a multi-agent architecture can improve the handling of flaky
tests by structuring the process into explicit phases of detection, repair generation, vali-
dation, and iterative refinement.

The main goals of this work are:
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e to design an agentic architecture for flaky-test detection and repair, centred on
orchestration, specialised agents, and iterative validation

e to develop a workflow that combines flaky-type detection, repair generation,
execution-based validation, and memory-driven refinement

e to evaluate the proposed approach on flaky-test instances, with attention to both
repair effectiveness and the role of intermediate reasoning and validation stages

e to analyse the strengths, limitations, and practical implications of using agentic
LLM-based systems for flaky-test handling

Research questions. To structure the evaluation, the thesis addresses three specific
research questions:

RQ1 — Detection effectiveness. How accurately can an agentic detection agent clas-
sify the root-cause category of a flaky test across the different types of flakiness
present in real-world Python projects?

RQ2 — Repair effectiveness and safety. How effectively can an agentic repair agent
fix detected flaky tests, and how often do accepted fixes introduce regressions else-
where in the suite?

RQ3 — Impact of model choice. How does the choice of underlying language model
affect detection accuracy, repair effectiveness, and efficiency across the pipeline
stages?

The remainder of this thesis is organised as follows. Chapter 2 presents the background
necessary for the thesis, covering test flakiness, large language models, agentic systems,
and the related literature. Chapter 3 introduces the design of the proposed system and
describes the implementation of its components. Chapter 4 describes the dataset and
the reproduction study used to establish the evaluation base. Chapter 5 presents the
evaluation and results. Chapter 6 discusses the findings and addresses threats to validity.
Chapter 7 concludes the thesis and outlines possible directions for future work.






Chapter 2

Background

2.1 Test Flakiness

2.1.1 Characterising Flaky Tests

Software tests are executable artefacts used to check whether a system behaves as ex-
pected under specified conditions. Their practical value depends on the reliability of
the outcomes they produce. Passing tests should increase confidence in the checked be-
haviour, while failing tests should provide a dependable signal that further investigation
is needed. This expectation is challenged in the case of flaky tests. A flaky test is gen-
erally understood as a test whose outcome is non-deterministic, meaning that the same
test may pass in one execution and fail in another even when no intentional changes have
been made to the test or to the code under test [11]. The defining issue is therefore not
simply failure, but inconsistency across repeated runs.

This distinguishes flaky tests from ordinary deterministic failures. A deterministic
failing test is usually easier to interpret because the failure can be reproduced and inves-
tigated as evidence of a stable defect or regression. A flaky test, by contrast, produces
unstable signals. Its failure may disappear upon rerun, only to reappear later under
conditions that seem identical from the developer’s point of view. In such cases, the ob-
served outcome no longer provides a straightforward indication of whether the underlying
problem lies in the production code, in the test itself, or in aspects of the surrounding
execution environment.

In practical terms, a flaky test is one that cannot be relied upon as a stable decision
mechanism. Even if such a test checks an important behaviour, its diagnostic value is
compromised because it does not behave consistently across repeated executions. Flak-
iness is therefore not simply a variant of ordinary test failure, but a reliability problem
that affects the trustworthiness of the testing process itself.

The impact of flaky tests extends well beyond the inconvenience of rerunning a failed
job. Their most immediate effect is the erosion of confidence in the test suite. Once
developers observe that certain failures disappear on rerun, they may become less willing
to trust failures in general. This creates a situation in which valid regressions may be
ignored because they are mistaken for further instances of flakiness. In development teams
that rely heavily on CI pipelines, such distrust can affect not only individual debugging

5



Background

decisions but also the broader rhythm of integration and release work [2].

Flaky tests also impose direct engineering costs. When a test fails intermittently,
developers and maintainers must spend time re-executing jobs, inspecting stack traces,
comparing logs, isolating execution conditions, and determining whether the problem
lies in the test, the production code, or the infrastructure [2,3]. Teams may add rerun
mechanisms in CI to reduce noise, but this can mask underlying instability rather than
eliminate it. Developers may quarantine or temporarily disable flaky tests, which reduces
immediate disruption but also decreases test coverage and delays genuine maintenance
work. In the long run, tolerating flakiness rather than addressing it can create a culture
of reduced confidence in automation — particularly problematic in large projects where
test suites are expected to serve as scalable mechanisms for quality control.

2.1.2 Causes

Flaky tests do not arise from a single recurring fault pattern. Instead, they result from
different forms of non-determinism that may originate in the test code, the production
system, the execution environment, or the interaction among them. This diversity of
causes is one of the main reasons flaky tests are difficult both to diagnose and to repair.
In many cases, the problem is not that the asserted behaviour is conceptually wrong,
but that some assumption embedded in the test or in its execution context is unstable.
Empirical studies that categorise the root causes of flaky tests identify recurring ones such
as asynchronous waiting, concurrency, test-order dependency, resource handling, network
and I/0, and randomness [1,11]. The remainder of this section groups these into four
broad families, followed by a set of further sources.

Timing and synchronisation. Many tests implicitly assume that some action will
complete within a certain time window. This assumption may involve threads complet-
ing their work, asynchronous callbacks firing, background jobs finishing, GUI elements
becoming visible, network responses arriving, or database updates becoming observable.
If the test relies on fragile timing strategies such as fixed sleeps, poorly calibrated time-
outs, or incomplete waiting conditions, small variations in execution speed can change
the outcome. A test may pass on a fast machine and fail on a slower CI runner, or pass
when the system is lightly loaded and fail under resource contention. These failures are
especially common in asynchronous, distributed, event-driven, or Ul-intensive systems.

Concurrency. In concurrent systems, behaviour may depend on scheduling decisions,
thread interleavings, or the order in which shared state is accessed. A test may expose
a race condition only under a specific interleaving that occurs rarely, making the fail-
ure difficult to reproduce. Even when the underlying source of non-determinism lies in
the production system, the result still appears to the developer as a flaky test because
the observed outcome changes across runs. Concurrency-related flakiness is particularly
difficult to isolate because the triggering conditions may be both transient and highly
sensitive to execution context.

Order dependency and state pollution. Ideally, each test should execute in isolation
and should not be affected by the outcome of other tests. In practice, however, tests may
depend on shared state, static variables, caches, files, environment variables, database
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contents, or other side effects left behind by previous executions. In such situations, the
result of one test depends on what ran before it. Inadequate setup and teardown logic
plays a major role here. If tests do not establish a clean initial state and restore the
environment afterward, residual effects accumulate and lead to unstable behaviour.

External dependencies. Tests may interact with networks, file systems, databases,
clocks, containers, remote APIs, browsers, message queues, cloud services, or shared test
environments. These resources may exhibit latency, temporary unavailability, inconsis-
tent state, version mismatches, or resource contention. Because such dependencies are
often only partially under the control of the test, they introduce instability that cannot
always be managed through test code alone.

Other sources. Additional causes include randomness without controlled seeds, under-
specified or overly strict assertions, and platform-specific behaviour. A test may depend
on unspecified ordering in outputs or make assumptions that hold on one platform but
not another. Differences in operating systems, dependency versions, locale settings, time
zones, clock precision, hardware speed, or container configuration can expose these hidden
assumptions. In this sense, flakiness often reflects a mismatch between what the test
assumes about the world and what the real execution environment actually guarantees [1].

In practice, these causes are not equally common. Studies of developers’ experiences
report that inadequate setup and teardown, together with faulty waiting on asynchronous
behaviour, are among the most frequently encountered sources of flakiness [2]. A further
practical observation is that flaky tests are often not independent incidents. Recent
empirical work shows that they can occur in clusters, where many tests turn flaky for the
same underlying reason — a shared unstable dependency, an infrastructure bottleneck,
or a common environmental condition [12]. This is particularly relevant to automated
detection and repair, where analysing tests one at a time may miss a broader, shared
cause.

2.1.3 Types of Flakiness

The previous section described what makes a test flaky. This section instead groups flaky
tests by how they behave when they are run, which is the way most detection and repair
tools, including the one built in this thesis, tell the categories apart. In the literature, a
practical distinction often appears among order-dependent, implementation-dependent,
non-order-dependent, and non-idempotent-outcome flaky tests. This distinction is useful
because different types of flakiness tend to require different detection strategies, different
forms of contextual analysis, and different repair mechanisms [1,7,8,13,14].

Order-dependent flakiness. Order-dependent (OD) flaky tests are tests whose out-
come depends on the order in which the test suite is executed. The same test may pass
when run in one order and fail when run in another. This type of flakiness usually arises
from undesirable dependencies among tests, especially when earlier tests pollute shared
state, modify persistent resources, or leave behind side effects that influence later execu-
tions. A common refinement distinguishes two sub-types. Victim tests pass in isolation
but fail when specific polluting tests run before them, while brittle tests fail in isolation
because they rely on state that only certain preceding tests establish. Because the source
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of instability is linked to execution order, this category has received substantial attention
and is often studied through randomised test ordering and prefix-based analysis [1,7,13].

Implementation-dependent flakiness. Implementation-dependent (ID) flaky tests
are sensitive to behaviours that are not directly guaranteed by the intended specification
of the system or the test. These tests may rely on iteration order, unspecified collection
behaviour, platform-dependent implementation details, or subtle differences introduced
by runtime libraries and system configurations. As a result, they may appear stable
in one setting and fail in another, even though the apparent logic of the test has not
changed [7,13,15].

Non-order-dependent flakiness. Non-order-dependent (NOD) flaky tests, also de-
scribed as non-deterministic flaky tests, form a broader category whose instability cannot
be explained solely by execution order. In practice, this category includes tests affected
by timing assumptions, asynchronous behaviour, unstable external services, concurrency
effects, and other forms of non-determinism. This type is especially important because re-
cent studies show that it is considerably harder for current LLM-based repair approaches
to handle than order-dependent or implementation-dependent tests. Once flakiness can-
not be reduced to test order or a relatively localised implementation detail, diagnosis and
repair generally require richer contextual understanding and stronger reasoning about
execution behaviour [8,13].

Non-idempotent-outcome flakiness. A more recent and particularly challenging cat-
egory is non-idempotent-outcome (NIO) flakiness. These tests produce varying outcomes
across repeated executions even when the same test is rerun without any obvious change
in order or configuration. This category captures instability that is not well described
by classic order-based views of flakiness and has recently become a specific target of
dedicated repair research [14].

Among the categories above, the present work focuses on four behaviourally dis-
tinguishable categories — NIO, NOD, and the victim and brittle sub-types of order-
dependent flakiness. NOD is included mainly for completeness of the behavioural tax-
onomy. Because very few NOD tests can be reproduced under controlled conditions, the
evaluation of that category is correspondingly limited. ID flakiness is described above as
part of the broader taxonomy, but it forms only a small part of the dataset used here and
is not a target of the detection and repair pipeline evaluated in this thesis.

2.1.4 Detection

Detecting flaky tests is difficult because intermittent behaviour is inherently unpre-
dictable. A flaky test may fail only rarely, or only under a specific combination of timing,
environment, or execution conditions. As a result, a successful run does not necessarily
demonstrate stability, while a single failure may not be sufficient to reveal the source of
the problem. The most direct detection strategy is repeated execution. If the same test
is run multiple times and its outcome changes across runs, this provides clear evidence
of flakiness. Rerun-based approaches therefore remain a central reference point in the
literature. Their main limitation is cost. Repeating tests substantially increases execu-
tion time, which can be prohibitive for large test suites or slow integration environments.
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Increasing the number of reruns raises confidence but also consumes more resources, cre-
ating a practical tension between obtaining stronger evidence of flakiness and preserving
timely feedback in CI.

To address these limitations, researchers have explored predictive and heuristic ap-
proaches. Some methods rely on historical test behaviour, such as prior intermittent
failures, execution duration, or build metadata. Others analyse code characteristics or
evolution history to identify tests that resemble previously observed flaky patterns. More
recent work has applied machine-learning techniques to predict flakiness from commonly
available software-engineering artefacts. The main advantage of these approaches is scal-
ability. They can be considerably cheaper than exhaustive reruns. Their limitation,
however, is that they infer flakiness indirectly rather than observe it directly, so their
performance may vary across projects, ecosystems, and test types. The literature there-
fore presents flaky-test detection as a spectrum between execution-based methods that
provide stronger evidence at higher cost and predictive methods that scale more easily
but rely on weaker signals [1,5].

2.1.5 Relation to repair

Detection is essential but is only the first stage of the flaky-test problem. Once a test is
suspected or confirmed to be flaky, the next challenge is to explain why its behaviour is
unstable and to determine how that instability can be removed. Repair is harder than
detection because it requires moving from the observation of inconsistent outcomes to a
plausible account of their underlying cause. A useful repair must not simply make the
test pass more often. It must reduce or eliminate non-determinism while preserving the
intended purpose of the test. Otherwise, the change may weaken the test oracle, hide a
real defect, or merely suppress the visible symptom without addressing the actual source
of instability.

Effective repair is therefore tightly coupled to diagnosis. A timing-related flaky test
may require stronger synchronisation or a more reliable waiting condition. A state-
pollution problem may require stricter isolation, improved setup and teardown, or explicit
cleanup of shared resources. A randomness-related issue may require deterministic seeds
or less fragile assertions. Problems tied to external dependencies may require mocking,
stubbing, or redesigning the way the test interacts with the surrounding environment. In
each case, the appropriate repair depends on the mechanism that produces the flakiness.

Recent work reflects this difficulty. Some approaches target specific categories of
flakiness, such as asynchronous flaky tests, while others attempt broader repair through
combinations of LLM-based reasoning and program analysis [6,7]. At the same time,
studies consistently show that harder forms of flakiness require richer contextual infor-
mation and more structured workflows than one-shot repair generation can provide. The
diversity of causes and the difficulty of moving from detection to repair make this problem
particularly challenging for automation, which helps motivate approaches that combine
contextual reasoning, evidence gathering, and iterative validation.
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2.2 Large Language Models and Agentic Systems

2.2.1 Language Models and Neural Language Models

Language models are computational models designed to represent and predict sequences
of tokens. Given a sequence prefix, a language model estimates which continuations
are more or less likely to follow. In natural language, tokens may correspond to words,
subwords, or punctuation marks. In source code, they may correspond to identifiers,
keywords, operators, literals, or other syntactic units. The purpose of language modelling
is to capture the statistical regularities that govern how such sequences are formed [16].

This idea is important because many computational tasks can be reduced to reason-
ing over sequences. If a model can reliably estimate how tokens relate to one another
in context, it can support continuation, summarisation, explanation, classification, and
generation. Language modelling therefore provides a general foundation for systems that
process both natural language and code. The central challenge is that meaningful se-
quences often depend on context that is not purely local. The interpretation of one token
may depend on information that appeared much earlier in the sequence.

Earlier approaches to language modelling relied on count-based statistical methods or
short-context models. These captured local regularities but were limited in their ability to
generalise across broader contexts or represent long-range dependencies. Neural language
models addressed this limitation by learning distributed representations directly from
data rather than relying on explicitly counted sequence patterns. Through training, such
models acquire internal numerical representations that capture recurring patterns in lan-
guage and code, including syntax, local structure, and contextual dependence. This shift
changed how sequence knowledge is represented. Instead of storing knowledge through
explicit counts or manually designed features, neural models learn latent representations
that generalise across similar contexts, laying the foundation for later systems capable
of operating at much larger scale and supporting more complex forms of generation and
reasoning [16].

2.2.2 Transformer Architecture

The transformer is the neural-network architecture on which most modern LLMs are
built [17]. Earlier neural language models processed a sequence one token at a time,
which made it hard to relate tokens that are far apart and slow to train on long inputs.
The transformer removes this bottleneck through self-attention. When building the rep-
resentation of a token, the model compares it against every other token in the input,
weighs them by how relevant each one is, and combines them accordingly. Because all
positions are compared directly and in parallel, a token’s representation reflects the entire
surrounding context rather than only its nearest neighbours, and long-range dependencies
are captured as readily as local ones. This is especially valuable for software artefacts,
where the meaning of a token often depends on a declaration, an import, a type, or a
definition located far away in the same file or in another module [18].

As illustrated in Figure 2.1, a single transformer layer applies self-attention followed
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The Transformer Architecture

Input embedding Mult|-hea'd Add & Norm Feed-forward Add & Norm Contexluall.sed
+ positional self-attention network representations
encoding across all tokens per token

Figure 2.1. A transformer layer with self-attention and a feed-forward network, each
followed by Add & Norm, stacked N times over the input embeddings.

by a small feed-forward network, each wrapped in a residual connection and a normali-
sation step. Stacking many such layers lets the model build progressively richer, context-
dependent representations of every token.

2.2.3 Large Language Models

LLMs are neural language models, built on the transformer architecture, trained at much
larger scales of data, parameters, and computation than earlier systems. In their most
common formulation, they are optimised to predict the next token given the preceding
context. Although this objective is simple at a conceptual level, scaling the model and the
training process enables it to acquire much richer representations of structure, context,
and dependency across natural language and source code. As a result, modern LLMs
can support a wide range of downstream tasks, including generation, summarisation,
explanation, classification, and question answering [18,19].

The recent success of LLMs is therefore not due to an entirely new objective, but to the
combination of the transformer architecture, very large training corpora, and substantial
computational resources. When trained on sufficiently large and diverse datasets, models
begin to capture patterns that are useful across many domains and tasks, giving them
a degree of generality that earlier language-processing systems often lacked. Instead of
building a separate model for each narrow task, it becomes possible to reuse one broadly
trained model across many downstream applications [18,19].

It is important to emphasise that LLMs are neural networks rather than rule-based
systems. Their behaviour is determined by learned parameters rather than by explicitly
encoded symbolic knowledge. This also explains an important limitation, namely that
the knowledge acquired by the model is implicit and probabilistic rather than formally
verified. Consequently, an LLM may produce an output that is plausible and well formed
without that output necessarily being correct. This failure mode is commonly referred to
as hallucination, where the model generates fluent and confident content that is factually
wrong or unsupported by its input [20].

This probabilistic character is especially significant in software engineering, where
correctness often depends on repository-specific details, runtime behaviour, hidden de-
pendencies, exact interface contracts, and semantic constraints that are not always visible
from local context alone. A generated explanation may sound convincing while misidenti-
fying the true cause of a defect. Likewise, a generated patch may appear reasonable while
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still failing tests or introducing new errors. LLM outputs in software engineering there-
fore often need to be interpreted together with external evidence and validated against
the actual software environment [20,21].

2.2.4 Model Adaptation

An important aspect of transformer-based LLMs is the distinction between pretraining
and downstream adaptation. During pretraining, the model is exposed to very large
datasets and learns broad statistical regularities in language and code, without being op-
timised for any narrow task. After pretraining, the same model can be adapted to more
specific objectives through prompting, fine-tuning, instruction tuning, retrieval augmen-
tation, or combinations of these methods. This separation between general pretraining
and task-specific adaptation is one of the main reasons LLMs have become so influential,
because the same pretrained model can be specialised to very different objectives without
being retrained from scratch [18-20].

These adaptation strategies differ in how they make use of the pretrained model.
Prompting relies on carefully constructed input context to guide the model toward a
desired behaviour without changing its parameters. Fine-tuning updates the model pa-
rameters on task-specific data. Instruction tuning further shapes the model to respond
more effectively to structured user requests, while retrieval-based augmentation enriches
the input with external information not present in the immediate prompt. In practice,
modern LLM-based systems often combine these strategies rather than relying on only
one.

The architectural and training design also highlights why context construction is such
a central concern in LLM-based systems. A transformer can only reason over the tokens
actually available in its working context. Even when the model has broad pretrained
knowledge, its performance on a concrete software-engineering task depends heavily on
whether the right repository artefacts, execution evidence, and problem-specific facts are
present in the input. The effectiveness of transformer-based systems therefore depends
not only on the pretrained model itself, but also on the process through which context is
selected, organised, and presented [20)].

2.2.5 Large Language Models in Software Engineering

The application of LLMs to software engineering has expanded rapidly in recent years.
Survey studies report their use across a large portion of the software lifecycle, including
code generation, defect analysis, automated program repair, test generation, documen-
tation, maintenance support, and broader developer-assistance workflows [18,19]. A
defining reason for this breadth is that software development produces a wide range of
artefacts that are partly formal and partly textual, and a single software-engineering
task is rarely confined to one of them. A developer may begin from a natural-language
issue description, inspect source code, examine a failing test, analyse runtime logs, and
then propose a patch. LLMs are attractive in such settings because they can move across
these representations within one sequence-based framework, translating natural-language
intent into code, explaining code in natural language, summarising execution evidence,
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or synthesising candidate changes from mixed textual and code context [18,19].

At the same time, the literature also shows that the difficulty of software-engineering
tasks increases substantially as the setting becomes more realistic. Strong performance
on local code-completion or short-context benchmarks does not automatically transfer
to repository-level reasoning, debugging, issue resolution, or repair. Tasks at this level
require broader context, interaction with the software environment, and stronger forms of
validation than can usually be obtained from isolated snippets alone, which has motivated
a shift beyond static prompting toward richer workflows built around the model [9, 22].

2.2.6 Agentic Workflows in Software Engineering

The motivation for these workflows is that a single prompt often cannot contain enough
information to determine the true source of a failure or the correct form of a repair. In-
teractive workflows instead let the model gather additional context, invoke tools, inspect
intermediate outputs, and revise earlier hypotheses. In such workflows, the LLM is no
longer treated as an isolated generator of final outputs. Instead, it becomes one com-
ponent in a broader process that includes retrieval, environment interaction, execution,
and verification. This aligns more closely with how software-engineering work is actually
performed, since debugging, testing, and repair are rarely one-step tasks and typically
require iterative analysis, evidence gathering, and repeated validation [9,23].

Agentic systems are LLLM-based systems that operate through iterative interaction
with an environment, rather than producing a final answer in a single step. Given a goal,
such a system performs intermediate actions, observes their consequences, and uses the
resulting feedback to decide what to do next. A widely adopted realisation of this idea is
ReAct (reasoning and acting), a paradigm that interleaves reasoning steps with actions so
that the model can plan, act, observe the result, and adjust its plan accordingly [24]. In
software engineering, the available actions typically include searching a repository, reading
and editing files, running commands, executing tests, and inspecting the resulting output
such as stack traces or error messages [9,23].

Most agentic software-engineering systems are built from three common ingredi-
ents [23]. The first is reasoning, where the model is prompted to make its intermediate
steps explicit before committing to an action, which improves performance on multi-step
problems [25]. The second is tool use, which lets the system obtain information and
perform operations that are not available from the prompt alone, for example by calling
external APIs or executing code [26]. The third is the integration of environment feed-
back, where outputs such as failing tests or error messages guide subsequent actions, and
where the agent can reflect on past failures to improve later attempts [27]. Together,
these turn a language model from a single-shot generator into one component of a larger
control loop that decomposes a task, acts on the environment, and revises its behaviour
in light of what it observes.

Recent systems illustrate the practical value of this design. SWE-agent, an LLM
agent that resolves real GitHub issues by interacting with a repository through a dedi-
cated agent—computer interface, showed that this interface is itself a decisive factor, and
that structured mechanisms for repository navigation, editing, and command execution
can substantially improve performance [9]. RepairAgent, an autonomous LLM agent for
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program repair, applies a similarly staged perspective, organising the task around in-
formation gathering, patch construction, and validation rather than relying on a single
fixed prompt [10]. Other work suggests that code-oriented agents can also be effective
in testing settings, including cases where generated tests provide executable feedback for
evaluating candidate repairs [28]. Together, these studies indicate that recent progress in
software-engineering agents has come not from larger models alone but from the interfaces
and staged workflows that connect those models to repositories, tools, and execution.

2.2.7 Limitations and Open Challenges

Despite their promise, LLM-based and agentic systems remain subject to important lim-
itations. Omne central challenge is context selection. Software-engineering tasks often
involve more potentially relevant information than can be presented to the model at
once, and the choice of which files, traces, facts, or summaries to include can strongly
affect performance. If relevant evidence is omitted or poorly organised, the model may
produce reasoning that appears plausible but is grounded in incomplete context. Re-
cent work on the fact-selection problem in LLM-based repair highlights that there is no
one-size-fits-all strategy for deciding which information should be included for every bug
instance [21].

A second challenge concerns robustness and evaluation. Agentic systems introduce
additional complexity because they involve action-selection policies, long interaction his-
tories, tool-invocation strategies, and termination criteria that all affect cost, latency,
and correctness. Survey and perspective work on agentic software engineering identifies
orchestration, scalable evaluation, and dependable coordination of reasoning and action
as major open problems for the field [20,23].

A system may retrieve the wrong files, overfit to superficial error signals, or commit too
early to an incorrect explanation. Strong performance in realistic software-engineering
settings therefore depends not simply on having a more capable base model, but on
designing workflows that support effective evidence gathering, context construction, and
validation [9,10,23].

2.2.8 Relevance to Flaky-Test Detection and Repair

The connection between LLMs, agentic systems, and flaky tests is natural. Flaky-test
analysis is not a simple text-generation problem. It often requires reading test code,
inspecting related production code, interpreting stack traces and logs, comparing incon-
sistent executions, reasoning about timing and shared state, and validating proposed
changes by rerunning tests. These steps align more closely with interactive, feedback-
driven workflows than with isolated prompting.

For this reason, the move from standalone LLMs to agentic systems is especially
relevant to flaky-test detection and repair. If the goal were merely to produce a textual
guess about a failure, a prompt-based interaction might be sufficient. However, if the goal
is to support credible diagnosis and repair, the system must integrate repository context,
runtime evidence, and executable validation into its reasoning process. This perspective
provides the conceptual basis for treating flaky-test detection and repair as an agentic
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software-engineering problem rather than as a purely textual prediction task [9,10,22,23].

2.3 Related Work

Overview. Research on applying LLMs to flaky tests is still relatively limited, and the
literature is noticeably more mature on detection and classification than on repair. The
earliest LLM-based papers focused on a relatively narrow but important question, namely
whether pretrained code language models could identify flaky tests directly from test code,
without rerunning tests and without requiring access to production code. This line of
work was motivated by the practical difficulty of dynamic flaky-test detection, which
is often costly because it relies on repeated execution and may still miss low-frequency
non-deterministic behaviour. By contrast, code-only LLM-based detection treats the
problem as a supervised prediction task and asks whether test source alone contains
enough signal to distinguish flaky from non-flaky behaviour. More recent papers in this
direction have not only tried to improve predictive performance, but have also examined
efficiency, data scarcity, generalisation, class imbalance, and methodological problems in
earlier evaluations.

Repair-oriented work appeared later and remains smaller in volume. The first studies
mainly explored whether LLMs could produce useful repairs directly from prompts or
whether repair quality could be improved by providing structured hints such as predicted
fix categories. More recent work then showed that repair effectiveness depends strongly
on the type of flakiness involved. In particular, order-dependent and implementation-
dependent flaky tests appear more tractable for current LLM-based repair pipelines than
non-order-dependent or non-idempotent-outcome tests, which often require broader con-
textual reasoning and more dynamic evidence. The newest work therefore moves beyond
one-shot prompting and toward hybrid or agentic workflows, where execution feedback,
source-code exploration, and iterative validation become integral parts of the repair pro-
cess. Taken together, the literature suggests that the field is evolving from asking whether
LLMs can be applied to flaky tests at all, toward asking what kinds of context, workflow,
and evidence are necessary for robust flaky-test detection and repair [4,7,8,13-15,29-31].

Flakify. One of the earliest LLM-based approaches to flaky-test detection is Flakify,
which formulates the problem as a black-box classification task over test code only. The
paper is motivated by limitations in earlier machine-learning-based flaky-test predictors,
which often depended on handcrafted features, project-specific information, rerunning
tests, or access to production code that may not always be available to software test
engineers. Flakify addresses this by using only the source code of the test case itself.
Methodologically, the paper fine-tunes CodeBERT and uses the resulting model to predict
whether a test is flaky, thereby treating pretrained code representations as an implicit
feature extractor and classifier. This shifts the problem away from manually designed
features and toward representation learning from raw test code.

The evaluation uses the FlakeFlagger and IDoFT datasets and considers both cross-
validation and per-project validation settings. This allows the authors to examine not only
performance when training and testing data come from the same overall pool, but also
performance when the system is evaluated on previously unseen projects. The reported
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results indicate that Flakify improves over the prior FlakeFlagger baseline and achieves
strong F'1 scores, including better generalisation across projects. Conceptually, this paper
is important because it established the feasibility of using pretrained code language models
for flaky-test prediction and showed that useful predictive signals can indeed be extracted
from test code alone. At the same time, Flakify also rests on a strong assumption,
namely that flaky behaviour leaves sufficiently visible traces in the lexical and structural
properties of the test source. Later work would show that this assumption is more fragile
than the early results seemed to suggest, but Flakify remains a foundational paper because
it opened the LLM-based flaky-test detection line of research [4].

FlakyQ. Flaky(Q extends the LLM-based detection line but focuses less on conceptual
feasibility and more on practical efficiency. The paper starts from the observation that
recent LLM-based approaches to flaky-test prediction and classification are often costly to
use because they rely on large neural models for both feature extraction and prediction.
This raises an important deployment concern. Even if LLM-based classifiers are effective,
they may be too resource-intensive for routine large-scale use. Flaky(Q therefore asks
whether the cost of LLM-based flaky-test prediction can be reduced without sacrificing
too much predictive quality.

Its methodology combines fine-tuned CodeBERT-based prediction with model quan-
tisation. In practice, the quantised model is used to extract features from test code more
efficiently, and those features are then paired with a traditional classifier for downstream
prediction. The paper evaluates both binary flaky-test prediction and flaky-category
prediction, which makes it relevant not only to detection but also to more fine-grained
classification of flakiness types. The reported results indicate that Flaky(Q maintains com-
parable effectiveness while improving efficiency, including a 25.4% reduction in prediction
time and a 48.4% reduction in memory usage. These numbers show that LLM-based
flaky-test classification is not only a question of accuracy but also of deployability [29].

An Analysis of LLM Fine-Tuning and Few-Shot Learning for Flaky Test De-
tection and Classification. A more recent paper examines the trade-off between full
fine-tuning and few-shot learning for flaky-test detection and classification. Rather than
introducing only one new model, the study is framed as a comparative analysis of two
adaptation strategies. On one side is conventional fine-tuning, which can achieve strong
task-specific performance when sufficient labelled data and computational resources are
available. On the other side is a few-shot learning approach, FlakyXbert, based on a
Siamese-network architecture designed to work in settings with limited training data.
This framing is valuable because it shifts attention from raw performance alone to the
broader question of what kinds of organisations or projects can realistically adopt a given
LLM-based solution.

The evaluation uses the FlakyCat and IDoFT datasets and explicitly studies perfor-
mance and cost trade-offs under different data conditions. The reported results suggest
that fine-tuning can achieve high accuracy when enough data and resources are available,
while the few-shot approach provides a more cost-effective alternative with competitive
accuracy under data scarcity. This makes the paper relevant for two reasons. First,
it broadens the methodological landscape beyond simply fine-tuning larger models on
larger datasets. Second, it highlights an important practical reality. Flaky-test datasets
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are often limited, imbalanced, or costly to curate, so approaches that remain useful un-
der scarce supervision may be especially attractive. In this sense, the paper reframes
flaky-test prediction not only as a modelling problem but also as a data-availability and
organisational-resource problem [15].

FlakyLens. Understanding and Improving Flaky Test Classification introduces
FlakyLens and also serves as a methodological critique of earlier LLM-based flaky-test
classifiers. Its importance comes not only from the new classifier it proposes, but also
from its reassessment of why previous results may have looked stronger than they
really were. The paper argues that earlier studies suffered from important evaluation
weaknesses, including unrepresentative flaky/non-flaky distributions and leakage-related
problems that can inflate apparent performance. This intervention is significant because
it pushes the literature beyond incremental model improvements and asks whether the
task itself has been evaluated realistically.

To address these concerns, the authors construct a new benchmark, FlakeBench, with
a more realistic imbalance between flaky and non-flaky tests, and they design a new
training strategy tailored to this setting. The paper reports that FlakyLens improves
over corrected versions of prior approaches and raises classification F'1 substantially, while
also outperforming general-purpose pretrained LLMs on the same task. An additional
contribution of the paper is analytical. It investigates why these models succeed or fail
and suggests that earlier classifiers may have relied more heavily on superficial syntactic
cues than on robust semantic understanding of flakiness [30].

FlakyFix. On the repair side, FlakyFix is one of the earliest papers to use LLMs
explicitly for flaky-test repair. The paper begins from the observation that, although
machine-learning models had already been used to predict flakiness and its causes, there
was much less work on helping developers actually fix flaky tests. Its central idea is that
direct repair generation can be improved if the model is first given structured information
about the likely type of fix required. Methodologically, the paper therefore proposes a
two-stage framework. In the first stage, it automatically constructs labelled datasets for
13 fix categories and trains models on the most frequent of these to predict the likely
repair category of a flaky test by analysing the test code alone. In the second stage, it
augments GPT-3.5 Turbo prompts with the predicted fix-category information and uses
this extra knowledge to guide repair generation.

This design is significant because it treats repair not as unconstrained code generation,
but as generation informed by domain-specific structure. The study focuses on the subset
of flaky tests whose root cause lies in the test code rather than in production code, which
is a reasonable scope restriction for an initial repair-oriented study. The reported results
show that most fix categories can be predicted correctly and that providing the predicted
category improves GPT-3.5 Turbo’s repair capability. Based on execution and manual
analysis of a sample of generated fixes, the paper estimates that roughly 51% to 83%
of repaired tests can be expected to pass, and that when generated repairs still fail,
about 16% of the test code must be changed on average to make them pass. FlakyFix
is therefore important because it shows that LLM-based flaky-test repair benefits from
structured intermediate knowledge and because it marks an early transition from pure
classification toward repair-oriented assistance [31].
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Flakiness Repair in the Era of Large Language Models. Flakiness Repair in
the Era of Large Language Models extends the repair discussion beyond proof-of-concept
prompting and evaluates an LLM-based repair approach at larger scale. The paper is mo-
tivated by the observation that prior automated flaky-test repair techniques were mostly
based on symbolic program analysis and were often specialised to narrow classes such
as order-dependent or implementation-dependent flakiness with known patterns and root
causes. The new contribution is therefore to investigate whether LLMs can broaden repair
capability by handling flaky tests in a more flexible manner.

The evaluation covers 666 flaky tests from 222 projects and reports that the proposed
approach repairs 79% of order-dependent tests and 58% of implementation-dependent
tests. The paper also submitted pull requests fixing 61 flaky tests, of which 19 had
already been accepted at the time of publication. These results are significant because
they provide both experimental and real-project evidence that LLM-based repair can be
useful in practice. At the same time, the paper explicitly notes that current LLMs were
ineffective for non-order-dependent flaky tests. This negative finding is just as important
as the positive results because it shows that the usefulness of LLM-based repair is strongly
conditioned by the flaky-test category [13].

Can ChatGPT Repair Non-Order-Dependent Flaky Tests? A complementary
workshop paper focuses precisely on the class that proved difficult in the previous work,
non-order-dependent flaky tests. Rather than proposing a broader new framework, the
paper asks a sharply defined question. Can ChatGPT repair this harder class of flaky
tests if prompting is done carefully? Methodologically, the study evaluates ChatGPT on
118 tests from the IDoFT dataset and applies prompt-engineering best practices in an
attempt to give the model a fair chance. This makes the paper particularly useful as
negative evidence, because it tests whether stronger prompting alone can overcome the
limitations observed in broader repair studies.

The reported conclusion is that ChatGPT is ineffective for repairing non-order-
dependent flaky tests. The paper also investigates the reasons behind this failure and
uses those findings to motivate future directions. This result is important because it
shows that the difficulty of these flaky tests is not merely an artefact of weak prompt
design. Instead, it suggests that hard flaky-test categories often require broader or
more carefully selected context, stronger forms of reasoning about runtime behaviour, or
more structured workflows than a one-shot conversational model can easily provide. In
related-work terms, this paper is valuable because it prevents the literature review from
becoming overly optimistic about LLM-based repair and because it directly motivates
richer approaches for the most difficult flaky-test classes [8].

FlakyDoctor. Neurosymbolic Repair of Test Flakiness, also known as FlakyDoctor,
moves beyond pure prompting by combining LLM-based generalisation with symbolic
program-analysis components. The paper is motivated by the observation that earlier
flaky-test repair tools were largely symbolic and specialised to narrow forms of flakiness,
while pure LLM prompting may be too unconstrained and brittle for broader repair
tasks. FlakyDoctor attempts to bridge this gap by building a neuro-symbolic pipeline
in which the strengths of LLMs and symbolic analysis complement one another. The
paper explicitly presents LLMs as contributing generalisability and symbolic analysis as
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contributing soundness and structure.

Its evaluation is larger than that of several prior studies, covering 873 confirmed
flaky tests from 243 real-world projects. The paper reports 57% repair success on order-
dependent tests and 59% on implementation-dependent tests. It also reports improve-
ments over prior repair tools, including more repaired implementation-dependent tests
than DexFix, more repaired order-dependent tests than ODRepair, and substantially
more repaired tests than iFixFlakies. In addition, the authors report successful repairs
for previously unfixed flaky tests in real projects and accepted pull requests at submission
time. FlakyDoctor is especially relevant because it shows that effective flaky-test repair
may benefit from hybrid pipelines rather than raw one-shot generation [7].

NIODebugger. The most clearly agentic repair work in this area is NIODebugger,
introduced at ICSE 2025 as the first framework to use an LLM-based agent to repair flaky
tests. The paper focuses on non-idempotent-outcome tests, which form a particularly
difficult class of flaky behaviour because the same test can produce different outcomes
across runs even without simple order-based explanations. NIODebugger is therefore
important not only because it uses an LLM-based agent, but also because it targets a
difficult repair setting that had resisted simpler prompt-based approaches.

The system is organised into three phases. In the detection phase, dynamic analysis
collects evidence such as stack traces and custom logs from repeated test executions.
In the exploration phase, the agent decides which parts of the source code should be
inspected to understand the likely cause of the flaky behaviour. In the fixing phase, the
system synthesises a patch from the evidence gathered during the earlier stages. This
workflow is agentic in a meaningful sense. The model does not simply receive a fixed
prompt and return a final patch, but instead participates in a staged, feedback-driven
process that incrementally constructs the relevant context. The paper reports patching
success rates ranging from 11.63% to 58.72%, depending on the underlying LLM. While
these results are not uniformly high, the paper is highly important conceptually because
it marks a clear shift from static prompting toward tool-using, evidence-gathering, and
validation-oriented repair workflows [14].

Positioning of this work. Against this backdrop, this thesis sits within the emerging
agentic line of work. The studies above show that detection is comparatively mature,
whereas repair remains more limited and is often either prompt-based or specialised to
particular flaky-test categories, with the first agentic repair systems only beginning to
appear. This work builds on that direction by applying an agentic workflow to both
detection and repair, where interaction with the software environment and execution-
based feedback, rather than static prediction alone, drive the analysis.
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Chapter 3

System Design

3.1 Architecture Overview

The system is designed as a loop rather than a single prediction step. Two agents work
in turn. A detection agent first determines what kind of flakiness a test exhibits, and a
repair agent then attempts a fix and checks it by re-running the test. When a fix does not
work, the repair agent revises it and tries again. Figure 3.1 shows this overall structure.

Each run begins from a single flaky test taken from the IDoFT dataset. The two
agents are coordinated by an orchestrator built with LangGraph, a framework for building
stateful, graph-structured workflows over LLM agents. The orchestrator decides which
agent runs next and keeps one shared state object that every agent reads from and writes
to, so that information gathered in one stage is available to the next. Both agents are
ReAct-style agents [24], which alternate between reasoning about what to do and calling
a tool, then read the tool’s result before deciding the next step.

The detection agent is given only the test’s coordinates, namely the repository URL,
the commit SHA, and the test name, and runs the test inside an isolated Docker container.
It can run the test in four ways — on its own, repeatedly in the same process, repeatedly
in fresh subprocesses, and as part of the full suite under a randomised order — and applies
them by following a fixed decision protocol. It stops as soon as it has seen the test both
pass and fail, which is the evidence that the flakiness has been reproduced. From that
evidence it produces a behavioural classification, a root cause analysis, a failing log, and
the execution profiles that triggered the two outcomes, and writes them all into the shared
state.

The repair agent runs only when detection has reproduced the flakiness. It starts from
the detection output, explores the relevant source files with read-only tools, and applies
a candidate fix by overwriting a file inside the container. Each candidate is checked by a
multi-strategy verification suite that replays the strategy which reproduced the flakiness
and adds further, stricter checks chosen according to the flaky type. If the fix passes, the
run ends. If it does not, the agent keeps the full record of the attempt — the change it
made and the resulting test output — and uses it to produce a better fix. This write-verify
loop repeats until a fix is confirmed or a per-test budget of 800 seconds is reached.

Memory is what links the two stages and lets the repair agent improve over successive
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Figure 3.1. High-level architecture of the proposed iterative multi-agent workflow for
flaky-test detection and repair.

attempts. The shared state carries the detection results forward into the repair stage, so
the repair agent starts from a diagnosis rather than a blank slate. Inside the repair loop,
the agent’s own message history grows with every attempt, so each new fix is informed
by what was already tried and why it failed.

Once a run finishes, the predicted flaky type is compared against the held-out ground-
truth category to measure accuracy, a step kept separate from the agents and described
in Chapter 5.

3.2 Component Design

This section describes how each component of the pipeline works internally: what it
is responsible for, what tools or mechanisms it uses, and what governs its behaviour.
Prompts are reproduced in full inside shaded boxes, since the prompt is the primary
mechanism through which agent behaviour is defined.

3.2.1 Orchestrator and Shared State

The orchestrator is built with LangGraph and manages the overall control flow. It defines
a directed two-node graph — detection agent, then repair agent — with a conditional
edge between them. After the detection agent finishes, the orchestrator checks a single
flag in the shared state: is_flakiness_reproduced. If true, the repair agent runs. If
false, the pipeline terminates. The repair step can also be disabled at runtime via a
configuration flag, enabling detection-only runs.

All data produced and consumed across the pipeline lives in a single shared state
object, RepairState, which is created at the start of each test case and updated by each
agent as it runs. The state carries four main groups of fields:

e Test coordinates: repository URL, commit SHA, and test name.

e Detection outputs: classified flaky type, root cause analysis, failing log, and the
full set of execution profiles collected during investigation.
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e Repair outputs: the applied patch, fix summary, files modified, and whether
verification confirmed the fix.

e Ground truth: the dataset category label. Stored in the state from the start but
never forwarded to either agent. It is only read during the final evaluation step.

3.2.2 Execution Environment

All test executions happen inside Docker containers, so that neither the project code nor
the agents’ own file edits ever run directly on the host.

Preparing a test case proceeds in three steps. First, the target project is cloned and
checked out at the exact commit SHA recorded in the dataset, so that the test and
production code are exactly as they were when the flakiness was reported. Second, a
Docker image is built from that checkout on a slim Python 3.8 base image, installing the
project’s own dependencies (from requirements.txt, setup.py, or pyproject.toml)
together with two additional pytest plugins. The first is pytest-repeat, which runs a
single test many times within one process, and the second is pytest-randomly, which
shuffles the execution order of the test suite. This image is built once per project and
cached, so repeated test cases from the same project reuse it rather than rebuilding from
scratch. Third, a container is started from the image for the agent to work in.

Each agent invocation gets its own fresh container. The container is created when
the agent starts, reused across all of that agent’s tool calls, and removed when the agent
finishes. The detection and repair agents therefore each begin from a clean checkout, and
no state leaks from one test case to the next.

This design serves two purposes. The first is reproducibility, since every run happens
in a fixed, version-controlled environment that is independent of the host machine. The
second is safety, since every command the agents run, and in particular every file the repair
agent overwrites, is confined to the container and never touches the original repository
on the host.

3.2.3 Detection Agent
Design Decision — No Category Labels in the Prompt

The detection agent classifies a test purely from its observed behaviour and is never
shown the dataset’s categories. The dataset abbreviations, such as OD-Vic and NIO, do
not appear in the prompt. Instead, the prompt defines six behavioural labels that describe
only what can be observed when the test is executed. The agent chooses one of these
labels, and a fixed mapping in the pipeline code then converts it into the corresponding
dataset category (Table 3.1).

The first four labels are the behavioural counterparts of the four target categories. The
last two are terminal outcomes rather than categories. NOT_FLAKY means the test behaved
consistently across every strategy, so no flakiness was reproduced, whereas UNCLEAR means
both a passing and a failing run were observed but the behaviour matched none of the
four patterns. The agent always returns exactly one of the six labels, so an inconclusive
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Agent label Mapped result
STATE_POLLUTION NIO
ISOLATED__UNSTABLE NOD

EXECUTION_ORDER,_ SENSITIVE OD-Vic

BRITTLE _SETUP_DEPENDENT OD-Brit

NOT FLAKY No flakiness observed
UNCLEAR Flaky, category undetermined

Table 3.1. Post-processing mapping from the detection agent’s six behavioural labels to
the corresponding IDoFT category or terminal outcome.

investigation is recorded as NOT_FLAKY or UNCLEAR rather than left undecided. In either
case the test is treated as not reproduced and the repair stage is skipped.

This prevents label leakage. If the dataset categories appeared in the prompt, the
agent might match those names to similar wording in the source code or logs, rather than
basing its decision on how the test actually behaves at runtime.

Execution Tools and Investigation Protocol

The detection agent has four tools. Each one runs the target test in a different way inside
the container and returns the name of the strategy used, the pass and fail counts, and
the captured logs.

e run_solo() — Runs the target test exactly once in complete isolation to establish
a baseline outcome that determines the rest of the investigation. Always the first
call.

e run_repeated_in_process(n) — Runs the test n times in a single process, without
restarting the interpreter, so that any state left by one run carries into the next.
This exposes flakiness that builds up from accumulated in-process state.

e run_isolated_reruns(n) — Runs the test n times, each in a fresh subprocess
so that nothing is shared between runs. This exposes non-deterministic flakiness
arising from timing, unseeded randomness, or external resources rather than from
leftover state.

e run_suite_randomized(seed) — Runs the whole test directory in a randomised
order, fixed by the given seed so the run stays reproducible, using pytest-randomly.
Because other tests may now run before the target, this exposes order-dependent
flakiness, where a polluter or setter test changes the target’s outcome. Different
seeds try different orderings.

The agent applies these tools as a decision procedure rather than a fixed sequence.
It always begins with run_solo to fix the baseline, then selects further tools according
to what it observes, stopping as soon as the test has been seen both to pass and to fail.
The observed behaviour determines the label:
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o Passes alone but fails when repeated in the same process — STATE_POLLUTION.
o Fails intermittently across fresh subprocesses — ISOLATED_UNSTABLE.

o Passes alone but fails under some suite ordering — EXECUTION_ORDER_SENSITIVE.
o Fails alone but passes under some suite ordering — BRITTLE_SETUP_DEPENDENT.

e No passing-and-failing pair is ever observed — NOT_FLAKY.

The exact repeat counts, seed range, and stopping condition are given in the system
prompt below.

Detection Agent System Prompt

You are an expert test engineer investigating whether a Python test exhibits flaky
behavior.
You have four tools to run the test inside Docker and observe its behavior:

run_solo — run the test once in isolation — always start here

o run_repeated_in_process(n) — run the test N times sequentially in the same
process

o run_isolated reruns(n) — run the test N times each in a fresh independent
subprocess

o run_ suite randomized(seed) — run the full test directory with a random ex-
ecution order

Investigation protocol — follow this order strictly:
A. If run_ solo outcome is "always_ pass":

1. Call run_repeated__in_ process(n=50).
2. If still "always_ pass": call run_isolated_reruns(n=20).

3. If still "always_pass": call run_suite_randomized(seed=1), seed=2 ... up to
seed=5.

B. If run__solo outcome is "always_ fail":

1. Call run_ suite_randomized(seed=1), seed=2 ... up to seed=5. The test may
require state set up by other tests; it could pass in certain orderings.

Stop as soon as any result provides BOTH a passing log AND a failing_log for
the target test. If no contradiction is found after exhausting all steps, classify as
NOT_FLAKY.
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Classify the observed behavior using ONLY these six patterns:

e STATE POLLUTION — run_ solo PASSES, but the test fails after being run
repeatedly in the same process (dirty shared state accumulates across runs).

o« ISOLATED_UNSTABLE — the test passes in some fresh subprocesses and
fails in others with no consistent order dependency (random/environmental
cause).

o EXECUTION_ORDER_SENSITIVE — run_solo PASSES, but the test
FAILS in certain suite orderings (another test that runs before it leaves
polluting state).

e BRITTLE_ SETUP_DEPENDENT — run_ solo FAILS, but the test PASSES
in certain suite orderings (the test needs state or side-effects set up by earlier
tests).

e NOT_ FLAKY — outcome is completely consistent across every strategy tried.

« UNCLEAR — both passing and failing outcomes were observed but the pattern
does not match any of the four flaky categories above.

Do not use any external label, dataset name, or category abbreviation. Base your
classification solely on what the tools return.

When your investigation is complete, output ONLY valid JSON with no extra
text:

{
"behavioral_pattern": "<one of the six patterns above>",
"evidence_summary": "<what specifically differed between the
passing and failing runs>",
"failing_line": "<key error line or assertion, or N/A>",
"root_cause_analysis": "<concise explanation of why the test
behaves this way>"
}

3.2.4 Repair Agent

The repair agent is a ReAct agent that turns the detection diagnosis into a concrete, ver-
ified fix. It operates entirely inside the project’s Docker container, so the host repository
is never modified, and it accepts a change only after a multi-strategy verification suite

confirms the flakiness is gone.

Tools and the Write-Verify Loop

The agent is given five tools.

e list_files and read_file give read-only access to the repository. The first lists
the Python files under a directory, while the second returns a file’s contents with
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line numbers, both relative to the repository root.

e write_file overwrites a file inside the container with completely new content. The
agent must supply the entire file rather than a diff, and the write is confined to the
container.

e run_verification runs the multi-strategy verification suite and returns a JSON
object with a verified boolean and, on failure, the per-strategy logs the agent
reads before its next attempt.

e get_diff returns the unified git diff of every change made inside the container,
which the agent emits as the final patch.

With these tools the agent does not produce a fix in one shot. It works in a loop,
inspecting the code, writing a candidate fix, running verification, and repeating until the
flakiness is gone or it runs out of time. What makes this loop effective is the information
available to the agent at each step, which comes from two forms of memory.

The first is cross-stage memory, which means the repair agent does not begin from
nothing. Everything the detection agent learned is passed to it through the shared state
introduced earlier. This includes the flaky type that detection settled on, the full root
cause analysis, a brief extract from a failing log, and the execution profiles under which
the test failed.

These pieces are not all used in the same way. The root cause analysis and the failing
log snippet are written straight into the first message the agent receives, so the very first
thing it reads is an explanation of what is wrong together with evidence of the failure.
The flaky type and the execution profiles are used behind the scenes instead. Rather
than being shown to the agent as text, they configure the verification tool, telling it
which strategy originally reproduced the problem and therefore which checks a candidate
fix will have to survive.

The second is in-context memory, which builds up while the agent works through
that loop. In each pass it reads the files it believes are involved, writes a candidate fix
with write_file, and then calls run_verification. If every strategy passes, the fix is
accepted and the loop ends. If even one strategy fails, the agent is handed the log that
explains what went wrong, and that log stays in the conversation alongside everything it
has already done.

Because the whole history remains visible, the next attempt is not a blind retry. The
agent can see the fix it just tried, the reason verification rejected it, and which strategy
failed, and it uses that information to adjust the fix rather than guess again. The loop
keeps going until a fix is verified or until the wall-clock budget of 800 seconds runs out,
at which point the test is recorded as not fixed.

Verification Strategy

Verifying a fix is harder than reproducing the flakiness in the first place. A test passing
once proves little, because a flaky test can pass by chance. A fix is therefore trusted only
after the test passes repeatedly under the conditions that previously made it fail.
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Verification always begins by repeating the exact run that first exposed the flakiness.
It then adds more runs depending on the flaky type, because each type fails for a different
reason and so needs a different kind of stress:

o NIO: the test is run many more times, both repeatedly inside one process (30 times)
and as separate fresh processes (10 times), to confirm the result is now stable. The
in-process repetitions are skipped if the first replay was already that kind of run.

e NOD: the test is run 20 times, each in its own fresh process.

e OD-Vic: the test is run on its own, and then inside the full suite under three
shuffled orderings (seeds 1, 2, and 3), since whether these tests fail depends on
what runs before them.

o OD-Brit: the same, on its own and under two shuffled orderings (seeds 1 and 2).

The fix is accepted only if none of these runs fail. The moment one of them does,
verification stops, reports what went wrong, and hands that back to the agent for its next
attempt.

Repair Agent System Prompt

You are an expert software engineer tasked with fixing a flaky test.
You have five tools:

o list_ files(directory) — list Python files in a directory of the repo

o read_file(file_path) — read a file with line numbers (path relative to repo
root)

o write_file(file_path, content) — overwrite a file (providle COMPLETE file
content)

o run_verification() — re-run the exact strategy that reproduced the flakiness
o get_ diff() — show all changes made so far as a unified diff

IMPORTANT: Use ONLY the structured tool-calling interface above. Do NOT
embed tool calls as XML tags (e.g. <invoke>, <minimax:tool call>) — they will
not be executed.

Fix protocol:

1. Read the root cause analysis carefully.
2. Use list_files and read_ file to understand the relevant code.

3. Apply a minimal fix using write_ file.
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4. Call run_ verification() — it runs multiple strategies suited to the flaky type.
The fix is verified only when the returned JSON shows "verified": true. If
"verified" is false, read the per-strategy details to understand what still fails.

5. If still flaky, revise the fix and verify again, iterating until it is verified.

6. When done (verified, or no further progress can be made), call get diff() and
produce output.

Fix principles:
o Apply the smallest change that eliminates the root cause.
o No sleeps, no retries, no broad try/except to mask failures.

o When the bug is in source code (shared mutable state, missing teardown), fix
the source.

o When the test is poorly isolated (missing fixture reset, leaking side-effects), fix
the test.

o Never change test assertions, expected values, or test logic.
o write_file requires the COMPLETE updated file content, not a patch snippet.

When done, output ONLY valid JSON with no extra text:

{
"patch_target": "source" | "test" | "both",
"files_modified": ["relative/path/to/file.py"],
"fix_summary": "<one sentence: what was changed and why>",
"is_fixed": true | false,
"diff": "<full output of get_diff ()>"

}

This chapter presented the architecture and components of the proposed multi-agent
pipeline, covering the LangGraph orchestrator, the shared state, the detection agent
with its investigation protocol, and the repair agent with its write-verify loop. With the
system defined, the next chapter turns to the dataset and the reproduction study used
to establish the evaluation base.
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Chapter 4

Dataset and Reproduction Study

This chapter describes the dataset used to evaluate the system, the process by which
reproducibility was established, and how the final evaluation base was constructed. Be-
cause the pipeline can only detect and repair flakiness that can actually be triggered
in the execution environment, establishing which tests reproduce is a precondition for
everything that follows.

4.1 The IDoFT Dataset

The evaluation is based on the International Dataset of Flaky Tests (IDoFT), a curated
and community-maintained collection of real-world flaky test instances drawn from open-
source projects [32]. Because the system developed in this work targets Python and pytest
projects, only the Python subset of IDoFT was used.

4.1.1 Dataset Composition and Flaky Categories

FEach Python test entry in IDoFT is annotated with a category describing the reported
source of flakiness. The categories present in the Python subset are:

e OD-Vic (Order-Dependent Victim): The test passes when executed in isola-
tion but fails when run after specific preceding tests that inadvertently leak con-
flicting state into the shared environment.

o OD-Brit (Order-Dependent Brittle): The test fails when executed in isolation
because it implicitly relies on state that is only established by running specific
preceding tests. It requires a particular execution order to pass.

o OD (Order-Dependent): A general classification for order-dependent tests where
the exact Victim/Brittle relationship was not explicitly sub-categorised.

o NIO (Non-Idempotent Outcome): The test passes initially but fails when
executed repeatedly within the same process due to state accumulation or missing
teardown logic.
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o« NOD (Non-Order-Dependent): This category groups the tests that, regardless
of execution order or repetition, fail non-deterministically, a behaviour often caused
by concurrency, timing constraints, or randomised inputs.

o ID (Implementation-Dependent) and UD (Unknown Dependency): Rare
categories involving reliance on specific platform implementations or unknown ex-
ternal factors.

e UNKNOWN: Entries whose original IDoFT label could not be mapped to any of
the four target types.

The complete Python subset considered in this study contained 1,535 test entries.
Three of these categories map to none of the four target types the detection agent classifies
and were therefore excluded from the pipeline evaluation: ID (3 entries), UD (1), and
UNKNOWN (30 entries). The general OD category (33 entries) was never sub-categorised
into a victim or brittle role and so is not a target category in its own right. However, its
tests are still examined, and the ones that reproduce and are confirmed to be victims are
folded into OD-Vic (Section 4.3). Setting the generic OD entries aside, this leaves 1,468
entries in the four target categories NIO, NOD, OD-Vic, and OD-Brit. The category
distribution is shown in Table 4.1.

Category Count Percentage
OD-Vic 784 51.1%
OD-Brit 321 20.9%
NOD 213 13.9%
NIO 150 9.8%
OD 33 2.1%
UNKNOWN 30 2.0%
1D 3 0.2%
UD 1 0.1%
Total 1,535 100%

Table 4.1. Category breakdown of the IDoFT Python subset.

4.1.2 Project Coverage

The flaky tests in the four target categories do not come from a handful of projects. They
are spread across 274 different open-source GitHub repositories, covering areas such as
scientific computing, web frameworks, data-processing utilities, developer tooling, and
network libraries.

The tests are not spread evenly across these projects. Most projects contribute only
one or two flaky tests, and a few contribute many more. The largest single project
contributes 88 tests, yet the median is 2, which means half of the projects have two flaky
tests or fewer. This skew is helpful rather than a problem. Drawing the tests from many
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small projects, instead of a few large ones, keeps the evaluation from being dominated by
the coding and testing habits of any single codebase.

Not all 274 projects can actually be run. Many of them have dependency, build, or
compatibility problems that stop their test suite from being installed and executed inside
a Docker container. In the end, 161 of the 274 projects produced at least one test whose
flakiness could be reproduced.

4.2 Reproduction Study

Before using IDoF T as an evaluation base, a systematic reproduction study was conducted
to determine which tests could actually be triggered under controlled conditions. A test
is considered reproduced only if at least one passing and at least one failing execution
were observed across all attempted runs, since a single outcome type on its own does not
demonstrate flakiness.

Different forms of flakiness have to be triggered in different ways, so the reproduction
pipeline chose its strategy based on each test’s category.

For Order-Dependent tests (OD-Vic, OD-Brit, OD), the test was evaluated using
randomised test suite executions. By varying the pytest-randomly seed, the execution
order of the surrounding test suite was shuffled across multiple runs, up to five seeds per
test, maximising the likelihood of observing both the isolated outcome and the outcome
triggered by a polluter or setter test.

For NIO tests, the same test was executed repeatedly within a single continuous
process. Preserving the execution context across repetitions increases the probability of
triggering state-accumulation effects.

For NOD tests, the test was executed repeatedly as independent subprocess invoca-
tions to expose non-deterministic failures caused by timing, randomness, or environmental
variation.

This reproduction pipeline is oracle-informed. It reads each test’s ground-truth ID-
oFT category and applies the strategy most likely to trigger that kind of flakiness, so
it establishes whether a test can be reproduced at all under favourable conditions. The
detection agent evaluated in Chapter 5 works under a harder setting, because it is never
given the category and has to discover a triggering strategy on its own. The evaluation
base built here is therefore pre-filtered by a category-aware process that the agent does
not have, which is why the agent’s reproduction rate is best read as a measure of its own
investigative coverage rather than of whether the tests can be triggered.

4.2.1 Reproducibility Results

The overall reproducibility rate across the dataset is shown in Table 4.2.

The breakdown by category in Table 4.3 shows that the reproduction rate varies
dramatically from one flaky type to another. The reproduction study was run over
the entire Python subset, so every category appears here, including the ID, UD, and
UNKNOWN groups that are later excluded from the pipeline evaluation.

OD-Brit tests were almost always reproducible (99.4%). An OD-Brit test fails when it
is run on its own, because it depends on setup that another test would normally provide

33



Dataset and Reproduction Study

Reproduction Status Count Percentage

Reproduced 684 44.6%
Could Not Reproduce 851 55.4%
Total 1,535 100%

Table 4.2. Overall reproducibility outcomes on the IDoFT Python subset.

Category Total Reproduced Rate

OD-Brit 321 319 99.4%
NIO 150 88 58.7%
OD 33 13 39.4%
OD-Vic 784 250  31.9%
UNKNOWN 30 5 16.7%
NOD 213 9 4.2%
1D 3 0 0.0%
UD 1 0 0.0%
Total 1,535 684 44.6%

Table 4.3. Reproduction breakdown by category. UNKNOWN denotes tests whose orig-
inal IDoF'T label could not be mapped to a target category.

first. That failure is usually deterministic, so simply running the test in isolation triggers
it in most cases, with no special ordering or timing required. The matching passing run
comes from the randomised suite orderings, where a seed that places the setter test before
the target lets it pass, so both outcomes needed to confirm the pattern are easy to obtain.

NIO tests were reproduced at a moderate rate (58.7%). An NIO test does not fail
on its first run. It only starts to fail once leftover state has built up over several runs
in the same process. When that state lives in global variables, module-level caches,
or class attributes, it accumulates reliably and the failure appears. Some NIO tests,
however, depend on subtler effects such as file-descriptor state or the internals of third-
party libraries, which do not build up the same way inside Docker, so those tests could
not be reproduced.

OD-Vic tests were harder to reproduce (31.9%). An OD-Vic test has to be caught
both failing in some orderings and passing in others, and both observations are needed
to confirm the pattern. This is often difficult, because the polluting test that causes the
failure may sit in a different file, may only run before the victim under certain random
seeds, or may have no effect once the test runs inside a container that does not fully
match the original environment.

NOD tests were by far the hardest to reproduce (4.2%). Their flakiness comes from
sources such as thread scheduling, wall-clock timing, or random number generation, and
inside an isolated Docker container these sources are largely fixed or evened out. As a
result, only 9 of the 213 NOD tests were ever seen both passing and failing across the
repeated runs.
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4.3 FEvaluation Base

The reproduction study identified 684 tests from the Python IDoFT subset for which
both a passing and a failing execution were observed. Running the full detection and
repair pipeline on all 684 across three models would have needed more computational
resources than were available, so a subset of 539 tests was selected for the evaluation,
drawn from 161 projects and covering the four target categories (NIO, NOD, OD-Vic,
OD-Brit).

Before this selection, the 13 reproduced tests from the generic OD category, all con-
firmed to be order-dependent victims, were folded into OD-Vic. This brings the OD-Vic
pool to 263 reproduced tests (250 OD-Vic plus 13 OD), of which 255 are included in the
evaluation base. The category composition of this evaluation base is shown in Table 4.4.

Category Tests Share of base

OD-Vic 255 47.3%
OD-Brit 190 35.3%
NIO 85 15.8%
NOD 9 1.7%
Total 539 100%

Table 4.4. Category composition of the 539-test evaluation base.

This chapter described the IDoFT dataset and the reproduction study that established
the 539-test evaluation base used throughout the experiments. The next chapter presents
the evaluation results for the detection and repair stages across the three language models.
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Chapter 5

Evaluation

This chapter presents the experimental configuration, evaluation methodology, and results
obtained by running the pipeline on the IDoFT evaluation base across three language
models.

5.1 Experimental Configuration

Three language models were evaluated as the underlying reasoning component for both
the detection and repair agents.!

Each model is described by a few characteristics that shape how it behaves. All three
are mixture-of-experts models, which means that although the full network is large, only
a small fraction of it, the active parameters, is used for any single token, keeping the
running cost well below what the total parameter count would suggest. That total count
is itself a rough measure of a model’s size and capacity. Temperature controls how random
the output is, with lower values making a model more focused and repeatable and higher
values allowing more variation between runs. The context window is how much text a
model can take into account at once, which matters here because the agents build up
long histories of tool calls and logs.

e MiniMax M2.7: approximately 230 billion total parameters, of which roughly
10 billion are active per token, accessed via the MiniMax API at temperature 0.2
and a maximum context of 200,000 tokens.

e DeepSeek V4 Flash: approximately 284 billion total parameters, of which
roughly 13 billion are active per token, operated with an extended thinking
mode (reasoning_effort=high) that generates an internal chain-of-thought
before producing any tool call or response, accessed via the Fireworks AI API at
temperature 1.0.

'The exact API model identifiers used were MiniMax-M2.7 on the MiniMax platform, accounts/
fireworks/models/deepseek-v4-flash, and accounts/fireworks/models/gpt-oss-120b on Fire-
works Al. Parameter and active-parameter counts are taken from each provider’s published specifications.
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« GPT-0OSS 120B: approximately 117 billion total parameters, of which roughly
5 billion are active per token, accessed via the Fireworks AT OpenAl-compatible
API at temperature 0.7.

The three models were chosen to be genuinely different from one another, rather than
variants of a single system. They come from different model families across two providers
and differ in scale, training, and configuration, so running the same pipeline on all three
shows whether the results hold in general or depend on one particular model.

Within each experiment the same model was used for both the detection agent and
the repair agent, run at the temperature listed above. The tools, the Docker environment,
and the verification runs were all identical across the three experiments, so differences in
the results come from the model and its configuration rather than from the surrounding
pipeline.

The sampling temperature was not held constant across the three models. Each
was run at the temperature its provider recommends for general use: 0.2 for MiniMax,
1.0 for DeepSeek in its extended thinking mode, and 0.7 for GPT-OSS. Model identity
and sampling temperature are therefore varied together rather than separately, so the
comparison in RQ3 evaluates each model as it would typically be deployed rather than
under a single held-constant temperature.

The evaluation base consists of 539 flaky tests drawn from the IDoFT Python subset,
selected from the 684 reproducible tests identified in Chapter 4 due to computational
resource constraints (see Section 4.3 for the full breakdown).

The three experiments were conducted sequentially on this same evaluation base,
varying only the language model. For each test the pipeline ran the detection agent first
and invoked the repair agent only when the flakiness was reproduced, with repair subject
to the 800-second per-test timeout described in Chapter 3.

5.2 Evaluation Metrics

Detection. Three measures are reported for the detection stage:

e Reproduction rate: the fraction of the 539 tests for which the detection agent
both observed contradictory outcomes — at least one passing and one failing exe-
cution — and settled on one of the four flaky patterns. A test where the agent saw
both outcomes but matched none of the patterns (an UNCLEAR verdict) is counted
as not reproduced, following the design decision in Chapter 3. Every test in the
base was already triggered under controlled conditions in the Chapter 4 reproduc-
tion study, which chose its strategy using the known IDoFT category, so all 539
are reproducible by construction. This metric therefore measures how reliably the
detection agent, investigating without the category label and deciding for itself
when to stop, re-triggers a flake that is known to be triggerable. It is a measure
of the agent’s investigative coverage rather than a property of the tests, and it is
independent of whether the chosen pattern is the correct one.
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e Classification accuracy: among tests for which flakiness was reproduced, the
fraction whose predicted category matches the ground-truth IDoFT label. Com-
puted only on reproduced tests because the agent cannot determine the type of
flakiness without observing the failure.

e Per-class precision, recall, and F1: reported per category among reproduced
tests, to characterise how well each type of flakiness is distinguished from the others.
For a single category, precision, recall, and the F1 score are defined from the counts
of true positives (TP), false positives (FP), and false negatives (FN).

A true positive is a test that belongs to the category and is labelled as such, a
false positive is a test labelled as the category but belonging to another, and a false
negative is a test that belongs to the category but is labelled as something else.

Precision is the fraction of tests labelled as a given category that really belong to

it.
brecicion — TP
recision = TP
Recall is the fraction of a category’s tests that the agent manages to find.
TP
Recall = ———.
T TPYFN

The F1 score is the harmonic mean of precision and recall and is high only when

both are high.

Fl—2. Precision - Recall

Precision + Recall
Throughout, the ground-truth IDoFT label is used only at this evaluation stage
and is never shown to the detection agent.

Repair. Two measures are reported for the repair stage:

o Fix rate: the fraction of repair attempts for which the write-verify loop produced
a fix that passed the full multi-strategy verification suite.

e Regression rate: the fraction of accepted fixes that break or remove at least
one other test which passed reliably before the fix, measured by re-running the
surrounding test directory before and after each fix.

Efficiency is reported as average token consumption and average wall-clock duration
per test for each stage.

5.3 Pipeline Overview

Before the detection and repair stages are examined separately, Figure 5.1 shows how
many tests reach each stage of the pipeline for each model, from the full evaluation base
of 539 tests through the ones that were reproduced and classified, passed to the repair
agent, and finally fixed. The three models start from the same base but diverge sharply,
with DeepSeek carrying far fewer tests through to repair than MiniMax or GPT-OSS.
The following sections break each stage down in detail.
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Figure 5.1. Number of tests reaching each stage of the pipeline, per model: the full
evaluation base, the tests whose flakiness was reproduced and classified, the tests passed
to the repair agent, and the tests confirmed fixed.

5.4 Detection Results

5.4.1 Overview

Table 5.1 summarises the overall detection-stage results across the three models, and
Figure 5.2 shows the reproduction rate broken down by category.

Metric MiniMax DeepSeek GPT-0OSS
Tests run 539 539 539
Reproduced 385 (71.4%) 263 (48.8%) 382 (70.9%)
Correctly classified 298 (77.4%) 222 (84.4%) 325 (85.1%)
Avg tokens / test 19,271 24,201 13,444
Avg LLM calls / test 6.3 4.5 5.2
Avg duration / test 51.2's 45.7 s 33.0 s

Table 5.1. Detection-stage summary across the three models (539 tests).

MiniMax and GPT-OSS achieve similar reproduction rates (Table 5.1), while
DeepSeek reproduces substantially fewer tests. Because every test in the base is known
to be reproducible, these rates measure how much of that triggerable flakiness each agent
actually re-triggers while investigating blind, and all three fall short of the full set. The
shortfall is largest for DeepSeek, which reaches under half of the known-reproducible
tests, and Section 6.1.4 traces this to the smaller number of investigation calls it makes
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per test. Classification accuracy is higher for both GPT-OSS and DeepSeek than for
MiniMax. GPT-OSS consumes the fewest tokens per test — roughly 30% fewer than
MiniMax and 44% fewer than DeepSeek — and completes each investigation in the
shortest time.

Reproduction Rate by Flaky Category and Model

B MiniMax M2.7
100 A mmm DeepSeek V4 Flash
mmm GPT-OSS 120B

Reproduction Rate (%)

NIO NOD OD-Vic OD-Brit

Figure 5.2. Reproduction rate per flaky category and model. NIO tests are consistently
the most reproducible. DeepSeek’s reproduction of OD-Brit and OD-Vic is substantially
lower than for the other two models.

5.4.2 Reproduction Rate by Category

Table 5.2 shows the fraction of tests reproduced per IDoFT category.

Category Total MiniMax DeepSeek GPT-0SS

NIO 85 80 (94.1%) 81 (95.3%) 78 (91.8%)
NOD 9 4(44.4%) 6 (66.7%) 6 (66.7%)
OD-Vic 255 146 (57.2%) 90 (35.3%) 140 (54.9%)
OD-Brit 190 155 (81.6%) 86 (45.3%) 158 (83.2%)
Total 539 385 (71.4%) 263 (48.8%) 382 (70.9%)

Table 5.2. Number and rate of reproduced tests per category and model.

All three models re-trigger NIO tests consistently and at a high rate (Table 5.2),
reflecting that the STATE_POLLUTION pattern is reliably exposed by repeated in-
process runs. MiniMax and GPT-OSS reproduce OD-Brit reliably, whereas DeepSeek
reproduces substantially fewer of them, and OD-Vic coverage varies across models, with
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DeepSeek the lowest. All three reproduce only a handful of the NOD tests (four to six of
the nine), consistent with the literature showing that non-deterministic failures are hard
to trigger in controlled environments [8].

5.4.3 Classification Accuracy and Per-Class F1

Table 5.3 reports precision (P), recall (R), and F1 per category for each model, computed
among reproduced tests only. Figure 5.3 provides a visual summary of the same scores,
and Figure 5.4 shows the full confusion matrices from which they are derived, making
visible where the misclassifications fall.

The evaluation base is imbalanced, which is why these per-class figures matter. Over-
all accuracy is dominated by OD-Vic and OD-Brit, the two largest categories, so a single
aggregate number would hide how the smaller categories are handled. The NOD scores
in particular should be read with caution, as they are computed over only the four to six
NOD tests each model reproduced.

MiniMax DeepSeek GPT-0SS
Cat. P R F1 P R F1 P R F1
NIO 0.784 1.000 0.879 0.771 1.000 0.871 0.655 1.000 0.792

NOD 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
OD-Vic  0.693 0.774 0.731 1.000 0.622 0.767 1.000 0.643 0.783
OD-Brit 0.875 0.677 0.764 0.833 0.988 0.904 0.907 0.994 0.949

Table 5.3. Per-class precision (P), recall (R), and F1 for each model, computed
among reproduced tests only.

NIO. NIO is the category the pipeline identifies most reliably (Table 5.3). All three
models achieve perfect recall (R = 1.000), meaning every reproduced NIO test is correctly
identified. F1 ranges from 0.792 (GPT-OSS) to 0.879 (MiniMax). Precision is below 1

for all models because a fraction of OD-Vic tests are misclassified as NIO.

OD-Brit. OD-Brit classification improves markedly with model capability (Table 5.3).
MiniMax achieves recall 0.677 and F1 0.764, while DeepSeek and GPT-OSS reach re-
call 0.988 and 0.994 respectively, with corresponding F1 scores of 0.904 and 0.949. Mini-
Max misclassifies a notable fraction of reproduced OD-Brit tests as OD-Vic, whereas the
stronger models distinguish the two categories reliably.

OD-Vic. Aside from NOD, OD-Vic is the hardest category to classify correctly
(F1 0.731-0.783, Table 5.3). DeepSeek and GPT-OSS achieve perfect precision (1.000)
but low recall (0.622 and 0.643), meaning the tests they do label as OD-Vic are always
correct, but many OD-Vic tests are missed and assigned to NIO instead. MiniMax
trades some precision for higher recall (0.774).

NOD. All three models achieve F1 = 0.000 for NOD (Table 5.3). This result is discussed
in detail in Section 6.3.
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F1 Score

Actual

Per-Category F1 Score by Model (reproduced tests only)
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Figure 5.3. Per-category F1 score for each model, computed among reproduced tests only.
NIO is classified reliably by all three models, with perfect recall. OD-Brit classification
varies substantially across the models. NOD remains unclassified by all three models.
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Figure 5.4. Confusion matrices on reproduced tests, one per model. Cells give test
counts, with shading showing each row’s proportion. The main off-diagonal group is
OD-Vic predicted as NIO (19, 20, 37 for MiniMax, DeepSeek, GPT-OSS), plus 49
OD-Brit predicted as OD-Vic for MiniMax.
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5.5 Repair Results

5.5.1 Fix Rates and Efficiency

Table 5.4 summarises the repair stage, and Figure 5.5 visualises the outcomes and effi-

ciency.
Metric MiniMax DeepSeek GPT-0OSS
Repair attempted 383 261 378
Fixed 323 (84.3%) 236 (90.4%) 302 (79.9%)
Not fixed 60 (15.7%) 25 (9.6%) 76 (20.1%)
Avg attempts 5.6 4.2 4.8
Avg lines added 9.3 7.5 16.8
Avg tokens / attempt 20,795 37,926 11,865
Avg duration / test 49.0 s 72.7s 279 s

Table 5.4. Repair-stage summary across the three models.

DeepSeek achieves the highest fix rate but operates on the smallest repair queue,
because its lower reproduction rate limits which tests reach the repair stage. The repair
queues (383, 261, and 378) are marginally smaller than the numbers of reproduced tests
(385, 263, and 382 in Table 5.1). The difference of two, two, and four tests corresponds
to reproduced tests for which the repair stage produced no recorded outcome, so they
are excluded from the repair statistics rather than counted as failures. Every accepted
fix passed the full multi-strategy verification suite, which confirms that the repaired test
is stable under the verification suite’s strategies after the fix.

GPT-0SS is the most efficient model, with the lowest token consumption per attempt
and the shortest wall-clock duration. DeepSeek uses substantially more tokens per at-
tempt because of its extended thinking mode, which generates a full internal reasoning
trace before each tool call. However, its lower average number of attempts partially offsets
this overhead.

Table 5.5 breaks down the fix rates by flaky category. The tests are grouped by the
category the detection agent predicted, not the true label, because that prediction is what
selects the repair strategy, and repair proceeds on the agent’s own classification whether
or not it is correct. As a result, the per-category counts here do not match those in
Table 5.2: that table groups each test under its true IDoFT category, whereas this one
groups it under the category the agent predicted, so a misclassified test moves from one
row to another. NOD does not appear at all, as the detection stage classified no test as
NOD. The few reproduced NOD tests (four to six per model) were predicted as other
categories and appear under those instead.

The breakdown reveals a consistent pattern. OD-Brit tests are generally the easiest
to fix, with the highest average fix rate across the three models. NIO and OD-Vic both
sit lower on average, but they behave very differently from one model to another. The
NIO fix rate changes a lot depending on the model, from 70.9% up to 92.3%, whereas
the OD-Vic fix rate barely moves. DeepSeek achieves the highest fix rate in both NIO
(92.3%) and OD-Brit (92.1%), but its repair queue is small — especially for OD-Vic (56
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test (right axis). DeepSeek’s thinking mode leads to substantially higher token and
time costs despite its smaller repair queue.

Category MiniMax DeepSeek GPT-0SS
Fixed/Att.  Rate Fixed/Att. Rate Fixed/Att. Rate

NIO 87/101  86.1% 96/104 92.3% 83/117 70.9%

OD-Vic 132/163  81.0% 47/56  83.9% 73/90 81.1%

OD-Brit 104/119 87.4% 93/101 92.1% 146/171 85.4%

NOD — — — — — —

Overall 323/383  84.3% 236/261  90.4% 302/378  79.9%

Table 5.5.  Per-category fix rates (Fixed/Attempted and percentage) for each model. NOD

is omitted because no test was classified into the NOD category by the detection stage.

attempts), because its detection stage reproduced fewer OD-Vic tests. GPT-OSS shows a
notably lower NIO fix rate (70.9%) compared to the other two models. NIO failures often

Avg duration per test (seconds)

involve subtle shared-state issues that require a targeted source-code change, and GPT-

OSS’s higher proportion of source-code patches (Table 5.6) suggests it applies broader
changes that sometimes fail verification despite repeated attempts.
are strikingly similar across all three models (81-84%), indicating that order-dependent
victim tests present a uniformly moderate repair challenge regardless of model capability.
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5.5.2 Patch Target Distribution

A repair attempt that writes a fix edits one or more files. The repair agent tags each
attempt with a patch target that records what kind of file it changed. It is test when
only the test file changed, source when the project’s own (production) code changed,
both when the change spanned the two, and unspecified when the model’s final answer
was not formatted clearly enough for the pipeline to tell which. Table 5.6 shows how
these targets break down across all repair attempts for each model.

Target MiniMax DeepSeek GPT-0SS

N % N % N %
test 246  64.2 179 68.6 103 272
source 56 14.6 38 14.6 117 31.0
both 27 7.0 15 5.7 23 6.1
unspecified 54  14.1 29  11.1 135 35.7
Total 383 100 261 100 378 100

Table 5.6. Patch target distribution across all repair attempts per model.

Two patterns stand out. MiniMax and DeepSeek change the test file in about two-
thirds of their attempts (64% and 69%) and touch the project’s source code only rarely
(both around 15%). That is because most reproduced tests fail in the test itself rather
than in the program. The test does not start from a clean state because it lacks a reset, a
teardown step, or a fixture that clears leftover state. The natural fix is then a small edit
inside the test, such as the parser_cache.clear() added in the example below, rather
than a change to the program under test.

GPT-0SS behaves differently. It edits the test file in only 27% of cases, changes
source code far more often (31%, against roughly 15% for the other two), and leaves a
large “unspecified” share (36%). The “unspecified” label does not describe a different
kind of fix: it simply means the model’s final message was not structured well enough
for the pipeline to read off which file type was touched, so it is a reporting gap rather
than a behavioural one. GPT-OSS’s greater readiness to rewrite production code lines up
with two earlier observations — its lower NIO fix rate (Table 5.5), where a broad source
change often fails the strict verification, and its higher regression rate (Section 5.5.3),
where wider edits are more likely to disturb other tests.

Illustrative example. To make the pipeline concrete, consider the following NIO re-
pair drawn from parso?, an open-source Python parser used by tools such as Jedi and
IPython. The project appears in the IDoFT dataset with a reproduced NIO test, test/
test_cache.py: :test_permission_error (SHA 6aeOefa4). The walkthrough below
follows this test under the DeepSeek V4 Flash configuration, so the repair details, such
as the number of write-verify cycles, are specific to that model.

“https://github.com/davidhalter/parso
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5.5 — Repair Results

The test checks that a warning is raised when parso cannot write its parse cache to
disk. It replaces the cache-saving function with one that always raises PermissionError,
parses this same file with caching enabled, and asserts that the warning was emitted:

Listing 5.1.  Original flaky test from parso (NIO, test/test_cache.py).

def test_permission_error (monkeypatch):
def save(*args, **xkwargs):
nonlocal was_called
was_called = True
raise PermissionError

was_called = False
monkeypatch.setattr(cache, ’_save_to_file_system’, save)
with pytest.warns(Warning):

parse (path=__file__, cache=True, diff_cache=True)

assert was_called

The test passes on its own but fails when it is run a second time in the same process, and
the reason lies in how parso caches parse results. parso keeps a module-level dictionary,
parser_cache, that remembers the syntax tree it has already built for a file. On the first
run the file has not been parsed yet, so parse does the real work, tries to save the result to
disk, hits the replaced function that raises PermissionError, and the expected warning
is emitted. On the second run the result for this file is already sitting in parser_cache,
so parse returns the cached tree straight away and never reaches the saving step. No
PermissionError is raised, no warning appears, and pytest.warns fails with DID NOT
WARN. This cached entry is a piece of state that survives from one run to the next, which
is what makes the test non-idempotent, and it only shows up when the test runs more
than once in the same process. The detection agent confirmed the behaviour by running
the test on its own and in fresh subprocesses, where it passed every time, and then fifty
times in a single process, where it failed on forty-nine of the fifty runs. It classified the
behaviour as STATE_POLLUTION and summarised its diagnosis as follows:

Evidence: the test passes in isolation and in fresh subprocesses, but fails on 49 of 50 runs
when repeated in the same process, always with the same error, DID NOT WARN. Fuailing line:
the pytest.warns (Warning) block around the cached parse call.

After the first run parso’s cache files remain on disk, so later runs in the same process find
the cache already present and mever reach the save step that raises the warning. Because
the test does not clear these cached files between repeated runs, the leftover state makes the
assertion fail.

The repair agent reached its fix through the write-verify loop rather than in one shot.
It applied a candidate change, ran the verification suite, and revised the change using
the failure it reported, repeating until every strategy passed. For this test the fix was
confirmed on the second such cycle.

The repair agent adds parser_cache.clear () near the start of the test, so every run
begins with an empty cache and parses the file afresh rather than returning a stale tree.
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This is the same idiom the surrounding test file already uses to isolate its other cache
tests, and it clears the leftover state without touching any of the test’s assertions. The
repair agent then called run_verification(). Because the reproducing run was itself
an in-process repetition, verification replayed it as fifty in-process repetitions and added
ten isolated subprocess reruns, skipping the extra thirty-run in-process block. All sixty
passed ("verified": true).

Listing 5.2. Unified diff produced by the repair agent.

--- a/test/test_cache.py
+++ b/test/test_cache.py
@@ def test_permission_error (monkeypatch):

was_called = False
+ parser_cache.clear ()
monkeypatch.setattr (cache, ’_save_to_file_system’, save)
with pytest.warns(Warning):
parse (path=__file__, cache=True, diff_cache=True)

The detection agent’s rationale here is only partly correct, which is what makes the ex-
ample instructive. It attributes the persistent state to parso’s on-disk cache files, whereas
the state that actually breaks the test lives in the in-memory parser_cache dictionary
— and since the replaced save function raises before writing anything, no cache file is ever
created on disk at all. The accepted fix confirms this: clearing the in-memory dictionary
is what makes all sixty verification runs pass, which an on-disk explanation alone could
not achieve. The repair still succeeds because the diagnosis captures the essential fact,
that some state survives across in-process repetitions, and that is enough to guide the
repair agent to the right fix. This is a concrete instance of the relationship examined in
Section 6.1.5: the repair agent benefits from the detection root-cause analysis even when
that analysis is not fully accurate.

5.5.3 Regression Measurement

The verification suite that accepts each repair runs only the test being fixed. It can
therefore confirm that this test is no longer flaky, but not whether the same change has
broken anything else in the project. A fix that repairs its own test while breaking another
is a regression, and this section measures how often the pipeline’s fixes do this.

The measurement compares the tests around each fix, before and after it is applied.
For every test a model had fixed, the project was cloned into a clean container at the
commit where the test was flaky. Before any fix was applied, the tests in the same direc-
tory as the target test were run twice, under two randomised suite orderings. Only those
that passed on both runs were kept, and this set forms the stable baseline. Comparing
against a stable baseline avoids blaming the fix for tests that were already failing or flaky
before it ran. The proposed patch for the target test was then applied in this container,
and the same directory was run twice more under the same two orderings. A fix counts
as a regression when one of these stable-baseline tests, other than the one being fixed,
fails on both post-fix runs or disappears from the results entirely.
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For each model, the repair stage reported 323, 236, and 302 fixes (Table 5.4). Re-
gression could be checked only where a stable baseline of reliably passing neighbouring
tests could be formed and the full before-and-after run completed, which left 282, 207,
and 252 fixes per model, 741 in total.

Metric MiniMax DeepSeek GPT-0OSS
Fixes 323 236 302
Fixes checked 282 207 252
Fixes causing regression 30 12 36
Regression rate 10.6% 5.8% 14.3%

Table 5.7. Regression measurement across the three models. A fix causes a regression
when it breaks or removes another test that passed reliably before the fix.

Across all checked fixes, 78 of 741 (10.5%) broke or removed at least one other test
that had previously passed. The rate differs sharply between models. DeepSeek is the
safest at 5.8%, MiniMax is in the middle at 10.6%, and GPT-OSS is the highest at 14.3%,
in line with its heavier use of broad source-code patches (Table 5.6). Passing the per-test
verification is therefore not enough on its own to guarantee that a fix leaves the rest of
the suite intact, and about one accepted fix in ten introduces a regression of this kind.

5.6 Answers to Research Questions

The results presented in this chapter allow the three research questions posed in Chapter 1
to be answered directly.

RQ1 — Detection effectiveness. Classification accuracy ranges from 77.4% (Mini-
Max) to 85.1% (GPT-0OSS), but this aggregate figure hides a strong dependence on the
category. NIO is the easiest to identify and is classified reliably by all three models (F1
up to 0.879), while OD-Brit varies markedly across the models (F1 0.764-0.949). NOD,
by contrast, is not classified at all (F1 0.000), though this figure rests on only four to six
reproduced tests per model and should be read with caution (Section 6.3). Among the
categories that are classified, OD-Vic is consistently the hardest (F1 0.731-0.783). The
pipeline therefore identifies state-pollution and brittle-setup flakiness with high accuracy,
but struggles with order-dependent victim tests and cannot yet handle non-deterministic
ones.

RQ2 — Repair effectiveness and safety. The repair agent is effective, with fix
rates between 79.9% and 90.4% across the three models, each measured on that model’s
own reproduced subset. Its multi-strategy verification suite is designed to reject the most
common frequency-reducing masks, such as sleeps and retries, so an accepted fix has been
stabilised under far more than a single passing run. The write-verify loop only aims to
stabilise the test under repair, so regressions elsewhere in the project fall outside what
it checks and are treated here as a distinct concern, measured separately, rather than
a failure of the loop. The regression measurement (Table 5.7), which applies each fix
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and re-runs the surrounding tests, shows that around 10.5% of the fixes that could be
checked this way break or remove another previously passing test, ranging from 5.8%
for DeepSeek to 14.3% for GPT-OSS. Repairs are therefore reliable in stabilising their
target but not free of side effects on the surrounding suite, and how safe they are depends
noticeably on the model.

RQ3 — Impact of model choice. Model choice creates a clear trade-off across the
pipeline, with no single model best on every axis. DeepSeek’s extended thinking mode
gives it the highest per-test fix rate and the lowest regression rate, but also the lowest
detection coverage. GPT-OSS has the best classification accuracy, marginally ahead of
DeepSeek, and the lowest resource cost, yet it produces the broadest patches and the
highest regression rate. MiniMax reproduces the most tests, though only marginally
more than GPT-OSS, but classifies them less accurately than the other two. The best
model therefore depends on what a deployment values most, whether that is detection
breadth, classification accuracy, repair rate, efficiency, or safety. These comparisons also
hold each model at its provider-recommended temperature, so they describe the models
as deployed here rather than isolating the effect of the model alone.

This chapter presented the full experimental results for the detection and repair stages,
including per-category reproduction rates, classification accuracy, per-class F1 scores, fix
rates, an illustrative end-to-end repair example, and a measurement of how often the
repairs introduce regressions. The next chapter discusses what these results reveal about
the pipeline’s behaviour, positions the findings relative to prior work, and addresses
threats to validity.
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Chapter 6

Discussion

This chapter interprets the results from Chapter 5, compares them with the related work
reviewed in Chapter 2, and discusses the limitations that affect how far the conclusions
can be trusted.

6.1 What the Results Reveal about the Detection Stage

6.1.1 NIO Classification Is Robust and Well Supported by the Tooling

Across all three models, NIO tests reach F1 scores between 0.792 and 0.879, with perfect
recall every time. This consistency is no accident. Of all the flaky types in the evaluation
base, NIO, the STATE_POLLUTION pattern, gives the clearest signal. A test that
passes on its own but fails when it is run fifty times in the same process is behaving in
an obvious and repeatable way. Something inside the test, or the code it calls, builds
up from one run to the next, and the run_repeated_in_process tool is built to expose
exactly this by keeping the interpreter state between runs. The evidence is strong and
the two outcomes are clean, one from the solo run and one from the repeated run, so the
agent has little to weigh up and all three models classify NIO reliably.

The repair results follow from the same clarity. When detection correctly identifies
the cause as state building up within the process, the repair agent starts from a precise
and useful diagnosis. The fix is usually small and local, such as resetting a class attribute
between runs, adding a teardown step, or moving a state-changing statement into a place
that is rebuilt for each test. These changes are easy for the model to find and make.
Once the fix is in place, the NIO verification strategy re-runs the test thirty times in the
same process and ten times in fresh subprocesses, which gives strong evidence that the
repair is real and not a lucky pass. Precise detection together with a targeted repair is
what makes NIO the category the pipeline handles most reliably.

NIO is also the category targeted by the most recent agentic repair work, NIODe-
bugger [14]. Part of the reliability seen here comes from pairing a dedicated detection
step with the repair agent. Because detection pins down the source of the state pollution
and records the failing evidence, the repair agent starts with far more information than
a system that works from the test code alone. The direct comparison with NIODebugger
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is made later, in the positioning with respect to related work (Section 6.2).

6.1.2 OD-Brit Classification Varies Sharply Across Models

The OD-Brit F1 scores vary more from model to model than those of any other category,
from 0.764 for MiniMax to 0.904 for DeepSeek and 0.949 for GPT-OSS. Almost all of this
gap comes from recall. MiniMax labels 49 of its 155 reproduced OD-Brit tests as OD-Vic,
while DeepSeek and GPT-OSS each misclassify only a single OD-Brit test, in both cases
as NIO rather than OD-Vic. This is why the two keep a perfect OD-Vic precision of
1.000, since neither ever mislabels an OD-Brit test as OD-Vic.

It is worth understanding why this happens. By definition, an OD-Brit test fails when
run on its own because it relies on state or side effects left behind by an earlier test. In
practice, though, some OD-Brit tests are only partly brittle. Their setup dependency is
incomplete, so the test occasionally passes on its own when the environment happens to
meet the missing precondition. The detection protocol runs the solo check only once, so
for such a test that single run may happen to pass. A solo pass followed by a failure under
some suite ordering is exactly the evidence an EXECUTION__ORDER, _SENSITIVE test
would give — a test that passes on its own but fails in some orderings. Because the agent
stops at the first passing-and-failing pair, that pairing fixes the OD-Vic label. A model
that takes the lone solo pass at face value will lean towards OD-Vic, whereas DeepSeek
and GPT-OSS are more cautious with it, giving more weight to the setup dependency
that the failing orderings reveal.

This points to a concrete way to make the classification more robust. Running the
solo check several times instead of once would show when a test only passes on its own
intermittently, and the agent could then default to BRITTLE_SETUP_DEPENDENT
for a test that fails most of those runs even when one of them passes. A simple threshold
on the fraction of failing solo runs, rather than a judgement based on a single solo outcome,
could close much of the gap between MiniMax and the other two models without needing
a larger or more expensive model.

6.1.3 OD-Vic Remains the Hardest Category to Classify Correctly

OD-Vic is the hardest category for the agent to classify. Its F1 scores run from 0.731
for MiniMax to 0.783 for GPT-0OSS, below NIO and OD-Brit for every model. The most
common mistake is labelling an OD-Vic test as NIO. Across the three models, 19, 20,
and 37 OD-Vic tests are labelled STATE POLLUTION rather than EXECUTION
ORDER,_ SENSITIVE.

This mix-up comes from a real ambiguity in the evidence. When a test fails in a
randomised suite run, the failure log often looks like it was caused by state left over
from earlier tests. The same symptom, however, can come from two different sources,
a polluter test earlier in the suite (OD-Vic) or state accumulating inside the target test
across the repeated in-process runs the agent performs (NIO-like behaviour). Without
checking which test actually ran before the victim, the agent has to guess the cause from
the error messages alone, and this guess is often wrong.

The detection protocol does offer a way to tell these cases apart. If run_repeated_in_
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process passes but run_suite_randomized fails, the failure points to EXECUTION__
ORDER_ SENSITIVE. The problem is harder when run_repeated_in_process fails as
well. Classifying OD-Vic better would require giving the agent more context about the
run, such as which tests ran just before the victim in the failing order, so its reasoning
can rest on the actual relationships between tests rather than on the failure symptoms
alone.

6.1.4 DeepSeek’s Thinking Mode Creates a Coverage—Accuracy Trade-
off

DeepSeek reproduces far fewer tests overall (48.8%) than MiniMax and GPT-OSS, which
both sit around 71%. Most of this shortfall is in OD-Brit (45.3% against 81-83%) and
OD-Vic (35.3% against 55-57%), which are exactly the categories that need several ran-
domised suite seeds before the ordering pattern shows up.

The reason lies in how many LLM calls each model makes per test. DeepSeek averages
4.5 calls per investigation, against 6.3 for MiniMax and 5.2 for GPT-OSS. For order-
dependent tests, the protocol asks the agent to run run_suite_randomized with up to
five different seeds before it can conclude that a test is not order-dependent, and each
seed costs at least one call to run the tool and one to reason about the result. A model
that makes only four or five calls in total may try just one or two seeds before settling
on NOT_FLAKY, missing the ordering that would have exposed the victim or brittle
pattern.

DeepSeek’s thinking mode is meant to improve reasoning by producing an internal
chain-of-thought before each output. For single questions or short tasks this clearly helps.
But in an agentic setting, where the agent gathers evidence over many tool calls, a model
that reasons carefully at each step but stops investigating sooner can end up collecting
less evidence overall than one that makes more calls with lighter reasoning each time. The
results suggest that when the agent controls its own stopping point, reasoning depth and
how widely it investigates pull against each other, and which one matters more depends
on the task.

There is an upside to this. DeepSeek’s smaller set of reproduced tests is also the more
accurately classified one, and the tests that reach its repair stage are mostly the clearest
cases. This shows up as the highest fix rate (90.4%) and the fewest repair attempts on
average (4.2) of the three models. When DeepSeek does reproduce a test, the flakiness
tends to be clear, the root cause well understood, and the repair straightforward. The
same clarity carries over to safety, where DeepSeek has the lowest regression rate of the
three models (5.8%, Table 5.7), in keeping with fixes that stay small and local rather
than making broad source-code changes.

6.1.5 The Relationship Between Detection Quality and Repair Effec-
tiveness

The models do not all repair the same set of tests. MiniMax and GPT-OSS attempt
repair on 378 to 383 tests, while DeepSeek attempts only 261. Fix rates therefore cannot
be compared directly, because each model starts from a different mix of tests. DeepSeek’s
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90.4% fix rate is measured over a more selective set that leaves out many of the harder
cases its detection stage failed to reproduce.

This has a wider implication for how agentic pipelines are designed. Detection quality
directly shapes how hard the repair is. When the detection agent identifies the flaky type
correctly and writes an accurate root cause analysis, the repair agent gets a real head
start. In this pipeline the repair agent receives the full detection output — the flaky type,
the root cause analysis, the failing log, and the execution profiles — before it reads any
source files. So even a partly wrong classification can still help, as long as the root cause
analysis captures something useful about the failing run. The cases that hurt most are
the ones where detection is completely wrong, such as an OD-Brit test labelled OD-Vic,
because then the repair agent has to work out the diagnosis from scratch with no useful
starting point. Improving detection accuracy is therefore not only worthwhile in itself
but also makes the repairs that follow more effective.

6.1.6 The Role of Multi-Strategy Verification

A key choice in the repair stage is that a fix is accepted only after it passes a multi-
strategy verification suite, not just a single passing run. This is what separates a genuine
fix from a superficial one for the test being repaired.

A naive repair strategy might make the test pass more often without removing the
instability, for example by introducing a retry loop or adding an artificial sleep to mask a
timing issue. Such changes only lower how often the test fails while leaving the underlying
instability in place, so it re-surfaces later under different conditions. The multi-strategy
verification suite is specifically designed to defeat these approaches. A patch that only
reduces the frequency of failure will not pass thirty in-process repetitions and ten subpro-
cess reruns for NIO, or several independent randomised orderings for the order-dependent
categories. Requiring the test to pass under all strategies at once is a strong filter against
cosmetic fixes.

The repair agent’s system prompt reinforces this by explicitly prohibiting the most
common masking strategies, stating “no sleeps, no retries, no broad try/except to mask
” A model can in principle ignore these instructions, but the verification suite
provides an independent check, since a sleep or retry that merely lowers failure probability
is still caught when the full strategy set is run.

This guarantee is scoped to the test being repaired, which is where it is strongest.
It shows that an accepted fix removes the flaky behaviour of that test under repeated
stress rather than merely lowering how often it fails. Whether a fix also leaves the rest
of the project’s suite unaffected is a separate question that per-test verification does not
address. The regression measurement (Table 5.7) addresses exactly this question.

This choice reflects a broader principle that sets execution-validated repair apart from
static or one-shot approaches. Prior work on LLM-based repair has consistently observed
that models can generate plausible-looking patches that still fail when tested, and that
iterative execution feedback is necessary to close this gap [7,13,14]. The results here
provide further evidence that a well-designed verification stage is essential not only for
confirming that fixes work, but also for screening out patches that appear to work without
actually resolving the root cause.

failures.
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6.2 Positioning with Respect to Related Work

The results of this study can be placed alongside several comparable evaluations in the
literature, keeping in mind that direct numerical comparisons across papers are always

complicated by differences in dataset, evaluation protocol, and what counts as a successful
fix.

The most relevant comparison point for OD and NOD repair is Chen et al’s evaluation
of LLM-based flaky-test repair [13], which reported a 79% fix rate for order-dependent
tests in an evaluation of 666 tests across 222 projects, but found current LLMs ineffective
at repairing non-order-dependent tests. This ineffectiveness on NOD is consistent with
what is observed here. NOD is the hardest category for current LLM-based systems,
regardless of whether they use one-shot prompting or an agentic approach. For OD tests,
the overall fix rates in this study (80-90%) are at or above the 79% figure, though the
comparison is imprecise because that evaluation targets Java while this pipeline targets
Python, so the numbers indicate relative difficulty at best rather than being directly
comparable. More importantly, the agentic pipeline here matches or beats these results
without being told the category in advance, since the detection agent works out the type
from execution evidence rather than from a supplied label.

FlakyDoctor [7] provides another reference point, with reported success rates of 57%
on order-dependent tests and 59% on implementation-dependent tests. These figures are
lower than the overall fix rates observed here, and again the comparison is approximate
due to dataset differences. The main design difference between FlakyDoctor and this
work is that FlakyDoctor combines symbolic program analysis with LLM generation to
construct neuro-symbolic repairs, while this pipeline relies entirely on execution evidence
and LLM reasoning. The fact that a purely LLM-based agentic approach achieves compa-
rable or better outcomes on these categories suggests that rich execution-based feedback
— from the detection tools, the repair tools, and the iterative verification loop — can
partially substitute for the structural guarantees that symbolic analysis would otherwise
provide.

The comparison with NIODebugger [14] is the most directly relevant, since that sys-
tem also targets NIO tests with an LLM-based agent and also uses dynamic evidence
collection. NIODebugger reported success rates of 11.63-58.72% on NIO tests depending
on the model used. The NIO fix rates of the pipeline studied here (70.9-92.3% across
the three models) are above that range, although the comparison remains approximate
because the two systems use different datasets and execution environments. The way the
two systems are built is still worth comparing. Both systems share the insight that NIO
repair benefits from a staged, evidence-driven workflow rather than one-shot generation,
but they differ in architecture. NIODebugger uses a three-phase pipeline with distinct
detection, exploration, and fixing stages, while this work integrates detection and repair
through a shared state object that passes the detection output directly into the repair
context. The shared-state design means the repair agent in this work begins with the
detection agent’s root cause analysis already in its prompt, which may reduce the amount
of exploration the repair agent needs to perform to understand the problem.
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6.3 NOD as an Open Challenge

NOD tests achieve F1 of 0.000 across all three models. This outcome is not simply a
modelling failure. It reflects a combination of structural and environmental factors that
compound to make this category consistently intractable for the current pipeline.

The first factor is the extremely small size of the reproduced NOD subset. Out of
9 NOD tests in the evaluation base, only 4-6 were reproduced depending on the model.
A category represented by four to six examples cannot support any reliable F1 measure-
ment, regardless of model capability. A single correct or incorrect prediction changes
the metric by 25 percentage points or more. More fundamentally, the low reproduction
rate itself is telling. The overall NOD reproduction rate in the larger reproduction study
described in Chapter 4 was 4.2%, meaning that fewer than one in twenty NOD tests
could be triggered under controlled conditions. Non-deterministic failures often depend
on precise timing interactions, concurrency scheduling, hardware-specific behaviour, or
unstable network responses — all of which tend to be normalised away by a containerised
execution environment that fixes CPU allocation, removes external network access, and
eliminates the variability of a shared development machine. The tests that are classified
as NOD in IDoFT may have been observed to be flaky on developer machines or in CI
pipelines where these sources of variability were present, but their failure conditions can-
not be reproduced reliably in a hermetic Docker container. This is consistent with the
literature. Prior work studying non-order-dependent flaky tests has noted that they are
significantly harder to trigger in controlled experiments, where even careful reproduction
efforts recover only a fraction of them [8].

The second factor is that the protocol rarely gathers the evidence that would positively
identify a NOD test, so a reproduced NOD test is labelled by whichever other signature
its chance failure happens to produce first. The only positive evidence for ISOLATED_
UNSTABLE is a failure in a fresh subprocess, which the agent looks for with run_isolated_
reruns. But NOD failures are rare by definition, so the probability of one recurring
within the twenty fresh reruns the protocol allows is low. The same rare failure is far
more likely to surface first in one of the earlier, longer strategies — the fifty in-process
repetitions, or, if the solo run itself failed, a later suite ordering. Because the agent
stops at the first passing-and-failing pair, that earlier failure fixes the label before any
fresh-subprocess evidence is collected: a failure during the in-process repetitions after
a passing solo run reproduces the STATE_POLLUTION signature and yields NIO, whereas
a failing solo run followed by a passing ordering reproduces BRITTLE_SETUP_DEPENDENT
and yields OD-Brit. This is what the confusion matrices show: the reproduced NOD
tests go almost entirely to NIO and OD-Brit (eight and seven of the sixteen predictions
across the three models, evenly within DeepSeek and GPT-0OSS), with a single OD-Vic,
and none is labelled ISOLATED_UNSTABLE. In each case the label is not unreasonable given
the observed evidence. It simply reflects that the true cause, genuine non-determinism
across independent runs, was never triggered inside the investigation window.

Addressing NOD effectively would require a combination of changes. At the detection
level, a larger number of isolated reruns, potentially with randomised time offsets or delib-
erate resource pressure to trigger timing-sensitive failures, could increase the probability
of observing the distinguishing evidence. At the classification level, a dedicated NOD
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strategy that explicitly tests for intermittent failure across many independent subprocess
invocations and compares the result against the in-process failure rate would provide
a more principled basis for the ISOLATED_ UNSTABLE label. At the dataset level,
building a larger and more reliably reproducible NOD benchmark would be necessary to
evaluate any such improvements with statistical confidence.

6.4 Threats to Validity

6.4.1 Internal Validity

The main threat to internal validity is the execution environment itself. All experiments
run inside Docker containers built from a fixed commit SHA, with all project dependencies
installed at their pinned versions and test execution isolated from the host machine. This
design ensures that results are reproducible across multiple runs of the same test and
that findings are not confounded by changes to the host environment. However, it also
imposes constraints that may affect the measured outcomes.

The biggest constraint is that it suppresses timing-sensitive and scheduling-sensitive
behaviour. A Docker container running on a dedicated host normalises CPU scheduling
in ways that may differ substantially from a CI runner or developer machine. NOD tests
whose flakiness depends on specific thread interleavings, network latency, or hardware-
specific timing are less likely to exhibit their failures in this setting. As discussed above,
the NOD reproduction rate (4.2%) reflects precisely this problem. As a result, the pipeline
is evaluated mainly on the kinds of flakiness that a controlled setting can trigger, which
may not represent the full range of NOD tests.

A second internal validity concern is the wall-clock timeout applied during repair.
The 800-second limit per test means that some attempts may be recorded as failures
not because the model could not find a fix, but because one or more verification runs
took too long. This is particularly plausible for projects with large test suites, where
each randomised ordering of the full suite requires many test executions. If a model’s
first fix attempt is correct but verification is slow, it may time out before confirmation is
returned, and the result is recorded as not fixed even though a valid patch exists. The
number of cases affected by this is unknown, but it means that the fix rates reported here
should be interpreted as lower bounds rather than exact figures.

6.4.2 Run-to-Run Variance

Every figure reported in this thesis comes from a single run of the pipeline on each test.
The models are sampled at a non-zero temperature, up to 1.0 for DeepSeek in its extended
thinking mode, so the same test run again could produce a different classification, a
different patch, or a different verification outcome. No test was run more than once,
so the results are point estimates with no measure of their run-to-run variance, and no
confidence intervals are reported.

This matters most for the comparisons between models. Differences such as the fix
rates of 84.3%, 90.4%, and 79.9% carry an unknown amount of sampling noise, and
with a single run each it cannot be shown that these gaps are larger than the variation
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repeated runs would produce. The comparisons in this chapter should therefore be read
as indicative of how each model behaves under these settings rather than as precise
or statistically established rankings. Repeating the evaluation several times per test
and reporting means with confidence intervals would quantify this noise and put the
comparisons on a firmer footing, and it is left to future work.

Relatedly, both agents were driven by a single fixed set of prompts that was not varied
across the experiments, so the reported behaviour may depend on the exact wording of
those prompts, and a different phrasing of the same instructions could shift the results.

6.4.3 External Validity

The evaluation covers only Python projects using pytest. The pipeline’s tool design,
execution strategies, Docker image construction process, and verification logic are all
built around pytest’s command-line interface and plugin ecosystem (pytest-randomly
for order randomisation, pytest-repeat for in-process repetitions). These components
would need to be redesigned or replaced to support a different test framework, meaning
that the specific quantitative results cannot be expected to generalise directly to Java
(JUnit), JavaScript (Jest, Mocha), or other ecosystems. The broader architectural choices
— a detection agent that builds evidence incrementally, a repair agent that validates
fixes iteratively, and a shared state that carries detection outputs into repair — could
reasonably be expected to carry over to other languages, but that would need separate
validation.

The IDoFT dataset reflects a specific snapshot of open-source Python projects curated
at a particular point in time. Open-source projects evolve, and the projects included in
IDoFT may have changed since the flaky tests were recorded. The evaluation runs on the
specific commit SHA recorded in the dataset, which ensures that the exact test code and
production code are as they were when the flakiness was originally observed. However,
this also means that the evaluation tests a fixed historical slice of these projects, and
the conclusions about category distributions and reproduction rates are specific to this
snapshot.

Finally, only tests whose flakiness could be reproduced in the evaluation environment
were included in the detection and repair pipeline. The 55.4% of tests that could not be
reproduced are excluded, and the evaluation therefore describes a system that operates
only on the reproducible subset of IDoFT tests. If the non-reproducible tests are sys-
tematically harder or different in character from the reproducible ones — which is likely,
given the strong category-level variation in reproduction rates — then the reported results
overestimate the performance that would be observed on the full dataset.

6.4.4 Construct Validity

Fix rate is measured by the pipeline’s own multi-strategy verification suite. This is a
principled operational definition. A test counts as fixed if it passes under several inde-
pendent execution strategies, each designed to stress the fix in a way suited to that type
of flakiness. However, the verification suite is not an exhaustive test of all possible execu-
tion contexts. The NIO strategy runs 30 in-process repetitions and 10 subprocess reruns.
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The OD-Vic strategy uses three randomised suite orderings. The OD-Brit strategy uses
two. A fix that passes under these conditions could still fail under a larger number of
repetitions, under a different random seed, or under a different version of a dependency.
The suite is deliberately stricter than the original reproduction, but it remains a sample
of possible execution contexts rather than a proof of correctness.

A deeper point is that the repair agent optimises against this same suite. The write-
verify loop continues until the verification passes, so a fix is by construction a change
that satisfies the verifier the agent is working towards. The reported fix rate therefore
measures agreement with the pipeline’s own verifier rather than correctness judged by an
independent oracle, and the two are not guaranteed to coincide. A patch can satisfy every
strategy while a developer would still reject it, for instance by weakening an assertion,
removing the coverage the test provided, or masking the underlying defect rather than
removing it. No independent human audit of the patches was carried out in this work,
so the rates should be read as the fraction of tests the pipeline judged fixed by its own
criterion, not as an externally validated repair rate. A manual review of a representative
sample of patches against developer judgement would provide that external check and is
left to future work.

A further limitation concerns the scope of the verification the pipeline applies during
repair. Because it re-runs only the test under repair, it does not on its own show whether
a fix disturbs the rest of the project’s suite. The regression measurement (Table 5.7)
addresses that question, but it has its own limit as a measure. It compares the tests
in the repaired test’s directory rather than the whole suite, so a fix that breaks a test
elsewhere in the project would not be caught. Running the full suite before and after
each fix would give a more complete picture and remains a useful extension.

Classification accuracy uses IDoFT labels as ground truth. These labels were as-
signed by the researchers who built the dataset and have been validated through manual
inspection and empirical testing. However, the boundary between categories is not al-
ways sharp. A test that depends on ordering and also accumulates state across runs
could plausibly be labelled as either OD-Vic or NIO depending on which aspect of its
behaviour was most visible when the label was assigned. In such cases, what appears as
a classification error by the agent may actually reflect a genuine ambiguity in the ground
truth rather than a reasoning failure. The fixed mapping from the agent’s behavioural
labels to IDoFT categories (Table 3.1) does not allow for this ambiguity, so it penalises
the agent for choosing any label other than the one in the dataset.

The comparison of fix rates across models is also subject to a confound noted in
Section 6.1. The three models do not attempt repair on the same set of tests, because
detection breadth differs. A direct comparison of repair fix rates without controlling
for input difficulty is therefore partially misleading. The reported numbers describe
each model’s performance on its own reproduced subset, not performance on a common
benchmark.

6.4.5 Absence of an Internal Baseline

This thesis argues that the full pipeline — one that carries the detection diagnosis into
repair, retries in a feedback loop, and accepts a fix only after a multi-strategy verification
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suite — repairs flaky tests better than simpler alternatives such as one-shot patch gen-
eration or accepting a fix after a single passing run. That argument rests on two things:
the design reasoning given for each component, and the comparison with other published
systems in Section 6.2. It does not rest on an ablation — an experiment that switches off
one component at a time, on the same dataset, models, and environment, and measures
how much the fix rate drops.

This is a genuine limitation. The comparisons with other systems, and the one with
NIODebugger in particular, are suggestive but not conclusive, because those systems
differ from this one in dataset, models, and execution environment all at once, so no
single design choice can be credited with the difference in fix rate. An ablation would
remove that ambiguity. Turning off the detection-to-repair handoff would show how much
the shared diagnosis helps over starting from the test code alone. Replacing the retry
loop with a single attempt would show the value of feedback-driven iteration. Accepting
a fix on one passing run rather than the full suite would show how many weak fixes the
stricter verification screens out.

Because these experiments were not run, the contribution of each individual compo-
nent is not measured, and the results in this thesis should be read as the performance of
the pipeline as a whole rather than as proof that any one part is responsible. Running
these ablations on the same evaluation base is the clearest way to strengthen the claim,
and it is left to future work.

6.4.6 Training-Data Contamination

Every test in the evaluation comes from a public GitHub repository at a public commit,
and many of these flaky tests were later fixed in commits that are themselves public.
The three language models were trained on large web and code corpora, so it is possible
that a model has already seen the flaky test, its later fix, or discussion of the underlying
bug during training. This is a first-order threat for any study that uses a public dataset
to evaluate an LLM, since a fix rate could in principle be inflated by memorisation of a
training-set patch rather than by reasoning about the observed behaviour. It cannot be
ruled out without access to the models’ training data, which is not available for any of
the three.

Several features of the design limit how far contamination can explain the results.
The verification that accepts a fix is behavioural rather than textual. A fix is accepted
only when the repaired test passes under several independent execution strategies, and
nothing in the pipeline compares the generated patch against the developer’s original fix
or rewards resemblance to it. Reproducing the canonical patch from memory is therefore
neither necessary nor sufficient for a fix to count. Flaky tests also rarely have a single
correct repair. State pollution can be resolved by resetting the shared state, by isolating
the test, or by making the setup idempotent, and an order-dependent failure can be fixed
at the victim or at the polluter. Because the metric rewards any change that makes
the test pass under the verification suite, a model can succeed with an independently
reasoned fix that looks nothing like the developer’s, so a passing fix does not by itself
imply that a memorised patch was reproduced.

The regression results give some indirect evidence that memorisation is not the main
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driver. If the models were mostly replaying the developers’ own fixes, one would expect
those fixes to be well targeted and to leave the rest of the suite intact. Instead, around
one accepted fix in ten breaks another test in the same project, and the models that lean
on broad source-code patches regress most often (Section 5.5.3). That pattern is more
consistent with genuine, and sometimes imperfect, reasoning from the observed evidence
than with the replaying of memorised patches. The threat nonetheless remains open,
and the clean way to settle it is to evaluate on flaky tests introduced after each model’s
training cut-off, or on a private set that is known not to appear in any training corpus.
Both are left to future work.
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Chapter 7

Conclusion

This thesis developed a two-agent pipeline for the automatic detection and repair of flaky
tests, one that gathers execution evidence, diagnoses the cause, applies a fix, and verifies
it. Evaluated on 539 real flaky tests from the IDoFT dataset across three language models,
the pipeline classified the main flaky categories with roughly 77 to 85% accuracy and
repaired around 80 to 90% of the tests it reached. That effectiveness is not free, however,
since some of the accepted fixes also broke or removed another previously passing test in
the same project.

7.1 Contributions

The main contribution is a two-agent pipeline for detecting and repairing flaky tests,
built from two ReAct agents that share state through LangGraph. The detection agent
is given only the test’s location — a repository URL, a commit SHA, and a test name
— and investigates it by running it through a set sequence of Docker-based strategies,
from a solo run to repeated runs in the same process, reruns in fresh subprocesses, and
randomised orderings of the suite. It stops as soon as it has seen the test both pass
and fail. From what it observes, it works out how the test is flaky and writes a root
cause analysis. It never sees the dataset’s category labels, so its classification comes from
reasoning about how the test actually behaves rather than from matching a label, and a
fixed final step maps that behaviour to the matching IDoFT category.

The repair agent picks up the detection output from the shared state and uses it as
the starting point for its fix. It reads the relevant source files, applies a fix by overwriting
a file inside the container, and checks it with the multi-strategy verification suite. If the
check fails, the file it wrote and the failure logs from each strategy stay in its context,
and it uses them to adjust its approach and try again, until the fix is confirmed or it runs
out of time. This verification suite is what tells a real fix from a superficial one. Instead
of accepting a single passing run, it applies several strategies matched to the flaky type
— repeated in-process runs and fresh-subprocess reruns for NIO, randomised orderings
for OD tests. This catches the main weakness of one-shot repair, where a patch passes
once without actually removing the non-determinism.

Three aspects of this design distinguish it from prior flaky-test work. First, most
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earlier work addresses detection or repair in isolation, and repair studies are typically
given the flaky category as an input, whereas here a single shared-state pipeline does both
and infers the category from execution evidence rather than being told it. Second, the
pipeline uses only execution feedback and language-model reasoning, with no symbolic
program analysis, yet reaches fix rates on order-dependent and non-idempotent tests
comparable to or above the neuro-symbolic and prompt-based systems it is compared
against in Chapter 6. Third, the evaluation measures not only how often fixes succeed
but how often they break other tests, a safety dimension that repair work rarely quantifies.

7.2 Key Findings

The pipeline was evaluated on 539 flaky tests from the IDoFT Python dataset, using three
language models: MiniMax M2.7, DeepSeek V4 Flash, and GPT-OSS 120B. The three
research questions from Chapter 1 were answered in Section 5.6, and the main findings
are collected here.

On detection, MiniMax and GPT-OSS reproduced flaky behaviour in 71% of tests
and DeepSeek in 49%. Classification accuracy ranged from 77.4% (MiniMax) to 85.1%
(GPT-0SS). By category, NIO was classified reliably by all models (F1 up to 0.879),
OD-Brit varied sharply across the models (F1 from 0.764 to 0.949), and OD-Vic was
consistently the hardest to classify (F1 0.731-0.783). NOD could not be classified by
any model: the few NOD tests that were reproduced were labelled as other categories
before any distinguishing evidence was gathered (Section 6.3), compounded by the very
low NOD reproduction rate (4.2%).

On repair, fix rates ranged from 79.9% to 90.4%. DeepSeek had the highest fix rate,
but achieved it on its smaller and cleaner set of reproduced tests, whereas MiniMax and
GPT-0OSS reached slightly lower rates on larger and probably harder sets. GPT-OSS was
the most efficient of the three at both stages, using roughly 30 to 44% fewer tokens per test
than the others during detection and, at repair, about 43% fewer tokens per attempt than
MiniMax and 69% fewer than DeepSeek, while also giving the best detection accuracy,
marginally ahead of DeepSeek.

On safety, a separate regression measurement found that about one accepted fix in
ten (10.5% overall) broke or removed another previously passing test, ranging from 5.8%
for DeepSeek to 14.3% for GPT-OSS. Repairs reliably stabilise the test they target, but
they are not always free of side effects on the rest of the suite.

A pattern that runs through all the results is a trade-off between reproduction and
repair. Models that investigate more stubbornly reproduce more tests but then face
harder repair cases. Models that stop investigating sooner reach fewer tests but fix a
larger share of the ones they do reach. Which setting is best in practice therefore depends
on the priority, whether that is covering as many tests as possible or being as confident
as possible in each fix.
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7.3 Broader Significance and Limitations

The results here are consistent with the growing body of work suggesting that agentic
workflows outperform one-shot prompting on realistic software-engineering tasks, though
that superiority rests on prior studies and on the design reasoning for each component
rather than on an internal comparison, which this study did not run. The detection
agent shows that a language model, given the right tools and a well-designed investigation
protocol, can reliably tell different forms of flakiness apart from execution evidence alone,
with no access to past metadata, labels, or hand-crafted features. This is not an easy
thing to do. The same test can pass or fail because of subtle timing, ordering, or state
conditions that are not visible in the test’s source code, and finding which of these is at
play needs active probing rather than static analysis.

The repair agent shows that iterative, execution-checked repair can reach high fix
rates across a varied set of real-world flaky tests. Targeted detection, structured repair
prompting, and multi-strategy verification together seem to be enough to prevent the
most common ways one-shot repair goes wrong.

The study also has important limitations. It covers only Python and pytest, a single
ecosystem. NOD remains an open problem, with almost no tests reproducible in the
current environment and an F1 of zero for every model. The comparison of fix rates
across models is confounded by the fact that the models do not repair the same set of
tests. The verification suite, though strict, is not a proof of correctness and cannot rule
out failures under conditions it does not test. The regression measurement, too, looks
only at the tests in each fix’s directory rather than the whole suite. These limits can be
addressed, but they are real boundaries on what the current results can claim.

7.4 Future Directions

Several concrete directions would build on this work.

The most pressing gap is NOD. Handling this category would need a detection strategy
that can reliably trigger non-deterministic failures in a controlled environment — for
example through deliberate resource pressure, artificial concurrency load, or randomised
sleeps at known synchronisation points — together with a larger set of reproducible NOD
tests to test any improvements on.

A second direction is a more thorough safety check. As noted earlier, the regression
measurement re-runs only the tests in the fixed test’s directory. Running the whole
project suite before and after each fix instead would catch side effects anywhere in the
project, not just in the immediate directory.

A third direction is a controlled cross-model comparison, in which all models repair
exactly the same set of reproduced tests, and at a single fixed temperature, rather than
each on its own subset at its own provider-recommended setting. This would separate
the effect of the model from both the number of tests it reproduced and its sampling
temperature, and give a more direct measure of repair ability on its own.

Beyond these near-term steps, the architecture here could be adapted to other lan-
guages and test frameworks. The core design — an investigation agent that collects
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execution evidence and a repair agent that applies fixes iteratively against a verifica-
tion oracle — is not tied to Python or pytest. Showing the same approach on Java or
JavaScript would strengthen the claim that it generalises, and allow comparison with the
larger body of flaky-test repair work that focuses on Java.

Finally, a human review of the generated patches would complement the execution-
based checks used here. An expert looking over a sample of confirmed fixes could judge
how minimal and clean each patch is, and whether it really addresses the root cause or
just silences the symptom in a way that happens to pass verification. This would give
a fuller picture of what the system actually produces and help design future verification
that better tells superficial repairs from genuine ones.

66



Bibliography

1]

2]

8]

Amjed Tahir, Shawn Rasheed, Jens Dietrich, Negar Hashemi, and Lu Zhang. Test
flakiness’ causes, detection, impact and responses: A multivocal review. Journal of
Systems and Software, 206:111837, 2023.

Owain Parry, Gregory M. Kapfhammer, Michael Hilton, and Phil McMinn. Sur-
veying the developer experience of flaky tests. In Proceedings of the 44th Interna-
tional Conference on Software Engineering: Software Engineering in Practice (ICSE-
SEIP), pages 253262, 2022.

Fabian Leinen, Daniel Elsner, Alexander Pretschner, Andreas Stahlbauer, Michael
Sailer, and Elmar Jiirgens. Cost of flaky tests in continuous integration: An in-
dustrial case study. In 2024 IEEE International Conference on Software Testing,
Verification and Validation (ICST), pages 329-340, 2024.

Sakina Fatima, Taher A. Ghaleb, and Lionel Briand. Flakify: A black-box, language
model-based predictor for flaky tests. IEEE Transactions on Software Engineering,
49(4):2062-2079, 2023.

Martin Gruber, Michael Heine, Norbert Oster, Michael Philippsen, and Gordon
Fraser. Practical flaky test prediction using common code evolution and test history
data. In 2023 IEEE Conference on Software Testing, Verification and Validation
(ICST), pages 210-221, 2023.

Shanto Rahman and August Shi. FlakeSync: Automatically repairing async flaky
tests. In Proceedings of the 46th International Conference on Software Engineering
(ICSE), pages 1673-1684, 2024.

Yang Chen and Reyhaneh Jabbarvand. Neurosymbolic repair of test flakiness. In
Proceedings of the 83rd ACM SIGSOFT International Symposium on Software Test-
ing and Analysis (ISSTA), pages 1402-1414, 2024.

Yang Chen and Reyhaneh Jabbarvand. Can ChatGPT repair non-order-dependent
flaky tests? In Proceedings of the 1st International Workshop on Flaky Tests, 2024.
John Yang, Carlos E. Jimenez, Alexander Wettig, Kilian Lieret, Shunyu Yao, Karthik
Narasimhan, and Ofir Press. SWE-agent: Agent-Computer interfaces enable auto-
mated software engineering. arXiv preprint arXiv:2405.15793, 2024.

Islem Bouzenia, Premkumar Devanbu, and Michael Pradel. An autonomous, LLM-
based agent for program repair. In Proceedings of the 47th IEEE/ACM International
Conference on Software Engineering (ICSE), 2025.

Qingzhou Luo, Farah Hariri, Lamyaa Eloussi, and Darko Marinov. An empirical
analysis of flaky tests. In Proceedings of the 22nd ACM SIGSOFT International
Symposium on the Foundations of Software Engineering (FSE), pages 643653, 2014.

67



Bibliography

[12]

[13]

[16]

[17]

18]

[22]

23]

[24]

[25]

Owain Parry, Gregory M. Kapfhammer, Michael Hilton, and Phil McMinn. Systemic
flakiness: An empirical analysis of co-occurring flaky test failures. arXiv preprint
arXiv:2504.16777, 2025.

Yang Chen and Reyhaneh Jabbarvand. Flakiness repair in the era of large language
models. In Proceedings of the IEEE/ACM /6th International Conference on Software
Engineering: Companion Proceedings, 2024.

Kaiyao Ke, August Shi, and Sasa Misailovic. NIODebugger: A novel approach to
repair non-idempotent-outcome tests with LLM-based agent. In Proceedings of the
IEEE/ACM }7th International Conference on Software Engineering, 2025.

Riddhi More and Jeremy S. Bradbury. An analysis of LLM fine-tuning and few-shot
learning for flaky test detection and classification. arXiv preprint arXiv:2502.02715,
2025.

Yoshua Bengio, Réjean Ducharme, Pascal Vincent, and Christian Jauvin. A neural
probabilistic language model. Journal of Machine Learning Research, 3:1137-1155,
2003.

Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N.
Gomez, Lukasz Kaiser, and Illia Polosukhin. Attention is all you need. In Advances
in Neural Information Processing Systems (NeurIPS), 2017.

Xinyi Hou, Yanjie Zhao, Yue Liu, Zhou Yang, Kailong Wang, Li Li, Xiapu Luo,
David Lo, John Grundy, and Haoyu Wang. Large language models for software
engineering: A systematic literature review. arXiv preprint arXiv:2308.10620, 2023.
Quanjun Zhang, Chunrong Fang, Yang Xie, Yaxin Zhang, Yun Yang, Weisong Sun,
Shengcheng Yu, and Zhenyu Chen. A survey on large language models for software
engineering. arXiv preprint arXiv:2512.15223, 2024.

Quanjun Zhang, Chunrong Fang, Yang Xie, YuXiang Ma, Weisong Sun, Yun Yang,
and Zhenyu Chen. A systematic literature review on large language models for
automated program repair. arXiv preprint arXiv:2405.01466, 2024.

Nikhil Parasaram, Huijie Yan, Boyu Yang, Zineb Flahy, Abriele Qudsi, Damian
Ziaber, Earl T. Barr, and Sergey Mechtaev. The fact selection problem in LLM-based
program repair. In Proceedings of the 47th IEEE/ACM International Conference on
Software Engineering (ICSE), 2025.

Carlos E. Jimenez, John Yang, Alexander Wettig, Shunyu Yao, Kexin Pei, Ofir Press,
and Karthik R. Narasimhan. SWE-bench: Can language models resolve real-world
GitHub issues? In International Conference on Learning Representations (ICLR),
2024.

Yongjian Tang and Thomas Runkler. LLM-based agentic systems for software engi-
neering: Challenges and opportunities. arXiv preprint arXiv:2601.09822, 2026.
Shunyu Yao, Jeffrey Zhao, Dian Yu, Nan Du, Izhak Shafran, Karthik Narasimhan,
and Yuan Cao. ReAct: Synergizing reasoning and acting in language models. In
International Conference on Learning Representations (ICLR), 2023.

Jason Wei, Xuezhi Wang, Dale Schuurmans, Maarten Bosma, Brian Ichter, Fei Xia,
Ed H. Chi, Quoc V. Le, and Denny Zhou. Chain-of-thought prompting elicits reason-
ing in large language models. In Advances in Neural Information Processing Systems
(NeurIPS), 2022.

68



Bibliography

[26]

[31]

[32]

Timo Schick, Jane Dwivedi-Yu, Roberto Dessi, Roberta Raileanu, Maria Lomeli,
Eric Hambro, Luke Zettlemoyer, Nicola Cancedda, and Thomas Scialom. Tool-
former: Language models can teach themselves to use tools. In Advances in Neural
Information Processing Systems (NeurIPS), 2023.

Noah Shinn, Federico Cassano, Edward Berman, Ashwin Gopinath, Karthik
Narasimhan, and Shunyu Yao. Reflexion: Language agents with verbal reinforce-
ment learning. In Advances in Neural Information Processing Systems (NeurIPS),
2023.

Niels Miindler, Mark Niklas Miiller, Jingxuan He, and Martin Vechev. SWT-Bench:
Testing and validating real-world bug-fixes with code agents. In Advances in Neural
Information Processing Systems (NeurIPS), 2024.

Shanto Rahman, Abdelrahman Baz, Sasa Misailovic, and August Shi. Quantizing
large-language models for predicting flaky tests. In 2024 IEEE 17th International
Conference on Software Testing, Verification and Validation (ICST), 2024.

Shanto Rahman, Saikat Dutta, and August Shi. Understanding and improv-
ing flaky test classification. Proceedings of the ACM on Programming Languages,
9(OOPSLA2):1345-1371, 2025. OOPSLA 2025.

Sakina Fatima, Hadi Hemmati, and Lionel Briand. FlakyFix: Using large language
models for predicting flaky test fix categories and test code repair. arXiv preprint
arXiw:2307.00012, 2023.

Wing Lam. International dataset of flaky tests (IDoFT). http://mir.cs.
illinois.edu/flakytests, 2020. Accessed via dataset repository and cited by
related literature.

69


http://mir.cs.illinois.edu/flakytests
http://mir.cs.illinois.edu/flakytests

	Introduction
	Background
	Test Flakiness
	Characterising Flaky Tests
	Causes
	Types of Flakiness
	Detection
	Relation to repair

	Large Language Models and Agentic Systems
	Language Models and Neural Language Models
	Transformer Architecture
	Large Language Models
	Model Adaptation
	Large Language Models in Software Engineering
	Agentic Workflows in Software Engineering
	Limitations and Open Challenges
	Relevance to Flaky-Test Detection and Repair

	Related Work

	System Design
	Architecture Overview
	Component Design
	Orchestrator and Shared State
	Execution Environment
	Detection Agent
	Repair Agent


	Dataset and Reproduction Study
	The IDoFT Dataset
	Dataset Composition and Flaky Categories
	Project Coverage

	Reproduction Study
	Reproducibility Results

	Evaluation Base

	Evaluation
	Experimental Configuration
	Evaluation Metrics
	Pipeline Overview
	Detection Results
	Overview
	Reproduction Rate by Category
	Classification Accuracy and Per-Class F1

	Repair Results
	Fix Rates and Efficiency
	Patch Target Distribution
	Regression Measurement

	Answers to Research Questions

	Discussion
	What the Results Reveal about the Detection Stage
	NIO Classification Is Robust and Well Supported by the Tooling
	OD-Brit Classification Varies Sharply Across Models
	OD-Vic Remains the Hardest Category to Classify Correctly
	DeepSeek's Thinking Mode Creates a Coverage–Accuracy Trade-off
	The Relationship Between Detection Quality and Repair Effectiveness
	The Role of Multi-Strategy Verification

	Positioning with Respect to Related Work
	NOD as an Open Challenge
	Threats to Validity
	Internal Validity
	Run-to-Run Variance
	External Validity
	Construct Validity
	Absence of an Internal Baseline
	Training-Data Contamination


	Conclusion
	Contributions
	Key Findings
	Broader Significance and Limitations
	Future Directions

	Bibliography

