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Abstract
The COVID-19 pandemic has renewed the demand for quantitative models capable of

describing the spread of respiratory pathogens in structured human populations, and of

supporting public-health decisions on non-pharmaceutical interventions in real time. The

accuracy of these models depends on how faithfully they represent the contacts through

which the pathogen is transmitted. The simplest representation, introduced by Kermack

and McKendrick almost a century ago [1], assumes that every individual mixes homo-

geneously with every other and reduces the dynamics of an outbreak to a small system

of ordinary differential equations on population-level compartments. This assumption is

plainly violated in real populations, where contact patterns depend strongly on the age

of the individuals involved, on the setting in which they meet, and on the regularity with

which they encounter each other. A first generation of refinements addressed the age

dependence by stratifying the compartmental equations and weighting them through the

empirical contact matrices reported by diary-based surveys, of which POLYMOD [2] and

its French counterpart CoMeS-F [3] are the standard references.

The fully-resolved description of the contact structure, however, requires going beyond

the compartmental level. Agent-based models (ABMs) reconstruct the population at the

individual level from census data and simulate the epidemic as a stochastic process on

the resulting network of contacts. ABMs have become the methodological standard for

the data-driven, scenario-based analysis of respiratory outbreaks: large-scale platforms

such as Covasim [4], OpenABM-Covid19 [5], and the multilayer constructions developed

by Aleta and collaborators [6, 7] have been used extensively during the COVID-19 pan-

demic to evaluate testing, contact tracing, household isolation, and vaccination strategies.

Within this family, the framework developed by Moreno López and collaborators [8] for

the French population, and later extended in [9], is the most explicit treatment of contact

temporality: each edge of a multilayer acquaintance network covering household, work-

place, school, community, and transport contacts carries a daily activation rate calibrated

against the contact-survey data of [3], and the contacts of each simulated day are sampled

from the acquaintance network according to these rates.

The work presented in this thesis builds on the Moreno López framework and focuses

on the way the empirical distribution of contact frequencies enters the calibration. In the

original parametrisation, the workplace, school, and community settings share a single

activation-rate distribution, calibrated against a coarse two-bin stratification of the sur-

vey: daily versus less often. The CoMeS-F survey, however, records contact frequencies

at four levels, and the empirical composition of these levels differs markedly between set-

tings. We refine the calibration by treating each setting independently and reproducing

the full four-bin frequency composition of the survey on a per-setting basis, while pre-

serving all other ingredients of the original construction. We then apply the model to

the municipality of Strasbourg and analyse the dynamics of a SEPIR pathogen on the

resulting network. We further use the construction as a starting point to understand

the impact of the frequency composition on the epidemic dynamics, by comparing the

calibrated network against two alternative parametrisations that preserve the age and

setting composition but redistribute the contact mass towards either more recurrent or

more dispersed acquaintances. The three networks produce visibly different dynamics,

providing quantitative insight into how the frequency composition of the contacts shapes

the epidemic forecast and pointing to a direction for future refinements of the calibration

of synthetic contact networks.
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Introduction

Mean-field models
The earliest mathematical models of epidemic spread, going back to the deterministic com-

partmental framework of Kermack and McKendrick [1], describe a population in which

every individual has the same probability of contacting every other individual per unit

time. Under this assumption of homogeneous mixing, the dynamics of an outbreak reduces

to a small system of ordinary differential equations on population-level compartments, sus-

ceptible, infected, recovered, and is fully characterised by the basic reproduction number

R0, the ratio of the transmission rate to the recovery rate. Despite its simplicity, this

framework remains the conceptual basis for the more refined approaches developed since,

and is routinely recovered as a mean-field limit by them.

The homogeneous-mixing assumption is, however, manifestly violated in real popula-

tions. Individuals of different ages have markedly different contact patterns; children in-

teract predominantly with other children at school, working-age adults with colleagues at

the workplace, and elderly individuals chiefly within their household and immediate com-

munity. These differences are visible in the data: large-scale diary-based contact surveys,

of which POLYMOD [2] and its French counterpart CoMeS-F [3] are the canonical exam-

ples, they report asymmetric age-mixing patterns with strong diagonal (within-age-class)

and parent-child (off-diagonal) signatures. The natural extension of homogeneous-mixing

models is therefore to age-stratified compartmental models, in which the population is

divided into age classes and the contact rates between them are taken from these surveys

[10, 11].

Age-stratified compartmental models are a substantial improvement over homoge-

neous mixing, but they still represent the population at the level of aggregated compart-

ments. They cannot distinguish between two configurations that share the same average

contact rate but differ at the level of individual heterogeneity for instance, between a pop-

ulation in which all individuals have the same number of contacts and one with the same

average but a heavy-tailed distribution, in which a small fraction of individuals contributes

a disproportionately large share of the contacts. For pathogens whose transmission is sen-

sitive to the local connectivity around each infected individual, this distinction matters

[12].

Agent-based models on contact networks
To resolve population structure at the individual level, the modelling community has

progressively turned to agent-based models (ABMs). In this framework each individual

is an explicit agent characterised by attributes such as age, household, occupation and

residence municipality, and the spread of the pathogen is simulated as a stochastic process

on the population of agents [13]. The relevant attributes are reconstructed from census

data and from contact surveys, so that the simulated population reproduces, on aggregate,

the empirical demographic and social features of the territory of interest.

In most ABM implementations, contacts between agents are not represented as an

explicit network. Individuals are assigned to places (households, workplaces, schools) and

homogeneous mixing is assumed within each place, so that the local contact structure
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is collapsed into a set of place-level force-of-infection terms [13]. This is sufficient for

interventions that act on places as a whole, such as school closures or workplace shutdowns.

When the intervention acts on specific individual-to-individual contacts, as in contact

tracing or household isolation, a resolved contact network is required. In this thesis we

adopt the network-resolved formulation of Moreno López et al. [8], in which contacts

within each place are explicitly wired.

The construction is typically multilayer: contacts within the household, the workplace,

the school, the community at large, and public transport are described as separate net-

works, each with its own statistical properties [6, 14, 15]. The agent-based approach allows

the explicit representation of individual-level interventions as contact tracing, household

isolation, school closure, reactive vaccination in a way that compartmental models cannot

capture, and has become the methodological standard for the data-driven, scenario-based

analysis of epidemic outbreaks. The COVID-19 pandemic has consolidated this devel-

opment: large-scale ABM platforms such as Covasim [4] and OpenABM-Covid19 [5],

together with the multilayer constructions developed by Aleta and collaborators [6, 7],

have been used extensively to inform public-health decisions on testing, contact tracing,

social distancing, and vaccination strategies [8, 9].

In most such constructions, the temporal dimension of the contacts is collapsed: each

edge represents a recurring contact and is treated as active on every day on which both

endpoints are infectious. This is a reasonable approximation for household and classroom

contacts, which occur essentially every day, but it is a poor description of contacts in the

community setting, where the survey shows that the majority of reported contacts are

infrequent or one-off.

The time dimension of contact

The contact-network framework developed by Moreno López and collaborators [8] intro-

duces an explicit representation of contact temporality on top of the multilayer synthetic-

population construction. The construction proceeds in two steps. First, a time-aggregated

acquaintance network is built, with edges representing pairs of individuals who could come

into contact at some point. Then, to each edge is assigned a setting-specific daily activa-

tion rate f ∈ [0, 1], drawn from a sigmoid map

f = 1
2

(

1 + tanh
(

α (x− x0,s)
))

, s ∈ {H, W, S, C, T},

where x ∼ U[0, 1], the shape parameter α is common to all settings and the location x0,s

depends on the setting s. During the simulation, the contacts of each day are sampled

from the acquaintance network: an edge with activation rate f is active on a given

day with probability f . Household edges have a distribution concentrated near f =
1 (active essentially every day), transport edges concentrated near f = 0 (active very

rarely), and workplace, school and community edges intermediate. The locations x0,s

are calibrated jointly to reproduce the average number of contacts per setting and the

fraction of contacts reported as daily in CoMeS-F [3]. Notably, the calibration constrains

only the setting-aggregated mean number of contacts: the age-stratified structure of the

contact matrix is not explicitly imposed on the activation-rate distribution, and emerges

from the underlying demographic assignment alone. The framework has been adopted and
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extended by Faucher et al. [9] to study reactive vaccination strategies targeting workplaces

and schools.

A particular feature of the original parametrisation is that the three settings work-

place (W), school (S), and community (C) share the same location x0,s. The correspond-

ing activation-rate distribution is calibrated against a coarse two-bin stratification of the

survey, daily versus less often, that merges the three non-daily categories of CoMeS-F

(weekly, monthly, and rarely or first-time) into a single bin. The full four-bin distribu-

tion (daily, weekly, monthly, rarely or first-time), however, differs substantially across

settings: workplace contacts are spread roughly evenly across daily, weekly and monthly

frequencies, while community contacts are concentrated at the rare end of the distribution,

with a small but non-negligible mass at the daily end. The single-distribution two-bin

calibration averages over these setting-specific features.

Aim of this thesis
The aim of this thesis is to extend the activation-rate parametrisation of the Moreno

López framework along two directions. First, we replace the shared two-bin calibration of

the workplace, school, and community settings with a setting-by-setting parametrisation

that reproduces the four-bin frequency composition of CoMeS-F in each setting. Second,

we constrain the calibration on the age-stratified mean contact rate and on the setting

composition simultaneously, so that both the age structure of the daily contacts and the

setting split are imposed as calibration targets rather than only the setting-aggregated

mean. The community setting in particular requires the setting-specific refinement: it

combines a small core of regular contacts with a long tail of rare ones, a bimodality that

no single shared distribution captures.

We apply this extended construction to the municipality of Strasbourg. We treat the

municipality as a closed system, with workplaces and schools restricted to its territory

and the inter-municipal commuting flows not included. The synthetic population, the

household structure, and the assignment of individuals to workplaces and schools fol-

low the procedure of Moreno López et al. [8], so that the comparison with the original

parametrisation is direct. The macroscopic constraints, the mean number of contacts per

setting and per age class taken from CoMeS-F, are preserved by construction in both

the original and the extended models. What differs is the way the contact intensity is

distributed across the edges of each setting.

Once the construction is in place, we use it to analyse the dynamics of a SEPIR

pathogen on the resulting contact network. As a further step, we use the construction

as a starting point to explore how the dynamics depend on the way the contact mass

is distributed across the acquaintances, by constructing two alternative parametrisations

that preserve the age and setting composition of the calibrated network but redistribute

the contact mass towards either more recurrent or more dispersed acquaintances, and by

comparing their epidemic dynamics against those of the calibrated network.
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Outline
The thesis is structured as follows. Chapter 1 introduces the disease progression model,

building up from the SIR model to the SEPIR model of [8] and concluding with the

discrete-time implementation of the SEPIR dynamics on a multilayer temporal network.

Chapter 2 reports the empirical data on which the construction of the network is based:

the demographic data of INSEE for the municipality of Strasbourg and the contact survey

CoMeS-F of [3]. Chapter 3 describes the construction of the multilayer temporal network:

the synthetic population, the acquaintance network, the daily activation rates, and the

calibration of the free parameters against the macroscopic targets of the survey. Chap-

ter 4 applies the construction to the municipality of Strasbourg and reports the resulting

calibrated network and its epidemic dynamics under the SEPIR model. Chapter 5 ex-

plores the role of the frequency composition of the contacts by comparing the calibrated

network against two alternative parametrisations, and outlines directions for future work

on the calibration of synthetic contact networks. The thesis closes with a brief Conclusion

that summarises the main findings and the open questions left for future investigation.
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1. Disease progression
This chapter describes the disease progression model that we apply to individual agents

in the synthetic population of Chapter 3. The model is built around a partition of the

population into epidemiological states, as in the compartmental tradition of mathematical

epidemiology, but the transitions between states are defined at the level of the individual

rather than of population fractions. The mean-field compartmental equations that we

recover under homogeneous mixing serve as an analytical reference, not as the primary

object of study.

1.1 The SIR model

The Susceptible-Infectious-Recovered (SIR) model of Kermack and McKendrick [1] is

the simplest compartmental description of an epidemic. The population is partitioned

into three epidemiological states: susceptible (S), infectious (I) and recovered (R). A

susceptible individual in contact with an infectious one acquires the pathogen at rate β
per contact, and moves from S to I. An infectious individual recovers at rate µ and moves

from I to R, where it is no longer infectious nor susceptible. The transmission rate β and

the recovery rate µ are the only parameters of the model.

Under homogeneous mixing, every pair of individuals in a population of size N is

equally likely to come into contact per unit time. In the limit N → ∞ the expected

fractions s(t), i(t), r(t) in each state obey the ordinary differential equations

ṡ = −β s i, (1.1)

i̇ = β s i− µ i, (1.2)

ṙ = µ i, (1.3)

with s + i + r = 1. For finite N the dynamics is stochastic and fluctuates around the

deterministic solution of (1.1)–(1.3).

Basic reproduction number

The dynamics of the SIR model is controlled by a single dimensionless combination of the

rates, the basic reproduction number

R0 =
β

µ
. (1.4)

R0 is the expected number of secondary infections produced by a single infectious indi-

vidual introduced into an otherwise fully susceptible population: the individual remains

infectious for an average time 1/µ, and during this period generates new infections at rate

β.

Linearising (1.2) around the disease-free equilibrium (s, i, r) = (1, 0, 0) gives

i̇ ≃ (β − µ) i, (1.5)

so that i(t) grows exponentially when R0 > 1 and decays otherwise. The condition R0 = 1
defines the epidemic threshold.
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Final size

A second analytical result that extends to richer models is the relation determining the

asymptotic fraction r∞ = limt→∞ r(t) of the population that has been infected. Dividing

(1.1) by s and using (1.3) gives

ṡ

s
= −

β

µ
ṙ, (1.6)

which integrates to ln(s∞/s0) = −R0 r∞. With a negligible initial seed of infectives

(s0 ≃ 1, r0 ≃ 0) and s∞ = 1− r∞, one obtains the final size equation

1− r∞ = exp(−R0 r∞). (1.7)

The trivial solution r∞ = 0 holds for R0 ≤ 1; for R0 > 1 a unique positive solution exists.

The final size depends only on R0, not on β and µ separately: µ sets the speed of the

epidemic, R0 sets its size.

Levels of resolution

The compartments S, I, R represent the natural history of the infectious disease as a se-

quence of stages through which the affected population, or the affected individual, transits.

The equations (1.1)–(1.3) describe the population-level transit under homogeneous mix-

ing, with state variables that are aggregated fractions and a bilinear coupling term βsi.
The same sequence of stages can be adopted in richer descriptions, where the entity that

transits is more resolved than the whole population, and the coupling between susceptible

and infectious entities carries more information than a bilinear product.

Age-stratified models keep the population-level transit but split it across age classes,

weighting the coupling between age classes by an empirical contact matrix [10, 11].

Individual-based descriptions, of which ABMs are the standard implementation, replace

the population-level transit with an individual-level one: every agent transits between

stages as a stochastic process, and the coupling between agents is set by the contact

structure of the population. This contact structure can be represented implicitly, by

assigning agents to places and assuming homogeneous mixing within each place [13], or

explicitly, by wiring agents into a contact network on which the force of infection is eval-

uated pair by pair [8, 12, 16]. The mean-field equations (1.1)–(1.3) are recovered as the

infinite-population, fully-mixed limit of every construction.

In this thesis the disease progression model is implemented at the individual level,

with a resolved contact network over which the force of infection acts. The synthetic

population and the contact network are constructed in Chapter 3. The rest of the present

chapter develops the analytical properties of the population-level SIR and SEPIR that

serve as reference for the network simulations of Chapter 4.
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1.2 Extending SIR for SARS-CoV-2
The SIR model collapses the natural history of an infection into a single infectious com-

partment. This is a useful idealisation, but it ignores features of the transmission dynamics

that, for respiratory pathogens and SARS-CoV-2 in particular, are too prominent to be

left out. Three of them are relevant for the construction of the model used in this thesis,

and we review them in turn.

Latency. A susceptible individual exposed to the pathogen does not become infectious

immediately. The virus must first establish itself in the upper respiratory tract and

replicate to a viral load sufficient for onward transmission. The interval between exposure

and the onset of infectiousness is the latent period, and it is distinct from the incubation

period, which is the interval between exposure and the onset of symptoms. For SARS-

CoV-2 the latent period has been estimated at around three days [17, 18]. To represent

this delay the SIR scheme is extended by an exposed compartment E, in which the

individual has acquired the pathogen but is not yet infectious.

Pre-symptomatic infectiousness. For SARS-CoV-2 the viral load rises before symp-

tom onset, and a substantial fraction of transmission events take place from individuals

who have not yet developed symptoms [17, 19]. The latent period and the incubation

period are therefore not coincident: the individual becomes infectious before becoming

symptomatic, and the difference between the two intervals is the pre-symptomatic infec-

tious window, estimated at around two days [17, 19]. This window has direct consequences

for control: symptom-based isolation, however prompt, cannot prevent the transmission

events that occur before its onset, and it is one of the reasons why digital contact trac-

ing has been considered for SARS-CoV-2 [8, 19]. To represent the pre-symptomatic

transmission we split the infectious phase into a pre-symptomatic compartment P and a

symptomatic compartment I, with the individual moving from E to P at the end of the

latent period and from P to I at the onset of symptoms.

Recovery. The last stage is recovery. Symptomatic individuals clear the virus on a

timescale of about a week and become non-infectious. For the purposes of single-outbreak

modelling we further assume that recovery confers immunity for the duration of the epi-

demic, so that recovered individuals do not return to the susceptible pool. This is the

same assumption as in the SIR model and the same compartment R absorbs recovered

individuals.

Subclinical infections and age dependence. Beyond the three features above, two

further aspects of SARS-CoV-2 transmission inform the model. A substantial fraction of

infections develops no overt symptoms, with a reduced transmission rate; the proportion

of subclinical cases varies with age, as does the susceptibility to infection itself [20]. Both

ingredients are retained in the model implementation for direct comparison with that of

Moreno López et al. [8], in which they are needed by the contact-tracing analyses for

which the framework was originally developed. The way they enter the dynamics of the

model is discussed in Section 1.3.
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1.3 The SEPIR model
We assemble the four refinements of Section 1.2 into a five-compartment model that we

call SEPIR. Each individual i in a population of size N is, at any time t, in one of five

states: susceptible (S), exposed (E), pre-symptomatic (P ), symptomatic infectious (I),

or recovered (R). The structure of the model is summarised in Fig. 1.

S E P I R
λi(t) ε µp µ

infectious

Figure 1: The SEPIR compartmental model. The five states are susceptible (S), exposed

(E), pre-symptomatic (P), symptomatic infectious (I) and recovered (R). The transition

S → E is contact-mediated, with rate equal to the force of infection λi(t) of eq. (1.9).

The remaining transitions are spontaneous, at the rates indicated.

Transitions between compartments are continuous-time Markov processes. The tran-

sitions out of E, P and I are spontaneous and act on the individual independently of its

contacts,

E
ε
−→ P, P

µp
−−→ I, I

µ
−→ R. (1.8)

The rate ε is the inverse of the average latency time and governs the exit from the exposed

state. The rate µp is the inverse of the average pre-symptomatic infectious window and

governs the onset of symptoms. The rate µ is the inverse of the average symptomatic

infectious period and governs recovery. Once an individual reaches R it remains there for

the duration of the outbreak.

The remaining transition, S → E, is contact-mediated. A susceptible individual i
becomes exposed at the rate

λi(t) = β ninf
i (t), (1.9)

where β is the per-contact transmission rate and

ninf
i (t) =

∣

∣

∣{ j ∈ Di(t) : j ∈ P ∪ I }
∣

∣

∣ (1.10)

is the number of infectious contacts of i at time t. The set Di(t) collects the individuals in

contact with i at t. Equation (1.9) is the only ingredient of the model that depends on the

contact structure: through the contact set Di(t) and through the states of its members.

The contact set Di(t) depends on the population on which the model is implemented.

Under homogeneous mixing it consists of all other individuals in the population, and the

force of infection reduces to the mean-field form derived in Section 1.4. On the synthetic

multilayer network of Chapter 3, Di(t) consists of the neighbours of i that are active on

day t across the five settings, and the dynamics is simulated explicitly, one individual at

a time, in Chapter 4.
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Individual-level heterogeneity. The implementation inherits from Moreno López et

al. [8] an age-dependent susceptibility that we make explicit here. A factor σ(a) ∈ (0, 1],
depending on the age class a of the receiver, multiplies the force of infection:

λi(t) = σ(ai) β ninf
i (t). (1.11)

The function σ is smaller for children than for adults to reflect the lower susceptibility of

the former to SARS-CoV-2 infection [20]. The numerical values are reported in Chapter 4.

Subclinical and clinical pathways. The model further distinguishes two pathways

through the infectious phase, following the implementation of [8]. After leaving E, an

individual enters the subclinical pathway with age-dependent probability psub(a), following

the values of [20], and the clinical pathway with probability 1−psub(a). The two pathways

have their own pre-symptomatic and symptomatic compartments,

E
ε
−→











Psc

µsc
p
−→ Isc

µsc

−→ R with probability psub(ai),

Pc

µc
p
−→ Ic

µc

−→ R with probability 1− psub(ai),
(1.12)

In the original formulation of [8], the subclinical compartments transmit at a reduced

rate compared to the clinical ones, reflecting the empirical observation that a substantial

fraction of infections develops mild or no symptoms while remaining infectious [20]. The

split is required by the contact-tracing analyses of [8], in which only clinical cases are

detected. Since we do not perform contact tracing, we adopt identical transmission rates

on the two branches: the split replaces the two compartments P and I with four (Psc,

Isc, Pc, Ic), bringing the total from five to seven, but does not modify the qualitative

structure of the chain and has no effect on the dynamics studied here. It is retained for

direct comparison with [8].
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1.4 Analytical results
We now study the SEPIR model of Section 1.3 under homogeneous mixing. We work in

the baseline of the model, σ ≡ 1, in which all individuals are equally susceptible. The

compartmental rates are mapped onto a closed system of ordinary differential equations,

from which we extract the basic reproduction number and the final size of the outbreak.

We close the section by defining the epidemic observables that characterise the dynamics

of the model and that we will track on the network simulations of Chapter 4.

Mean-field equations

Under homogeneous mixing, every pair of individuals is equally likely to come into contact

per unit time, and the contact set of i at time t is the rest of the population. The number

of infectious contacts of i in eq. (1.10) is then ninf
i (t) = N (p+i), with p and i the fractions

of the population in P and I respectively, and the force of infection (1.9) reduces to

λ(t) = β N (p(t) + i(t)). (1.13)

Inserting (1.13) into the master equations associated to the transitions of Section 1.3 and

taking the limit N →∞, the expected fractions s(t), e(t), p(t), i(t), r(t) obey

ṡ = −β s (p + i), (1.14)

ė = β s (p + i)− ε e, (1.15)

ṗ = ε e− µp p, (1.16)

i̇ = µp p− µ i, (1.17)

ṙ = µ i, (1.18)

with s + e + p + i + r = 1. The first term in (1.14) and (1.15) is the bilinear infection

term, in which the susceptible fraction couples to the total infectious fraction p + i. The

remaining terms encode the linear chain E → P → I → R with rates ε, µp, µ. The

system reduces to the SIR equations (1.1)–(1.3) in the limit ε, µp → ∞ with µ fixed, in

which the dwell times in E and P vanish and the infectious phase collapses onto a single

compartment of average duration 1/µ.

Basic reproduction number

The basic reproduction number of the SEPIR model is the expected number of secondary

infections produced by a single infectious individual introduced into an otherwise fully

susceptible population. With more than one infectious compartment, R0 is no longer the

simple ratio β/µ of the SIR model and is computed as the spectral radius of a next-

generation matrix [21, 22], constructed as follows.

The infected compartments of SEPIR are E, P and I. We linearise (1.15)–(1.17)

around the disease-free equilibrium (s, e, p, i, r) = (1, 0, 0, 0, 0) and write the resulting

system as ẋ = (F − V ) x, with x = (e, p, i)⊤
and where F collects the new infections and

V the spontaneous transitions out of and between infected compartments.
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From (1.15)–(1.17),

F =







0 β β
0 0 0
0 0 0





 , V =







ε 0 0
−ε µp 0
0 −µp µ





 . (1.19)

The matrix V is lower triangular and is inverted directly,

V −1 =







1/ε 0 0
1/µp 1/µp 0
1/µ 1/µ 1/µ





 . (1.20)

The next-generation matrix is the product

FV −1 =











β

(

1

µp

+
1

µ

)

β

(

1

µp

+
1

µ

)

β

µ
0 0 0
0 0 0











, (1.21)

whose only non-zero eigenvalue is the entry on the upper-left. The basic reproduction

number of the SEPIR model is therefore

R0 = β

(

1

µp

+
1

µ

)

. (1.22)

The expression has a transparent interpretation: an infectious individual remains in the

pre-symptomatic state P for an average time 1/µp and in the symptomatic state I for an

average time 1/µ, and in both states transmits at rate β per contact. Equation (1.22)

is the sum of the two contributions. The latency rate ε does not enter R0: the exposed

state delays the onset of transmission but does not contribute to it. The condition R0 = 1
defines the epidemic threshold of the SEPIR model.

Final size

The asymptotic fraction r∞ = limt→∞ r(t) of the population that has been infected by

the end of the outbreak satisfies a transcendental relation identical in form to the SIR

final size equation (1.7), with the SEPIR reproduction number (1.22) in place of β/µ.

The derivation proceeds in two steps. First, we integrate (1.15)–(1.17) from t = 0
to t = ∞, using the fact that the infected compartments are empty at both endpoints,

e(0) = e(∞) = p(0) = p(∞) = i(0) = i(∞) = 0 in the limit of a vanishing seed of

infectives. This yields the relations

ε
∫ ∞

0
e(t) dt = r∞, µp

∫ ∞

0
p(t) dt = r∞, µ

∫ ∞

0
i(t) dt = r∞, (1.23)

which express that the same amount r∞ of probability flows through each compartment

of the chain E → P → I → R over the course of the outbreak.

Second, we divide (1.14) by s and integrate from 0 to ∞,

ln
s∞

s0

= −β
∫ ∞

0
(p + i) dt = −β

(

1

µp

+
1

µ

)

r∞ = −R0 r∞, (1.24)
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where the second equality uses (1.23) and the third uses (1.22). With a negligible initial

seed (s0 ≃ 1, r0 ≃ 0) and s∞ = 1− r∞, the final size equation

1− r∞ = exp(−R0 r∞) (1.25)

follows.

Equation (1.25) has the same form as the SIR final size relation (1.7), with the SEPIR

reproduction number (1.22). The dwell times 1/µp and 1/µ enter only through R0, and

the latency rate ε does not enter at all. Two SEPIR outbreaks with the same R0 but

different absolute timescales infect the same fraction of the population, regardless of how

long they take to unfold.

Epidemic observables

The simulations of Chapter 4 characterise the epidemic dynamics on the synthetic contact

network through a set of observables that we define here in the mean-field setting. Their

operational definitions on the stochastic simulations follow the same form, with population

averages replaced by averages over stochastic realisations of the outbreak.

Attack rate. The attack rate AR is the asymptotic fraction of the population that has

been infected over the course of the outbreak,

AR = r∞ = lim
t→∞

r(t). (1.26)

In mean field AR is the positive solution of (1.25). On the network simulations AR is

computed as the fraction of nodes in the recovered state at the end of the simulation,

averaged over stochastic realisations.

Incidence. The incidence Iinc(t) is the fraction of the population undergoing an S → E
transition per unit time,

Iinc(t) = −ṡ(t) = β s(t) (p(t) + i(t)). (1.27)

On the network simulations Iinc(t) is the daily count of new exposures, divided by the

population size and averaged over stochastic realisations.

Epidemic peak. The incidence curve has a single maximum, attained at the peak time

t⋆
when İinc(t

⋆) = 0. In the SEPIR model this condition does not admit a closed-form

expression in s(t⋆) alone, since the time derivatives of p and i couple to the exposed

fraction e(t), and t⋆
is determined numerically from the integration of (1.14)–(1.18). The

peak incidence

I⋆
inc = Iinc(t

⋆) (1.28)

is the maximum daily rate of new exposures and quantifies the intensity of the outbreak

at its height.

8



Generation time. The generation time Tg is the expected interval between the infection

time of an infector and the infection time of the secondary case it generates [23]. For

SEPIR with equal infectivity in P and I and exponential dwell times,

Tg =
1

ε
+

E[T 2
inf ]

2 E[Tinf ]
=

1

ε
+

1/µ2
p + 1/(µpµ) + 1/µ2

1/µp + 1/µ
, (1.29)

where Tinf = TP + TI is the total infectious period, sum of the two independent

exponential variables TP ∼ Exp(µp) and TI ∼ Exp(µ). In the limit µp → ∞, when

the pre-symptomatic compartment is suppressed, (1.29) reduces to the SEIR generation

time Tg = 1/ε + 1/µ. On the network simulations Tg is estimated empirically from the

distribution of the time intervals between each transmission event and the exposure of its

infector, averaged over the simulated infector-infectee pairs.

Effective reproduction number. The effective reproduction number Rt is the ex-

pected number of secondary infections per infectious individual at time t, given the state

of the population at t. At the next-generation level, and in the leading-order approxima-

tion in which the latency and pre-symptomatic compartments are quasi-stationary, Rt is

related to the basic reproduction number through the susceptible fraction,

Rt ≃ R0 s(t), (1.30)

so that the condition Rt = 1 approximately characterises the peak of the outbreak. On

the network simulations Rt is computed empirically as the average number of secondary

infections generated by infectious individuals in a time window around t.

1.5 Network dynamics
The mean-field analysis of Section 1.4 treats the population as homogeneously mixed and

replaces the contact set of every individual with the rest of the population. To resolve

the contact structure of a real population we keep the individual-level definition of the

dynamics of Section 1.3 and simulate it as a stochastic process on a multilayer temporal

network. The present section describes the implementation, leaving the parameter values

to the simulations of Chapter 4.

Edge activation and transmission. The simulation samples the daily contact set

D
s
i (t) and the transmission events in two independent steps. For every acquaintance pair

(i, j) in setting s, an independent Bernoulli draw with probability fij decides whether the

contact is active at t. Conditional on the contact being active and on j being infectious,

a second independent Bernoulli draw with probability β ωs σ(ai) ι(ξj) decides whether

the contact transmits the pathogen. The two-step sampling factorises the joint event

“contact active and transmission occurs” into an activation Bernoulli, which depends

only on the network parameters, and a transmission Bernoulli, which depends on the

epidemiological state of the endpoints. The factorisation avoids storing the realised daily

network explicitly: each edge is sampled only when one of its endpoints is infectious.

The activation rates fij do not depend on t and are fixed at network construction time;
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the random outcome of the activation is what fluctuates from day to day. The explicit

form of the per-day infection probability that follows from this scheme is derived below

in eq. (1.32).

Time discretisation. The simulation proceeds in discrete steps of one day. The spon-

taneous transitions E → P , P → I, I → R of eq. (1.8) are continuous-time Markov

processes with exponential dwell times of average 1/ε, 1/µp and 1/µ. At each daily

step, an individual currently in a state with average dwell time τ exits that state with

probability

pexit = 1− e−1/τ , (1.31)

independently of its history. The discrete-time dwell times are geometrically distributed

with mean τ ; the continuous-time exponential distribution is recovered in the limit of

small time-step.

Force of infection on the network. At day t, a susceptible individual i has a set

of active contacts Di(t) =
⋃

s D
s
i (t), partitioned across the five settings. Following the

definition of eq. (1.11), the per-day probability that i becomes infected is

pi(t) = 1−
∏

s

∏

j∈Ds
i
(t)

(

1− β ωs σ(ai) ι(ξj)
)

, (1.32)

where β is the transmission rate per contact, σ(ai) the age-dependent susceptibility of the

receiver, and ωs a setting-specific risk multiplier that captures the higher transmission

risk of close-contact environments such as the household. The factor ι(ξj) is the relative

infectivity of j in its current state ξj, reflecting the reduced infectiousness of subclinical

individuals relative to clinical ones. When the expected number of infectious contacts per

day is small, eq. (1.32) reduces to pi(t) ≃ β σ(ai)
∑

j∈Di(t) ωs(j) ι(ξj), where s(j) denotes

the setting of the edge (i, j), recovering the linear form of eq. (1.11).

Simulation outputs. At each day t the simulation records, for every individual, its

current state and the set of new exposures, together with the infector and the setting of

the transmission event. The aggregate of these records over a stochastic realisation yields

the epidemic observables of Section 1.4: the daily incidence, the dynamical curves of the

seven compartments, the attack rate at the end of the outbreak, the peak height and

time, the setting-resolved fraction of transmissions, the age-resolved attack rate, and the

empirical generation time. The parameter values β, ωs, σ(a), psub(a), µp, µ, ε, the choice

of acquaintance and daily networks, and the resulting observables for Strasbourg are

reported in Chapter 4.
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2. Empirical data
The synthetic contact network of Chapter 3 is built on top of two distinct families of

empirical data. The first family is the structural data of the French national statis-

tical institute INSEE, which fixes who the individuals are, how they are grouped into

households, and to which schools and workplaces they belong. The second family is the

behavioral data of the CoMeS-F contact survey [3], which fixes how the individuals inter-

act: at what frequency, with whom, and in which setting. We present the two families in

turn: the structural data in Section 2.1, the behavioral data in Section 2.2.

2.1 Structural data: the INSEE census
The structural ingredients of the synthetic population are taken from three datasets of

the French national statistical institute, listed in Table 2.1. Together they provide the

information needed to generate a population of individuals with demographic attributes

(age, household role) consistent with the French population, and to assign each individual

to a school, a workplace, or to inactivity.

Dataset Year Used for
Populations légales [24] 2017 populations, schools, workplaces per municipality
Bilan démographique [25] 2010 age pyramid, enrollment and employment by age
Couples-Familles-Ménages [26] 2010 household types, sizes, age structure

Table 2.1: The three INSEE datasets used to build the structural setting of the synthetic

population.

We describe the content of the three datasets along three axes: the national demo-

graphic statistics that apply to any French municipality (Section 2.1), the education and

employment statistics that determine the type of place an individual frequents during the

day (Section 2.1), and the local statistics specific to the municipality of Strasbourg (Sec-

tion 2.1). The output of the synthetic population generator on these inputs is reported

in Section 2.1.

National demographic statistics

The first two INSEE datasets in Table 2.1 provide the demographic statistics that apply

at the national level and are used identically for every municipality. They cover the

distribution of ages in the population, the distribution of household types and sizes, and

the joint distribution of age and role within a household.

Age distribution. The age pyramid of the French population gives the fraction of indi-

viduals of each age, from 0 to 100 years, as estimated by the Bilan démographique 2010 [25].

The pyramid is discretised at the resolution of one year, with the last bin collecting the

population aged 100 years and above. Figure 2 shows the resulting distribution.
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Figure 2: Age distribution of the French population, from Bilan démographique 2010 [25].

The fraction of individuals is reported in one-year age bins, from 0 to 100 years (the last

bin collects ages above 100). The pyramid shows the characteristic excess of working-age

population between 40 and 65 years, reflecting the demographic mass of the post-war

generations, and the rapid decline above 70.

Household types. Households in the French census are partitioned into five types:

single without children, couple without children, couple with children, single with chil-

dren, and a residual category that collects multi-family, shared and other non-standard

households. The corresponding frequencies, extracted from Couples-Familles-Ménages

2010 [26], are reported in Table 2.2. Couples with children and singles without children

together account for over 60% of households. The fraction of households of a given type

and the fraction of individuals living in that type differ markedly: households of singles

without children are the most numerous in absolute terms (34%), but contain only 15%

of the individuals, while couples with children, less numerous (28%), contain almost half

of the population.

Household type % of households % of individuals
Single without children 33.8 14.9

Couple without children 26.8 24.3

Couple with children 27.7 47.5

Single with children 9.0 10.6

Other 2.7 2.8

Table 2.2: Frequencies of household types in France, from Couples-Familles-Ménages

2010 [26]. The second column gives the fraction of households of each type, the third

column the fraction of individuals living in them.
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Household sizes. The size of a household, conditional on its type, depends on the

age class of the household head. Couples with children, single parents with children,

and other households are sampled from a joint distribution of size (between two and six

members) and age class of the head (in fourteen classes, from 19 years up to 100). Singles

without children have, by definition, size one. Couples without children have size two, with

an additional member added with a small probability (about 2%) to accommodate the

residual fraction of three-member couples observed in the data. The full joint distribution

is given in Couples-Familles-Ménages 2010 [26].

Role and age structure. For each household type, the relative position of an individual

within the household is described by a role: head of the household, partner in couples,

child of a couple, child of a single parent, or other. The age distribution conditional

on the role, in seventeen age classes from 0–4 to 100, is again provided by Couples-

Familles-Ménages 2010 [26]. The joint distribution of role and age is highly structured:

the distribution of children of a couple is concentrated below 20 years and decays rapidly

above, while the distributions of the two adult roles in a couple have most of their mass

between 25 and 55 years. These joint distributions provide the demographic constraints

under which the synthetic population is generated; the explicit assembly procedure is

described in Chapter 3.

Education and employment

The second component of the INSEE input concerns the type of place an individual

frequents during the day, as a function of age. Children and young adults attend one

of six school stages, working adults are employed in a workplace, and the remaining

individuals are economically inactive. The probability of each option, conditional on age,

is taken from the Bilan démographique 2010 [25] and is summarised in Table 2.3.

Age Cr. Mat. Él. Coll. Lyc. Univ. Work Inact.
0–3 0.60 – – – – – – 0.40
4–6 – 1.00 – – – – – –
7–11 – – 1.00 – – – – –
12–15 – – – 1.00 – – – –
16–18 – – – – 1.00 – – –
19–21 – – – – – 0.37 0.44 0.19
22–23 – – – – – 0.34 0.31 0.13
24–26 – – – – – 0.03 0.66 0.28
27–62 – – – – – – 0.71 0.29
63–100 – – – – – – – 1.00

Table 2.3: Probability of attending a given school stage (Cr. = crèche, Mat. = maternelle,

Él. = élémentaire, Coll. = collège, Lyc. = lycée, Univ. = université), of being employed,

or of being economically inactive, as a function of age class. Source: Bilan démographique

2010 [25].
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Up to age 18 the assignment is essentially deterministic: each age class corresponds

to a single school stage, with the exception of the youngest age class (0–3 years), where

60% of the children attend a crèche and 40% remain at home. Between 19 and 26 years

the assignment branches between university, employment and inactivity, with the share

enrolled at university decreasing rapidly with age. From 27 to 62 years all individuals

are either employed (71%) or economically inactive (29%). From 63 years onward all

individuals are classified as inactive, consistent with the legal retirement age in France in

the reference period.

The workplaces are partitioned into six size categories: 1–9, 10–49, 50–99, 100–499,

500–999 and 1000 or more employees, as defined by the INSEE classification in Popula-

tions légales 2017 [24]. The size categories play a role in the topology of the workplace

setting in Chapter 3, since the number of within-workplace contacts depends on the size

of the workplace.

Strasbourg as a case study

We apply the synthetic population framework to the municipality of Strasbourg, INSEE

municipality code 67482, located in the Bas-Rhin department in north-eastern France.

The municipal population at the 1st of January 2017, as reported by Populations lé-

gales 2017 [24], is N = 277 270 inhabitants.

The Populations légales 2017 dataset also reports the number of schools and work-

places in Strasbourg, broken down by type and size. The municipality counts 61 crèches,

62 écoles maternelles, 61 écoles élémentaires, 27 collèges, 30 lycées and 4 universities.

The 4138 workplaces are distributed across six size categories, dominated by very small

establishments (Table 2.4). The size distribution is markedly skewed: workplaces with

fewer than ten employees account for 76% of all workplaces but cover only a fraction of

the working population, while the small number of large workplaces with at least one

hundred employees absorb a substantial share of workers.

Size category (employees) Number of workplaces
1–9 3157

10–49 696

50–99 125

100–499 136

500–999 11

≥ 1000 13

Total 4138

Table 2.4: Distribution of workplaces in Strasbourg across the six INSEE size categories,

from Populations légales 2017 [24].

Inter-municipal flows. The thesis focuses on the contact structure within a single

municipality. The synthetic population of Strasbourg is therefore generated as a self-

contained system: individuals residing in the municipality are assigned to workplaces
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and schools located within the municipality itself. The Populations légales 2017 dataset

reports, for Strasbourg, the resident workers commuting out of the municipality for work

and the non-resident workers commuting in, and the analogous flows for students. We

do not import or export these flows. The out-going workers are absorbed within the

workplaces of Strasbourg of Table 2.4, and the in-coming workers are not added to the

population. The same is done for students. The synthetic population that the contact

network of Chapter 3 acts on is therefore exactly N = 277 270 individuals, all of them

with their residence, workplace or school, and daily contacts in Strasbourg.

Synthetic population

The structural inputs of the previous sections are passed to a generator that produces, by

Monte Carlo sampling, a synthetic population of N = 277 270 individuals for Strasbourg.

Each individual carries the four attributes that are subsequently used by the contact

network of Chapter 3: age in years (from 0 to 100), household identifier, workplace

identifier (empty for unemployed individuals) and school identifier (empty for non-enrolled

individuals). The generation procedure is described in Chapter 3; here we report the

empirical content of the synthetic population, that is the realisation of the structural

statistics on the population of Strasbourg that the subsequent construction will rest on.

The age distribution of the synthetic population reproduces the French age pyramid

by construction. The household composition matches the national fractions of Table 2.2

within Monte Carlo fluctuation, with each individual assigned to a specific household

compatible with the constraints on size, role and age of Section 2.1.

Each individual aged from 0 to 18 years is assigned to a school stage according to

Table 2.3, and then to a specific school in Strasbourg drawn uniformly at random among

the schools of the corresponding stage. Each working-age individual who is employed is

assigned to a specific workplace in Strasbourg, with the workplace drawn uniformly at

random among the 4138 workplaces of Table 2.4. The empirical distribution of the number

of co-workers and co-students per individual emerges from this assignment together with

the workplace and school sizes.

The synthetic population is the empirical anchor of the rest of the thesis. The contact

network of Chapter 3 is built on top of it, with the household, workplace, school, com-

munity and transport settings wiring the individuals according to the affiliations encoded

above. The behavioral data described in the next section provide the input that calibrates

how often these contacts are activated.
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2.2 Behavioral data: the CoMeS-F contact survey
The contact patterns calibrating the multilayer network of Chapter 3 are those reported

by the French CoMeS-F survey of Béraud et al. [3], henceforth CoMeS-F. We review the

survey and the statistical procedure leading to its published estimates in Section 2.2, and

report the three aggregate quantities we use as input to the calibration in Sections 2.2–2.2.

Survey design

The CoMeS-F survey is the first large-scale population-based contact study conducted in

France. It was carried out in 2012 over three two-month periods covering winter, spring

and late spring, with the explicit aim of resolving the seasonal variation of contact pat-

terns. A total of 2033 participants were recruited through random digit dialling, sampled

with quotas on age, gender, weekdays and school holidays, and the diaries returned record

38 881 contacts in the basic protocol, or 54 378 when supplementary professional contacts

are added. For each contact the participant reported the age and gender of the other

person, the setting of the contact (home, work, school, transport, leisure, other), the

frequency of encounter on a five-level ordinal scale (daily, weekly, monthly, yearly, first

time), the duration and whether the contact was skin-to-skin.

A defining feature of the design is the deliberate oversampling of children and teenagers,

who account for 27.9% of the diaries returned in the survey. This choice gains accuracy

on the age groups that contribute most to the transmission of respiratory pathogens, but

it produces a sample that is not representative of the French population, and the raw

counts of contacts cannot be used directly. Béraud et al. address this with a two-step

statistical procedure. First, individual-level sampling weights are computed for each par-

ticipant from the joint distribution of age, household size, day of the week and holiday

status, calibrated against the INSEE 2009 census. Second, contact rates and contact

matrices are estimated from the weighted diaries by generalised additive models with

tensor-product spline smoothing on the participant and contact age, after variable selec-

tion by random forests and regression through generalised estimating equations with a

negative binomial specification. The aggregate quantities reported in the paper are the

output of this procedure, not the raw diary counts.

We use the published estimates of CoMeS-F throughout this thesis, as does the frame-

work of Moreno López et al. [8] on which our work is built. The calibration of the contact

network of Chapter 3 is fixed by three macroscopic constraints, one for each behavioral

dimension of the contacts: how many contacts an individual has, in which setting they

take place, and at what frequency. Each constraint corresponds to one of the three ag-

gregate quantities extracted from CoMeS-F: the average number of daily contacts as a

function of age ⟨k⟩a, the composition of contacts by setting πs, and the composition of

contacts by frequency τℓ. We describe the three quantities in Sections 2.2–2.2.
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Daily contacts by age

The average number of contacts reported by a CoMeS-F participant per day, broken down

by age class, is reported in Table 2.5. We denote this quantity ⟨k⟩a. The mean number

of contacts is small at very young ages, rises with school enrollment, peaks at about

13 contacts per day in the 10–19 age range, and decreases monotonically with age to

about 7 contacts per day for individuals aged 65 and older. The peak in the school-aged

population is a known feature of contact surveys of the same family [2] and reflects the

high-contact environment of classrooms.

Age class (yr) ⟨k⟩a (contacts/day)
0–4 8.64

5–9 10.50

10–14 12.92

15–19 12.96

20–24 11.14

25–34 9.95

35–44 9.93

45–64 9.24

≥ 65 7.01

Table 2.5: Average number of contacts per day as a function of age class, extracted from

the CoMeS-F survey [3].

We use the values of Table 2.5 as the age-stratified targets for the calibration of the

contact network of Chapter 3.

Distribution by setting

CoMeS-F records each contact together with the setting in which it occurred, partitioned

into the five categories that map onto the settings of the contact network: household (H),

workplace (W ), school (S), community (C), and transport (T ). The community setting

collects all contacts that do not fit into the other four categories, including for instance

social and leisure contacts.

The fractional weights of the five settings, as reported in the survey, are summarised

in Table 2.6, with the household share normalised to one. School, workplace and com-

munity contacts together account for more than 80% of contacts, with the workplace

alone weighing about three times the household. Transport contacts are sporadic and

contribute only a small fraction of the total.
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Setting Relative weight πs

Household (H) 1.00

Workplace (W ) 3.17

School (S) 1.55

Community (C) 1.86

Transport (T ) 0.23

Table 2.6: Setting weights πs extracted from the CoMeS-F survey [3] and used in the

calibration of Chapter 3, normalised so that πH = 1.

The weights of Table 2.6 fix the share of the ⟨k⟩a budget that the calibration assigns

to each setting. The calibration procedure that distributes the contacts across settings

using these weights is described in Chapter 3.

Frequency composition

For every contact recorded in the diary, the participant reports the frequency at which the

contact is encountered, on the five levels listed in Section 2.2. Following the convention

adopted in [8], we merge the two rarest categories (yearly and first time) into a single

category that we label rare, reducing the frequency classification to four bins: daily,

weekly, monthly and rare. The fractions of the contacts reported by the survey in each

of these four bins are listed in Table 2.7 and define the target τℓ used in the calibration.

Frequency Fraction of contacts τℓ

Daily 0.40

Weekly 0.30

Monthly 0.20

Rare 0.10

Table 2.7: Fraction of contacts in each of the four frequency classes, from the CoMeS-F

survey [3].

Almost half of the contacts are reported as daily; the share decreases progressively

across the weekly, monthly and rare bins. The frequency distribution is therefore skewed

towards recurrent contacts, but with a non-negligible tail of less frequent ones.

The four-bin distribution of Table 2.7 is the aggregate quantity around which the

present thesis develops its methodological contribution. The framework of Moreno López

et al. [8] calibrates the activation rates of the contact network against a coarser two-

bin stratification, in which the three non-daily classes are merged into a single category.

The four-bin composition of τℓ is the empirical object that the extended calibration of

Chapter 3 reproduces in full. We return to this point in Section 3.5.
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3. Contact network

3.1 Overview
The data of Chapter 2 are assembled into a multilayer temporal contact network in two

steps. The first step generates a synthetic population of the municipality of Strasbourg

consistent with the INSEE structural inputs of Section 2.1. Each individual carries an

age, a household, a workplace (if employed) and a school (if enrolled), and the synthetic

population reproduces the demographic and place-size statistics of the municipality. The

second step wires the individuals into the five settings of contacts H, W, S, C, T and

attaches to each contact a daily activation rate, calibrated so that the network reproduces

the three behavioral targets of Section 2.2.

We describe the synthetic population in Section 3.2, the static structure of the five

contact settings in Section 3.3, the daily realisation in Section 3.4, and the calibration

procedure that fixes the parameters of the construction in Section 3.5. Implementation

details are reported in Appendices A and B.

Notation. The network is described at two levels of resolution that we distinguish

throughout this chapter and the next. The acquaintance network is the time-aggregated

graph of all edges that may ever be active during a simulation. It is a static object, with

one edge per potential contact, distributed across the five settings. We denote by Ki the

degree of individual i in the acquaintance network: Ki is the number of acquaintances of i.
At the setting level, Ks

i is the number of acquaintances of i in setting s, with Ki =
∑

s Ks
i .

The daily network is the realisation of the acquaintance network on a given day. Each

edge (i, j) of the acquaintance network carries an activation rate fij ∈ [0, 1], and is active

on a given day with probability fij. We denote by ki the daily degree of i, that is the

expected number of contacts of i on a typical day:

ki =
∑

j∈Ki

fij, (3.1)

where Ki is the set of acquaintances of i in the acquaintance network. The relation

Ki ≥ ki holds for every individual, with equality only if all acquaintances of i are daily

(fij ≡ 1 for every j ∈ Ki). The acquaintance degree Ki measures the size of the social

circle of i; the daily degree ki measures how many of those contacts i encounters on a

typical day.

The same distinction applies setting by setting. The acquaintance degree Ks
i counts

the edges of i in setting s of the acquaintance network; the daily degree ks
i =

∑

j∈As
i

fij

counts the daily contacts of i in setting s, and ki =
∑

s ks
i . The three behavioral targets of

Section 2.2 act on the daily quantities: ⟨k⟩a on

∑

s ks
i as a function of age, πs on the setting

composition of ki, and τℓ on the distribution of the activation rates fij across edges.
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3.2 Synthetic population
The synthetic population is the set of N = 277 270 individuals that represent the inhab-

itants of the municipality of Strasbourg. Each individual has four attributes: an age,

the identifier of the household to which the individual belongs, the identifier of the work-

place at which the individual is employed (empty if the individual is not employed) and

the identifier of the school attended (empty if the individual is not enrolled). The syn-

thetic population reproduces, by construction, the demographic and place-size statistics

described in Section 2.1.

Generation procedure

The population is generated by Monte Carlo sampling. The procedure is organised in

two nested loops. The outer loop iterates over the households until the target population

size is reached. The inner loop fills each household with its members, sampling their ages

and roles. Each individual is then assigned to a workplace, to a school, or to inactivity,

as a function of age. The procedure follows the algorithm of Moreno López et al. [8]; the

explicit pseudocode is reported in Appendix A.

For every new household, the algorithm draws the household type τ ∈ {single without

children, couple without children, couple with children, single with children, other} from

the distribution P (τ) of Table 2.2. The age class ah of the household head is drawn from

the conditional distribution P (ah | τ) reported by Couples-Familles-Ménages 2010 [26].

The size n of the household is drawn from the conditional distribution P (n | ah, τ) of the

same dataset. The remaining n − 1 members are added one by one, with role r and age

class a drawn from the joint role-age distribution P (r, a | τ), subject to the demographic

constraints described below.

Demographic constraints

The role and age distributions of Couples-Familles-Ménages 2010 [26] are computed at the

national level: they give the average distribution of role and age over all French households,

but they do not describe how the role and age of one member of a household relate to

those of the others. As a result, the independent sampling of each household member

from these distributions can produce household compositions that are demographically

implausible, for instance a couple in which the two partners differ in age by fifty years,

or a parent and a child with the same age. Two constraints are imposed during the

inner loop to discard such configurations. The first constraint applies to couples: the two

partners must be at least 15 years old, and their ages must differ by at most 15 years.

The second constraint applies to parent-child relations: a child must be at least 15 years

younger and at most 45 years younger than its parent. These bounds are taken from the

implementation of Moreno López et al. [8]. When an age sample violates a constraint it

is rejected and resampled.
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Assignment to schools and workplaces

Once an individual has been created and assigned to a household, its age determines

the type of place it frequents during the day, through the probability table of Section 2.1.

Children between 0 and 18 years of age are assigned to a school stage; individuals between

19 and 62 years of age are assigned to a workplace, to university or to inactivity according

to the corresponding probabilities; from 63 years onward all individuals are inactive.

The specific school or workplace within Strasbourg is drawn uniformly at random

among those of the corresponding type (and size category, for workplaces). The Pop-

ulations légales 2017 [24] counts of Section 2.1 fix the number of available schools and

workplaces for each type. Once an individual has been assigned, it carries the identifier

of its school or workplace as one of its attributes, and the size of the school or workplace

is updated.

Realised population

The output of the procedure is a population of N = 277 270 individuals. The age distribu-

tion reproduces the French age pyramid of Figure 2. The fraction of individuals assigned

to each household type and the fraction of individuals assigned to each school stage or

to a workplace match the input distributions of Section 2.1. Each individual belongs

to exactly one household, and each employed individual to exactly one workplace; each

enrolled individual to exactly one school. The households, schools and workplaces of the

synthetic population are the units on top of which the contact settings of Section 3.3 are

built.

3.3 The acquaintance network
The acquaintance network is the static graph of all the contacts that may ever occur

during a simulation. It has the same node set as the synthetic population of Section 3.2

and is organised into the five settings s ∈ {H, W, S, C, T} introduced in Section 2.2. We

denote by A
s
i the set of acquaintances of i in setting s, by Ks

i = |As
i | its size, and by

Ki =
∑

s Ks
i the total acquaintance degree of i.

The household setting is fully determined by the population assignment of Section 3.2:

two individuals sharing a household are connected. The connectivity of the four remaining

settings is set by random graph models, in which the expected number of acquaintances

of i in setting s is a target K̄s
i fixed by the calibration of Section 3.5. The topology of the

five settings is described in turn in Sections 3.3 and 3.3.

Place-based settings

The household, workplace and school settings are place-based: each acquaintance is con-

tained in a place to which both endpoints belong. The construction of these three settings

proceeds place-by-place, independently for each household, workplace and school of the

synthetic population.
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Household. Within each household of size nh ≥ 2, all nh(nh − 1)/2 pairs of members

are connected in the household setting. The acquaintance set A
H
i of individual i therefore

coincides with its household minus i itself, and the household degree is

KH
i = nh(i)− 1, (3.2)

where nh(i) is the size of the household to which i belongs. The household setting is the

only setting with a deterministic topology, and the only setting for which KH
i is fixed by

the demography of the synthetic population rather than by the calibration.

Workplace and school. Within each workplace, and within each school, the connec-

tivity is sampled from a Chung-Lu random graph [27]. Given the target degrees {K̄s
i } of

the members of the place, the Chung-Lu model independently includes each pair (i, j) as

an edge with probability

ps
ij =

K̄s
i K̄s

j
∑

ℓ K̄s
ℓ

, (3.3)

where the sum runs over all members of the place. The expected degree of i in the place

is K̄s
i up to corrections of order K̄s

i /
∑

ℓ K̄s
ℓ , negligible in large places and responsible

for the residual deviation observed in small workplaces (Chapter 4). The resulting graph

reproduces the heterogeneity of the target degrees while keeping the connectivity confined

within the place.

The target degree of an individual cannot exceed the geometric capacity of its place:

K̄s
i is therefore clipped at ns − 1, where ns is the size of the workplace or school. The

clipping is binding only for small places, in which the target K̄s
i exceeds the number of

available co-members.

The construction is repeated independently for each workplace and each school of the

synthetic population, and the resulting graphs are combined to form the workplace setting

W and the school setting S.

Community and transport settings

The community and transport settings are not place-based: they collect contacts that

take place outside of household, workplace and school without belonging to any specific

location. The two settings cover all the individuals of the municipality as the underlying

set, but they differ in the way the connectivity is distributed across nodes.

Community. The community setting follows the same Chung-Lu prescription of eq. (3.3)

as the workplace and school settings, but the place is now the entire municipality. Given

the target degrees {K̄C
i } of the residents, an edge (i, j) is included in the community

setting with probability

pC
ij =

K̄C
i K̄C

j
∑

ℓ K̄C
ℓ

, (3.4)

the sum running over all N residents of Strasbourg. The community setting therefore

reproduces the heterogeneity of the K̄C
i across individuals at the municipality level, with

no constraint on the location of the contacts within the municipality.
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Transport. The transport setting has the topology of an Erdős-Rényi random graph [28]

on the residents of the municipality, with edge probability

pT =
K̄T

N − 1
, (3.5)

where K̄T
is the same for all individuals and equals the average target degree in the

transport setting. The transport setting is the only setting in which the target degree

does not depend on the individual: all residents have, on average, the same number of

transport acquaintances. This choice reflects the assumption that exposure to transport

contacts is, on average, the same across the population, irrespective of age, employment

or household.

Realised acquaintance degrees

The total acquaintance degree of an individual is the sum of the contributions from the

five settings,

Ki = KH
i + KW

i + KS
i + KC

i + KT
i , (3.6)

with KW
i and KS

i identically zero for individuals not assigned to a workplace or a school

respectively. The household contribution is deterministic and depends only on the house-

hold size, eq. (3.2); the other four contributions are random variables, with expected

values K̄s
i fixed by the calibration of Section 3.5, and the distribution emerges from the

place-by-place application of the Chung-Lu and Erdős-Rényi models. The acquaintance

network is the static substrate on which the daily realisation of the contacts, described

in Section 3.4, takes place.
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3.4 The daily network
The daily network is the realisation of the acquaintance network on a given day. It has

the same node set as the acquaintance network, and its edges are a subset of those of the

acquaintance network: an edge (i, j) of the acquaintance network is present in the daily

network of day t if the corresponding contact is active on that day. Different days produce

different daily networks. We denote by Di(t) the set of contacts of i active on day t, by

D
s
i (t) its restriction to setting s, and by ks

i (t) = |Ds
i (t)| the corresponding daily degree.

The mechanism that selects which acquaintances are active on a given day is the same

for every setting: each edge (i, j) of the acquaintance network carries an activation rate

fij ∈ [0, 1], and is independently included in the daily network of day t with probability fij.

The activation rates are a property of the edges, not of their endpoints. They are sampled

when the acquaintance network is built and remain fixed throughout the simulation; what

fluctuates from day to day is the random outcome of the activation, not the activation

rate itself.

The construction of the daily network therefore reduces to the specification of the

activation rate of every edge of the acquaintance network. We describe the per-setting

distribution of activation rates in Section 3.4 and the daily degree it induces in Section 3.4.

The link between the acquaintance and daily networks is stated in Section 3.4.

Activation rates

The activation rate of an edge depends on the setting to which it belongs: edges within

households are typically active every day, edges in the transport setting only sporadically,

edges in workplaces, schools and the community at intermediate rates. The distribution

of activation rates across the edges of a given setting is therefore setting-specific, and we

denote it gs(f).
We parametrise gs(f) as the pushforward of a uniform distribution on [0, 1] through

a sigmoid map, following the prescription of Moreno López et al. [8]. For each edge (i, j)
of the acquaintance network in setting s, we draw an auxiliary variable xij and set

fij = 1
2

(

1 + tanh(α (xij − x0,s))
)

. (3.7)

The variables {xij} are independent and identically distributed across edges of the same

setting, drawn from a uniform distribution on [0, 1]. The resulting activation rates {fij}
are therefore independent across edges of the same setting, with a common per-setting

distribution gs(f) that depends only on the global shape α and on the setting location

x0,s. The parameter α > 0 controls the sharpness of the sigmoid mapping and is global,

that is the same for every setting. The parameter x0,s ∈ R is the location of the sigmoid

inflection along x and is specific to the setting.

The shape of gs(f) that follows from eq. (3.7) interpolates between two limits. For

α → 0 the sigmoid degenerates to a constant fij → 1/2 and gs(f) collapses to a delta.

For large α the sigmoid is sharp and gs(f) becomes bimodal, concentrated near f = 0
and f = 1. At intermediate α the distribution is unimodal and spread over the interior

of [0, 1], with the bulk of the mass concentrated near f = 1 when x0,s < 1/2, near f = 0
when x0,s > 1/2, and increasingly compressed towards f = 0 as x0,s moves past unity as
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is the case for the community and transport settings in the calibration of Chapter 4. The

location x0,s therefore fixes the mean activation rate of the setting

f̄s =
∫ 1

0

1
2

(

1 + tanh(α (x− x0,s))
)

dx, (3.8)

which we use throughout the rest of the chapter to parametrise the setting in place of x0,s

itself.

The parameters of the daily network are the global shape α and the five setting

means {f̄s}s∈{H,W,S,C,T }. Of these, α, f̄W , f̄S and f̄C are calibrated against the survey in

Section 3.5, while f̄H and f̄T are fixed a priori at the values of [8], consistent with the

near-daily nature of household contacts and the sporadic nature of transport contacts.

Daily degree

Given the activation rates, the daily degree of i in setting s is the random variable

ks
i (t) =

∑

j∈As
i

χij(t), (3.9)

with χij(t) ∈ {0, 1} the indicator that edge (i, j) is active on day t. Averaging over the

daily realisations of the activation, and conditioning on the acquaintance network and the

assigned activation rates, the expected daily degree of i in setting s is

⟨ks
i ⟩ =

∑

j∈As
i

fij, (3.10)

that is the sum of the activation rates of the edges of i in setting s. The total expected

daily degree of i is the sum of the contributions from the five settings,

⟨ki⟩ =
∑

s

⟨ks
i ⟩. (3.11)

The expected daily degree ⟨ki⟩ is the quantity that the calibration of Section 3.5 matches

against the empirical target ⟨k⟩ai
extracted from CoMeS-F.

Acquaintance and daily networks

The acquaintance and the daily networks describe the same contact structure at two levels

of resolution. The acquaintance network collects, at the static level, who is connected

to whom; the daily network collects, at the dynamic level, which of those connections

materialise on any given day. The link between the two is the expected daily degree of

eq. (3.10), averaged over both the random assignment of activation rates of Section 3.4

and the daily realisation of the activation:

⟨ks
i ⟩ = Ef Eχ

[

ks
i (t)

]

= Ef

∑

j∈As
i

fij =
∑

j∈As
i

Ef [fij] = K̄s
i f̄s, (3.12)

where the first equality uses the conditional independence of χij(t) on the activation rate

fij, the second the linearity of the expectation, and the third the fact that the activation
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rates are sampled identically and independently across edges of the same setting. The

expected daily degree ⟨ks
i ⟩ is therefore the product of the expected number of acquain-

tances K̄s
i and the setting-mean activation rate f̄s. The same expected daily degree can be

obtained by combinations with many acquaintances at low rate or with few acquaintances

at high rate. The calibration of Section 3.5 fixes K̄s
i and f̄s together with the global shape

parameter α from the empirical targets of Section 2.2.

3.5 Calibration
The construction of the acquaintance and daily networks of Sections 3.3 and 3.4 leaves

a set of parameters free. The calibration described in this section fixes them so that the

network reproduces the three empirical targets of Section 2.2: the age-stratified mean

contact rate ⟨k⟩a, the setting composition πs and the four-bin frequency composition τℓ.

Calibration targets

The CoMeS-F survey constrains the network at three levels. At the level of age, the

average daily contacts of an individual depend on its age group, and the network must

reproduce the empirical relation ⟨k⟩a:

1

N(a)

∑

i:ai=a

⟨ki⟩ = ⟨k⟩a. (3.13)

At the level of settings, the contacts of the population split across the five settings with

shares πs, and the network must reproduce that split:

∑

i⟨k
s
i ⟩

∑

i⟨ki⟩
=

πs
∑

s′ πs′

. (3.14)

At the level of frequencies, the contacts of the population split across four bins of encounter

frequency with composition τℓ, and the network must reproduce that composition,

∑

i<j : j∈Ai
fij 1[fij ∈ [fmin

ℓ , fmax
ℓ )]

∑

i<j : j∈Ai
fij

= τℓ, (3.15)

where the sum runs over all acquaintance pairs of the network and each pair is weighted

by its activation rate fij. The weighting mirrors the survey design: on a single reporting

day, a pair that meets every day contributes to the diary with probability one, a pair

that meets weekly with probability 1/7, and so on, so that the fraction of daily contacts

reported in each frequency bin is f -weighted rather than uniformly weighted over pairs.

These three empirical targets are reproduced by adjusting two parameters: the average

activation rate f̄s of each setting, that is the fraction of days on which a typical pair in

the setting actually meets; and a global shape parameter α that controls how much the

activation rates of individual pairs spread around the setting average. The number of

acquaintances of every individual in every setting, K̄s
i , follows from these parameters and

from the empirical targets.

The calibration proceeds in four steps:
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1. Sociability sampling. We attach to every individual a personal sociability fac-

tor that places its contact budget above or below the average of its age group,

reproducing the dispersion of contacts within an age group reported by CoMeS-

F (Section 3.5).

2. Setting distribution. We split the contact budget of each individual across the

five settings, in a way that matches the survey at the level of every age group and

at the level of every setting (Section 3.5).

3. Frequency calibration. We tune the average activation rates of the five settings

and the global shape parameter so that the network reproduces the frequency com-

position of the survey (Section 3.5).

4. Acquaintance degrees. We combine the per-individual contacts and the aver-

age activation rates into the number of acquaintances each individual has in each

setting (Section 3.5).

The implementation details of each step are reported in Appendix B.

Individual sociability

Two individuals of the same age do not have the same number of contacts per day. Some

are highly connected, with a daily routine that brings them in touch with many people;

others are less so, and meet on a typical day fewer than the average of their age group.

The CoMeS-F survey records this dispersion, and reports within each age group a right-

skewed distribution of daily contacts, with most individuals close to the average and a

long tail of high-contact people [3]. We reproduce this dispersion by attaching to each

individual i a sociability factor ηi that places the contact budget of i above or below the

average of its age group ai,

k̄i = ⟨k⟩ai
ηi, (3.16)

where k̄i is the total expected daily contacts of i. A sociability above one (ηi > 1) places i
in the high-contact tail of its age group, a sociability below one (ηi < 1) in the low-contact

bulk.

The sociability factor is drawn from a Gamma distribution with unit mean and dis-

persion controlled by the coefficient of variation ν,

ηi ∼ Γ
(

ν−2, ν2
)

, E[ηi] = 1, Var[ηi] = ν2. (3.17)

The Gamma distribution is the standard choice for non-negative sociability factors with a

positively skewed shape [6]. The coefficient of variation ν is the only free parameter of the

dispersion; in the baseline construction we take ν = 0.5, which produces a right-skewed

distribution with most individuals within a factor of two of the cohort average and a few

socialites with several times more contacts.

After sampling, the sociability factors of each age group are rescaled to have group

average exactly one,

ηi → ηi

/ 1

N(ai)

∑

j:aj=ai

ηj. (3.18)
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The rescaling ensures that, regardless of the sampled sociability values, the average daily

contacts of an age group match their empirical value (3.13) exactly. The sociability factor

therefore only redistributes contacts within an age group, without moving the group

average.

Setting distribution

The next step is to split the daily contacts of each individual across the five settings. We

denote by k̄s
i the expected contacts of i in setting s, with the constraint that they sum to

the total k̄i fixed in the previous step,

∑

s

k̄s
i = k̄i. (3.19)

The split has to satisfy two pieces of empirical information. First, the average contacts of

an age group must match the CoMeS-F target ⟨k⟩a. This is already taken care of by the

previous step, regardless of how the contacts are then split across settings. Second, the

share of contacts that each setting absorbs must match the CoMeS-F target πs, so that

the total number of contacts in setting s across the population is

∑

i

k̄s
i =

πs
∑

s′ πs′

∑

i

k̄i. (3.20)

Targets (3.19) and (3.20) fix the row sums and the column sums of the matrix {k̄s
i }, but

not its individual entries.

Two structural conditions complete the picture. An individual without an assigned

workplace cannot have workplace contacts: k̄W
i = 0 for such an individual; the same holds

for the school setting. The household setting is treated separately, because the number

of household contacts of i is constrained by the size of the household to which i belongs.

Once the household contribution k̄H
i = (nh(i) − 1) f̄H has been fixed structurally by the

household size nh(i) and the household activation rate f̄H , the remaining budget k̄i − k̄H
i

is split across the four other settings.

The split is carried out by iterative proportional fitting (IPF), a procedure designed

to fill a table of nonnegative entries consistent with prescribed row and column sums [29].

IPF alternates two operations on a candidate table: it rescales each row by a single factor

so that its row sum matches the target, then rescales each column by a single factor so

that its column sum matches the target. The two rescalings shift the entries back and

forth across the rows and the columns, with the two sets of sums approaching their targets

at each iteration. The procedure converges to a table that meets all the targets, when

the targets are mutually compatible.

In our case the matrix to be filled is the table of per-node, per-setting contacts

{k̄s
i }i,s∈{W,S,C,T }, with row sums k̄i− k̄H

i and column sums fixed by eq. (3.20). Individuals

without workplace or school keep a zero on the corresponding entry, which IPF leaves

untouched. The output is a set of per-node contacts k̄s
i that matches both the individual

budget and the setting share by construction.

A boundary case arises when the contacts that an individual is asked to have in its

workplace or school exceed the number of co-workers or co-students available. A worker

in a small workplace of nW employees cannot have more than nW −1 work acquaintances,
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no matter how high its sociability; on the average day this caps the work contacts at

(nW − 1)f̄W . Whenever the IPF assigns to such a worker a k̄W
i above the cap, the excess

is reassigned to other workers of the same age group who still have room in their own

workplaces. The reassignment preserves the average work contacts of the age group. As a

consequence of the capacity cap, individual contacts depend on the size of the workplace:

workers in small workplaces end up with fewer contacts than the cohort average, workers

in large workplaces with more. The detailed procedure, together with the structural

household contribution k̄H
i , is reported in Appendix B.

Frequency calibration

The previous two steps have fixed the per-node, per-setting contact targets {k̄s
i }. This

step determines the activation parameters α and {f̄s} that, combined with those targets,

reproduce the empirical frequency composition τℓ of the CoMeS-F survey. The shape

α is global; the five setting means f̄s satisfy a soft ordering motivated by the empirical

evidence: household contacts have the highest activation rate, transport contacts the

lowest, and workplace, school and community contacts lie in between. To predict τℓ from

the activation parameters we need to count how much each setting contributes to the

total daily contacts of the population, and how that contribution is spread across the four

frequency bins. In a given setting s, every individual has on average k̄s
i daily contacts; the

total number of contacts in the setting, summed over individuals, is therefore

∑

i k̄s
i . Each

contact is shared by two people, so the same total can be written as twice the number of

pairs that meet in s. We denote by E
s
A

the set of such pairs, and by |Es
A
| the cardinality.

Since on a typical day only a fraction f̄s of each pair actually meets, the two counts are

related by

E
s
A

= { (i, j) : j ∈A
s
i }, (3.21)

2 |Es
A
| f̄s =

∑

i

k̄s
i . (3.22)

The left-hand side of (3.22) is the number of potentially active pairs in s, weighted by the

probability that a pair meets; the right-hand side is the same number, viewed from the

individuals: each daily contact appears in two budgets. Together with the acquaintance

targets K̄s
i = k̄s

i /f̄s that we recover in Section 3.5, eq. (3.22) is the consistency relation

between the daily contact budget and the size of the acquaintance network in each setting.

The contact mass of setting s falling in bin ℓ is the number of edges of the setting times

the average mass that an edge with rate f ∈ [fmin
ℓ , fmax

ℓ ) carries; equivalently,

ms
ℓ = |Es

A
|
∫ fmax

ℓ

fmin

ℓ

f gs(f) df, (3.23)

with gs(f) the activation rate distribution of setting s, fixed by α and f̄s through eq. (3.7).

The total contact mass of bin ℓ is

∑

s ms
ℓ, and the total contact mass of the network is

∑

s |E
s
A
| f̄s. The predicted fraction of contact mass in bin ℓ is the ratio of the two,

τpred
ℓ (α, {f̄s}) =

∑

s ms
ℓ

∑

s |E
s
A
| f̄s

. (3.24)
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The calibration tunes (α, {f̄s}) to minimise the distance between τpred
ℓ and the empirical

target τℓ. The minimisation is carried out on a grid in α, with the five f̄s updated in turn

at each value of α by coordinate descent on the loss

L(α, {f̄s}) =
∑

ℓ

(

τpred
ℓ − τℓ

)2
+ R(α, {f̄s}), (3.25)

where R is a soft penalty that enforces the empirical ordering of the setting means and

confines them within physically plausible ranges. The minimiser (α⋆, {f̄ ⋆
s }) fixes, for every

edge of the acquaintance network, the activation rate distribution (3.7).

Acquaintance degrees

The four ingredients produced by the previous steps come together in this last one. From

sociability sampling (Section 3.5) and setting distribution (Section 3.5) we have the per-

node, per-setting contact targets {k̄s
i }, that is the expected number of daily contacts of

every individual in every setting. From frequency calibration (Section 3.5) we have the

setting means {f̄ ⋆
s }, that is the average fraction of days on which an acquaintance pair in

setting s actually meets. The remaining quantity to be determined is the acquaintance

target K̄s
i : how many acquaintances each individual needs in each setting to realise the

expected daily contacts at the given activation rate.

The relation between the three quantities is the decoupling of Section 3.4,

k̄s
i = K̄s

i f̄ ⋆
s . (3.26)

Solving for K̄s
i gives the acquaintance target

K̄s
i =

k̄s
i

f̄ ⋆
s

, (3.27)

which has a transparent interpretation: an individual that expects k̄s
i contacts a day in

setting s, with each acquaintance encountered on average a fraction f̄ ⋆
s of the days, needs

k̄s
i /f̄ ⋆

s acquaintances to realise the target. A larger f̄ ⋆
s means each pair meets more often,

and fewer acquaintances are needed to reach the same number of daily contacts; a smaller

f̄ ⋆
s means the opposite.

The acquaintance targets {K̄s
i } are the input of the topological construction of Sec-

tion 3.3: they fix the expected degree of each individual in each setting under the random

graph models that wire the acquaintance network. The construction of the multilayer tem-

poral network is now complete: the synthetic population of Section 3.2, the acquaintance

topology of Section 3.3, and the daily activation of Section 3.4 are all parametrised, and

the resulting network reproduces the three empirical targets ⟨k⟩a, πs and τℓ of CoMeS-F

by construction.

30



3.6 Summary
The contact network for the commune of Strasbourg is built in three layers of construc-

tion. The synthetic population of Section 3.2 reproduces the demographic and place-size

statistics of the INSEE census, with each individual assigned to a household, a workplace

and a school consistent with its age. The acquaintance network of Section 3.3 wires the in-

dividuals into five settings (household, workplace, school, community, transport) through

random graph models in which the expected number of acquaintances of every node is

set by a target K̄s
i . The daily network of Section 3.4 attaches to each acquaintance an

activation rate fij, sampled from a sigmoid distribution parametrised by a global shape

α and by a setting mean f̄s.

The free parameters of the construction are calibrated in Section 3.5 against three

behavioral targets extracted from the CoMeS-F survey: the average daily contacts per

age group ⟨k⟩a, the share of contacts per setting πs, and the frequency composition τℓ of

the contacts. The calibration produces a synthetic multilayer temporal network in which

the three empirical targets are reproduced within the accuracy reported in Chapter 4.

The construction leaves room for variation. The same three targets ⟨k⟩a, πs and τℓ

can be reproduced by different choices of the four free parameters (α, {f̄s}), each giving

rise to a different network with the same averages but a different distribution of contact

intensities across acquaintances. This degree of freedom is the subject of Chapter 5, where

alternative parametrisations are constructed explicitly and their epidemic dynamics are

compared.
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4. Baseline dynamics

4.1 Overview
This chapter presents the calibrated agent-based model of Strasbourg and the baseline

outbreak that unfolds on it under the SEPIR dynamics of Chapter 1. The construc-

tion follows Chapter 3: the synthetic population and the contact network are those of

Strasbourg, and the SEPIR parameters are fixed at the values of [8]. We first describe

the calibrated network, comparing the realised targets against the empirical values of

CoMeS-F, then report the epidemic dynamics of a SEPIR pathogen across a range of

transmission rates.

4.2 The calibrated network
The frequency solver of Section 3.5 returns the global shape parameter and the setting

means that minimise the loss L(α, {f̄s}) against the empirical composition τℓ of the

survey. We report the calibrated parameters in Section 4.2, the resulting activation rate

distributions in Section 4.2, the comparison of the realised contact statistics against the

empirical targets in Section 4.2, the acquaintance degree distributions in Section 4.2, the

age-mixing structure of the network in Section 4.2, and the decomposition of the age

contacts across settings in Section 4.2.

Calibrated parameters

The minimiser of the frequency loss (3.25) returns a global shape parameter α⋆ = 2.97 and

three setting means f̄ ⋆
W = 0.350, f̄ ⋆

S = 0.637, f̄ ⋆
C = 0.017. The household and transport

means are f̄H = 0.650 and f̄T = 0.008 as fixed a priori. The corresponding sigmoid

locations {x⋆
0,s}, obtained by inverting eq. (3.8), are reported in Table 4.1.

H W S C T
f̄s 0.650 0.350 0.637 0.017 0.008

x0,s 0.330 0.671 0.345 1.380 1.512

Table 4.1: Calibrated activation parameters of the contact network of Strasbourg, with

the global shape parameter α⋆ = 2.97. The household and transport means are fixed a

priori at the values of [8]; the three remaining means f̄W , f̄S and f̄C are determined by

the solver.
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The ordering imposed by the soft penalty of Appendix B.3 is satisfied: f̄H > f̄S >
f̄W > f̄C > f̄T . The household and school have the highest mean activation rates, around

0.65; the workplace mean is about half of that; community and transport rates are below

0.02. The mean alone gives only a partial picture of each setting, since a small mean

activation rate can correspond to a large number of infrequent acquaintances. The global

shape parameter α⋆ = 2.97 controls the spread of each activation rate distribution around

its mean and is the same for all settings.

Activation rate distributions

The distribution gs(f) of activation rates across the acquaintance pairs of each setting is

shown in Figure 3. The five distributions are determined by the sigmoid map (3.7) with the

calibrated parameters of Table 4.1, and span the full unit interval, with the household and

school distributions placing their bulk of mass at higher rates than workplace, community

and transport.
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Figure 3: Distribution gs(f) of the activation rates of acquaintance pairs in each of the

five settings of the calibrated network. The vertical line in each panel marks the setting

mean f̄s. Panels (d) and (e) use a zoomed horizontal axis and a logarithmic vertical axis

to reveal the structure of the distributions concentrated near zero.
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The five sigmoid maps that generate these distributions, for the calibrated parameters

(α⋆, {x⋆
0,s}), are shown together in Figure 4.
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Figure 4: Sigmoid activation rate maps f(x) = 1
2
(1 + tanh

(

α⋆(x− x⋆
0,s)
)

) for the five

settings of the calibrated network.

Acquaintance degrees

The acquaintance targets K̄s
i = k̄s

i /f̄ ⋆
s derived from the calibrated parameters give rise to

acquaintance degree distributions that differ substantially across settings. The mean and

maximum acquaintance degrees per setting are reported in Table 4.2.

Setting ⟨Ks⟩ Ks
max

H (household) 1.97 5

W (workplace) 10.93 173

S (school) 2.99 54

C (community) 134.80 1746

T (transport) 35.68 66

Table 4.2: Mean and maximum acquaintance degree per setting, for the calibrated network

of Strasbourg.
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Realised targets

The calibrated network reproduces the three empirical targets of the survey accurately.

The realised average contacts per setting are reported in Table 4.3, together with the

empirical targets and the corresponding relative deviations. The deviations are below

0.7% in every setting except the workplace, which is matched within 2.5%.

Setting Target Realised Dev (%)
H (household) 1.282 1.281 −0.06

W (workplace) 3.915 3.818 −2.48

S (school) 1.914 1.901 −0.67

C (community) 2.297 2.297 +0.02

T (transport) 0.285 0.286 +0.23

Total 9.693 9.583 −1.13

Table 4.3: Empirical and realised average daily contacts per setting, for the calibrated

network of Strasbourg. The empirical targets are those of CoMeS-F [3].

The age-stratified target ⟨k⟩a is matched with similar accuracy: across the fifteen

cohorts, the relative deviation is within 2%. The agreement is shown in Figure 5, which

plots the empirical and realised average contacts as a function of the age cohort. The full

table of values is reported in Appendix C (Table C.3).
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Figure 5: Average daily contacts as a function of age cohort, empirical target from CoMeS-

F [3] (line) and realised value on the calibrated network (markers).
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The frequency composition is also matched accurately. The realised fractions in the

four bins are reported in Table 4.4 and shown in Figure 6. The deviations are below 0.5%

across all four bins, corresponding to an RMSE of ∼ 0.004.

Bin Target τℓ Realised Diff
Daily 0.400 0.398 −0.002

Weekly 0.300 0.303 +0.003

Monthly 0.200 0.195 −0.005

Rare 0.100 0.103 +0.003

Table 4.4: Empirical and realised fraction of contact mass in the four frequency bins, for

the calibrated network of Strasbourg.
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Figure 6: Empirical (target) and realised fraction of contact mass in the four frequency

bins.
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Age-mixing structure

The way in which the daily contacts of the calibrated network distribute across age groups

is summarised by the contact-mixing matrix Maa′
, whose entry is the average number of

daily contacts of an individual of age a with individuals of age a′
. The matrix is shown

in Figure 7 for the network as a whole, aggregating contacts from all five settings.
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Figure 7: Contact-mixing matrix Maa′
of the calibrated network of Strasbourg, aggregated

over the five settings. The entry of the matrix is the average number of daily contacts of

an individual of the age class on the vertical axis with individuals of the age class on the

horizontal axis.

The matrix shows a strong diagonal in the school-aged classes (0–19), reflecting the

assortativity of contacts within school stages, and a block in the working-age classes (25–

64) where contacts are dense across all working ages. The off-diagonal structure between

school-aged children and adults aged 30–50 is the parent-child component of the household

contacts. The contributions of each setting to the mixing structure are reported separately

in Appendix D.
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Age contacts by setting

A complementary view of the contact distribution decomposes the age-stratified contacts

⟨k⟩a across the five settings (Figure 8). The contribution of each setting depends strongly

on age: school contacts are concentrated in the 0–19 cohorts, workplace contacts in the

25–64 cohorts, household contacts present at all ages, and transport contacts roughly

uniform across ages. The community contribution is instead concentrated in the elderly

cohorts (65+), where it absorbs the contact budget that is not covered by school or

workplace contacts.
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Figure 8: Average daily contacts as a function of age cohort, decomposed across the five

settings. Each bar shows the contribution of household, workplace, school, community

and transport contacts to the total of the cohort.
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4.3 Epidemic dynamics
We simulate the SEPIR dynamics of Section 1.5 on the calibrated network, across a range

of transmission rates β, and analyse the resulting epidemic observables. The discussion

of these results, and their comparison against an alternative parametrisation, is deferred

to Chapter 5.

Simulation setup

The SEPIR transition rates are fixed at the values of [8]: average latent period ε−1 = 3.7
days, average pre-symptomatic infectious window µ−1

p = 1.5 days, average symptomatic

infectious period µ−1 = 2.3 days. The age-dependent susceptibility σ(a) takes the values

of [20], decreasing from σ ≃ 1 for adults to σ ≃ 0.4 for children below 10. The setting-

specific risk multipliers ωs take the value ωH = 2 for the household and ωs = 1 for

all other settings, reflecting the higher transmission risk of co-resident contacts. The

transmission rate β is varied across twelve values in the range [0.025, 0.200]. For each β,

200 stochastic realisations are run with independent random seeds, starting from a single

infectious individual drawn uniformly at random from the population. Each realisation is

run until the number of exposed, pre-symptomatic and symptomatic individuals all drop

to zero.

Attack rate

The conditional median attack rate, computed over the realisations in which the outbreak

did not go extinct within the first weeks (final attack rate above 1%), is shown in Figure 9.

The attack rate rises from 0.06 at β = 0.04, near the threshold, to 0.89 at β = 0.200, deep

in the saturation regime. At the intermediate value β = 0.08, which we use as reference

throughout the chapter, the attack rate is 0.59. The interquartile range across realisations

is narrow at high β and broadens near the threshold.
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Figure 9: Median attack rate (over the realisations that produced an outbreak) as a

function of the transmission rate β. Shaded band: interquartile range across the 200

realisations.

Attack rate by age

The attack rate as a function of age, at three representative values of β, is shown in

Figure 10. The youngest cohorts (0–14) have systematically lower attack rates than the

working-age cohorts. At β = 0.06, the 0–4 and 5–9 cohorts have an attack rate of about

0.15, compared with 0.52–0.54 for the working-age cohorts. The 15–19 cohort has the

highest attack rate across the range of β explored, reaching 0.62 at β = 0.06, 0.80 at

β = 0.08, and 0.94 at β = 0.150. The elderly cohorts (above 65) have attack rates slightly

below the working-age average; the gap flattens at high β.
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Figure 10: Attack rate as a function of the age cohort, at three representative values of

the transmission rate β = 0.06, 0.08, 0.150. Each line is the median over 200 realisations;

shaded bands show the interquartile range.
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Dynamical curves

The full dynamical curves at the reference value β = 0.08 are shown in Figure 11. The

exposed (E), infectious (P+I) and recovered (R) fractions all show the canonical SEPIR

shape: a slow initial growth, an exponential phase, a peak, and a decline towards the final

size. The daily incidence rises through an exponential phase, peaks, and decays over the

following months; the symptomatic prevalence peak follows the incidence peak by a few

days, consistent with the average interval between exposure and symptom onset in the

SEPIR chain.
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Figure 11: Dynamical curves of the SEPIR model at β = 0.08. Left: fraction of the popu-

lation in the exposed (E), infectious (I+P, pre-symptomatic and symptomatic combined)

and recovered (R) compartments as a function of time. Right: daily incidence of new

exposures. Medians over 200 realisations; shaded bands show the interquartile range.

Transmissions by setting

The fraction of infection events that occur on edges of each setting, as a function of β,

is shown in Figure 12. The pattern is markedly β-dependent. Near the threshold, the

workplace dominates: 73% of the infections at β = 0.030 occur on workplace edges, with

the household contributing 12% and the community 11%. As β increases, the workplace

share decreases monotonically while the community, household and school shares grow:

at β = 0.08 the workplace contributes 42%, the community 23%, the household 21% and

the school 10%. At β = 0.200 the workplace, community and household shares are nearly

balanced, each around 25–30%. The school share grows steadily from 3% at β = 0.030 to

13% at β = 0.200, and the transport share remains below 5% at all β.
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Figure 12: Stacked fraction of infection events by setting, as a function of the transmission

rate β. The five settings H, W, S, C, T are stacked vertically.

Generation time

The empirical generation time, measured as the gap between the exposure of an infector

and the exposures it generates, is shown in Figure 13 for two representative values of β.

The distribution is broad and right-skewed. The median generation time at β = 0.08 is

approximately eight days; at β = 0.150 it is shorter, around seven days.
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Figure 13: Distribution of the empirical generation time at β = 0.08 (left) and β = 0.150
(right). Vertical lines mark the mean (solid) and median (dashed).
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4.4 Summary
The calibrated network of Strasbourg reproduces the three empirical targets of CoMeS-F:

the average daily contacts per age group within 1.85%, the share of contacts per setting

within 2.5%, and the four-bin frequency composition within an RMSE of 0.004. The

acquaintance degree distributions span more than two orders of magnitude across settings,

with the community setting carrying the broadest distribution and the household the

narrowest. The age-mixing structure of the network combines the diagonal assortativity

of the school setting, the working-age block of the workplace setting, and the parent–child

off-diagonal of the household setting into a contact pattern qualitatively consistent with

the empirical mixing matrices reported by POLYMOD and CoMeS-F.

The SEPIR dynamics on the network displays a smooth attack-rate curve between

β = 0.04 and β = 0.200, with a median attack rate of 0.59 at the reference value β = 0.08.

The fraction of transmissions on workplace edges decreases monotonically with β, in favour

of the community and household settings, and the cohort with the highest attack rate is

the 15–19 class at every value of β. These features are the empirical phenomenology of

the calibrated network of this chapter.

The calibrated network reproduces the three macroscopic targets of CoMeS-F to high

accuracy. Chapter 5 uses it as a starting point to explore how the frequency composition

of the contacts shapes the epidemic dynamics, by comparing it against two alternative

parametrisations that preserve the age and setting composition but redistribute the con-

tact mass across the acquaintances.
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5. Alternative frequency regimes

5.1 Overview
The network calibrated in Chapter 4 reproduces the three macroscopic targets of CoMeS-

F: the age-stratified contacts ⟨k⟩a, the setting composition πs, and the four-bin frequency

composition τℓ. The three targets are not equally constraining. The age and setting

targets fix the structural backbone of the network, that is, who is connected to whom and

in which setting. The frequency target controls a different feature, namely how the contact

mass is distributed across the acquaintances of each individual: the same average number

of daily contacts per setting can be realised either by few acquaintances met frequently or

by many acquaintances met occasionally. In this chapter, we use the calibrated network

as a starting point to explore the role of the frequency composition in the dynamics.

Section 5.2 introduces two alternative parametrisations that preserve the age and setting

composition of the calibrated network but redistribute the contact mass in two opposite

directions. Section 5.3 compares the resulting acquaintance structure across the three

networks. Section 5.4 compares their epidemic dynamics. Section 5.5 summarises the

findings of the comparison and their methodological implication.

5.2 Two alternative parametrisations

Construction

The calibrated network of Chapter 4 (here referred to as the baseline) is one specific

realisation of the construction, with parameters that minimise the loss (3.25) against the

three macroscopic targets of CoMeS-F. We construct two parametrisations, called Keeper

and Explorer, that share the age and setting backbone of the baseline but redistribute

the contact mass towards qualitatively different frequency profiles. Keeper concentrates

the mass on a small number of recurrent acquaintances; Explorer spreads it over a larger

number of less frequent ones. The two parametrisations are obtained from the construction

of Chapter 3 by relaxing the frequency target τℓ and adjusting the global shape α and

the setting means f̄s, while leaving ⟨k⟩a and πs unchanged. They are not new calibrated

networks in the sense of Chapter 3, but alternative constructions designed to probe the role

of the frequency composition in the dynamics. The Explorer construction in particular

requires a specific re-assignment of the workplace activation rates, detailed in Appendix E.

Calibrated parameters

The activation parameters of the three networks are reported in Table 5.1. The household

and transport means are identical across the three networks by construction. The remain-

ing three means and the global shape α vary: Keeper sharpens the sigmoid and raises

f̄C by more than an order of magnitude, while leaving f̄W and f̄S close to their baseline

values; Explorer flattens the sigmoid and lowers f̄W , f̄S and f̄C towards the lower end of

their physically plausible range. The age and setting composition of the contacts matches

the empirical targets in all three networks to within a few per cent: the household, school
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and transport averages are identical by construction, and the workplace and community

averages differ from the targets by at most 3.5%.

Baseline Keeper Explorer
α⋆

2.97 5.94 1.48

f̄H 0.650 0.650 0.650

f̄W 0.350 0.363 0.023

f̄S 0.637 0.571 0.088

f̄C 0.017 0.300 0.005

f̄T 0.008 0.008 0.008

Table 5.1: Activation parameters of the three networks. The baseline is the calibrated

network of Chapter 4; Keeper and Explorer are the alternative parametrisations described

in Section 5.2.

5.3 Structural comparison

Frequency composition

The realised frequency composition τℓ of the three networks is reported in Table 5.2. The

baseline matches the empirical target of CoMeS-F to within 0.5% in every bin. Keeper

places about three-quarters of its contact mass in the daily bin and almost none in the

rare bin; Explorer places almost half of its mass in the rare bin and only 7% in the daily

bin.

Daily Weekly Monthly Rare
Target (CoMeS-F) 0.400 0.300 0.200 0.100

Baseline 0.398 0.303 0.195 0.103

Keeper 0.715 0.224 0.044 0.017

Explorer 0.074 0.155 0.313 0.457

Table 5.2: Realised fraction of contact mass in the four frequency bins for the three

networks, compared with the empirical target of CoMeS-F.

Acquaintance degrees

The acquaintance degree statistics of the three networks are reported in Table 5.3. The

household and transport settings have identical statistics in all three networks: the size

distribution of households and the topology of the transport layer are fixed by the synthetic

population and do not depend on the activation parameters. The workplace and school

settings have similar statistics in baseline and Keeper, but very different in Explorer: by

lowering f̄W and f̄S, Explorer scales up the number of acquaintances needed to deliver the

empirical average contacts, and the workplace mean degree grows by a factor of fifteen, the
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school mean by a factor of seven. The community setting shows the strongest variation.

The baseline has a broad community of 135 acquaintances on average and a long tail

extending to nearly two thousand. Keeper compresses the community to fewer than ten

acquaintances on average, with a tail of about a hundred. Explorer expands it to almost

five hundred acquaintances on average, with a tail of nearly six thousand.

⟨Ks⟩ Ks
max

Setting B K E B K E

H (household) 1.97 1.97 1.97 5 5 5

W (workplace) 10.93 10.53 163.83 173 167 2125

S (school) 2.99 3.33 21.22 54 62 340

C (community) 134.80 7.65 459.42 1746 101 5939

T (transport) 35.68 35.68 35.68 66 66 66

Table 5.3: Mean and maximum acquaintance degree per setting, for the three networks

(B = baseline, K = Keeper, E = Explorer).

The three networks therefore span a wide range of acquaintance structures while repro-

ducing the same average contacts per individual in each setting. The qualitative difference

is most visible in the community setting, where the mean acquaintance degree varies by

almost two orders of magnitude across the three networks.

5.4 Epidemic comparison
We simulate the SEPIR dynamics of Section 1.5 on each of the three networks, with

the same transition rates, age-dependent susceptibilities, setting-specific risk multipliers

and grid of transmission rates β used in Section 4.3. For each network and each β, 200
stochastic realisations are run.

Attack rate

The conditional median attack rate as a function of β is shown in Figure 14 for the three

networks in the near-threshold range β ∈ [0.03, 0.08], where the differences between them

are most visible. The three curves split cleanly into three behaviours. Explorer rises

earliest and most gently: at β = 0.03 its median attack rate is already 0.024, against

0.002 for the baseline and zero for Keeper; at β = 0.04 Explorer is at 0.14, the baseline at

0.06 and Keeper at 0.03. Keeper, conversely, has the latest take-off, with its curve sitting

below the baseline up to β ≃ 0.055. Above β ≃ 0.055 the three curves converge, and

at β = 0.08 they become indistinguishable within the interquartile range: the baseline

reaches 0.59, Keeper 0.58 and Explorer 0.56.
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Figure 14: Conditional median attack rate as a function of β in the near-threshold range,

for the baseline, Keeper and Explorer networks. Shaded bands: interquartile range across

200 realisations.

The three behaviours can be read in terms of how each population distributes its con-

tacts in time and across people. Explorer populates the workplace and the community

with many infrequent acquaintances: an infectious individual encounters a broad neigh-

bourhood every day, and even at a low transmission rate the chance of reaching at least

one susceptible is appreciable. The outbreak takes off easily. As the epidemic progresses,

however, the low activation rates limit the effective infection probability along each edge,

so that a small fraction of the population is never reached by a sufficiently intense contact

and escapes the outbreak, curbing the final attack rate below the baseline level. Keeper

concentrates the contact mass on a small number of stable acquaintances: an infectious

individual interacts repeatedly with the same few people, and once they are infected the

chain locally exhausts. The outbreak needs a larger transmission rate to bridge across

the network, but once it takes off, the dense and recurrent nature of the contacts brings

it close to the baseline level. The baseline lies between the two, combining a moderate

number of acquaintances with a balanced frequency composition. The crossing of the

three curves around β ≃ 0.055 is the dynamical signature of this trade-off between the

breadth and the regularity of the contacts.
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Peak time

The peak time of the symptomatic infectious fraction is shown in Figure 15 as a function

of β. All three networks display the expected decreasing trend. At the reference value

β = 0.08, Explorer peaks at day 95, against day 117 for the baseline and day 121 for

Keeper; at higher β the three peak times converge as the outbreaks accelerate. The

difference of more than three weeks between the earliest and the latest peak quantifies, in

operational terms, how much the distribution of the contact mass across the acquaintances

can shift the timing of an outbreak even when the average contacts per individual are

identical.
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Figure 15: Peak time of the symptomatic infectious fraction as a function of β, for the

three networks. Each point is the median across 200 realisations.

The earlier peak of Explorer reflects the same feature as its lower threshold: the larger

pool of acquaintances per individual provides more daily opportunities for transmission,

so the outbreak builds up faster. Keeper, with the smallest acquaintance pool, takes

longer to propagate across the network and peaks latest. The baseline sits in between.
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5.5 Summary
The comparison of this chapter shows that the frequency composition of the contacts

carries information for the epidemic dynamics that is not captured by the age and setting

averages alone. The three networks, despite sharing the same average contacts per age

cohort and per setting, produce a measurable difference in the timing and in the intensity

of an outbreak. Across the near-threshold range, Explorer crosses into the super-critical

regime at substantially smaller transmission rates than the baseline, with attack rates an

order of magnitude higher at the lowest β explored. Keeper, conversely, requires a larger

transmission rate to take off. The infectious peak occurs more than three weeks earlier

in Explorer than in Keeper at the reference value β = 0.08. None of these features can

be read from a calibration that constrains only the average contacts per age cohort and

per setting: they emerge from the way the same contact mass is distributed across the

acquaintances of each individual.

Contact surveys report the frequency at which every recorded contact occurs, alongside

the age and the setting. This information sits in the same diaries used to build the age

and setting composition of every calibrated contact network, but the existing calibration

frameworks aggregate it away, either by merging the frequency classes into a coarse daily-

versus-rest split or by relying on a shared distribution across settings. The comparison

of this chapter shows that the aggregation costs predictive power: two populations that

share the same age and setting mixing but differ in how their contacts are distributed

across recurrent and dispersed acquaintances produce visibly different epidemics. The

calibration we propose brings the frequency composition inside the network on the same

footing as the age and setting composition, and turns a piece of the survey that would

otherwise be coarse-grained into a working ingredient of the model.

The Explorer network requires an additional post-processing step on the workplace

activation rates to reproduce the expected epidemic behaviour at low transmission rates;

the procedure, together with its limitations, is discussed in Appendix E.
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Conclusion
This thesis has built a synthetic multilayer network for epidemic modelling in which

the frequency of human contacts is an explicit, calibrated ingredient. Starting from the

model of Moreno López et al. [8], we extended the calibration to reproduce the full four-

bin frequency composition of the contact survey CoMeS-F on a per-setting basis, and

we applied the resulting construction to the municipality of Strasbourg. The calibrated

network matches the three macroscopic targets of the survey within a few per cent, and

supports a SEPIR dynamics whose phenomenology is qualitatively consistent with obser-

vations from COVID-19 modelling studies on comparable European populations [8, 11].

To the best of our knowledge, this is the first multilayer synthetic network in which the

frequency composition of the contacts is calibrated on a per-setting basis.

This refinement opens a direction that the previous models could not address. By

comparing the calibrated network against two parametrisations that preserve the age and

setting composition of the contacts but redistribute the contact mass towards either more

recurrent or more dispersed acquaintances, we observed that the frequency profile of the

contacts changes the course of the outbreak: the epidemic threshold and the timing of

the peak both shift in directions that follow from how the same population organises its

contacts in time. People who see many acquaintances briefly and people who see few

acquaintances often look identical in a mean-contact survey but produce visibly different

epidemics. The frequency composition of the contacts is therefore an empirically informa-

tive quantity for the calibration of synthetic networks, and the construction we propose

provides a working framework to exploit it.

The construction laid out in this thesis is the foundation for a new class of investiga-

tions on synthetic contact networks, in which the recurrence and the breadth of human

contacts become first-class objects of calibration. The way people see each other in their

daily lives shapes the way a pathogen sees them, and this thesis is a step towards a class

of models that makes that connection visible.
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Appendix



A Synthetic population generation

This appendix describes the algorithm that produces the synthetic population of Stras-

bourg from the INSEE inputs of Section 2.1. The procedure follows that of Moreno

López et al. [8], with the closed-municipality restriction discussed in Section 2.1. The

material that follows complements Section 3.2 of the main text with the explicit form of

the demographic constraints and the pseudo-code of the generator.

A.1 Inputs and outputs
The generator reads seven national-level input files and one commune-level input file, all

extracted from the three INSEE datasets of Table 2.1. The seven national files are used

identically for every commune; the commune-level file selects the target municipality (here

Strasbourg, INSEE code 67482). The files and their content are summarised in Table A.1.

File Content
pyramide_de_ages.txt age pyramid, P (a), 0 to 100 years

FAM_T1.txt household type frequencies, P (τ)

MEN5.txt head age class given household type, P (ah | τ)

MEN4.1.txt household size given type and head age, P (n | τ, ah)

MEN7.1.txt age class given role and type, P (a | r, τ)

school_work_info.txt probabilities of school stage / employment / inactivity by

age

cities.txt population, schools, workplaces per commune

Table A.1: Input files of the synthetic population generator, all derived from the INSEE

datasets of Table 2.1.

The output is a population of N = 277 270 individuals, each with four attributes:

• an integer age a ∈ {0, 1, . . . , 100};

• a household identifier h(i) that groups co-resident individuals;

• a workplace identifier w(i), empty if the individual is not employed;

• a school identifier s(i), empty if the individual is not enrolled.

The synthetic population is the input of the contact network construction of Chapter 3.
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A.2 Algorithm
The generator produces individuals one household at a time, until the target population

N is reached. The outer loop draws the household type, the head age and the household

size; the inner loop fills the household with members, drawing the age and role of each

according to the conditional distributions of Table A.1 and subject to the demographic

constraints of Section A.3. Algorithm 1 reports the procedure in pseudo-code.

Algorithm 1 Synthetic population generator

1: Ntot ← 0
2: while Ntot < N do
3: draw household type τ ∼ P (τ)
4: draw head age class ah ∼ P (ah | τ), then head age a ∼ Unif(ah) within the class

5: draw household size n ∼ P (n | τ, ah)
6: create household with head of age a
7: for m = 1 to n− 1 do
8: draw role r compatible with τ
9: repeat

10: draw age class a′ ∼ P (a | r, τ), then age a ∼ Unif(a′)
11: until a satisfies the demographic constraints of Section A.3

12: add member of age a, role r to the household

13: end for
14: for each member i of the household do
15: assign place type θ(ai) ∈ {cr฀che, maternelle, . . . , work, inactive} sampled from

P (θ | ai) of Table 2.3

16: if θ(ai) is a school stage then
17: draw a specific school s(i) uniformly among the schools of that stage in

Strasbourg

18: else if θ(ai) = work then
19: draw a specific workplace w(i) uniformly among the workplaces of Stras-

bourg

20: end if
21: end for
22: Ntot ← Ntot + n
23: end while

The algorithm terminates when the cumulative population reaches the target N ; the

last household may be truncated if its size exceeds the residual population. The order of

the outer loop has no effect on the statistical properties of the output: each household is

independently sampled from the joint distribution of type, head age and size.
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A.3 Demographic constraints
The role-and-age distributions P (a | r, τ) of the INSEE census are aggregated at the na-

tional level: they describe the average age of a person playing role r in a household of

type τ , but they do not constrain the relative ages of members of the same household.

Independent sampling of the inner loop therefore admits configurations that are demo-

graphically implausible (e.g. a couple with a thirty-year age gap, or a parent younger than

its child). Two constraints are enforced on the inner loop to discard such configurations.

C1 – partner age gap. The two partners of a couple must each be at least aP
min = 15

years old, and their ages must differ by at most ∆P = 15 years. The values follow [8]

and reflect the lower bound on the legal age for marriage and the empirical distribution

of partner-age differences in France.

C2 – parent-child age gap. The age of a child must be smaller than the age of its

parent by at least ∆min
C = 15 years and by at most ∆max

C = 45 years. The lower bound

reflects the minimum age of fertility and the upper bound the typical span of the fertile

period for women in France.

When the inner loop draws an age that violates either C1 or C2, the draw is rejected

and a new age is sampled from the same conditional distribution. The procedure pre-

serves the marginal distribution P (a | r, τ) approximately, with deviations confined to

the support of the conditional distribution where the constraint is binding.

A.4 Place assignment
Once an individual has been created, its age determines through Table 2.3 the probability

of being enrolled in one of six school stages, of being employed in a workplace, or of being

economically inactive. The age-conditional probability is sampled, and the specific school

or workplace within Strasbourg is then drawn uniformly at random among those of the

corresponding type and size category. The number of available schools per stage and the

number of workplaces per size category are those of Table 2.4.

The assignment is final: once an individual is placed in a school or a workplace, its

identifier is fixed for the rest of the construction. The size of the school or workplace,

viewed as a function of the number of individuals assigned to it, is the realised place size

ns(i) entering the topology of the contact network in Section 3.3.
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B Calibration algorithm

This appendix complements the network construction of Chapter 3 with the implementa-

tion details of the three steps that the main text describes in general terms: the iterative

proportional fitting of the per-node setting targets, the redistribution of the contact bud-

get when the workplace or school capacity is saturated, and the solver of the frequency

calibration.

B.1 IPF for setting distribution
The per-node, per-setting contact targets of Section 3.5 are obtained by filling a matrix

Xis ≡ k̄s
i of size N×4, with rows indexed by the individuals and columns by the four non-

household settings s ∈ {W, S, C, T}. The household contribution k̄H
i is fixed structurally

as

k̄H
i = (nh(i)− 1) f̄H , (5.1)

where nh(i) is the size of the household of i and f̄H is the household activation rate. The

target row sums of the remaining matrix are therefore

Ri = k̄i − k̄H
i , (5.2)

and the target column sums are fixed by the setting composition πs via eq. (3.20):

Cs =
πs

∑

s′ πs′

∑

i

k̄i. (5.3)

Structural zeros are imposed on the entries XiW for individuals without a workplace and

XiS for individuals without a school.

IPF starts from a matrix whose entries are set to the product of the marginals, X
(0)
is =

Ri Cs/Z for a normalisation Z, with structural zeros preserved. At iteration t, each row

is rescaled by a single multiplicative factor so that the row sum matches Ri:

X
(t+1/2)
is = X

(t)
is

Ri
∑

s′ X
(t)
is′

. (5.4)

Each column is then rescaled by a single multiplicative factor so that the column sum

matches Cs:

X
(t+1)
is = X

(t+1/2)
is

Cs
∑

i′ X
(t+1/2)
i′s

. (5.5)

The two operations preserve the structural zeros and converge geometrically to a matrix

that satisfies both marginals exactly, when the marginals are mutually compatible. We

use a stopping criterion on the relative change of the loss

∆(t) =
1

N

∑

i

∣

∣

∣

∣

∣

∑

s

X
(t)
is −Ri

∣

∣

∣

∣

∣

+
1

4

∑

s

∣

∣

∣

∣

∣

∑

i

X
(t)
is − Cs

∣

∣

∣

∣

∣

, (5.6)

and stop when ∆(t) < 10−3
, typically reached in fewer than 30 iterations.

55



B.2 Capacity redistribution
The IPF solution of the previous section can assign to an individual i a value of k̄s

i that

exceeds the geometric cap of its place: for the workplace setting, the cap is

k̄W
i ≤ (nW (i)− 1) f̄W , (5.7)

where nW (i) is the size of the workplace of i and f̄W the workplace activation rate. The

analogous cap holds for the school setting. The cap is binding for individuals in small

workplaces or schools, and the IPF marginal Ri cannot then be satisfied at the level of

the individual.

The redistribution proceeds within each age cohort. For each cohort a and each capped

setting s ∈ {W, S}, the procedure is the following.

1. Identify the capped individuals of the cohort: those for which k̄s
i from IPF exceeds

the cap of eq. (5.7). The excess of individual i is

εi = max
(

0, k̄s
i − (ns(i)− 1) f̄s

)

. (5.8)

2. Identify the spare individuals of the cohort: those for which k̄s
i is below the cap.

The spare capacity of individual i is

σi = max
(

0, (ns(i)− 1) f̄s − k̄s
i

)

. (5.9)

3. Compute the total excess Ea =
∑

i εi and the total spare Sa =
∑

i σi in the cohort.

4. Subtract the excess from the capped individuals: k̄s
i → k̄s

i − εi.

5. Distribute the excess to the spare individuals in proportion to their spare capacity:

k̄s
i → k̄s

i + σi min(1, Ea/Sa). When Ea > Sa the cohort spare capacity is insufficient

to absorb the full excess and a residual Ea − Sa is left unassigned; this situation

does not occur in the calibration of Chapter 4.

The procedure preserves the cohort-average ⟨k̄s⟩a exactly, and therefore the empirical

constraint (3.13) at the level of every cohort. The individual contact budget k̄i =
∑

s k̄s
i

is no longer preserved: individuals in small workplaces end up with less than the cohort

average, individuals in large workplaces with more. This trade-off is a structural conse-

quence of the geometry of the workplaces and schools of the commune; the alternative

choice of reassigning the excess to the community setting was explored and discarded

because it produces an inflation of ⟨k̄C⟩ above the empirical target.
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B.3 Frequency solver
The frequency calibration of Section 3.5 minimises the loss L(α, {f̄s}) of eq. (3.25) over

a grid in α and the five setting means {f̄s}. We report here the explicit form of the soft

penalty R and the parameters of the grid.

Soft penalty. The penalty combines two terms: a range penalty that confines each f̄s

within a physically plausible interval [ℓs, us], and an ordering penalty that enforces the

empirical sequence f̄H ≥ f̄S ≥ f̄W ≥ f̄C ≥ f̄T . The two terms are

Rrange = wr

∑

s

[

max(0, ℓs − f̄s)
2 + max(0, f̄s − us)

2
]

, (5.10)

Rorder = wo

∑

(s,s′)∈O

max(0, f̄s′ − f̄s)
2, (5.11)

where O is the set of ordered pairs (H, S), (S, W ), (W, C), (C, T ). The total penalty is

R = Rrange + Rorder. The plausible intervals [ℓs, us] used in the calibration are listed in

Table B.2. The weights wr = 50 and wo = 20 are chosen empirically so that the penalties

dominate the data term

∑

ℓ(τ
pred
ℓ −τℓ)

2
when the constraints are violated, and are inactive

when they are satisfied.

Setting ℓs us

H 0.60 0.70

S 0.005 0.65

W 0.005 0.65

C 0.001 0.30

T 0.005 0.05

Table B.2: Physically plausible intervals [ℓs, us] for the setting means f̄s used in the soft

penalty of the frequency solver. The upper bounds on f̄W and f̄S are set to the household

value to enforce the ordering f̄H ≥ f̄s for the workplace and school settings; the upper

bound on f̄C is set to 0.30, reflecting the empirical concentration of community contacts

at low frequencies.

Grid and descent. The shape parameter α is varied on a coarse grid of 11 values

between 1 and 6. At each value of α, the setting means f̄W , f̄S and f̄C are updated by a

coordinate descent on a finer grid of 50 values in their respective intervals, with f̄H and

f̄T kept fixed. The coordinate descent is iterated until the loss stops decreasing, typically

in fewer than 60 sweeps. The minimiser is selected as the best fit over the coarse α grid.

The household mean f̄H = 0.65 is fixed by the structural relation (5.1): substituting

eq. (5.1) into the empirical constraint

∑

i k̄H
i /N = πH · ⟨k⟩/

∑

s′ πs′
gives a value of f̄H

that is approximately constant across realisations and corresponds, within Monte Carlo

fluctuation, to the choice f̄H = 0.65 adopted by Moreno López et al. [8]. The transport

mean f̄T is also fixed at f̄T = 0.008, the value of [8] consistent with the rare nature of

transport contacts.

57



C Realised age-stratified contacts

This appendix reports the full table of age-stratified contacts referenced in Section 4.2.

Table C.3 lists, for each of the fifteen age cohorts, the empirical target ⟨k⟩a from CoMeS-F,

the realised value on the calibrated network of Strasbourg, and the relative deviation.

Cohort Target ⟨k⟩a Realised Dev (%)
0–4 8.64 8.57 −0.86

5–9 10.50 10.45 −0.51

10–14 12.92 12.87 −0.37

15–19 12.96 12.89 −0.53

20–24 11.14 11.00 −1.26

25–29 9.95 9.78 −1.71

30–34 9.95 9.79 −1.63

35–39 9.93 9.76 −1.76

40–44 9.93 9.75 −1.79

45–49 9.24 9.10 −1.54

50–54 9.24 9.07 −1.84

55–59 9.24 9.08 −1.70

60–64 9.24 9.09 −1.68

65–69 7.01 7.02 +0.13

70+ 7.01 7.01 −0.03

Table C.3: Empirical and realised average daily contacts per age cohort, for the calibrated

network of Strasbourg. The empirical target is from CoMeS-F [3].

The deviation is smallest at the youngest and oldest cohorts (below 1%) and largest

at the working-age cohorts (25–54, around 1.7–1.8%). The negative sign of the deviation

across most cohorts reflects the systematic under-reproduction of the workplace target

observed in Table 4.3, which propagates to the age-stratified contacts of the working-age

population.

58



D Setting-resolved mixing matrices

The contact-mixing matrix of the calibrated network reported in Section 4.2 aggregates

contacts from the five settings. The contribution of each setting to the matrix is shown

separately in Figure D.1. The school setting carries a sharp diagonal in the 0–19 age

range, with a small off-diagonal extension into the 20–24 cohort that reflects university

enrollment. The workplace setting carries a dense block across the 25–64 cohorts, with no

contribution outside this range. The household setting carries both a moderate diagonal

and a visible parent-child off-diagonal between school-aged children and adults aged 25–

50. The community setting is broadly distributed across all age pairs, with a small

concentration on the older cohorts. The transport setting is approximately uniform across

age pairs, consistent with its Erdős–Rényi topology; the mild inhomogeneity visible in the

elderly cohort (70+) reflects the smaller size of that cohort, which amplifies the per-node

normalisation of uniformly-distributed contacts.

0-4 5-9
10

-14
15

-19
20

-24
25

-29
30

-34
35

-39
40

-44
45

-49
50

-54
55

-59
60

-64
65

-69 70
+

0-4

5-9

10-14

15-19

20-24

25-29

30-34

35-39

40-44

45-49

50-54

55-59

60-64

65-69

70+

Household

0-4 5-9
10

-14
15

-19
20

-24
25

-29
30

-34
35

-39
40

-44
45

-49
50

-54
55

-59
60

-64
65

-69 70
+

0-4

5-9

10-14

15-19

20-24

25-29

30-34

35-39

40-44

45-49

50-54

55-59

60-64

65-69

70+

Workplace

0-4 5-9
10

-14
15

-19
20

-24
25

-29
30

-34
35

-39
40

-44
45

-49
50

-54
55

-59
60

-64
65

-69 70
+

0-4

5-9

10-14

15-19

20-24

25-29

30-34

35-39

40-44

45-49

50-54

55-59

60-64

65-69

70+

School

0-4 5-9
10

-14
15

-19
20

-24
25

-29
30

-34
35

-39
40

-44
45

-49
50

-54
55

-59
60

-64
65

-69 70
+

0-4

5-9

10-14

15-19

20-24

25-29

30-34

35-39

40-44

45-49

50-54

55-59

60-64

65-69

70+

Community

0-4 5-9
10

-14
15

-19
20

-24
25

-29
30

-34
35

-39
40

-44
45

-49
50

-54
55

-59
60

-64
65

-69 70
+

0-4

5-9

10-14

15-19

20-24

25-29

30-34

35-39

40-44

45-49

50-54

55-59

60-64

65-69

70+

Transport

0.05

0.10

0.15

0.20

0.25

0.0

0.2

0.4

0.6

0.8

0

1

2

3

4

5

0.25

0.50

0.75

1.00

1.25

1.50

1.75

0.015

0.020

0.025

0.030

age of contact

ag
e 

of
 p

ar
tic

ip
an

t

Figure D.1: Contact-mixing matrix M
(s)
aa′ of the calibrated network of Strasbourg, decom-

posed across the five settings H, W, S, C, T. Each panel reports the average number of

daily contacts of an individual of the age class on the vertical axis with individuals of the

age class on the horizontal axis, restricted to the contacts of the corresponding setting.
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E Explorer

The Explorer parametrisation requires more care than the Keeper one, both in its con-

struction and in the diagnostic of its limitations. We describe the construction in Sec-

tion E.1, the always-safe issue that affects it at low transmission rates in Section E.2, the

stratified re-assignment we apply to mitigate the issue in Section E.3, and the residual

limitations of the procedure in Section E.4.

E.1 Construction of the base network
The base Explorer network is obtained from the construction of Chapter 3 with the

activation parameters α = 1.48 and

f̄H = 0.650, f̄W = 0.023, f̄S = 0.088, f̄C = 0.005, f̄T = 0.008. (5.12)

The sigmoid is therefore flat (small α) and the means of the structured settings W, S

and C are an order of magnitude or more below their baseline values. The construction

proceeds as in Chapter 3: for every setting s, the acquaintance set A
s
i of each individual

is sampled with the Chung-Lu procedure, and for every acquaintance pair (i, j) in A
s
i ,

an independent activation rate fij = gs(xij) is drawn with xij ∼ U[0, 1]. The assignment

is therefore i.i.d. across the edges of each setting, with no correlation between fij and

any structural attribute of the edge such as the size of the workplace it belongs to.

This independence assumption, benign at the calibrated values of the baseline, becomes

problematic at the low activation rates of the Explorer regime, as we discuss in Section E.2.

To reproduce the empirical average contacts per individual at the small values of f̄s of

eq. (5.12), the construction inflates the acquaintance degrees: the workplace mean degree

grows by a factor of fifteen, the school mean by a factor of seven, and the community

mean by a factor of three relative to the baseline.

E.2 Always-safe individuals
The workplace layer of the base Explorer construction suffers from a structural issue at

low transmission rates. The number of workplace acquaintances of an individual i is

bounded above by the size |wi| − 1 of the workplace it belongs to. The workplace contact

intensity of i is

k
(i)
W =

∑

j∈AW
i

fij, (5.13)

with fij drawn i.i.d. from gW and a mean f̄W = 0.023. For an individual in a small

workplace, with |wi| − 1 ≃ 4, the expected value of eq. (5.13) is k
(i)
W ≃ 4 · 0.023 ≃ 0.09,

an order of magnitude below the empirical average ⟨kW ⟩ = 3.92. For an individual in a

large workplace with hundreds of co-workers, the expected value is instead close to the

empirical mean. The base Explorer construction therefore produces a population in which

the workplace contact intensity is strongly bimodal: individuals in small workplaces carry
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a workplace contact load an order of magnitude smaller than the empirical target, and

they remain weakly coupled to the rest of the workplace layer.

Below the epidemic threshold, individuals with small k
(i)
W receive too few infectious

attempts per unit time to be reached by the outbreak, and the same is true of their

contributions through the other layers because all activation rates are small. They behave

as “always-safe” nodes that are rarely infected even at saturation. Across the synthetic

population, this fraction is large enough to lower the attack rate of the base Explorer

network below the baseline in the near-threshold regime, and to displace the saturation

attack rate by a few per cent.

E.3 Stratified re-assignment
We mitigate the always-safe issue by a structural re-binning of the workplace activation

rates that preserves the marginal distribution of fW . The procedure acts only on the

workplace layer: the other four layers are unchanged.

Let fW ∈ R
nW

be the vector of activation rates of the nW workplace acquaintance pairs

of the base Explorer construction. For every pair (i, j) we define sij = |wi| as the size of

the workplace it belongs to. The re-assignment proceeds as follows.

Algorithm 2 Stratified workplace re-assignment

1: Compute the permutation π = argsort(s) of the workplace acquaintance pairs in

ascending order of sij, with random tie-breaking.

2: Compute the descending sort f̃ = sort(fW )[desc] of the realised activation rates.

3: Form the remapped vector f
remap

defined by f remap
π[i] = f̃i for i = 1, . . . , nW .

4: Mix partially with the original vector:

fnew
ij = η f remap

ij + (1− η) f original
ij ,

with mixing parameter η = 0.3.

Step 3 of Algorithm 2 assigns the largest activation rates to the pairs in the smallest

workplaces. Step 4 softens the assignment by mixing it with the original i.i.d. assignment

with weight 1 − η = 0.7. The result is that employees of small workplaces receive on

average higher activation rates than employees of large workplaces, but the correlation is

soft rather than rigid.

The re-assignment has four invariants. First, the global mean f̄W is unchanged: f
remap

is a permutation of f
original

, and the mixing of step 4 is linear. Second, the marginal

distribution of fW is unchanged up to the mixing: f
remap

has the same marginal as f
original

,

and at η = 0.3 the bin fractions deviate from the original by less than half a percentage

point. Third, the acquaintance sets A
W
i are unchanged, since the procedure does not add

or remove edges. Fourth, the four remaining layers are unchanged. The mean contacts

per age cohort change by at most 1.3%, an empirical confirmation that workplace size

and age are only weakly correlated and that the redistribution across workplaces does not

break the age-stratified target.
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E.4 Limitations
The stratified re-assignment is not a physical correction of the model but a redistribution

of labels that exploits the freedom left by the construction of Chapter 3 in associating

activation rates with specific edges. The procedure is defensible as a structural re-binning

because the construction does not prescribe a correlation between fij and the workplace

identity of the edge, and the i.i.d. assignment of the base construction is itself a modelling

choice rather than an empirical fact. The choice η = 0.3 is a hyper-parameter selected

to minimise the near-threshold under-shoot relative to the baseline while preserving the

global structure of the Explorer network; larger values of η bring Explorer progressively

closer to the baseline but weaken the signature of the parametrisation. At very small

transmission rates (β ≤ 0.05) the re-assignment leads to an over-shoot of the attack rate

of Explorer relative to the baseline of order 0.05–0.10 in absolute terms, corresponding

to a factor of two or more in relative terms. This is a documented side effect of the

procedure and reflects the residual over-representation of small workplaces at the top

of the activation-rate distribution. The need for such a re-assignment indicates that

the construction of Chapter 3, when pushed towards low activation rates in structured

settings, exposes a limitation that is not visible at the calibrated values of the baseline:

namely, the assumption that activation rates and place-resolved attributes of the edges

are independent. A more principled treatment would parametrise the joint distribution of

activation rates and place-resolved edge attributes, rather than relying on an a-posteriori

redistribution of the independently-sampled rates. This is a natural direction for future

extensions of the construction and complements the second future direction outlined in

the Conclusion.
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