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Abstract
This thesis aims to develop an FPGA-based framework for accelerating matrix multipli-
cation in attention mechanisms using High-Level Synthesis and the extended NN2FPGA
workflow. The need for this work arises from the growing computational demands of
lightweight object detection models such as YOLOv10n, where low latency and efficient
use of hardware resources are essential. Existing software-oriented implementations are
often not well suited to these constraints, which motivates the exploration of a custom
hardware-based solution.

To address this challenge, the pre-trained ONNX network is quantized using symmet-
ric power-of-two integer quantization to reduce computational complexity and improve
hardware efficiency. A streaming-based computation approach is then adopted to or-
ganize the accelerator dataflow and support efficient execution on the FPGA, utilizing
custom converter and transpose functions to manage complex routing without violating
the strict 128-bit AXI memory bandwidth constraints.

The proposed framework is implemented and evaluated through C-simulation, syn-
thesis, Vivado system integration, and hardware testing on an AMD Xilinx Kria KV260
FPGA platform. Experimental results confirm the success and functional correctness of
the architecture. The INT8 quantization strategy proved highly effective, retaining ro-
bust model localization with only a minor 4.45% drop in mAP@0.5:0.95 compared to
the FP32 baseline. Furthermore, extensive design space exploration revealed that max-
imizing the width and channel parallelism limits (WP AR = 8, CHP AR = 2) reduces the
end-to-end execution latency to just 7.245 ms. This achieves a 14.2× speedup over
the sequential hardware baseline while utilizing only ≈1% of the available DSP slices
and consuming a highly efficient 2.85 W of on-chip power.

The significance of this work lies in demonstrating a practical, highly scalable, and
compatible method for accelerating neural network computation on FPGAs within the
NN2FPGA framework, successfully bridging the gap between high-level quantized models
and efficient embedded edge deployment.

2



Contents

List of Figures 5

List of Tables 6

1 Introduction 7
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.2 Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.3 Research Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.4 Contribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.5 Thesis Organization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2 Background and Related Work 11
2.1 Attention Mechanisms and the YOLOv10n Architecture . . . . . . . . . . 11
2.2 FPGA Architecture Basics . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.3 High-Level Synthesis (HLS) . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.4 AXI-Stream (AXIS) Communication Protocol . . . . . . . . . . . . . . . . 12
2.5 Neural Network Acceleration in FPGA . . . . . . . . . . . . . . . . . . . . 13
2.6 NN2FPGA Framework . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.7 Quantization Concepts . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

2.7.1 Symmetric INT8 Quantization with Power-of-Two Scales . . . . . 14
2.8 Performance Metrics for Object Detection . . . . . . . . . . . . . . . . . . 15
2.9 Related Work Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3 Methodology 20
3.1 Overall Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
3.2 Model Quantization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
3.3 NN2FPGA Framework Extension . . . . . . . . . . . . . . . . . . . . . . . 23
3.4 Streaming Matrix Multiplication Architecture . . . . . . . . . . . . . . . . 25

3.4.1 Custom Streaming-based Matrix Multiplication Unit . . . . . . . . 25
3.4.2 Streaming MatMul . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.4.3 Streaming Transpose . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.4.4 Streaming Converter . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.4.5 Bandwidth Adjustment . . . . . . . . . . . . . . . . . . . . . . . . 30

3.5 Design Space Exploration . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4 Implementation 34
4.1 HLS Kernel Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . 34
4.2 FPGA System Integration with Vivado . . . . . . . . . . . . . . . . . . . . 36
4.3 Software Control Layer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
4.4 PYNQ-Based Hardware Validation on Kria KV260 . . . . . . . . . . . . . 39

3



5 Experimental Results 41
5.1 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
5.2 Quantization Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
5.3 Functional Verification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
5.4 Performance Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

5.4.1 Latency and Throughput . . . . . . . . . . . . . . . . . . . . . . . 44
5.4.2 Hardware Resource Utilization and Power . . . . . . . . . . . . . . 46

5.5 Comparison with Baselines . . . . . . . . . . . . . . . . . . . . . . . . . . 47

6 Conclusion and Future Work 48
6.1 Summary of Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
6.2 Main Findings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
6.3 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
6.4 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

Bibliography 51

4



List of Figures

3.1 Methodology from PyTorch model to FPGA streaming matmul and PYNQ
evaluation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.2 Complete end-to-end dataflow pipeline of the Streaming Matrix Multipli-
cation architecture, showing parallel data transformations for Input A and
Input B. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

3.3 Isolated diagram of the central Streaming MatMul processing block. . . . 27
3.4 Isolated diagram of the Streaming Transpose block operating on fully se-

rialized elements. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.5 Isolated diagram of the Streaming Converter block showing spatial-to-

channel layout inversion. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
3.6 The four functional modes of the Bandwidth Adjustment block for inde-

pendent WP AR and CHP AR scaling. . . . . . . . . . . . . . . . . . . . . . 31

4.1 Complete Vivado block design of the Streaming MatMul IP integrated with
the Zynq MPSoC. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

5



List of Tables

5.1 Accuracy comparison between the FP32 baseline and the final INT8 quan-
tized model. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

5.2 Latency and speedup scaling across WP AR and CHP AR parallelism factors
on the Kria KV260. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

5.3 Resource utilization and power consumption across parallelism configura-
tions on the Kria KV260. . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

6



Chapter 1

Introduction

1.1 Motivation

The growing adoption of deep learning in computer vision has created a strong need for
efficient hardware acceleration, especially in embedded and edge devices where latency,
power consumption, and available hardware resources are severely limited [1,2]. Although
modern neural networks can achieve excellent accuracy, their massive computational cost
often makes software-based execution too slow for real-time use. This has led to increased
interest in specialized hardware platforms that can deliver higher performance under strict
resource constraints [3].

Lightweight object detection models such as YOLOv10n are explicitly designed to
reduce architectural complexity for edge deployment. However, they still incorporate
attention mechanisms that rely heavily on matrix multiplication (GEMM) operations.
These high-dimensional matrix products demand substantial computation and irregular
memory access patterns, which quickly become a major computational bottleneck during
inference [4]. These challenges make highly efficient hardware implementations essential
if models like YOLOv10n are to be deployed on low-power, real-time systems.

Field-programmable gate arrays (FPGAs) offer a promising solution because they
provide a highly parallel spatial architecture that natively supports custom dataflow
processing, which drastically reduces expensive off-chip memory accesses [1]. However,
designing an effective FPGA accelerator is not straightforward, since performance im-
provements typically require increased utilization of lookup tables (LUTs), block RAMs
(BRAMs), and digital signal processors (DSPs) [5]. For this reason, this thesis is moti-
vated by the need to develop an FPGA-based approach that achieves low-latency infer-
ence for YOLOv10n attention workloads while maintaining a practical and efficient use
of hardware resources.

1.2 Problem Statement

This thesis addresses the problem of efficiently implementing the matrix multiplication
operations required by attention blocks specifically those utilized in lightweight vision
models such as YOLOv10n on FPGA hardware. Although these operations are essential
for capturing global context, software-based inference at the edge is generally too slow
for real-time deployment. Furthermore, straightforward hardware mappings often suffer
from excessive memory bottlenecks and poor utilization of available resources [1, 4].

A significant challenge is that existing implementation flows, such as the baseline
NN2FPGA framework, are primarily optimized for convolutional layers with sliding-
window spatial reuse. They do not naturally align with the data layout, packet packing,
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and continuous execution style required by high dimensional matrix multiplication work-
loads [5].

Consequently, there is a distinct need for a custom accelerator design capable of
bridging this gap. The architecture must effectively orchestrate data movement using
the AXI-Stream (AXIS) communication protocol, ensuring high throughput, continuous
dataflow between processing elements without stalling. Simultaneously, the design must
respect the strict hardware constraints of the target FPGA platform, including limited
digital signal processors (DSPs), lookup tables (LUTs), block RAMs (BRAMs), and direct
memory access (DMA) port availability. The core problem this thesis solves is how to
architect and integrate an AXIS-based streaming matrix multiplication unit that delivers
low-latency execution for YOLOv10n attention workloads while maintaining a highly
efficient hardware footprint.

1.3 Research Objectives
The main objective of this thesis is to develop an efficient FPGA-based acceleration
approach for neural network computation in order to improve execution performance on
resource-constrained hardware [5]. The work focuses on creating a design that is suitable
for embedded deployment while maintaining a practical balance between computational
efficiency and hardware cost.

The specific objectives of this thesis are as follows:
• To develop an FPGA-based acceleration framework for neural network inference,

specifically targeting the matrix multiplication workloads of the YOLOv10n atten-
tion mechanism by extending the NN2FPGA framework.

• To apply post-training quantization techniques that improve the suitability of the
model for hardware implementation, utilizing symmetric INT8 precision with power-
of-two scaling factors via AMD Quark [6].

• To design a custom streaming-based matrix multiplication architecture, utilizing the
AXI-Stream (AXIS) protocol, that supports highly efficient, stall-free data move-
ment and computation.

• To evaluate the proposed design in terms of execution efficiency and hardware
resource utilization, generating a comparative analysis across varying spatial and
channel parallelization factors (WP AR and CHP AR).

• To validate the correctness and performance of the implementation through func-
tional software simulations prior to physical FPGA-based testing and deployment
on the Kria KV260 board.

1.4 Contribution
This thesis bridges the gap between software-based quantized neural networks and phys-
ical FPGA deployment by focusing specifically on the attention mechanisms of edge-
oriented vision models. The primary contributions of this work are as follows:
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• Custom Streaming Matrix Multiplication Accelerator: The development of
a fully pipelined, HLS-based hardware accelerator specifically designed to process
the high-dimensional matrix multiplications required by the YOLOv10n attention
blocks. The architecture leverages the AXI-Stream (AXIS) protocol to ensure high-
speed, continuous dataflow execution.

• Extension of the NN2FPGA Framework: The integration of the proposed
custom matrix unit into the existing NN2FPGA compilation framework. This ex-
tends the framework’s capabilities, which were originally tailored for convolutional
layers to automatically support and optimize matrix multiplication operations [5].

• Hardware-Friendly Quantization Pipeline: The application and validation
of a Post-Training Quantization (PTQ) strategy using AMD Quark. By utiliz-
ing symmetric INT8 precision, power-of-two scaling factors, Mean-Squared-Error
(MSE) calibration, and Adarounding, the model is successfully adapted for FPGA
deployment with minimal accuracy degradation and highly efficient DSP utiliza-
tion [6].

• Design Space Exploration of Parallelism: A structured architectural explo-
ration of spatial and channel parallelism parameters (WP AR and CHP AR). This
methodology effectively navigates the hardware constraints of the target device,
balancing direct memory access (DMA) limitations and routing complexity against
raw throughput.

• Streamlined Verification and Hardware Deployment: The implementation
of a reliable verification methodology using functional software simulations to ensure
cycle accuracy and mathematical correctness. This is followed by successful physical
system integration using Vivado and deployment on the Kria KV260 Vision AI
Starter Kit via the PYNQ framework.

• Comprehensive Hardware Performance Analysis: An experimental evalua-
tion that maps the execution time against the consumption of on-chip resources
(LUTs, BRAMs, DSPs, FFs) across multiple parallelization factors, yielding a de-
tailed comparative analysis that proves the efficiency and scalability of the proposed
design [1].

1.5 Thesis Organization

The remainder of this thesis is organized as follows:

• Chapter 2 presents the background and related work, including the fundamentals
of FPGA-based acceleration, attention mechanisms within the YOLOv10n architec-
ture, the AXI-Stream communication protocol, and neural network quantization.
It also introduces the baseline NN2FPGA framework upon which this work is built.
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• Chapter 3 describes the methodology used in this work. This includes the AMD
Quark model adaptation and INT8 power-of-two quantization strategy, the exten-
sion of the NN2FPGA framework to support attention workloads, and the pro-
posed streaming matrix multiplication architecture. It also explains the design
space exploration parameters regarding spatial and channel parallelism (WP AR and
CHP AR).

• Chapter 4 presents the implementation details of the proposed hardware design. It
details the HLS C++ kernels (Streaming MatMul, Transpose, Converter, and Band-
width Adjustment) and their AXI-Stream interfaces. This chapter also discusses
the dual-level functional verification approach, system-level FPGA integration via
Vivado, and the PYNQ-based software control layer.

• Chapter 5 reports the experimental results. It analyzes the quantization accuracy
of the modified YOLOv10n model, execution time scaling, and hardware resource
utilization (LUTs, BRAMs, DSPs, FFs) on the Kria KV260 board. A comprehensive
comparative analysis evaluating execution latency against resource consumption
across different design configurations is also provided.

• Chapter 6 concludes the thesis by summarizing the main contributions and find-
ings, highlighting the practical impact of the proposed design, and outlining possible
directions for future work.
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Chapter 2

Background and Related Work

2.1 Attention Mechanisms and the YOLOv10n Architec-
ture

Attention mechanisms are a key component of many modern neural networks because
they allow the model to focus on the most informative parts of the input when making
predictions [4]. By assigning different levels of importance to different features, atten-
tion can improve representation quality and help the network capture more informative
relationships in the data.

In computer vision and other deep learning tasks, attention often enhances the ability
of a model to learn global context and long-range dependencies. However, this benefit
comes at the cost of additional computation, since attention mechanisms typically rely
on matrix multiplication and related linear algebra operations [4]. As a result, they
can increase both latency and hardware resource requirements, which makes efficient
implementation particularly important for embedded and FPGA-based systems [1].

Partial Self-Attention (PSA) in YOLOv10n

To mitigate the high computational overhead of standard global attention, lightweight
object detection models such as YOLOv10n employ optimized variants like Partial Self-
Attention (PSA). Instead of computing attention scores across all feature channels simul-
taneously which results in a massive memory and computation footprint the PSA module
splits the input features across the channel dimension. Self-attention is applied to only
one subset of these channels, while the remaining subset bypasses the attention compu-
tation entirely. The processed and bypassed features are subsequently concatenated and
fused.

This partial processing strategy significantly reduces the number of operations and
the memory bandwidth required, preserving the model’s ability to capture long-range
contextual information without the prohibitive cost of full dense attention [4]. Despite
this architectural optimization, the INT8 matrix multiplications inherent to the PSA
block still represent a major computational bottleneck during inference. Therefore, in
this thesis, the matrix multiplications that arise in these specific attention blocks are
treated as a primary hardware hotspot, driving the need for the custom streaming-based
accelerator designed in the subsequent chapters [5].

2.2 FPGA Architecture Basics

Field-programmable gate arrays (FPGAs) are reconfigurable integrated circuits that can
be programmed after manufacturing to implement custom digital hardware. Unlike fixed
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function processors, an FPGA can be adapted to match the structure of a specific work-
load, which makes it especially suitable for applications that benefit from specialized
hardware execution [1].

A key advantage of FPGAs is their highly parallel spatial architecture. Multiple
operations can be executed simultaneously, and computational stages can be connected
through pipelining so that new data can enter the design every clock cycle. This structure
is particularly effective for neural network inference, where operations are highly repetitive
and can be parallelized efficiently across spatial dimensions [2, 3].

FPGAs also include on-chip memory resources such as block RAM (BRAM) and dis-
tributed memory, which can be used to store intermediate data, weights, and activations
close to the processing units. In addition, dedicated digital signal processing (DSP) slices
provide highly efficient support for low-precision arithmetic, including the dense INT8
multiply-accumulate operations central to this work. By keeping data local, these archi-
tectural features drastically reduce the need to access expensive external off-chip memory
(DRAM), thereby lowering inference latency and making FPGAs highly attractive for de-
ploying neural networks under strict energy and resource constraints [1].

2.3 High-Level Synthesis (HLS)

High-level synthesis (HLS) is a design methodology that converts a behavioral description
of a hardware algorithm into a register-transfer level (RTL) implementation. Instead of
writing the entire design directly in hardware description languages like VHDL or Verilog,
the developer can describe the logic in a high-level language such as C or C++, and the
HLS tool automatically translates this description into synthesizable hardware.

HLS is highly beneficial because it abstracts away low-level hardware intricacies, sig-
nificantly reducing development time and making custom hardware design more accessi-
ble. It allows designers to rapidly explore different architectural choices through simple
compiler directives (pragmas). By adjusting parameters like pipelining, loop unrolling,
array partitioning, and dataflow optimization, developers can quickly navigate the trade-
offs between hardware area and execution latency without needing to manually rewrite
complex RTL code.

For this reason, HLS is widely used in modern FPGA-based acceleration, especially for
complex workloads such as neural networks where design iteration speed and architectural
flexibility are critical [5]. In this thesis, AMD Vitis HLS forms the core foundation of the
compilation flow used to generate the custom streaming matrix multiplication accelerator.

2.4 AXI-Stream (AXIS) Communication Protocol

In modern FPGA designs, efficient data movement is just as critical as the computation
itself. The Advanced eXtensible Interface (AXI) is a standard communication proto-
col widely adopted in AMD Xilinx architectures. Among its variants, the AXI-Stream
(AXIS) protocol is specifically designed for high-speed, continuous data transfers between
hardware blocks without the need for memory addresses.
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AXI-Stream operates on a unidirectional master-to-slave model, utilizing a simple
handshake mechanism to ensure reliable data transmission. This streaming paradigm
is particularly advantageous for neural network inference, as it perfectly aligns with the
principles of dataflow architectures. By relying on continuous data streams, computation
and data movement can be deeply pipelined, preventing execution stalls and eliminating
the latency overhead associated with repetitive off-chip memory addressing [5].

In the context of high-level synthesis (HLS), AXI-Stream interfaces are typically im-
plemented using the hls::stream C++ library alongside ap_axis data types. Through-
out this thesis, AXIS is used as the foundational communication layer connecting all inter-
nal processing modules such as the Streaming Converter, Transpose, and MatMul units
as well as facilitating external data transfers via Direct Memory Access (DMA) blocks.
This allows the accelerator to process high-dimensional integer matrices as continuous,
packed data pipelines rather than relying on slow, sequential memory fetch operations.

2.5 Neural Network Acceleration in FPGA

The acceleration of neural networks on FPGAs has been extensively researched, with a
primary focus on maximizing throughput and energy efficiency while operating within
strict hardware budgets. Existing literature generally classifies FPGA-based accelerators
into two main architectural paradigms: overlay architectures and custom static dataflow
architectures [2, 3].

Overlay architectures provide a highly flexible, general-purpose systolic array that can
execute different neural network models via software-like microcode. While convenient for
broad framework support, overlays often rely heavily on off-chip memory traffic to swap
layer weights and intermediate activations, which can severely limit overall execution
efficiency and increase latency [5].

Conversely, static dataflow architectures assign dedicated hardware processing ele-
ments to specific layers or groups of layers within the neural network. In this approach,
data flows continuously from one hardware block to the next via streaming interfaces,
utilizing on-chip memory (BRAMs) for intermediate buffering. This drastically reduces
off-chip memory accesses and achieves ultra-low latency inference, albeit at the cost of
higher on-chip resource utilization (DSPs and LUTs) [1]. Because lightweight edge mod-
els like YOLOv10n demand extreme efficiency, the static dataflow approach is chosen for
this thesis to minimize latency bottlenecks in the attention mechanism.

2.6 NN2FPGA Framework

NN2FPGA is a compilation framework designed to map convolutional neural networks
(CNNs), particularly those with skip connections, into highly efficient static dataflow ac-
celerators on FPGAs [7]. The framework takes a high-level quantized network description
and applies a sequence of graph-level transformations to generate an implementation that
optimally balances latency, throughput, and on-chip resource utilization.

The core of the NN2FPGA compiler operates on the computational graph of the
model, performing optimizations such as layer fusion, node reordering, and intelligent
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buffer sizing to minimize expensive off-chip memory accesses and fully exploit the spa-
tial parallelism available in modern FPGA architectures. A major advantage of this
framework is its novel strategy for managing skip connections, which carefully schedules
the production and consumption of feature maps across different network branches to
drastically reduce intermediate storage overhead [5].

Furthermore, resource allocation and design space exploration within NN2FPGA are
mathematically formulated as a Binary Integer Programming (BIP) problem. For every
layer in the network, the BIP solver systematically selects the optimal tiling factors,
parallelism degrees, and buffer depths. This ensures that the overall hardware design
strictly satisfies the target FPGA’s resource constraints such as DSPs, LUTs, and BRAMs
while maximizing the global throughput of the accelerator [5].

The final output of the NN2FPGA flow is a static dataflow accelerator described
in C++ for High-Level Synthesis (HLS). Each layer is instantiated as a parameterized
processing element, and all elements are interconnected via continuous AXI-Stream in-
terfaces. While the baseline framework excels at optimizing convolutional operations, it
serves as the foundational starting point for this thesis, which extends its capabilities to
support the INT8 quantized, high-dimensional matrix multiplication workloads essential
for the YOLOv10n attention mechanisms.

2.7 Quantization Concepts

Quantization is a critical optimization technique used to reduce the numerical precision
of neural network weights and activations, enabling more efficient hardware implemen-
tation. By representing values with fewer bits such as 8-bit integers (INT8) instead
of 32-bit floating-point numbers quantization dramatically reduces memory footprint,
lowers memory bandwidth requirements, and accelerates execution speed on resource
constrained platforms like FPGAs [6].

For hardware-oriented deployment, uniform integer quantization is the standard ap-
proach because it maps naturally to the fixed-point arithmetic units (DSPs) available on
FPGAs. By executing inference entirely with low-precision integer arithmetic, acceler-
ators can completely avoid the overhead of repeated dequantization steps, significantly
improving area efficiency and throughput [6].

2.7.1 Symmetric INT8 Quantization with Power-of-Two Scales

In symmetric quantization, a real-valued tensor r with continuous physical range [α, β]
is mapped to signed INT8 values q ∈ [qmin, qmax] using a positive scale factor s > 0 and
a zero-point fixed at z = 0 [6]. The scale factor defines the linear mapping from the real
interval [α, β] to the discrete quantized interval [qmin, qmax] and is chosen such that

s = β − α

qmax − qmin
, (2.1)

so that the endpoints of the real range [α, β] correspond to the extreme integer values
qmin and qmax. For signed INT8, we use qmin = −127 and qmax = 127.
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The dequantization relation is
r ≈ s · q, (2.2)

and the corresponding quantization step is

q = clip
(︁
round(r/s), qmin, qmax

)︁
, (2.3)

which projects each real value r onto the nearest representable integer in the range
[−127,127].

In this thesis, the scale factor is further constrained to be a power of two,

s = 2k, (2.4)

which allows multiplications by s or 1/s to be implemented as bit shifts in hardware [5].
This symmetric INT8, power-of-two scheme reduces the cost of rescaling operations and
is well suited to FPGA-based fixed-point matrix multiplication.

2.8 Performance Metrics for Object Detection

In this thesis, the YOLOv10n baseline and its quantized variants are evaluated using stan-
dard object detection metrics. These metrics jointly capture both localisation quality and
classification accuracy, which are critical for assessing deep neural network performance
on edge devices [8].

Intersection over Union (IoU)

Intersection over Union (IoU) is the fundamental localisation metric in object detection.
It measures the overlap between a predicted bounding box (Bp) and the corresponding
ground-truth bounding box (Bgt) [8]:

IoU = Area(Bp ∩ Bgt)
Area(Bp ∪ Bgt)

(2.5)

A detection is considered correct (a true positive) if its IoU with a ground-truth box
exceeds a chosen threshold (e.g., 0.5), and incorrect otherwise.

Precision

Precision quantifies how many of the detections produced by the model are actually
correct. It is defined as:

Precision = TP

TP + FP
(2.6)

where TP is the number of true positives and FP the number of false positives. High
precision indicates that the model generates few false alarms.
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Recall

Recall measures how many of the objects that are present in the image are successfully
detected by the model. It is given by:

Recall = TP

TP + FN
(2.7)

where FN denotes false negatives, i.e., missed objects. High recall indicates that the
detector finds most of the targets.

F1 Score

The F1 score is the harmonic mean of precision and recall, combining both correctness
and completeness into a single metric:

F1 = 2 · Precision · Recall
Precision + Recall (2.8)

It is useful when a balanced trade-off between false positives and false negatives is desired.

Average Precision (AP)

Average Precision (AP) summarises the precision-recall trade-off for a single class. It is
defined as the area under the precision-recall curve obtained by varying the detection
confidence threshold. AP is computed at a fixed IoU threshold (e.g., 0.5), and yields a
single score between 0 and 1 for that class.

Mean Average Precision (mAP)

Mean Average Precision (mAP) extends AP to the multi-class setting by averaging AP
scores over all object classes:

mAP = 1
N

N∑︂
i=1

APi (2.9)

where N is the number of classes and APi is the average precision for class i. Following
the standard MS COCO evaluation protocol [9], this thesis reports mAP@0.5, computed
at IoU = 0.5, and mAP@0.5:0.95, obtained by averaging AP over IoU thresholds from
0.5 to 0.95 in steps of 0.05. These metrics provide the primary quantitative measure of
YOLOv10n detection accuracy used in Chapter 5.

2.9 Related Work Summary
FPGA-based neural network acceleration has been extensively studied as a way to im-
prove inference throughput and energy efficiency while preserving flexibility for embedded
and edge systems. Several surveys and framework papers show that FPGAs are especially
effective when neural network workloads are mapped to highly parallel and pipelined ar-
chitectures, because the hardware can be specialized to the structure of the target model
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instead of relying on fixed general-purpose execution patterns [1,3]. Within this context,
researchers have explored multiple implementation styles, including systolic-array over-
lays, reusable accelerator templates, and custom static dataflow architectures, each with
different trade-offs in programmability, on-chip buffering, and resource efficiency [2, 5].

A major branch of the literature focuses on FPGA-based acceleration of convolutional
and residual neural networks. These works highlight that convolutional layers dominate
the computational cost in many vision-oriented models, making them the primary tar-
get for optimization through loop unrolling, pipelining, data reuse, and careful memory
scheduling [1, 3]. Overlay-based solutions such as Vitis AI offer deployment convenience
and broad framework support, but they typically rely more heavily on off-chip memory
traffic and general-purpose execution structures, which can limit efficiency compared with
custom dataflow accelerators [5]. In contrast, static dataflow approaches assign dedicated
compute units to layers or groups of layers, enabling fine-grained streaming execution and
lower latency, at the cost of higher pressure on DSPs, LUTs, and on-chip memory [5,10].

Within this design space, NN2FPGA represents an important framework-oriented
contribution for CNN deployment on FPGAs. It introduces a compiler flow that starts
from a quantized network description, generates optimized HLS code, and produces
a static dataflow accelerator that is then synthesized into FPGA hardware [5]. The
framework includes optimized support for residual blocks, reduced buffering through
graph transformations such as temporal reuse and loop merging, and binary integer
programming-based design-space exploration to maximize throughput under resource
constraints. Experimental results on several embedded boards show that automatic HLS-
based generation can outperform or remain competitive with manual and overlay-based
implementations, especially for CNNs with skip connections and structured streaming
behaviour [5].

A second major theme in the literature is quantization, which is central to making neu-
ral networks practical on FPGAs and other resource-constrained hardware. Amir Gho-
lami provide a comprehensive survey of quantization methods for efficient neural network
inference, organizing the field around core choices such as uniform versus non-uniform
quantization, symmetric versus asymmetric quantization, static versus dynamic calibra-
tion, and channel-wise versus layer wise scaling [6]. They also discuss quantization-aware
training (QAT) and post-training quantization (PTQ) as two dominant optimization
routes, with QAT generally providing stronger low-bit accuracy at the cost of retraining,
and PTQ offering lower deployment overhead but often with greater accuracy degradation
at aggressive precisions [6].

For hardware-oriented deployment, quantization methods that are simple to map to
efficient arithmetic units are preferred. Uniform quantization remains the standard in
practice because it maps naturally to integer arithmetic and is easier to deploy than
non-uniform schemes on common hardware targets [6]. Integer only quantization is es-
pecially attractive for accelerators because it avoids repeated dequantization and allows
inference to be executed directly with low-precision arithmetic, improving throughput,
area efficiency, and energy efficiency. These observations are highly relevant to FPGA
design, where bit width directly affects DSP packing, memory bandwidth, and overall
resource utilization [5, 6]. NN2FPGA adopts this hardware-aware view by using integer
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quantization with power-of-two scaling factors, which allows alignment operations be-
tween quantized tensors to be implemented as bit shifts instead of general scaling, and
by integrating Brevitas-based PTQ/QAT into an end-to-end QONNX to FPGA flow [5].

A more recent and increasingly important topic is the acceleration of attention mech-
anisms. While CNN-oriented accelerators are well studied, attention introduces different
computational and data-movement patterns, because its core operations rely heavily on
matrix multiplication, score computation, and global interactions between tokens or fea-
tures rather than purely local convolutions. Quantization surveys already note that newer
architectures such as Transformers raise additional challenges for calibration, mixed pre-
cision, and integer-only deployment, since operations like softmax, layer normalization,
and dense attention are less straightforward to map efficiently to low-precision hardware
than convolutional layers [6]. This means that methods developed mainly for CNNs
do not automatically transfer to attention-based workloads without further architectural
adaptation.

Existing work on attention acceleration has explored algorithm–hardware co-design,
structured compression, and hardware-aware transformations to make attention more
suitable for FPGA execution, but this body of work is still less mature than for convo-
lutional accelerators [4]. Prior studies show that compressed or sparse attention models
can reduce computation and memory footprint, but they also create irregular execution
patterns and buffering demands that are difficult to reconcile with the fixed dataflow and
on-chip resource allocation preferred by FPGAs. As a result, attention acceleration on
FPGAs still requires tight co-design between model structure, quantization strategy, and
accelerator architecture, beyond what is typically needed for conventional CNN deploy-
ment [4, 6].

Taken together, the literature provides a strong foundation in three separate areas:
FPGA-based neural network acceleration, low-precision quantization, and emerging hard-
ware support for attention mechanisms [1, 4–6]. However, most prior work treats these
areas either independently or with a primary focus on convolutional neural networks.
Frameworks such as NN2FPGA are optimized mainly for convolutional and residual struc-
tures, while quantization surveys discuss Transformer-friendly and integer only methods
at a general methodological level rather than embedding them into a practical FPGA
compiler flow for attention-oriented matrix multiplication. Similarly, attention acceler-
ation papers address specific kernels or compressed attention variants, but they do not
fully close the gap between quantized model design, compiler driven hardware generation,
and end-to-end validation on an FPGA deployment flow [4,5].

This gap motivates the present thesis. The missing element in the literature is not
simply another isolated accelerator, but an integrated, framework-oriented approach that
connects FPGA acceleration, hardware suitable quantization, and attention related com-
putation within a practical implementation flow. This thesis addresses that gap by ex-
tending an FPGA-oriented design methodology toward efficient matrix multiplication
for attention workloads, combining a custom accelerator perspective with quantization
choices that are suitable for hardware realization, and validating the result through an
end-to-end FPGA deployment process. In this way, the work builds directly on existing
CNN and quantization frameworks while moving toward a less explored but increasingly
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important class of attention-driven neural network computations.
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Chapter 3

Methodology

3.1 Overall Approach

The methodology adopted in this thesis follows a structured workflow that starts from
a high-level neural network model and culminates in an FPGA-based implementation of
the matrix multiplication operations used in attention blocks. The overall approach is
organized as a sequence of stages that progressively transform the model, adapt its numer-
ical representation, design and implement a high-level synthesis (HLS) based streaming
matrix multiplication unit, and evaluate its behaviour on a target FPGA platform. As
summarized in Figure 3.1, the overall workflow starts from the PyTorch baseline model
and ends with PYNQ-based FPGA evaluation of the streaming matrix multiplication
unit.

The starting point is a PyTorch-based baseline model that includes attention-style
matrix multiplication layers. This model is first exported to an ONNX representation
with full precision (FP32) parameters, so that it can be processed by external tools and
frameworks. The ONNX graph serves as a common interface for subsequent quantization
and graph level analysis.

In the second stage, the ONNX graph is quantized using AMD Quark. The quan-
tization procedure converts weights and activations from floating-point to low-precision
integer formats while enforcing hardware-friendly constraints such as symmetric power-
of-two scaling factors. The optimisation methods used in this stage include AdaRound [6],
which controls rounding behaviour at the weight level, and mean-squared-error (MSE)
based calibration, which uses a representative dataset to select appropriate ranges and
scales. This produces a quantized ONNX graph that is suitable for integer-only inference
and compatible with the data layout and streaming conventions used by NN2FPGA [5].

The third stage focuses on the design of a custom streaming-based matrix multiplica-
tion unit that is compatible with NN2FPGA style streaming interfaces but is developed
and evaluated independently of the full NN2FPGA flow. The attention-related matrix
multiplication is analysed to determine the required matrix ordering and data streaming
patterns for Matrix A and Matrix B. Auxiliary components such as a streaming con-
verter and a streaming transpose are specified to reorganise the data from the ONNX
friendly batch-channel-height-width layout into the batch-height-width-channel ordering
and parallel stream format expected by the streaming matmul unit.

In the fourth stage, the streaming matmul unit and its associated dataflow blocks are
implemented using HLS and integrated into a standalone FPGA design. The HLS code is
structured into functions for the converter, transpose, and core matmul engine, connected
via streaming interfaces. Design parameters such as the number of parallel width streams
(WP AR) and the number of channel packets (CHP AR) are realised through HLS directives
for loop unrolling and dataflow partitioning, enabling different streaming configurations to
be explored. NN2FPGA is used as a reference for dataflow organisation, resource scaling
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PyTorch Baseline Model
(YOLOv10n)

ONNX Graph (FP32)

Quark Quantization
adarounding, MSE, power-of-two scales, Symmetric

Quantized ONNX Graph (INT8)

Streaming Dataflow Design
converter, transpose and bandwidth adjustment

HLS-Based Streaming Matmul Unit
(WP AR, CHP AR)

Standalone FPGA Design
bitstream generation

PYNQ testing
execution time vs BRAM/LUT/DSP

Overall methodology from model preparation to FPGA evaluation

Figure 3.1: Methodology from PyTorch model to FPGA streaming matmul and PYNQ
evaluation.
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trends, and interface conventions, but the streaming matmul unit itself is instantiated
and tested in a separate, purpose-built hardware design [5].

The final stages focus on validation and evaluation. The standalone design containing
the streaming matrix multiplication unit, the streaming converter, and the streaming
transpose is deployed on a PYNQ-based FPGA board, where unit tests and end-to-
end tests are performed. Execution time, resource usage (BRAMs, LUTs, DSPs), and
accuracy are measured for different values of WP AR and CHP AR. These measurements
are used to construct comparative analyses that illustrate the trade-offs between latency
and hardware cost and to identify regimes where memory buffering, compute intensity,
or logic area dominate the behaviour of the design.

Overall, the methodology connects model preparation, quantization, data layout trans-
formation, HLS-based streaming accelerator design, and FPGA-level testing into a single
coherent pipeline. This provides a clear roadmap from the original neural network model
to the final hardware implementation of attention-related matrix multiplication and es-
tablishes the context for the more detailed architectural and experimental descriptions in
the subsequent sections.

3.2 Model Quantization

The baseline neural network model is first exported from PyTorch to an ONNX represen-
tation in full precision (FP32). This ONNX graph is then quantized using AMD Quark,
which provides a post-training quantization (PTQ) flow tailored to hardware accelerators
and supports low-precision integer formats with hardware-friendly scaling. The goal of
this stage is to obtain an integer-only model that preserves the accuracy of the baseline
network while exposing regular memory access patterns and simple arithmetic operations
that can be efficiently mapped onto FPGA resources.

PTQ setup and quantization scheme

The quantization process adopts a PTQ setup, where the model parameters and activa-
tions are quantized without retraining using a calibration dataset. In this work an 8-bit
integer (INT8) format is used for both weights and activations, providing a good balance
between numerical precision and hardware efficiency. A symmetric quantization scheme
is employed, in which zero is represented exactly and the dynamic range is distributed
evenly around zero. Furthermore, the scaling factors are constrained to be powers of two.
This choice simplifies the hardware implementation because multiplication by a power-of-
two scale can be realised as a bit shift, reducing the need for general-purpose multipliers
and lowering DSP utilisation in the FPGA design. The combination of INT8 precision,
symmetric quantization, and power-of-two scales thus aligns well with the fixed-point
arithmetic and streaming dataflow targeted in the subsequent HLS implementation.

Calibration process

To determine appropriate quantization parameters, AMD Quark performs a calibration
step using a representative set of input samples. During calibration, the tool analyses
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the distribution of activations and weights at selected layers and computes scaling factors
and clipping ranges that minimise the approximation error between the floating-point and
quantized outputs. In this work, mean-squared error (MSE) is used as the optimisation
criterion, so the calibration process selects scales and ranges that minimise the MSE
between FP32 and quantized activations over the calibration data. This approach allows
the quantized model to maintain the shape and magnitude of the original responses more
faithfully, which is important for preserving the behaviour of attention-related matrix
multiplications.

Rounding refinement with adarounding

In addition to standard uniform rounding, the quantization process employs adaround-
ing as a refinement mechanism for weight quantization. Adarounding adjusts per-weight
rounding decisions based on their contribution to the layer output, rather than sim-
ply rounding according to fixed thresholds. Conceptually, the method optimises which
weights are rounded up or down so that the overall error introduced by quantization
is reduced. When combined with the MSE-based calibration, this rounding refinement
helps to preserve the accuracy of the attention blocks and reduces the accumulation of
quantization error across layers, making the quantized ONNX model more suitable as a
reference for the streaming matrix multiplication accelerator.

Benefits for FPGA implementation

The resulting quantized ONNX model has several advantages for FPGA deployment.
First, integer-only weights and activations enable the use of simple fixed-point arith-
metic in the HLS design, which maps efficiently onto DSP blocks and LUT-based adders.
Second, symmetric, power-of-two scaling factors make the implementation of scale and
dequantization operations cheap in terms of hardware resources, since they can be re-
alised with bit shifts and sign handling. Third, the regularised ranges and distributions
produced by MSE-based calibration and adarounding reduce the dynamic range require-
ments and help control overflow, which simplifies buffer sizing and data layout in the
streaming matmul unit. Accuracy of the quantized INT8 model, and its comparison with
the FP32 baseline is evaluated in Section 5.2. That section reports the impact of the
chosen PTQ setup, symmetric power-of-two quantization, MSE-based calibration, and
adarounding on the overall model performance. Overall, the quantized ONNX model
produced by AMD Quark provides a numerically stable and hardware-friendly basis for
the design of the FPGA-oriented streaming matrix multiplication architecture described
in the following sections.

3.3 NN2FPGA Framework Extension

The NN2FPGA framework originally targets convolutional neural networks with skip
connections, using graph-level transformations and binary integer programming to derive
efficient static dataflow accelerators on FPGAs [7]. In this thesis, NN2FPGA is extended
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to support the INT8, power-of-two quantized matrix multiplication workloads of the
YOLOv10n model and the associated data movement and streaming requirements.

Framework Adaptation

First, the framework was adapted to explicitly represent matrix multiplication operators
in its intermediate representation. While NN2FPGA natively treats convolutional layers
as the main computational primitive, the YOLOv10n backbone and detection head intro-
duce large GEMM-like operations with INT8 activations and weights that are not directly
covered by the original flow. To address this, a new layer type was introduced to capture
these matrix multiplications together with their quantization parameters, including the
symmetric INT8, power-of-two scales described in Section 2.7.1. This extension allows
NN2FPGA to reason about the tiling, parallelism, and streaming behaviour of matrix
workloads in the same way as for convolutional layers.

Pattern Detection and Graph Transformation

Second, the pattern detection and graph transformation passes were extended to identify
subgraphs that can be offloaded to the custom matrix multiplication unit. The compiler
now searches for sequences of operations (such as linear or convolutional layers followed by
bias addition, activation, and quantization) that match the interface and numeric format
of the proposed accelerator. When such a pattern is detected, NN2FPGA rewrites the
corresponding portion of the network graph into a single fused operator that encapsulates
the matrix multiplication and its surrounding operations, exposing a streaming dataflow
that minimises intermediate buffering. This transformation reduces memory traffic and
aligns the network structure with the capabilities of the custom INT8 engine.

Replacement with Custom Matrix Unit

Finally, NN2FPGA was modified to replace the standard implementation of the selected
operators with the custom matrix multiplication unit developed in this work. During
code generation, the compiler instantiates the unit in HLS, connects it to the exist-
ing streaming interfaces, and configures tiling factors, pipeline depths, and fixed-point
formats according to the design-space exploration results. To maximize compatibility
and code reuse, the custom unit directly utilizes existing NN2FPGA library components
for internal data formatting, such as the DequantQuantPo2 block for hardware-efficient
power-of-two requantization. The binary integer programming formulation is updated to
include the resource and performance characteristics of the custom unit, ensuring that its
integration respects DSP, LUT, and BRAM constraints while improving overall through-
put [5]. As a result, the extended NN2FPGA flow preserves the original compilation
methodology but routes the most computationally intensive INT8 matrix operations in
YOLOv10n through a tailored accelerator.

24



Methodology

3.4 Streaming Matrix Multiplication Architecture

This section describes the custom streaming-based matrix multiplication accelerator that
serves as the main compute engine in the extended NN2FPGA flow. The design follows a
dataflow architecture composed of AXI-Stream operators, allowing computation and data
movement to be deeply pipelined on the FPGA. INT8 quantized activations and weights
are transported as streams of packed vectors, processed by a matrix multiplication core,
and converted back to the formats expected by the rest of the accelerator.

3.4.1 Custom Streaming-based Matrix Multiplication Unit

The custom matrix multiplication unit is implemented as a streaming dataflow subsystem
composed of four main operators: Streaming MatMul, Streaming Transpose, Streaming
Converter, and Bandwidth Adjustment.As illustrated in Figure 3.2, this architecture
forms a deep pipeline that sequentially transforms and processes the incoming data.

NN2FPGA feeds this subsystem with INT8-quantized feature maps in batch×height×
width × channel order. The data is sent on WP AR parallel streams, each carrying packets
with CHP AR INT8 channels, so that the overall input interface matches the tiling and
parallelism configuration selected during compilation.

Two design parameters control the degree of parallelism in the streaming architecture:

• CHP AR: the channel parallelism factor, i.e., the number of channels processed in
parallel per cycle. It dictates the number of final output elements emitted in a
single packet once the accumulation is complete.

• WP AR: the width (reduction) parallelism factor, which controls how many ele-
ments along the inner reduction dimension are consumed and multiplied concur-
rently. Together with CHP AR, the core performs WP AR×CHP AR parallel multiply-
accumulate operations per cycle, accumulating partial sums for W/WP AR cycles
before generating the final output.

At the top level, NN2FPGA produces activations and weights in its generic layout
and packing, which first pass through the Streaming Converter. This block repacks the
incoming NN2FPGA streams into the format expected by the Streaming MatMul: it
generates CHP AR streams with WP AR-wide packets so that each packet contains the
channels and outputs required by one step of the matrix multiplication. The Streaming
Transpose then reorders the data for matrix B into the correct layout required by the
MatMul core, while the Bandwidth Adjustment ensures that the vector width and number
of streams are consistent before and after transpose and matmul. The Streaming MatMul
consumes the converted and transposed streams, performs the INT8 multiply-accumulate
operations, and emits result streams that are finally adapted back to NN2FPGA’s pre-
ferred batch×height×width×channel representation via another Bandwidth Adjustment
stage [5].
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Figure 3.2: Complete end-to-end dataflow pipeline of the Streaming Matrix
Multiplication architecture, showing parallel data transformations for Input A and

Input B.
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3.4.2 Streaming MatMul

The Streaming MatMul block implements the core matrix multiplication computation in a
streaming fashion. Its data representation consists of CHP AR parallel input streams, each
with packets of width WP AR INT8 elements. The spatial and channel parameters of the
two inputs are aligned so that the dimensionality matches: input A represents activations
with a logical NHWC shape (batch×height×width×channels), while input B represents
weights with a logical NWHC shape (batch×width×height×channels). In particular, the
width of input A equals the height of input B, and the channel dimension of both inputs
is identical. This alignment ensures that, for each cycle, the block receives corresponding
channel groups from A and B that contribute to the same output positions. Internally,
the block instantiates a pipelined array of processing elements designed to sustain an
Initiation Interval (II) of 1, meaning it can accept new input data every clock cycle without
stalling. This pipeline computes dot products between channel vectors of A and rows of
B. Parallelism along the channel dimension is controlled by CHP AR, which defines how
many channels are processed in parallel per cycle. Parallelism along the inner reduction
dimension is controlled by WP AR. By unrolling the computation across these dimensions,
the architecture physically instantiates enough processing elements to execute WP AR ×
CHP AR multiply-accumulate operations concurrently. Because the dot product requires
accumulating across the entire inner width (W ), the MatMul computes partial sums for
W/WP AR cycles. Once the pipeline is filled and the accumulation is complete, the wide
accumulator values are shifted and requantized back to 8-bit integers using the injected
DequantQuantPo2 operator. Finally, the MatMul emits a single streaming output, where
each packet contains CHP AR of these requantized INT8 elements corresponding to a group
of channels in NHWC order at a given spatial position. This achieves a high-throughput
channel-last representation that is well suited to FPGA dataflow architectures [5]. Figure
3.3 illustrates the isolated diagram of this central processing block and its input/output
stream configurations.

Input A (NHWC) Input B (NWHC)

Streaming MatMul Core
(Integer Mul-
tiply + Shift)

Output (NHWC)

CHP AR streams
WP AR ele/pkt

CHP AR streams
WP AR ele/pkt

WP AR = 1 stream
CHP AR ≥ 1 ele/pkt

Figure 3.3: Isolated diagram of the central Streaming MatMul processing block.
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Accumulator Rescaling and Requantization

In the streaming matrix multiplication architecture, the inputs and outputs are repre-
sented as 8-bit integers (INT8) accompanied by symmetric, power-of-two scaling factors.
Let rA, rB, and rY be the real-valued activations, weights, and outputs, respectively.
Their quantized integer representations are qA, qB, and qY , with corresponding scale
factors sA, sB, and sY . The real-valued matrix multiplication is defined as:

rY = rA × rB (3.1)

Substituting the quantization formulation r = q · s into the equation yields:

qY · sY = (qA · sA) × (qB · sB) (3.2)

To obtain the final quantized output qY , the equation is rearranged as:

qY = (qA × qB) · sA · sB

sY
= qA × qB

sY
sA·sB

(3.3)

Inside the hardware, the Streaming MatMul core computes the integer dot product,
storing the intermediate partial sums (qA × qB) in a wider accumulator (e.g., 21-bit) to
prevent overflow. Because the scaling factors are restricted to powers of two (i.e., s = 2k),
the required division ratio sY

sA·sB
is inherently a power of two.

Consequently, the final requantization operation is implemented entirely in hardware
as a simple arithmetic right bit-shift by log2

(︂
sY

sA·sB

)︂
. To execute this in the High-Level

Synthesis (HLS) design, the architecture reuses the existing DequantQuant operator al-
ready provided by the NN2FPGA framework [5]. By passing this operator into the
Streaming MatMul core as a C++ template parameter, the block seamlessly takes the
wide accumulator value, shifts it by the pre-computed static shift factor, applies con-
vergent rounding, and saturates the result back into a valid INT8 value for the output
stream. Reusing this native framework component ensures perfect compatibility with the
rest of the generated network while completely eliminating the need for complex digital
multipliers or dividers.

3.4.3 Streaming Transpose

Matrix multiplication is sensitive to data layout, and the layout produced by NN2FPGA
for matrix B does not directly match the access pattern preferred by the Streaming Mat-
Mul core. NN2FPGA initially sends B in batch×height×width×channel order, whereas
the MatMul expects B in batch×width×height×channel order so that consecutive el-
ements along the reduction dimension are available to the same processing element
in successive cycles. The Streaming Transpose operator reorders B on-the-fly from
batch×height×width×channel to batch×width×height×channel before it enters the Mat-
Mul [5].

Initial designs attempted to perform this transposition while maintaining the full
parallelism (WP AR > 1 and CHP AR > 1) using a 3D on-chip memory buffer. However,
FPGA block RAMs (BRAMs) typically feature a maximum of two physical memory ports.
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Parallelizing the transpose operation forced the hardware to attempt multiple concurrent
reads and writes to the same memory block in a single clock cycle. This resulted in
scheduling failures and memory port resource violations during High-Level Synthesis.

To resolve this hardware conflict and avoid the need for prohibitively complex memory
partitioning and crossbar structures, the operator was redesigned to completely serialize
the data stream. It is configured with WP AR = 1 and CHP AR = 1, meaning it processes
exactly one element per stream and per packet. Inside the HLS kernel, the storage
is flattened into a 1D array of CH × H × W elements. This architecture completely
eliminates concurrent memory access conflicts, ensuring that the transpose operation
cleanly maps to standard dual-port BRAMs without any resource violations.

Because this serialization temporarily reduces the effective bandwidth of the stream,
Bandwidth Adjustment blocks placed before and after the transpose are necessary. These
blocks safely downscale the data into single-element packets prior to the transpose, and
subsequently upscale them to restore the desired parallelism levels for the MatMul core.
Figure 3.4 provides an isolated diagram of the Streaming Transpose block and its serial-
ized stream configurations.

Input (NHWC)

Streaming
Transpose

Output (NWHC)

WP AR = 1 stream
CHP AR = 1 ele/pkt

WP AR = 1 stream
CHP AR = 1 ele/pkt

Figure 3.4: Isolated diagram of the Streaming Transpose block operating on fully
serialized elements.

3.4.4 Streaming Converter

The Streaming Converter is responsible for adapting the NN2FPGA data layout and pack-
ing to the format required by the Streaming MatMul unit. NN2FPGA produces activa-
tions and weights as streams in batch×height×width×channel order with a generic packet
structure, which is not directly aligned with the CHP AR streams and WP AR packet width
expected by the MatMul. More specifically, NN2FPGA uses WP AR streams with CHP AR

elements in each packet, whereas the Streaming MatMul expects CHP AR streams with
WP AR elements in each packet. The converter therefore reads the NN2FPGA streams,
repacks the INT8 elements into CHP AR parallel streams, each with WP AR wide packets.

By centralising these conversions in a dedicated streaming block, the rest of the accel-
erator can operate using NN2FPGA’s standard data representation, while the MatMul
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core sees a consistent, computation-friendly format. This separation simplifies the inte-
gration of the custom unit into the NN2FPGA dataflow and avoids scatter conversion
logic across multiple modules [5]. Figure 3.5 provides an isolated diagram of the Stream-
ing Converter block, highlighting this spatial-to-channel layout inversion.

Input (NHWC or NWHC)

Streaming
Converter

Output (Matches Input Order)

WP AR streams
CHP AR ele/pkt

CHP AR streams
WP AR ele/pkt

Figure 3.5: Isolated diagram of the Streaming Converter block showing
spatial-to-channel layout inversion.

3.4.5 Bandwidth Adjustment

There is an inherent mismatch between the data movement patterns of NN2FPGA and
those of the custom matrix multiplication unit. NN2FPGA uses a fixed stream width
and packet structure optimised for general CNN layers, whereas the MatMul core prefers
streams that match its CHP AR and WP AR parallelism configuration. In addition, the
Streaming Transpose is configured with WP AR = 1 and CHP AR = 1 to simplify reorder-
ing, which temporarily reduces the effective bandwidth of the B stream [?].

To bridge these differences, the design reuses the Bandwidth Adjustment block from
NN2FPGA [5]. This block provides four distinct functions that reshape the streams
without modifying their numerical content:

• Decreasing streams: Reduces the number of parallel stream lines by merging
several input streams into fewer output streams while preserving the total data
rate. This concentrates bandwidth into fewer lanes and is used when a downstream
block expects fewer parallel streams.

• Decreasing channels: Reduces the number of elements carried in each packet by
splitting wide packets into narrower ones. This is useful when a block such as the
Streaming Transpose is configured to operate on single elements per stream and
therefore requires packet widths of one.

• Increasing streams: Increases the number of parallel stream lines by distributing
data across additional output streams. This effectively fans out the dataflow and is
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used to restore the desired number of parallel lanes for the MatMul core after the
transpose stage.

• Increasing channels: Increases the number of elements contained in each packet
by aggregating multiple narrow packets into wider ones. This allows the stream
widths to be aligned with the CHP AR and WP AR configuration of the MatMul
block so that each packet carries the appropriate number of channels or output
positions.

Before the transpose, bandwidth adjustment is used in its decreasing-streams and
decreasing-channels modes to downscale the stream width and present the transpose
with single element packets and a reduced number of lanes. After the transpose, the
same block operates in increasing-streams and increasing channels modes to upscale the
width and number of lanes, restoring WP AR and CHP AR for the MatMul. Similarly, after
the MatMul, bandwidth adjustment repacks the result stream to match NN2FPGA’s
batch×height×width×channel representation and standard packet structure [5]. Figure
3.6 visualizes these four functional modes, highlighting how stream counts and packet
widths are manipulated independently across the dataflow pipeline.

Decreasing Streams
(Reduces WP AR)

Decreasing Channels
(Reduces CHP AR)

Increasing Streams
(Increases WP AR)

Increasing Channels
(Increases CHP AR)

Win Wout < Win CHin CHout < CHin

Win Wout > Win CHin CHout > CHin

Figure 3.6: The four functional modes of the Bandwidth Adjustment block for
independent WP AR and CHP AR scaling.

3.5 Design Space Exploration

The design space exploration for the streaming matrix multiplication architecture aims
to choose architectural parameters such that the overall accelerator respects DSP, LUT,
and BRAM budgets while reducing execution time for the target workload. Starting
from the quantized network and the resource limits of the FPGA, different configurations
of parallelism, buffering, and pipeline depth are evaluated, and only those designs that
provide a good compromise between latency and hardware cost are retained.

Parallelism Factors

The main parallelism knobs in the proposed architecture are the unrolling parameters
CHP AR and WP AR, introduced in Section 3.4. CHP AR controls how many channels are
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processed in parallel per cycle, mapping each channel group to a dedicated processing
element in the Streaming MatMul block. WP AR controls the parallelism along the in-
ner reduction dimension, determining how many elements are consumed and multiplied
concurrently. Together, the architecture executes WP AR × CHP AR multiply-accumulate
operations concurrently per cycle. Scaling these parameters directly improves compu-
tational throughput but proportionally increases DSP slice utilization and necessitates
wider data streams.

Loop Unrolling and Pipelining Strategy

Loop unrolling and pipelining are the main optimization techniques used to expose paral-
lelism in the streaming matrix multiplication architecture and to reduce execution time.
Unrolling the inner loops over channels and output positions by factors CHP AR and WP AR

allows multiple INT8 operations to be executed in parallel per cycle, while pipelining the
outer loops ensures that a new iteration can start every clock cycle once the pipeline is
filled. In the Streaming MatMul and the supporting Converter, Transpose, and Band-
width Adjustment blocks, the loops that traverse channels, width, and height are selec-
tively unrolled and pipelined based on their contribution to latency and resource usage.
Candidate configurations apply different unrolling factors and pipeline depths, and only
those that achieve a one-cycle initiation interval (II=1) without exceeding DSP, BRAM,
or LUT budgets are retained. This strategy links the high-level parallelism parameters
CHP AR and WP AR to concrete reductions in end-to-end execution time on the FPGA.

Buffer Sizes and Pipeline Depth

Buffer sizes and pipeline depth also play an important role in the achievable latency.
Larger buffers allow the Streaming Converter, Transpose, and Bandwidth Adjustment
blocks to absorb bursts and smooth out mismatches between producer and consumer
rates, but they require more BRAMs and may add queuing delay. Similarly, deeper
pipelines in the Streaming MatMul and associated operators can improve clock frequency
and sustain a one-cycle initiation interval, but they introduce additional register stages
and control logic.

For each candidate configuration, the latency of each streaming block is estimated
from its loop bounds, unrolling factors, and pipeline depth, and the buffer sizes necessary
to avoid stalls in the dataflow graph are derived. Configurations that would require buffers
exceeding the available BRAM or that lead to very long critical paths are discarded,
narrowing the search to designs with practical buffer footprints, stable pipelines, and low
end-to-end execution time.

Resource Constraints and Trade-offs

Any configuration that exceeds the resource budgets for the chosen FPGA is removed
from consideration. Among the feasible configurations, preference is given to those that
minimize the latency of the Streaming MatMul block and its surrounding operators, since
this subsystem dominates the execution time of the attention-related workload.
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The main trade-off in the design space exploration is between execution time and
hardware area. Aggressive unrolling (large CHP AR and WP AR) and large buffers can
substantially reduce latency, but they also drive up DSP and BRAM utilization and
may complicate placement and routing. More modest unrolling and buffering reduce
area and ease timing closure, but at the cost of longer execution time. In practice, a
range of candidate configurations is evaluated to directly compare the resulting latency
against resource consumption. The configuration chosen for implementation offers a
practical compromise: it reduces the execution time of the matrix multiplication workload
compared with baseline designs while keeping DSP, LUT, and BRAM usage within the
available budget on the target FPGA, as reported in Chapter 5 [5].

33



Chapter 4

Implementation

4.1 HLS Kernel Implementation

This chapter details the physical realization of the custom streaming matrix multiplica-
tion architecture presented in Chapter 3. The design is implemented in C++ for AMD
Xilinx Vitis HLS, which translates the high-level behavioral description into synthesizable
Register-Transfer Level (RTL) code.

Main C++ Kernel

The top-level hardware kernel is encapsulated within a wrapper function, matmul_top_inst_wrapper,
which defines the external boundaries of the IP block. Internally, the kernel instantiates
the primary processing modules: the Streaming Converters for inputs A and B, the
Streaming Transpose, the core Streaming MatMul, and the various Bandwidth Adjust-
ment stages.

To ensure that these modules execute concurrently, the design relies on the dataflow
execution model. By connecting the internal modules with hls::stream objects, the HLS
compiler can infer deep task-level pipelining. Each module processes data as soon as it
becomes available in its input stream and immediately pushes the result to its output
stream, preventing the need for large intermediate memory buffers.

Because the overall NN2FPGA framework utilizes a maximum packet size of 128
bits for efficient Direct Memory Access (DMA) transfers, the top level interfaces are
constrained. For an INT8 data type, this limits the top-level interface to a maximum
of WP AR = 8 and CHP AR = 2. Furthermore, to avoid requiring a large number of
physical DMA reading and writing ports on the Zynq processing system when WP AR >
1, the testbench sends a single packed stream. The top-level wrapper then utilizes a
custom splitter function to divide the incoming wide data into WP AR parallel streams,
each carrying CHP AR elements, exactly matching the internal layout expected by the
streaming modules.

Interfaces and Data Types

Efficient hardware generation heavily depends on the chosen C++ data types and modu-
lar software design. The kernel uses arbitrary precision integers (ap_int<8>) for the INT8
weights and activations. The accumulator utilizes a wider integer type (e.g., ap_int<21>)
to prevent overflow during the dot product computations and to strictly avoid the unin-
tended inference of BRAMs for accumulation storage. To handle the transition back from
the wide accumulator type to the 8-bit output, the Streaming MatMul class is heavily
templated. This allows the top-level wrapper to inject the DequantQuant quantization
struct a native component of the NN2FPGA framework directly into the MatMul pipeline,
demonstrating highly efficient code reuse.
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The external ports of the kernel are implemented as AXI4-Stream interfaces using
standard hls::stream structs (e.g., ap_axis). The AXI4-Stream protocol provides a
standard, high-bandwidth communication channel between the memory system and the
custom accelerator without requiring address generation. Control signals such as start,
done, and idle are mapped to a lightweight AXI4-Lite interface (s_axi_control), al-
lowing the host processing system to configure and monitor the accelerator.

HLS Pragmas and Optimizations

To achieve high throughput and low latency, several specific Vitis HLS compiler directives
(pragmas) are embedded directly into the C++ source code. These pragmas guide the
synthesis tool in allocating resources and scheduling operations:

• Dataflow (#pragma HLS DATAFLOW): Applied at the top-level wrapper or parent
functions to enable task-level pipelining. This instructs the compiler to let the
interconnected streaming modules (such as the Converter, Transpose, and Mat-
Mul core) execute concurrently, processing data streams continuously rather than
sequentially.

• Pipelining (#pragma HLS pipeline II=1): Applied to the inner loops of the
MatMul and streaming blocks to ensure an Initiation Interval (II) of 1. This guar-
antees that a new loop iteration can begin every clock cycle [5].

• Loop Unrolling (#pragma HLS unroll): Used in conjunction with the WP AR

and CHP AR template parameters to physically instantiate multiple INT8 multiply-
accumulate operations in parallel, directly dictating the DSP utilization and com-
pute throughput of the accelerator.

• Array Partitioning (#pragma HLS array_partition): Applied to local memo-
ries, such as the accumulator buffers, partitioning them completely into individual
registers. This provides the necessary memory bandwidth to support the concurrent
read and write operations generated by the unrolled loops [5].

• Inlining (#pragma HLS INLINE): Used extensively within the sub-module defini-
tions (such as the pipeline_body methods) to remove function call overhead and
allow the compiler to optimize the logic across hierarchical boundaries. Conversely,
INLINE off is explicitly used on certain wrapping functions to maintain distinct
module boundaries during synthesis.

• AXI4-Stream Interface (#pragma HLS INTERFACE axis): Applied to the ex-
ternal ports of the top-level kernel to map the C++ streams directly to hardware
AXI4-Stream interfaces. This ensures the IP block complies with standard Xilinx
streaming protocols for seamless integration with the DMA blocks.

Through the combination of templated C++ code and these targeted pragmas, the imple-
mentation provides a highly flexible and parameterizable IP block that can be precisely
tuned to the resource constraints of the target FPGA.
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4.2 FPGA System Integration with Vivado

Once the C++ kernel is synthesized into a custom Register-Transfer Level (RTL) in-
tellectual property (IP) block using Vitis HLS, it must be integrated into a complete
hardware system. This integration is performed using AMD Xilinx Vivado IP Integrator,
which provides a graphical environment to instantiate, connect, and configure the various
hardware components on the target FPGA platform.

Vivado Block Design

The core of the system is the Zynq UltraScale+ MPSoC block, which acts as the Process-
ing System (PS) for the Kria KV260 board. The PS runs the software stack and orches-
trates the execution of the hardware accelerator located in the Programmable Logic (PL).
The custom streaming matrix multiplication unit, exported as matmul_top_inst_wrapper,
is instantiated in the PL alongside several supporting infrastructure IPs.

To manage the complex routing and arbitration of AXI4 memory-mapped transactions
between the PS, the external memory, and the PL components, multiple AXI SmartCon-
nect blocks are heavily utilized. These interconnects facilitate seamless communication,
allowing the host CPU to configure the accelerator via its lightweight AXI4-Lite control
interface (s_axi_control) while maintaining high-bandwidth data paths for the core
workloads.

Figure 4.1: Complete Vivado block design of the Streaming MatMul IP integrated with
the Zynq MPSoC.
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DMA Integration and Data Routing

Efficient data movement is paramount for the streaming dataflow architecture. To bridge
the memory-mapped domain of the external DDR memory and the AXI4-Stream domain
of the accelerator, two separate AXI Direct Memory Access (DMA) blocks are instantiated
and connected to the high-performance ports of the PS:

• axi_dma_0: Configured with both Memory-to-Stream (MM2S) and Stream-to-
Memory (S2MM) channels. Its MM2S channel reads the packed activations (Input
A) from DDR memory and streams them to the mat_A port of the accelerator. Si-
multaneously, its S2MM channel reads the final computed matrix results from the
mat_out port and writes them back into DDR memory.

• axi_dma_1: Configured strictly with an MM2S channel. It is dedicated to reading
the packed weights (Input B) from DDR memory and streaming them directly into
the mat_B port of the accelerator.

The number of DMA blocks and their configuration is tightly coupled with both the
physical constraints of the Zynq architecture and the NN2FPGA framework rules. The
NN2FPGA framework enforces a maximum packet size of 128 bits (e.g., WP AR = 8 and
CHP AR = 2 for 8-bit integers) to ensure efficient DMA burst transfers [5, 11].

Theoretically, increasing the width parallelism factor (WP AR) beyond 1 would require
a proportional number of parallel stream interfaces at the top level. However, routing
multiple independent streams to the PS would require instantiating an impractical num-
ber of individual DMA IPs and exhaust the physical reading/writing ports available on
the Zynq chip. To circumvent this, the testbench packs the required elements into a
single, wide packet (up to the 128-bit maximum) that is transmitted over a single phys-
ical AXI-Stream connection per DMA. The custom HLS split functions, encapsulated
within the top level wrapper, then internally divide this wide incoming stream into the
multiple parallel streams expected by the internal dataflow modules.

Clocking and Resets

The entire PL subsystem, including the custom IP, the two DMA blocks, and the Smart-
Connects, is driven by a unified clock generated by the Zynq PS (e.g., pl_clk0). A
Processor System Reset module is also instantiated to provide synchronized, active low
reset signals to all AXI interfaces and the custom accelerator. This ensures a stable
and deterministic initialization of the hardware state before any inference task or DMA
transfer is initiated by the host. Once the block design is validated, the complete system
is synthesized and implemented to generate the final bitstream required to program the
FPGA.

4.3 Software Control Layer

With the hardware integrated and the bitstream generated via Vivado, the final imple-
mentation step is to establish the software control layer. This is achieved using the PYNQ
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framework running on the Zynq Processing System (PS) of the Kria KV260 board. PYNQ
provides a Python-based interface that abstracts away the low-level memory-mapped I/O
reads and writes, allowing the developer to load overlays (bitstreams), allocate contiguous
memory, and manage DMA transfers efficiently.

Configurable Host Script

A configurable Python host script was developed to drive the hardware accelerator and
manage the Direct Memory Access (DMA) transfers. Because the custom Streaming
MatMul unit’s data interfaces heavily rely on the WP AR (width) and CHP AR (channel)
parallelism factors, the software layer’s data packing and unpacking logic must perfectly
match the specific hardware topology of the loaded bitstream.

Throughout the validation phase, this script was utilized to evaluate all feasible com-
binations within the explored design space: WP AR ∈ {1, 2, 4, 8} and CHP AR ∈ {1, 2}.
The testing was conducted systematically; for each distinct setup, the WP AR and CHP AR

variables, along with the targeted bitstream file, were manually updated in the script to
correspond with the synthesized hardware configuration. The maximum tested configu-
ration (WP AR = 8, CHP AR = 2) processes 16 INT8 elements simultaneously, perfectly
hitting the 128-bit maximum packet size constraint imposed by the NN2FPGA DMA
interface [5].

Data Packing and Memory Allocation

Before execution, the host script reads the pre-quantized INT8 activation and weight
matrices (Inputs A and B) from standard text files. Because the hardware relies on a
custom single-stream interface that is internally split into parallel streams, the software
must pre-pack the data into the exact interleaved format expected by the HLS kernel.

To achieve this, the script uses pynq.allocate to reserve contiguous blocks of DDR
memory. It then executes a nested loop structure to pack the multi-dimensional arrays
into 1-D contiguous buffers. For example, the input activations are flattened based on the
specific WP AR and CHP AR values of the loaded bitstream, ensuring that the elements are
placed sequentially in memory exactly as the HLS splitter function expects to receive
them.

Execution and Runtime Control

Once the memory buffers are packed, the execution sequence is initiated. The runtime
control relies on the axi_dma drivers provided by PYNQ. The execution follows a strict,
non-blocking sequence to prevent deadlocks in the streaming dataflow:

1. The S2MM (receive) channel of dma_0 is started, instructing it to listen for the
incoming result packets from the mat_out port.

2. The custom IP is started by writing a 1 to the start bit of its AXI4-Lite control
register (0x00).
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3. The MM2S (send) channels of dma_1 and dma_0 are triggered simultaneously to
stream the packed weight and activation buffers into the mat_B and mat_A ports,
respectively.

The host processor then calls the wait() function on all DMA channels. The time
elapsed between initiating the transfers and the completion of the DMA receive channel
is recorded using Python’s time module, providing an accurate measurement of the end-
to-end hardware execution latency.

Output Unpacking and Verification

Upon completion of the inference, the data written back to the output buffer by the DMA
must be unpacked. The script reverses the packing logic, redistributing the 1-D array
back into the logical batch × channel × height × width format.

Finally, the unpacked hardware results are compared element-by-element against a
known-good reference output using numpy.array_equal. This automated functional
check was crucial during development, ensuring that across all tested combinations of
WP AR and CHP AR, the complex HLS unrolling, data transposing, and pipeline adjust-
ments did not alter the mathematical correctness of the quantized matrix multiplication.

4.4 PYNQ-Based Hardware Validation on Kria KV260
The physical deployment target for validating the proposed streaming matrix multipli-
cation architecture is the AMD Xilinx Kria KV260 Vision AI Starter Kit. To seamlessly
bridge the gap between the high-level software environment and the underlying hardware
logic, the PYNQ framework is executed on the Zynq Processing System. This allows
the hardware to be tested and profiled rapidly using Python without writing low-level C
drivers [11].

Overlay Loading and Hardware Control

The testing environment is managed by a dedicated Python script. The first step in this
script is to program the FPGA fabric using the pynq.Overlay class, which reads the .bit
and hardware handoff (.hwh) files generated during the Vivado implementation phase.
Once the overlay is loaded, the script initializes the AXI Direct Memory Access (DMA)
IPs (axi_dma_0 and axi_dma_1) to handle the transfer of input and output data streams
between the processor’s DDR memory and the custom matrix multiplication unit.

Functional Checks

To verify the functional correctness of the hardware, the script performs an end-to-end
inference test. Pre-quantized INT8 test matrices are read into contiguous memory buffers
allocated via PYNQ’s allocate function. Because the hardware expects data streams
arranged in specific parallel packets, the Python script explicitly packs the input matrices
according to the chosen width parallelism (WP AR) and channel parallelism (CHP AR)
parameters.
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Once the data is packed, the DMA send channels are triggered, transferring the in-
put streams to the accelerator. The host waits for the DMA receive channel to signal
completion, at which point the output buffer is unpacked back into a standard multi-
dimensional matrix format. This hardware output is then compared element-by-element
against a known-good software reference using the numpy.array_equal function.

To comprehensively validate the design space, this functional check was performed
for all eight feasible parallelism combinations (WP AR ∈ {1, 2, 4, 8} and CHP AR ∈ {1, 2}).
This testing was conducted manually, one by one for each configuration. For every distinct
setup, the Python script’s WP AR and CHP AR parameters were updated, the correspond-
ing configuration-specific bitstream was loaded onto the FPGA, and the execution was
triggered. In every individual test, the hardware output perfectly matched the expected
software reference, confirming the functional correctness of the streaming architecture
across the entire explored design space.

Performance Profiling

Beyond functional correctness, the PYNQ framework allows for accurate profiling of the
accelerator’s execution time. The host processor measures the elapsed latency directly
across the non-blocking DMA transfers using the Python time module. The timer is
started immediately before the DMA send channels are triggered and stopped only when
the DMA receive channel signals completion via the wait() function.

This provides an empirical, end-to-end measurement of the total hardware execu-
tion latency, naturally accounting for the AXI interconnect overhead, DDR memory
bandwidth limits, and the actual pipeline initiation intervals of the custom IP. These
validated latency measurements, alongside the post-implementation resource utilization
reports from Vivado, form the empirical foundation for the experimental results and
comparative analyses detailed in Chapter 5 [5].
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Experimental Results

5.1 Experimental Setup

This chapter presents the evaluation of the proposed streaming matrix multiplication
architecture. It begins by detailing the experimental setup, followed by an analysis of
the quantization impact on model accuracy, the functional verification of the hardware,
and a comprehensive performance and resource utilization analysis across different design
space configurations.

Hardware and Software Platforms

The target hardware platform for physical deployment and validation is the AMD Xilinx
Kria KV260 Vision AI Starter Kit, which features a Zynq UltraScale+ MPSoC (specifi-
cally, the XCZU5EG part). This board provides a practical embedded edge environment
with a balanced mix of Programmable Logic (PL) resources (117,120 LUTs, 234,240 FFs,
144 BRAMs, and 1,248 DSP slices) alongside an ARM-based Processing System (PS).

The development environment was hosted on a remote Linux server accessed via X2Go
for low-latency remote desktop capabilities. Rather than training a model from scratch,
this work utilizes an existing, pre-trained PyTorch implementation of the lightweight
YOLOv10n object detection model. This pre-trained model was exported directly to an
FP32 ONNX representation to serve as the baseline. Post-training quantization (PTQ)
was then performed using the AMD Quark framework. The hardware accelerator was
synthesized from C++ using AMD Xilinx Vitis HLS 2024.2, and system-level integration
was performed using Vivado 2024.2. On the deployment side, the Kria KV260 was con-
figured with the PYNQ framework to handle overlay loading and memory-mapped DMA
interactions via Python.

Test Configurations

To comprehensively explore the design space and observe the hardware trade-offs between
execution time and resource utilization, the accelerator was parameterized and synthe-
sized under multiple configurations. The exploration swept the width parallelism factor
(WP AR) and the channel parallelism factor (CHP AR). Specifically, the following eight
combinations were evaluated:

• WP AR ∈ {1, 2, 4, 8}

• CHP AR ∈ {1, 2}

The maximum tested configuration (WP AR = 8, CHP AR = 2) processes 16 INT8 elements
concurrently, which corresponds exactly to the 128-bit maximum packet size constraint
of the Direct Memory Access (DMA) interfaces used in the extended NN2FPGA flow.
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Measurement Methodology

The evaluation relies on three primary measurement methodologies:
1. Accuracy Metrics: The impact of the INT8 quantization on the pre-trained

YOLOv10n model was evaluated using standard COCO object detection metrics,
specifically Mean Average Precision at IoU 0.5 (mAP@0.5) and IoU 0.5:0.95 (mAP@0.5:0.95).
The evaluation scripts were executed on an NVIDIA GPU to rapidly validate the
AMD Quark quantized ONNX models before hardware synthesis.

2. Execution Latency: End-to-end hardware execution time was measured empiri-
cally on the Kria KV260 board. Using the Python time module within the PYNQ
host script, the latency was recorded from the exact moment the DMA send chan-
nels were triggered until the DMA receive channel signaled completion.

3. Resource Utilization and Power: The hardware cost of each configuration was
extracted from the Vivado Post-Implementation reports. These reports provide the
exact number of Look-Up Tables (LUTs), Flip-Flops (FFs), Block RAMs (BRAMs),
and Digital Signal Processing (DSP) slices utilized after placement and routing, as
well as the estimated total on-chip power consumption.

5.2 Quantization Results

This section evaluates the impact of post-training quantization (PTQ) on the accuracy of
the pre-trained YOLOv10n model. The baseline FP32 model was quantized to an INT8
representation using the AMD Quark framework. To adapt the weights and activations
efficiently for the FPGA hardware, the calibration process utilized symmetric quantiza-
tion with power-of-two scaling factors [5], combined with Mean Squared Error (MSE)
calibration and AdaRound optimization [6].

The object detection performance was evaluated using standard COCO metrics. Table
5.1 compares the Mean Average Precision (mAP), Precision, and Recall of the original
floating-point model against the final quantized integer model.

Metric FP32 Baseline INT8 Quantized ∆ (INT8 - FP32)
mAP@0.5:0.95 0.3827 0.3382 -0.0445
mAP@0.5 0.5313 0.4777 -0.0536
Precision 0.6467 0.6523 +0.0056
Recall 0.4844 0.4093 -0.0751

Table 5.1: Accuracy comparison between the FP32 baseline and the final INT8 quantized
model.

Analysis of Accuracy Metrics

The data reveals that the strict hardware constraints imposed by the quantization specif-
ically the restriction to symmetric, power-of-two scaling factors cause a measurable but
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acceptable degradation in the model’s overall localization and classification performance.
As is common in aggressive PTQ schemes [6], the primary metric, mAP@0.5:0.95, expe-
riences an absolute drop of 0.0445 (roughly 4.45%), while mAP@0.5 decreases by 0.0536
(5.36%).

Breaking down the underlying Precision and Recall metrics provides deeper insight
into the model’s behavior post-quantization. Interestingly, the bounding box Precision
slightly increases by 0.0056 (+0.56%). This indicates that when the INT8 model makes
a positive detection, it is marginally more likely to be correct than the FP32 baseline,
effectively reducing the rate of false positives. However, this comes at the direct expense of
Recall, which suffers the most significant drop of 0.0751 (-7.51%). The quantized network
becomes slightly more conservative, missing more ground-truth objects (an increase in
false negatives) compared to the full-precision model.

Overall, these results validate the chosen quantization strategy. Despite the aggressive
reduction from 32-bit floating-point to 8-bit integer formats, the model retains a strong
capacity for object detection. The modest loss in recall and overall mAP is a practical
and necessary trade-off to enable the high-throughput, low-power streaming execution on
the FPGA accelerator within the extended NN2FPGA framework [5].

5.3 Functional Verification

Ensuring the functional correctness of the custom matrix multiplication accelerator is a
critical step before analyzing its performance. The verification process was conducted
in two main phases: component level unit testing via C-simulation and system-level
hardware validation on the target FPGA [5].

Unit Tests and C-Simulation

Before synthesizing the hardware, the individual components of the streaming archi-
tecture including the Streaming MatMul, Streaming Transpose, Streaming Converter,
and Bandwidth Adjustment blocks were rigorously tested using High-Level Synthesis C-
simulation, aligning with the verification methodologies used in the extended NN2FPGA
flow [7, 11]. Dedicated C++ testbenches were developed for each module to verify their
specific data routing and computation logic. Additionally, a full system level C-simulation
was executed, feeding quantized INT8 test matrices into the complete dataflow pipeline
and comparing the output against a known-good software reference. These simulations
confirmed that the complex spatial to channel stream repacking and the INT8 multiply
accumulate operations were mathematically equivalent to the baseline software execution.

FPGA Validation and Manual Hardware Checks

Following successful C-simulation, the designs were synthesized and implemented on the
AMD Xilinx Kria KV260 platform. The hardware validation was performed using the
PYNQ environment, which facilitated the transfer of the input test matrices from the host
processor to the custom accelerator via AXI DMA. This interface strategy provides an
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efficient mechanism for evaluating continuous dataflow execution on edge FPGA platforms
[1].

Crucially, the design space exploration [5] yielded eight feasible parallelism combi-
nations (WP AR ∈ {1, 2, 4, 8} and CHP AR ∈ {1, 2}). To comprehensively validate the
architecture, the functional checks for these configurations were conducted manually, one
by one. For each specific configuration, the corresponding Vivado-generated bitstream
(.bit) and hardware handoff file (.hwh) were loaded onto the FPGA fabric. The Python
host script was manually updated with the matching WP AR and CHP AR parameters, and
the DMA transfers were triggered.

Once the hardware execution completed, the resulting output buffer was unpacked and
compared element by element against the expected software reference matrix using the
numpy.array_equal function. Across all eight distinct manual tests, the hardware output
perfectly matched the expected results without a single mismatch. This exhaustive, step-
by-step physical validation confirms the absolute correctness and numerical stability of the
proposed streaming matrix multiplication architecture across its entire explored design
space [5].

5.4 Performance Results

This section evaluates the hardware performance of the custom streaming matrix mul-
tiplication unit deployed on the AMD Xilinx Kria KV260 platform. The design space
exploration involved synthesizing and testing multiple configurations of the accelerator
by varying the width parallelism (WP AR) and channel parallelism (CHP AR) parameters.
The primary metrics used to assess the effectiveness of the architecture are execution la-
tency, throughput scaling, and the utilization of on-chip hardware resources (LUTs, FFs,
BRAMs, and DSPs), alongside total on-chip power consumption.

5.4.1 Latency and Throughput

Execution time (latency) is a critical metric for real-time edge AI deployment. The end-
to-end inference time was measured using the PYNQ framework’s hardware timers for
each synthesized bitstream. Table 5.2 summarizes the execution latencies recorded across
the explored configurations.

The baseline, fully sequential hardware configuration (WP AR = 1, CHP AR = 1),
acts as the reference point, requiring 103.033 ms to complete the matrix multiplication
workload. As the parallelism parameters are increased, the architecture exhibits excel-
lent linear scaling in throughput. For instance, doubling either the width parallelism
(WP AR = 2, CHP AR = 1) or the channel parallelism (WP AR = 1, CHP AR = 2) halves the
execution time to approximately 51.9 ms, effectively doubling the throughput.

This linear scaling trend continues smoothly across the configurations. Combining
width and channel parallelism (WP AR = 2, CHP AR = 2) or expanding the width further
(WP AR = 4, CHP AR = 1) yields an execution time of approximately 26.4 ms, achieving
a 3.9× speedup. Expanding width parallelism even further (WP AR = 8, CHP AR = 1)
results in 13.641 ms (a 7.56× speedup).
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WP AR CHP AR Execution Time (ms) Speedup vs Baseline
1 1 103.033 1.00×
2 1 51.935 1.98×
1 2 51.945 1.98×
2 2 26.420 3.90×
4 1 26.389 3.90×
4 2 13.627 7.56×
8 1 13.641 7.56×
8 2 7.245 14.22×

Table 5.2: Latency and speedup scaling across WP AR and CHP AR parallelism factors on
the Kria KV260.
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The most optimized configuration achieved within the target resource budgets (WP AR =
8, CHP AR = 2) drastically reduces the end-to-end execution latency to just 7.245 ms.
This corresponds to a massive 14.2× speedup over the baseline. This scaling proves
that the deep pipelining, alongside the custom dataflow operators (Streaming Converter,
Transpose, and Bandwidth Adjustment), successfully supplies the Streaming MatMul
core without introducing stalls or bandwidth bottlenecks.

5.4.2 Hardware Resource Utilization and Power

While increasing parallelism yields significant reductions in execution time, it naturally
demands a larger footprint on the FPGA fabric. Table 5.3 details the post-implementation
resource utilization and total on-chip power estimates for the tested configurations.

WP AR CHP AR LUT FF BRAM DSP Power (W)
1 1 6,940 (5.9%) 9,550 (4.1%) 21.5 (14.9%) 2 (0.2%) 2.790
2 1 7,298 (6.2%) 9,864 (4.2%) 25.0 (17.4%) 2 (0.2%) 2.796
2 2 7,689 (6.6%) 10,257 (4.4%) 31.0 (21.5%) 3 (0.2%) 2.805
4 1 7,692 (6.6%) 10,283 (4.4%) 30.0 (20.8%) 5 (0.4%) 2.803
4 2 8,195 (7.0%) 10,851 (4.6%) 42.0 (29.2%) 9 (0.7%) 2.819
8 1 8,998 (7.7%) 11,331 (4.8%) 33.0 (22.9%) 7 (0.6%) 2.816
8 2 11,031 (9.4%) 12,368 (5.3%) 50.0 (34.7%) 13 (1.0%) 2.856

Table 5.3: Resource utilization and power consumption across parallelism configurations
on the Kria KV260.

The resource data highlights several important design trade-offs. The utilization of
Look-Up Tables (LUTs) and Flip-Flops (FFs) scales moderately as the data path widens,
primarily driven by the expanding packet sizes and the associated multiplexing logic in
the Bandwidth Adjustment blocks.

More critically, BRAM and DSP utilization scale directly with the parallelism factors.
BRAMs are predominantly consumed by the line buffers required for stream reshaping and
transposing the data matrices on the fly. In the most aggressive configuration (WP AR =
8, CHP AR = 2), BRAM usage reaches 50 tiles (34.72% of the board’s capacity). DSP slice
utilization increases as more channels and output positions are processed simultaneously.
However, because the design leverages highly efficient 8-bit integer (INT8) arithmetic,
even the highest-performing configuration requires only 13 DSP slices, utilizing a mere
1.04% of the available DSP budget on the Kria KV260.

Finally, despite the 14.2× increase in computational throughput, the total on-chip
power consumption remains remarkably stable and efficient, rising marginally from 2.790
W in the baseline to 2.856 W in the fastest configuration. This validates the proposed
streaming INT8 architecture as a highly energy-efficient solution, ideally suited for em-
bedded edge environments where power and thermal constraints are strict.
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5.5 Comparison with Baselines
To fully contextualize the performance of the proposed streaming matrix multiplication
architecture, the highest-performing configuration (WP AR = 8, CHP AR = 2) is com-
pared against two distinct baselines: a standard software-based execution and a generic,
unoptimized hardware implementation.

Hardware Acceleration vs. Software Baseline

The primary motivation for this work is the prohibitive latency and power consumption of
running attention-related workloads on general-purpose software processors at the edge.
The software evaluation of the quantized model using the AMD Quark framework (exe-
cuted on a standard CPU/GPU environment) yielded an average total inference latency
of over 390 ms per image.

In contrast, the fully unrolled FPGA implementation on the Kria KV260 processes the
core matrix multiplication workload in just 7.245 ms. Furthermore, the FPGA accelerator
operates with a highly constrained on-chip power budget of approximately 2.856 W. This
is an order of magnitude more energy-efficient than typical desktop or embedded GPUs,
which often consume tens of watts, proving the custom accelerator’s superiority for edge
deployment.

Optimized vs. Baseline FPGA Implementation

Within the FPGA domain, the proposed architecture demonstrates massive improve-
ments over a naive, sequential hardware mapping. The baseline hardware configuration
(WP AR = 1, CHP AR = 1) effectively represents a generic dataflow implementation with-
out targeted spatial unrolling. It required 103.033 ms to complete the computation.

By applying the proposed design space exploration and saturating the 128-bit DMA
packet limits (WP AR = 8, CHP AR = 2), the execution time is reduced by a factor of
14.2×. Importantly, this scaling is achieved without a proportional explosion in resource
usage; LUT and BRAM usage scale sub-linearly, and the intelligent use of DSP chaining
keeps arithmetic resource utilization to a mere 1.04% of the KV260’s total budget. This
validates the proposed methodology as a highly efficient way to scale performance within
the strict hardware limits of the NN2FPGA framework [5].
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Chapter 6

Conclusion and Future Work

6.1 Summary of Work

The primary objective of this thesis was to develop an efficient FPGA-based hardware
accelerator for matrix multiplication operations, which represent the major computational
bottleneck in attention-based computer vision workloads. Specifically, this work targeted
the Partial Self-Attention (PSA) modules found in lightweight object detection models
like YOLOv10n. Because standard software-oriented implementations fail to meet the
strict latency and power constraints of embedded edge deployment, a custom hardware
solution was required [1].

To achieve this, the thesis extended the NN2FPGA framework [5] to fully support
matrix multiplication workloads. The methodology began with a pre-trained floating-
point PyTorch model, which was mapped to an ONNX graph and then optimized using
Post-Training Quantization (PTQ). The weights and activations were aggressively com-
pressed to a symmetric INT8 representation with power-of-two scaling factors, enabling
the replacement of costly floating-point arithmetic with efficient integer multiply-and-shift
operations [6].

A deeply pipelined, custom streaming-based architecture was subsequently designed
in High-Level Synthesis (HLS). This subsystem successfully managed complex data rout-
ing without violating memory bandwidth limits by combining a core Streaming MatMul
operator with dedicated Streaming Converter, Streaming Transpose, and Bandwidth Ad-
justment blocks [5].

6.2 Main Findings

The experimental evaluation on the AMD Xilinx Kria KV260 Vision AI Starter Kit
demonstrated the functional correctness and high performance of the proposed architec-
ture. Key outcomes include:

• Robust Quantization Accuracy: The chosen PTQ scheme proved highly ef-
fective for the YOLOv10n architecture. Compressing the model to INT8 formats
resulted in a modest, acceptable drop of only 4.45% in mAP@0.5:0.95 compared to
the FP32 baseline, successfully retaining the network’s strong object detection and
localization capabilities.

• Significant Throughput Scaling: Hardware validation confirmed that deep
pipelining and dataflow streaming prevented bandwidth bottlenecks. The end-to-
end manual testing via the PYNQ framework verified absolute numerical accuracy
across all eight tested design space configurations.
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• Low Latency and High Efficiency: The most optimized design configuration,
leveraging high width and channel parallelism (WP AR = 8, CHP AR = 2), re-
duced the end-to-end execution latency to just 7.245 ms. This provided a 14.2×
speedup over the sequential baseline.

• Minimal Resource Footprint: Even at peak throughput, the architecture uti-
lized only 13 DSP slices (≈1.04% of the board’s available DSPs) and maintained
an on-chip power consumption of a highly efficient 2.85 W, validating the design’s
suitability for edge deployment.

6.3 Limitations
While the framework successfully accelerates attention-based computations, certain lim-
itations remain within the current scope of this work:

• Partial Model Deployment: The current implementation isolates the matrix
multiplication hotspot of the attention block. The full, end-to-end YOLOv10n
model combining the CNN backbone, the attention modules, and the detection
head is not yet integrated into a single, cohesive FPGA bitstream.

• Rigid Precision Scheme: The hardware currently exclusively supports symmet-
ric 8-bit integer formats. While effective, it lacks the flexibility to handle sub-INT8
(e.g., INT4 or binary) or mixed-precision quantization, which could theoretically
further reduce BRAM usage and increase throughput [6].

• High BRAM Utilization: As parallelism increases, the on-chip memory cost
scales rapidly. The highest-performing configuration consumed nearly 35% of the
available BRAM on the Kria KV260, largely due to the line buffers required by the
Streaming Transpose and Bandwidth Adjustment modules. This limits the ability
to scale the unroll factors (WP AR, CHP AR) much higher on this specific embedded
board.

6.4 Future Work
Building upon the foundations established in this thesis, several promising directions for
future research and optimization can be identified:

• Full Model Integration: The immediate next step is to integrate the custom
streaming matrix multiplication unit with the standard NN2FPGA convolutional
pipeline [5]. This would allow the entire YOLOv10n network to execute contin-
uously on the FPGA fabric without requiring intermediate DMA transfers to the
host processor, eliminating overhead and significantly improving end-to-end infer-
ence latency.

• Support for More Operators: To fully support the complex detection heads of
modern YOLO variants, the extended HLS library should be updated to support
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a wider array of non-linear activations, concatenation rules, and advanced pooling
operators directly within the streaming dataflow.

• Better Optimization and Scaling via Lower Precision: Exploring mixed-
precision quantization or extreme low-bit configurations (e.g., INT4 or ternary
weights) presents a strong opportunity to reduce the BRAM footprint [6]. Im-
plementing a hardware architecture that supports sub-INT8 matrix multiplications
would allow the design space exploration to push spatial parallelism (WP AR) even
higher, yielding greater speedups under the same resource budget.
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