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Abstract

In this thesis work we study, through statistical physics methods, a problem coming
from game theory: the dynamics of a set of learning agents with linear quadratic
payoffs, in discrete time. In this model, the agents interact with each other
over a network where couplings can be either positive or negative (correlated or
anticorrelated); and the agents update their actions only based on their most recent
payoff (and at most their last played action). The payoff itself is the only feedback
or knowledge the agents have from the system, and depends as an aggregate on
the action and coupling of each one of the agent’s neighbours. In this model, the
system’s steady states can be understood through the means of an extension of
the concept of Nash equilibrium called self-confirming equilibrium. The resulting
dynamics is quite rich, characterized by trivial and non-trivial single and multiple
fixed points, phase transitions, and oscillatory regimes.

We study this model in the framework of graph ensembles, characterized by
topologies and distribution of couplings, and we present phase diagrams for ensemble
averaged quantities, in order to understand numerically and theoretically the effects
of sparsity, degree heterogeneity and learning rates on the system’s behaviour.

This model has ties to different fields: in mathematical biology, for instance,
the fixed point analysis of the system can be related to that of the Lotka-Volterra
equations; while in game theory, the same equations can be used to model social
networks (both online and offline) where the agents’ actions can be interpreted as
activity levels in the network.
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Chapter 1

Introduction

Within the field of Complex Systems Physics we are often interested in the modeling
of phenomena that are not physical in nature, but rather social, economic, or
biological, and that therefore sit at the intersection of many different disciplines,
both in their object of study and in the methods used to analyze them. In this
context what physicists can contribute with are their particular set of tools, derived
from properly physical problems, which focus on the search for collective phenomena
and properties emerging from systems composed of many interacting units; and
their familiarity with advanced mathematics and ensemble methods.

In this thesis we will focus on the analysis of a particular set of equations on
networks, which are a discrete time variation on the theme of the Lotka-Volterra
equations on a graph; these discrete time equations are specifically chosen to present
the same fixed points of the dynamics as the original continuous time version.

xt+1
i = θ(xti)max

0, α+
Ø
j∈∂i

zi jx
t
j

 (1.1)

Because in general when modeling complex systems we don’t know exactly
the type of graph structure of the interactions between the agents, nor the exact
values of the couplings, it is natural to consider them both as drawn from some
probability distributions, one for the graph structure and one for the values of the
couplings, and to analyze the typical behavior of the system as a function of the
hyperparameters of these distributions. In particular, for the coupling parameters
zi j, the first approximation one can lean towards is to consider them as drawn
from a Gaussian distribution, at most with a level of correlation

⟨zi j⟩ = µ

d

⟨zi jzk l⟩ = σ2

d
δikδjl + γσ2

d
δilδjk, (1.2)
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Introduction

where d is the average degree of the graph, and µ, σ and γ are hyperparameters of
the Gaussian distribution of the couplings. This choice is not only a convenient one,
but it is also motivated by two different deeper reasons: when these interactions
emerge from the compounding effect of many different underlying factors, the
central limit theorem suggests that they may be well approximated by a Gaussian
distribution; at the same time, if not enough data is available to determine the
specifics of the interactions distributions, only the first two moments of it may be
estimated, further motivating the need for a study of the average behavior of such
a system of equations with Gaussian couplings.

Understanding what kind of behavior (convergence to a single fixed point, to
multiple different fixed points, divergence etc.) we can expect from this system
of equations as a function of the hyperparameters of the graph and coupling
distributions is therefore the main goal of this thesis, and we will attempt to
characterize phase diagrams for this model in the (µ, σ, γ) space, in terms of the
properties of the trajectories of the system and of the fixed points of the dynamics,
in their.

This problem can be tackled with a variety of approaches, depending on the field
perspective one takes on it: for example, given the game theoretical inspiration
of this model, one could try to analyze it with the tools of game theory, looking
for Nash equilibria and the like; or, given the fact that after all it is a discrete
time dynamical system, one could try to analyze it as such, looking for fixed points
and their stability, and so on. In this thesis we will try to compile some of these
different approaches, both to show how they complement each other and to gather
what we can learn from all of them, understanding the limits of each.

1.1 Structure of the thesis
The structure of the thesis is as follows: in chapter 2 we will analyze the relevant
game theoretical literature behind this model, in order to set it up, provide an
insight into the reasons that motivated its definition, and outline a few important
definitions and results that this framework provides.

In chapter 3 we will take a look at the model from the point of view of dynamical
system’s theory: we will look at the similarities and differences between this time
discrete version of the Lotka-Volterra equations and the original continuous time
version, and we will introduce the dynamical systems tools that will allow us
to better understand the phase diagram of the model. Furthermore, given the
stochastic nature of this model, we will also cite a few results on the theory of
random matrices that is relevant for the analysis of the stability of the fixed points
of this dynamics.

In chapter 4 we will introduce the Dynamical Mean Field Theory (DMFT)

2



1.1 – Structure of the thesis

approach, which is a powerful analytical method that allows us to find an effective
description of the dynamics of this system much more tractable (both analytically
and numerically) than the original one, which we implemented numerically in order
to analyze the phase diagram of the model.

Lastly, in chapter 5 we will present the numerical results of both the original
dynamics and the DMFT, plot the phase diagram of the model, and discuss the
various phases that we found, comparing the results of the brute force numerical
simulation of the original dynamics with the results of the DMFT numerical
implementation.

3
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Chapter 2

Game theoretical approach

Throughout this chapter we will mostly follow the first few sections of Battigalli
et al. [1], which provide a comprehensive introduction to the context motivating
the definition of this model, and the main game theoretical tools that are relevant
for its analysis.

2.1 Introduction
Consider a set of agents interacting in a social-like network. Each agent can
choose to take an action, which will affect her payoff and the payoffs of the other
agents, connected to her directly through the network. If we assume each agent
has complete information about the payoff functions of all the other agents, and
about the structure of the network, then we could analyze what sort of equilibria
we can expect the system to settle into with the tools of game theory, looking for
Nash equilibria and refinements.

In many scenarios, however, this complete information assumption is not realistic:
agents may be unaware of the exact payoffs of the other agents, and they may be
even unaware of the exact interaction structure entirely. In this case, we need to
look for different notions of equilibria, and to analyze the learning dynamics over
the repetition of the stage game, in order to understand the long term behavior of
the system.

Suppose for instance that the agents are playing a game on an exogenous network,
without knowing any details about the network structure (who their neighbors are
or their directed couplings) nor about the payoffs of the other agents, and that
they are playing with an infinite horizon with the only feedback they receive being
their own, realized payoff at each turn. In this case, the agents are not able to
do any strategic reasoning about the game, in order to maximize their immediate
payoff, but can only try to learn iteratively what is the best course of action for
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Game theoretical approach

them, in hope of converging to a good long term strategy. Possibly, even, their
best course of action could be to not play at all, if they receive feedback leading
them to believe that playing is not worth it, leading them to an inactive state that
they will never leave again, given the lack of any signal that could lead them to
update their beliefs and try to play again.

This chapter proceeds in three steps: we first define the stage game, then
introduce the equilibrium concepts compatible with the information structure of
the repeated game, and finally analyze the learning dynamics that can lead the
system to converge to one of such equilibria.

2.2 Network games
We adopt the linear-quadratic network game as originally introduced by Ballester
et al. [2].

Let us consider a set of agents i ∈ I, with n = |I|, located on the nodes of a
network, and let Z ∈ Z ⊂ RI×I be the weighted adjacency matrix of the network
with entries zij . Z is the set of all possible adjacency matrices, and we will refer to
it as the graph ensemble. We will be interested on sampling Z from Z with some
structure already (namely, a specific type of graph ensemble), but the following
theorems are valid for any compact set of general weighted networks. Let us also
consider the compact sets of actions Ai = [0, āi] ⊆ R+ for each agent i, and let
Li be the aggregator function for agent i, which maps the actions of the other
agents into a real number, and is defined as Li(a−i, Z) = q

j∈I zijaj . Finally, let us
consider the payoff function of each agent i, which is defined as

ui : Ai × A−i × Z → R (2.1)

(ai, a−i, Z) → αiai − 1
2a

2
i + aiLi(a−i, Z). (2.2)

We wrote the utility for each agent as depending on the aggregator function to
stress the fact that no single agent can see the details of the other agents’ actions,
nor the details of the network structure encoded in the adjacency matrix Z. Note,
incidentally, that the payoff for not playing at all, i.e. ui(0, a−i, Z) ≡ 0, is identically
zero: this is a crucial point, as it signifies that any agent choosing not to play will
receive no feedback from the environment, loosing any signal about the state of
the game that could lead her to update her beliefs and play again.

Furthermore, we chose a linear quadratic payoff because it is a first utility
function that allows for non-trivial interactions between agents, while still being
simple enough to be analyzed in closed form: in fact, we can see that the best
response of each agent i, being given by the maximization with respect to one’s
own action of one’s payoff, is given by

αi − ai + Li(a−i, Z) = 0 ⇐⇒ ai = αi + Li(a−i, Z) ≡ ri(xi), (2.3)

6



2.3 – Self-confirming equilibria

which induces a linear best response function.
One important assumption we will make is that each agent i plays with the

only objective of maximizing her instantaneous payoff, turn after turn, without any
consideration for the future.

Now, with the last addition or the definition of the (compact) set of possible
payoffs states for each agent Xi –nothing more than the codomain of each aggrega-
tors’ functions; technically necessary to define the information set for each agent–
we can finally state the mathematical structure of the stage game we are trying to
model, that is

NG = ⟨I,Z,
1
Ai, Xi,Li, ui

2
i∈I

⟩. (2.4)

2.3 Self-confirming equilibria
Now that we have defined the stage game, we can start to look for the equilibria
of the repeated game. The first important point to notice is that, while we can
invoke Brouwer’s fixed point theorem to assure us the existence of at least one
NE for each choice of the adjacency matrix Z (given the fact that the joint best
response map is a continuous self-map on a compact convex set), this notion of
equilibrium is not compatible with our information structure. In fact, in order for
the agents to play according to a Nash equilibrium (and hence also to be able to
support it throughout the repetitions), each agent would be required to know the
payoff functions of all the other agents, to best respond to them, which contradicts
the incomplete information assumption we made from the very start. It is therefore
necessary to look for different notions of equilibria, compatible with this setup. The
one we will be interested in is the notion of self-confirming equilibrium, in order to
define which, we need to introduce an adequate belief system for the agents in the
game.

We define a shallow conjecture for agent i as a probability distribution µi ∈
∆(Xi), which is a belief about the aggregate of the other agents’ actions, opposed to
a deep conjecture, which is a belief µ̂i in∆(A−i × Z) about the specifics of the other
agents’ actions and the network structure. We will be interested in the former, since
we will not be taking into consideration the possibility of agents’ deeper strategic
reasoning, and rather focus on their iterative update of shallow conjectures in the
learning process.

We can now define a self-confirming equilibrium as a profile of actions and beliefs
(here deterministic, without loss of generality given equilibrium)

Definition 1 (Self-confirming equilibrium). A self-confirming equilibrium is a
profile of actions and beliefs (a∗

i , x̂i)i∈I such that, for each agent i

• a∗
i is a best response to the belief x̂i,

7
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• x̂i = Li(a∗
−i, Z), that is the belief is correct on the equilibrium path.

Every Nash equilibrium is a self-confirming equilibrium –trivially, with correct
conjectures– but the converse fails in general, and characterizing precisely how they
can be linked requires us to introduce some additional definitions:

We denote by I0 the set of agents for whom being inactive is justifiable, that
is I0 = {i ∈ I : ∃xi ∈ Xi, ri(xi) = 0}; note that this condition, while useful to
analyze the game from an external point of view, is not something the agents
themselves know a priori: they can at best sample it through the learning process,
and therefore it is not something that they can take into account in their strategic
reasoning.

Also, for each Z ∈ Z, and for each non-empty subset J ⊆ I, we denote with
ANEJ,Z the set of the Nash equilibria of the sub-game when imposing the null action
ai = 0 for each agent i ∈ I \ J , that is

ANEJ,Z = {a∗
J ∈ ×j∈JAj : ∀j ∈ J, a∗

j = rj
1
L
1
a∗
J\{j},0I\J , Z

22
}. (2.5)

We can now state two theorems, both from Battigalli et al. [1], that will be
cardinal in this game theoretical analysis of our model

Theorem 1 (Proposition 1 in Battigalli et al. [1]). In a linear-quadratic network
game with just observable payoffs, for each Z ∈ Z, the set of self-confirming action
profiles is

ASCEZ =
Û

J :I\J⊆I0

ANEJ,Z × {0I\J}. (2.6)

Whereby each self-confirming action profile a∗ for every agent i ∈ I satisfies one of
the following

• a∗
i = 0 ⇐⇒ inf(Xi) ⩽ −αi,

• a∗
i > 0 ⇐⇒

1
αi +q

j∈I zija
∗
j > 0 ∧ a∗

i = min
î
āi, αi +q

j∈I zija
∗
j

ï2
.

In other words, this kind of action profiles clearly exhaust the set of self-
confirming equilibria, since inactive players receive payoff zero regardless of the
actions of the others, and therefore their beliefs are always trivially correct, while
active players will always best respond to their beliefs, which are necessarily correct
at equilibrium.

This result states that the set of self-confirming equilibria is the union of Nash
equilibria of all the sub-games obtained by imposing the null action on some subset
of agents, provided it is for them justifiable. Setting aside for now the possible
multiplicity of Nash equilibria within each sub-game, the multiplicity of SCE is
therefore determined essentially by the multiplicity of justifiable inactive subsets:
each distinct choice of who can be inactive without wanting to deviate generates

8



2.3 – Self-confirming equilibria

a distinct class of equilibria. This will be a central point in our analysis, as the
learning dynamics we will study are precisely the process by which agents form and
update the beliefs that determine whether inaction is justifiable for them or not,
and therefore in how many of these classes of equilibria can our system settle into.

Now that we have characterized how the set of self-confirming equilibria is linked
to the set of Nash equilibria, we need to address the point of multiplicity of the
(sub)game Nash equilibria, which is the other source of multiplicity of fixed points
in our dynamics.

Theorem 2 (Proposition 2 in Battigalli et al. [1]). Consider a linear-quadratic
network game and a subset of players J ⊆ I, such that I \ J ⊆ I0. Suppose that ZJ
satisfies at least one of the following conditions:

• each entry of ZJ is bounded, i.e. |zij| < 1
n

for each i, j ∈ J ,

• each entry of ZJ is negative and ZJ is limited, i.e. zij < 0∀i, j ∈ J and
ρ(ZJ) < 1,

Then we have the following results:

• the auxiliary game with player set J has a unique and positive Nash equilibrium
ANEZJ

=
î
aNEJ

ï
with aNEj > 0 ∀j ∈ J ,

•
1
aNEJ ,0I\J

2
is a self-confirming equilibrium of the original game.

We can see from this that the conditions for uniqueness of the NE are on the
adjacency matrix of the graph induced by the active players. In particular, we can
observe that both conditions either directly require the spectral radius of the matrix
to be less than one, or imply it. If this proposition is satisfied for each arbitrary
subset of inactive players (i.e. for every possible restriction of the original game),
then we can say that the multiplicity of the SCE is essentially determined by the
multiplicity of such restrictions, and their number is bounded by max(|ASCEZ |) ⩽ 2n;
otherwise one has to take into account the different NEs for each sub-game and
this bound may be violated.

We want to stress that the justifiability of inaction is not a static condition
fixed from the start for each agent, but rather something the players sample during
the learning process, because of the specific actions their neighbors take during
the dynamics. This means that even an external observer may not be able to
determine a priori which of the SCE will be selected by the system, since it would
require knowing if and which agents will receive a negative feedback at any point in
time, and acquiring this information would be equivalent to simulating the learning
process itself. This point will be addressed with more detail in the next chapter,
where we analyze the game as a dynamical system, and attempt to estimate a

9
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probability for the justifiability of inaction to occur for any agent, at least under
some specific assumptions on the graph ensemble and the initial conditions of the
dynamics.

2.4 Learning dynamics
Having now defined the set of equilibria of the repeated game, we need to actually
analyze the learning process, in order to understand whether and how the system
can actually converge to one of these SCEs. Given, as we saw, that this notion of
equilibrium is reliant on a belief system for the agents, we need first to define an
update rule for the beliefs, and then to analyze the resulting dynamics.

The following result, found originally in Gilli [3] but used already in Battigalli
et al. [1], is central in this respect, as it provides a sufficient condition for the
convergence of the learning process to a SCE: consider a temporal sequence of
action profiles (at)∞

t=0, if such sequence is consistent with adaptive learning, that is
if

∀ t̄, ∃T : ∀t > t̄+ T, ∀i ∈ I, ati = ri(µ̂i) (2.7)

with µ̂i being a deep conjecture for player i assigning probability one to the action
profile at−i consistent with all the feedback received by her from time t̄ to time
t− 1, and at → a∗, then a∗ is a self-confirming action profile.

For the sake of simplicity, we will restrict the analysis to shallow conjectures
and not deep conjectures, but the idea behind the result does not change: if the
agents play according to a belief system that is consistent with the feedback they
receive, and if the action profile converges, then it must converge to a SCE.

Notice neither the deep nor the shallow conjectures version of the result implies
the path will converge to anything, as that is a separate assumption. This implies
that even if the system is consistent with adaptive learning, it may not converge to
any fixed point at all, and it may very well diverge or oscillate indefinitely.

Nonetheless, the belief update rule we will be interested into is the following:

x̂i,t+1 =
x̂i,t if ai,t = 0

Li(a−i,t, Z) if ai,t > 0
, (2.8)

that is, if agents have just played a null action, they do not update their beliefs,
while if they have played a positive action, they update their beliefs according to
what would have been correct based on the observed payoff state.

Notice that this choice already implements two important properties for our
class of models: the first condition implies that inactive agents stay inactive forever
(consequence of the null payoff for inactivity, which masks any signal from the
environment); the second condition implies instead that if an agent had a correct

10
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belief about the payoff state at the following turn, then she will not update the
belief with a new, different one.

2.5 Conclusions
The results surveyed in this chapter allowed us to properly define the model we are
interested in, which is a linear-quadratic network game with just observable payoffs,
and to understand the main features of its equilibria and learning dynamics.

In particular, we have covered how we can characterize our model’s equilibria in
game-theoretical terms, and what can they look like in terms of the actions of the
agents. What this analysis does not tell us, however, is precisely how the learning
dynamics will unfold in a specific instance of the game, nor even how to estimate
the probability of convergence to one or more of the SCEs, given a specific initial
set of beliefs for the agents. Furthermore, both of the conditions on the adjacency
matrix for the uniqueness of the NE are quite strong, essentially weakening the
analysis in any case where we cannot guarantee either of them.

In the next chapter we will try to address both these points, introducing another
angle we can use to analyze the learning dynamics, which will also allow us to relax
the conditions on the adjacency matrix for our games, and to finally state the main
analysis this thesis focuses on, which is to study these network games as sampled
from a specific graph ensemble.
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Chapter 3

Dynamical systems

In the last chapter we showed that a linear quadratic network game with just
observable payoffs induces a linear best response dynamics. If one assumes the
belief update rule described in the previous chapter, then the learning process of
the agents can be described as an affine dynamical system, and the fixed points of
this system are precisely the self-confirming equilibria of the game.

In order to make this connection more precise, though, we need to introduce
a slight modification to this induced dynamical system, to take into account the
fact that agents’ actions are constructed to be non-negative, and that inactivity is
an absorbing state once it has been reached. With this in mind, we can write the
learning dynamics (mapping action at time t to action at time t+ 1) as

xt+1
i = θ(xti) min{0, αi +

Ø
j /=i

zijx
t
j}, (3.1)

where we changed notation so that the actions xi ≡ ai to be consistent with the
usual dynamical systems’ notation, and we defined θ(x) is the Heaviside step
function defined as θ(x) = 1 if x > 0 and θ(x) = 0 otherwise.

We note that the introduction of the Heaviside step function makes the otherwise
affine dynamical system non-linear in potentially non-trivial ways, both in its
dynamical properties and in the structure of its fixed points. As a matter of fact,
the result from the previous chapter showing the multiplicity of the inactivity
sets as the cause for the multiplicity of the SCEs is exactly the game theoretical
counterpart of what we can expect to find in this analysis as well. Despite this
observation, it is worth stating some known results about the properties of affine
dynamical systems, considering that whatever complexities the non-linearities may
introduce, the dynamical properties of the active subset of agents will still be
determined by the affine part of the system.

13



Dynamical systems

3.1 Convergence of affine dynamical systems
First of all, it is worth pointing out that the time evolution of any dynamical
system is mainly governed by the properties of the Z matrix it is associated with
and the affine term α. In particular, it is well known that the spectral radius of
ρ(Z) is a key parameter in this analysis: in fact, if the spectral radius of Z (which
we recall is the maximum of modulus of the eigenvalues of Z) is less than one, then
the system is a contraction mapping, and in the long time limit it will converge to
a unique fixed point determined by

x∗ = α + Zx∗ (3.2)
= (I − Z)−1α. (3.3)

On the other hand, if ρ(Z) > 1, then the system is an expansion mapping, and the
dynamics will diverge from any fixed point. These two facts can be easily sketched
by looking at the N time evolution of a generic initial condition x0, if we assume
diagonalizable Z (at least in C) for simplicity, and writing already both x0 = q

i civi
and α = q

i divi written as proper linear combinations of the eigenvectors of Z:

xN =
Ø

i
ciλ

N
i vi +

N−1Ø
n=0

Ø
i
diλ

n
i vi (3.4)

=
Ø

i

1
ciλ

N
i + di

1 − λNi
1 − λi

2
vi (3.5)

which can be clearly seen to converge geometrically to the fixed point x∗ = q
i

di

1−λi
vi

if ρ(Z) < 1, and to diverge if ρ(Z) > 1. Furthermore, from this we can also recover
the fixed points from the asymptotic behavior for N → ∞ in the case of ρ(Z) < 1:

x∞ =
Ø

i

di
1 − λi

vi (3.6)

= (I − Z)−1α, (3.7)

if we only notice that in the eigenvector basis for Z, a multiplication by the matrix
(I − Z)−1 implies a multiplication by the scalar 1

1−λi
for each eigenvector vi.

From this same analysis we can understand that the most complexity-rich
dynamics arises when ρ(Z) = 1, with dominant eigenvalues either equal to one or
to a complex root of unity (in case of non-symmetric Z). In this case, the system
presents a non-trivial set of fixed points or periodic orbits, determined by the
projections of both the starting point x0 and the affine term α on the eigenspace
associated with the dominant eigenvalue(s). In particular, assuming non-defective
Z –something we can neglect for the time being, given we will deal with random
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3.1 – Convergence of affine dynamical systems

matrices anyway– and non-degenerate dominant eigenvalues for simplicity, we can
see that, in the λ1 = 1 case

xN =
Ø
i /=1

A
ciλ

N
i + di

1 − λNi
1 − λi

B
vi + (c1 + d1N)v1 (3.8)

≈
N→∞

(c1 + d1N)v1 (3.9)

which diverges linearly in time if the projection of the affine term α on the dominant
eigenvector v1 is non zero, else it converges geometrically to the fixed projection of
the initial condition x0 on the same eigenvector.

On the other hand, if the dominant eigenvalue(s) are a complex root of unity, we
have a slightly more complicated behavior: in this case, complex eigenvalues always
come in conjugate pairs, with conjugate eigenvectors; this means that there are
always at least two dominant eigenvalues, and the resulting dynamics will depend
on both. Specifically, introducing the notations λ1 = eiθ and λ2 = λ∗

1 = e−iθ, v1 = v
and v2 = v∗

1 = v∗, then we can see the following: given the projections of the initial
condition and the affine term on the dominant eigenvectors as

c1 =
1
x0, v

2
= |c|eiξ c2 =

1
x0, v∗

2
= |c|e−iξ

d1 =
1
α, v

2
= |d|eiζ d2 =

1
α, v∗

2
= |d|e−iζ ,

and defining u = v+v∗

2 and w = v−v∗

2i , we can see that

xN =
Ø
i /=1,2

A
ciλ

N
i + di

1 − λNi
1 − λi

B
vi+

+
A
c1λ

N
1 +

N−1Ø
n=0

d1λ
n
1

B
v1 +

A
c2λ

N
2 +

N−1Ø
n=0

d2λ
n
2

B
v2 (3.10)

≈
N→∞

A
ceiNθ + d

N−1Ø
n=0

einθ
B
v +

A
c∗e−iNθ + d∗

N−1Ø
n=0

e−inθ
B
v∗

= 2
A

|c| cos(Nθ + ξ) + |d|
N−1Ø
n=0

cos(nθ + ζ)
B

u+

+ 2
A

|c| sin(Nθ + ξ) + |d|
N−1Ø
n=0

sin(nθ + ζ)
B

w.

There exists a closed for expression for the sums of cosines and sines, but given
we will not be computing explicitly the dynamics in this case, we will not report it
here. The only point worth mentioning is that the sum is itself finite for any θ /= 0
(i.e. λ1 /= 1), as can be intuitively seen from line 3.10: in fact, provided θ /= 0, we
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can perform the sum geometrically, and write it as qN−1
n=0 e

inθ = 1−eiNθ

1−eiθ ⩽ 2
|1−eiθ| ,

which is finite regardless of N .
Incidentally, there are two considerations on θ worth mentioning. The first is

that it may very well be a non-rational root of unity, in which case the oscillating
behavior is quasi periodic and never exactly repeats itself, but it is still bounded.
The second is that, if instead λ1 = −1, then there is a cyclic behavior of period two,
that is a sign alternating behavior of the dynamics on along the λ1’s associated
eigendirection.

Connection with the Lotka-Volterra equations It is worth mentioning
that this dynamical system is a discrete time version of the generalized Lotka-
Volterra system of equations on a graph, preserving the same fixed points. The
Lotka-Volterra continuous time equations in fact are given by

ẋi(t) = xi(t)
1
αi − xi(t) +

Ø
j /=i

zijxj(t)
2
, (3.11)

and we can see that their fixed points follow

ẋi(t) = xi(t)
1
αi − xi(t) +

Ø
j /=i

zijxj(t)
2

= 0 ∀i (3.12)

⇐⇒ xi(t) = 0 or αi +
Ø
j /=i

zijxj(t) = xi(t) ∀i (3.13)

which are precisely the same fixed points of the discrete time version of the dynamics,
when one imposes xt+1

i = xti.
Note this preservation is a static property of the dynamics, after the fixed points

have been reached, and does not imply that the dynamics themselves are equivalent.
In fact, the time discretization of the dynamics implies both that the convergence
dependence on the eigenvalues of the interaction matrix Z changes, and that the
conditions on the derivative of the dynamics at the fixed points for stability change
as well (trivially, they are absent in the discrete time case). We can therefore
expect that the phase diagram of the system will be different in the two cases,
as one can see comparing the results of this work with the known results on the
Lotka-Volterra equations on graphs (see for instance Galla [4] and Bunin [5], [6]
and Ros et al. [7]).

3.2 Random matrices ensemble and phase dia-
gram

The analysis above is valid for any matrix Z encoding the dynamical system,
regardless of its structure. We now turn to the question of understanding how a
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3.2 – Random matrices ensemble and phase diagram

specific choice of network structure (and therefore of associated random matrix
ensemble) may affect the average properties of the dynamics.

Although, as mentioned, we will focus on matrices with correlated Gaussian
entries, the specifics of the network are enough to change the random matrix
ensemble meaningfully, and therefore the properties of the dynamics. For instance,
when dealing with fully connected networks, the associated random matrices are
dense, and their spectral properties are well known; on the other hand, when
dealing with sparse networks, the associated random matrices are sparse, and their
spectral properties are harder to characterize (see also Metz et al. [8], Carpenter
and O’Rourke [9] for recent related results).

For this reason, and because the dynamical mean field theory developed in
the next chapter applies exactly only to fully connected graphs, we will focus
analytically only on the case of dense random matrices, and we will then complement
this analysis with numerical simulations of the dynamics for different ensembles,
including sparse ones, to check the robustness of the results obtained in the dense
case.

As a first step, we need to define exactly the random matrix ensemble we are
going to work with. We start from recalling that the meaning for the entries of
the Z matrix is to encode the directed externalities between agents, where zij is
the externality that agent j exerts on agent i. According to 1.2 which we report
here for clarity, we assume that these externalities can be correlated between each
other, and in particular follow the distribution

⟨zij⟩ = µ

N − 1

⟨zijzkl⟩ = σ2

N − 1δikδjl + γ
σ2

N − 1δilδjk

where we recall that zii = 0 and that γ ∈ [−1,1] is the correlation between i’s
and j’s externalities on each other. The normalization by N − 1 is needed to
ensure a finite spectral radius in the large N limit, and is chosen considering the
number of non zero entries in each row of the matrix. We can then observe that
this distribution is equivalent to having the entries of the matrix Z sampled from a
Gaussian distribution with zero mean, variance σ2/(N − 1) and correlation γ, and
then adding a constant term µ/(N − 1) to each entry. In other words, we can write

Z ≡ µ

N − 1C + σ√
N − 1

W (3.14)

where C is the matrix of all ones (but zero diagonal), and W is a random matrix
with zero mean, unit variance and correlation γ between entries wij and wji (but
zero diagonal). This rewrite is useful because it outlines the fact that the matrix
Z can be seen as a low rank perturbation of a normal correlated random matrix,
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whose spectral properties are well known. In particular, it is proved in Nguyen and
O’Rourke [10] that the empirical spectral distribution for the matrix 1√

N−1W

F (x, y) = 1
N

#{i : Re(λi) ⩽ x, Im(λi) ⩽ y} (3.15)

which is the fraction of eigenvalues with real part less than x and imaginary part
less than y, converges almost surely to the uniform distribution on an ellipse defined
by the equation

E =
I
ω ∈ C : Re(ω)2

(1 + γ)2 + Im(ω)2

(1 − γ)2 < 1
J
, (3.16)

with N → ∞, or more precisely to

F (x, y) −→
N→∞

1
π(1 − γ2)1E(x+ iy). (3.17)

This means that, in the large N limit, the eigenvalues of a randomly drawn matrix
1√
N−1W will be uniformly distributed on the ellipse E , whose axes are determined

by the correlation parameter γ. Technically the γ = ±1 are singular, but we can
expect that the formula still holds in the limit, as a uniform distribution on the
degenerate ellipse (segment) defined by the equation Re(ω) = 0, Im(ω) ∈ [−2, 2]
for γ = −1, and Re(ω) ∈ [−2, 2], Im(ω) = 0 for γ = 1.

From this result we can immediately see that in the large N limit, the spectral
radius for such a matrix is given by ρ(W ) = 1+ |γ|, which is the length of the major
axis of the ellipse; therefore, the spectral radius for the rescaled matrix σ√

N−1W is
given by σ(1 + |γ|).

The next question is how the low rank perturbation given by the term µ
N−11

affects the spectral properties of the whole matrix Z. In order to answer this, we
refer to the results obtained in O’Rourke and Renfrew [11] which show that, in
presence of a low rank matrix perturbation with eigenvalues controllably outside
the bulk of the spectrum of the unperturbed matrix (i.e. outside the ellipse E), for
N sufficiently large

λi

A
σ2

N − 1W + C

B
= λi(C) + γσ2

λi(C) + o(1). (3.18)

Strictly speaking, the result in the paper focuses on matrices with nonzero diagonal,
σ = 1 and scaling by N instead of N − 1, but we extrapolated it to our case based
on scaling (σ2) and limiting arguments (N → ∞).

We refer to the paper for the details, we will only mention that the condition we
are synthesizing as "controllably outside" is there to ensure that the perturbation
eigenvalues are not of the same order of the eigenvalues of the unperturbed matrix,
at least not within some δ margin which can be made arbitrarily small provided
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3.3 – Non-linearities and inactivity

N is large enough. This is important in our case because ultimately we will carry
out simulations for finite N , and given our matrices of concern (mean shift C and
random part W ) we are guaranteed not to satisfy this condition at least in some µ
and σ regimes. Nonetheless, the boundary we will obtain based on this theorem is
still informative of the behavior of the system.

Now, focusing on our specific case, we can see that our matrix C has one nonzero
eigenvalue given by λ1(C) = µ and N−1 zero eigenvalues, so the resulting Z matrix
will have only one outlier eigenvalue (with respect to the bulk of the spectrum
induced by the random part) given by

λ1(Z) = µ+ γσ2

µ
(3.19)

and N − 1 eigenvalues in the bulk. This means that when µ + γσ2

µ
> σ(1 + |γ|),

the spectral radius of Z is given by the outlier eigenvalue λ1(Z), while when
µ+ γσ2

µ
< σ(1 + |γ|), the spectral radius of Z is given by the bulk eigenvalues, and

therefore by σ(1 + |γ|).
This means, based on the analysis of the previous section, that the boundary

between the convergent and divergent regime of the dynamics given by the condition
ρ(Z) = 1 in the (µ, σ) plane can be written as µ+ γσ2

µ
= 1 if µ > σ

σ(1 + |γ|) = 1 else.
(3.20)

We report in figure 3.1 the resulting boundaries for different values of the correlation
parameter γ.

This analysis of the random matrix ensemble is clearly correct only in the
large N limit, and and therefore we can expect finite-size effects to arise in the
simulations, but we will report numerical phase diagrams to check the robustness
of these results.

3.3 Non-linearities and inactivity
We will now try to address the effect of the nonlinear part of our dynamical system.
The effect of the nonlinearities introduced by the max operator and the Heaviside
step function is to lead agents to become inactive when their action would otherwise
be negative, and to make this inactivity an absorbing state. In other words, their
effect is a pruning of the network, leading to a reduced system of active agents,
whose dynamics is still governed by the same affine part, but with a reduced
adjacency matrix obtained effectively by zeroing the rows and columns of the
original matrix Z corresponding to the inactive agents.
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(a) Correlation γ = −1

(b) Correlation γ = 0

(c) Correlation γ = 1

Figure 3.1: Boundary between convergent and divergent regimes for different
correlation values.

While the dynamical system is deterministic, it is non-trivial to predict if and
which agents will eventually reach a negative action throughout the dynamics,
based on the initial starting vector a0 without simulating the system, and much
less can be said before sampling the adjacency matrix Z and the starting vector a0

completely.
This being said, there is one regime where we can make an ensemble prediction
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3.3 – Non-linearities and inactivity

of the fraction of agents that will trigger the non-linearities, and that is the first
time step of the dynamics. In fact, assuming a flat distribution for the starting
activity of each agent x0

i ∼ U [0, x̄], and Gaussian entries zij ∼ N (µ
d
, σ

2

d
) for the

adjacency matrix Z (uncorrelated for simplicity, with d degree for node i), we can
try to estimate the probability that a generic agent i’s action becomes negative at
the first time step, given by

P (x1
i < 0 |µ, σ) = P

A
αi +

Ø
j /=i

zijx
0
j < 0

B
(3.21)

=
K

(αi +
Ø
j /=i

zijx
0
j < 0)

L
X0,Z

. (3.22)

(3.23)

In order to compute this probability, we will change representation and write
this in Fourier space, computing the characteristic function for this distribution,
and then inverting it through the Gil-Pelaez inversion formula. We will refer to the
appendix A for the details, but we will mention that the final result is obtained
by exploiting linearity of the function inside the probability when written in the
higher dimensional space of the a and z vectors, i.e. writing

x ∼ U [0, x̄]d (3.24)

z ∼ N
A
µ

d
1,
σ2

d
I

B
, (3.25)

leading to

FX1
i
(y) = 1

2 − 1
2

Ú
V

dx0

V
erf
 µ

d
1 · x0 + α− yñ

2 σ2

d
∥x0∥

 , (3.26)

where y is the threshold we are interested in (in our case, y = 0), and erf(·)
is the error function, and Fx1

i
(y) is the cumulative distribution function for the

distribution of x1
i .

Note that this formula is valid for any network structure, as long as the couplings
are Gaussian distributed, and the only difference is the d degree parameter, which
mediates the integral on the initial conditions distribution too. In the case of
a fully connected network, we can take d = N − 1, and the integral can be
computed numerically, leading to a phase diagram in the (µ, σ) plane representing
the probability that a generic agent becomes inactive at the first time step. As
the phase diagram itself is not very informative, we will rather highlight in 3.3 the
region of the ( mu, σ) plane where any agent becomes inactive with probability
one, which implies that all of them become inactive at the first time step, and
therefore the whole system falls into the absorbing state of inactivity immediately.

21



Dynamical systems

We will see in 5 this condition is actually not a good predictor for the region of
the parameter space where the system falls into inactivity (which will actually be
larger), but nonetheless it is a sufficient condition for this to happen, and therefore
it is still informative of the effects of the nonlinearities on the dynamics: from this
we can see that exists a region where these can lead to a deterministic single fixed
point of inactivity for the whole system.

Figure 3.2: ā = 2 case on the left and ā = 10000 case on the right.

Figure 3.3: Boundary in the (µ, σ) plane where any agent becomes inactive at
the first time step with probability one.

Another observation we can make from this computation is that changing the
initial conditions distribution can change the placement of the boundary, as shown
in figure 3.3, where we plotted the region for Fx1

i
= 1 obtained when sampling

the initial conditions U([0, x̄]) with x̄ = 2 and x̄ = 10000. This shows that there
are regimes for this model where the choice of the initial conditions distribution
has a meaningful effect on the phase diagram of the system, beyond the couplings
distribution.

3.4 Conclusion
What we have gathered throughout this chapter is that a system following the
linear part of the 1.1, when one randomly extracts its adjacency matrix from the
ensemble representing fully connected, directed networks with correlated couplings
can be expected to converge to a single attractive fixed point if the parameters of
the Gaussian distribution fall within the region defined by the boundary in 3.20,
and to diverge otherwise; with at most some periodic or slowly divergent behavior
on the boundary itself. As for the effects of the non-linearities, they can expand
the absorbing state of inactivity, and let the system fall into multiple equilibria
characterized by different subsets of active agents, instead of the single attractive
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fixed point of the linear system. Furthermore, we can see that the role of the
non-linearities in the dynamics can be described analytically in the first time step
horizon, leading to a phase transition in the (µ, σ) characterizable in terms of the
fraction of agents that surely become inactive at the first time step, as a function of
the initial conditions distribution and the parameters of the Gaussian distribution.

As a last remark, it is worth observing that –as fig. 3.3 shows– the region of
the parameter space where all agents are inactive after the first time step is a
subset of the divergent region of the affine system: it is therefore possible that the
nonlinearities, through the pruning of the network (and subsequent effective zeroing
of rows and columns of its adjacency matrix), lead to converging dynamics even
in regions where the unpruned system would diverge. In order to formalize this,
we would need to look at the average properties of the reduced matrix obtained
removing rows and columns, based on the ensemble of the original matrix, but we
leave this analysis as an open question for future research. Nonetheless, we will
show through numerical simulations that this effect is indeed present in chapter 5.
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Chapter 4

Dynamical Mean Field
Theory

In this chapter we will introduce the dynamic mean field theory (DMFT) approach
to the analysis of our discrete time dynamical system. This is a powerful technique
that allows us to derive effective equations for macroscopic observables of the system
–such as the average activity or the correlation matrix– in the limit of large system
size. This approach is particularly useful because it allows us to derive an analytical
description for our ensemble of random systems in the thermodynamic limit to use
as a benchmark for our numerical simulations, which are intrinsically limited to
finite-size systems, in order to understand what features of the reconstructed phase
diagrams are generalizable to the thermodynamic limit and which are instead finite
size effects.

4.1 Self-consistent equations
In order to derive the DMF process equations for our systems, we will start by
recalling once again the definition of our ensemble of random dynamical systems,
defined by their update rule and their couplings’ distribution:

xt+1
i = θ(xti) max

î
0, α+

Ø
j /=i

zijx
t
j + hti

ï
⟨zij⟩ = ⟨zji⟩ = µ

d

⟨zijzkl⟩ = σ2

d
(δikδjl + γδilδjk);
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Dynamical Mean Field Theory

here we have also added a time dependent external field hti to the update rule, to
be eventually set to zero, that is going to be useful in the rest of the chapter, and
fixed the linear term α to be the same for all agents, since that is the case we will
specifically focus on.

Starting from these equations, which hold for every time t and for every agent i,
the idea is to compute the generating functional for the trajectories of this ensemble
of dynamical systems, by enforcing the update rule at each time step with a delta
function, and then deriving from it the equations of motion for an effective single
species process with the same statistical properties of the original system, but much
more tractable.

In particular, the generating functional can be written as

Z(ψ̄) =
KÚ Ù

i,t

C
dxti√
2π
δ
3
xt+1
i − θ(xti) max{0, α+

Ø
j∈∂i

zijx
t
j + hti}

4
exp(iψtixti)

DL
Z,X

0

,

(4.1)
where Z is the distribution of the couplings, and X0 is the distribution of the initial
conditions.

We will refer to the appendix B for the details of the derivation and report here
only the resulting one body effective process equation, valid in the fully connected
limit, which is

xt+1 = θ(xt) max
I

0, α+ µmt + σ2ηt + γσ2Ø
s<t

Rtsx
s + ht

J
, (4.2)

having defined the process macroscopic observables as

mt = ⟨xt⟩∗, (4.3)
Ctt′ = ⟨xtxt′⟩∗, (4.4)

Rtt′ = ∂⟨xt⟩∗

∂ht′

-----
ht′ =0

. (4.5)

which are, respectively, the average activity at time t, the correlation matrix
between the activities at different times, and the response matrix of the system to
external perturbations. The process η = (ηt)t is a Gaussian noise with zero mean
and covariance given by the correlation matrix C = (Ctt′)t,t′ , i.e. η = N (0, C).
This can be interpreted as an effective noise, encoding the effect of the randomness
of the graph, initial conditions and distribution of the original system xi over the
representative agent.

These equations are self-consistent, and only equivalent to our original system in
the thermodynamic limit, which is what we represented with the subscript ∗ in the
averages. With these equations we have a description for the dynamics of an effective
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process, constituted by a single representative agent, whose ensemble of generated
trajectories has the same statistics of the original system’s one. This means that
the average of any function, when taken over the trajectories of the effective process,
will be equal to the average of the same function over the trajectories of the original
system, in the thermodynamic limit, or more formally

lim
N→∞

K
1
N

NØ
i=1

f(xi, x̂i)
L
Z,X

0
= lim

N→∞

1
N

NØ
i=1

K
f(x, x̂)

L
i

-----
SP, ψi=0

, (4.6)

which states that the average over the noise realizations Z and the initial conditions
X

0 of any function depending on agent i position and its conjugate variable x̂i in
the original system, is equal to the average over the effective process single-agent
trajectories of the same function, at the saddle point of the generating functional,
and with the source term ψi set to zero (we refer to Galla [12] for proof).

Clearly, this whole approach is viable if we are able to integrate this self-
consistent, effective process, which is not trivial, since its macroscopic observables
are defined in terms of the process itself, leading to the need for a closure of the
equations. We will discuss this in the next section, but first we would like to point
out some properties of these macroscopic observables.

Firstly, looking at Ctt′ , notice that its definition implies a dependence on the
average activity mt. In fact, recalling that by definition mt = ⟨xt⟩∗, we can write

x = m+ δx,

where δx is the fluctuation of the effective process around its mean, and therefore
satisfies ⟨δx⟩∗ = 0. This means that, at the fixed point, we can write the correlation
matrix as

C = ⟨xxT ⟩ = mmT + ⟨δxδxT ⟩∗, (4.7)

where we can recognize the first term as being the contribution to the correlation
matrix due to the average activity, and the second term as the connected component
of the correlation matrix. Notice both of these terms encode the correlation of
the noise η (which has now become time independent, effectively a static random
variable), but while the first part encodes the feedback our agent receives from the
average activity of the system, the second part encodes the fluctuations around
that of the specifically realized x. Looking at it from another perspective, if every
generated trajectory ended up exactly at the same x ≡ m, the first component
would always be present, while the second would not: therefore, as a measure of
the distribution of possible x stationary states, we need to consider the connected
component of the correlation matrix only, given by Cconn

tt′ = Ctt′ −mtmt′ . This will
be explicitly used in the next chapter, when we will compare the DMFT results to
the simulated ones.
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Secondly, we can look at the response matrix Rtt′ , and write explicitly its
definition in terms of the effective process, differentiating (4.5)

Rtt′ =
0 t < t′ ∨ xt = 0 ∨ xt+1 = 0
γσ2q

s<t−1 Rt−1,sRs,t′ + δt−1,t′ else;
(4.8)

notice that this is a component-wise definition: the first line implies at the same
time that the response matrix is lower triangular (always), and that it can be
zeroed also below the diagonal, if the effective process is in a state of extinction.
Because of this triangular structure, we can see that the truncated sum can be
rewritten as a sum over all s, therefore leading to the matrix power

Rtt′ = γσ2(R2)t−1,t′ + δt−1,t′ . (4.9)

Notice this matrix equation naturally preserves the lower triangular structure of
the response matrix, absorbing the causal constraint and allowing us to write

Rt,t′ =
0 xt = 0 ∨ xt+1 = 0
γσ2(R2)t−1,t′ + δt−1,t′ else.

(4.10)

Lastly, focusing on the active regime case, we can observe that, since this self-
consistent recursion for the response matrix does not depend on anything but itself,
it can be solved independently of the rest of the process. In particular, given it is a
quadratic equation with a non-homogenous term, it is worth investigating what is
the behavior of its solutions induced by the affine contribution. If we take again
equation (4.9)

Rt,t′ = γσ2(R2)t−1,t′ + δt−1,t′

= δt−1,s
1
γσ2(R2)s,t′ + δs,t′

2

which presents a fixed point at

R∗ = x
1
I + u (R∗)2

2
, (4.11)

with x = δt−1,t′

u = γσ2.

Given in fact that x commutes itself, under the assumption it will commute with
R∗, as well (since the convolution of shift operators is again a shift operator), we
can solve this quadratic equation for R∗, obtaining

ux (R∗)2 −R∗ + x = 0 =⇒ R∗ = 1 ±
√

1 − 4ux2

2ux , (4.12)
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where we need to take the − branch in order to allow for simplification of the
denominator, avoiding the need to invert x. Expanding the square root in a Taylor
series, we can see that

R∗ = − 1
2ux

∞Ø
n=1

A
1/2
n

B
(−4ux2)n,

= 1
2ux

∞Ø
n=1

A
2n
n

B
1

2n− 1u
nx2n

=
∞Ø
n=0

A
2n+ 2
n+ 1

B
1

2(2n+ 1)u
nx2n+1

=
∞Ø
n=0

1
n+ 1

A
2n
n

B
unx2n+1

=
∞Ø
n=0

Cnu
nx2n+1,

where at the first step we used a standard identity for the binomial coefficients
with half integer upper argument, simplifying the minus signs, and at the last we
defined the coefficients as Cn because the expression is a well known one for the
Catalan numbers. Noticing (δa−1,b)2n+1 = δa−2n−1,b, this series expansion means
that this fixed point solution can be written as a lower triangular Toeplitz matrix
supported on odd sub-diagonals, with coefficients Cnun:

R∗ =



0 0 0 0 0 0 0 0 · · · 0
1 0 0 0 0 0 0 0 · · · 0
0 1 0 0 0 0 0 0 · · · 0
u 0 1 0 0 0 0 0 · · · 0
0 u 0 1 0 0 0 0 · · · 0

2u2 0 u 0 1 0 0 0 · · · 0
0 2u2 0 u 0 1 0 0 · · · 0

5u3 0 2u2 0 u 0 1 0 · · · 0
... ... ... ... ... ... ... ... . . . ...



4.2 Self-consistent closure of the effective process
In order to close the effective process, we need an integration scheme (numerical,
at least) that allows us to compute the macroscopic observables mt, Ctt′ and
Rtt′ . Since this process is defined in self-consistent terms, it is natural to think
of an iterative scheme, where we start from an initial guess for the macroscopic
observables, and then we use the effective process to generate trajectories, from
which we can compute new estimates for the macroscopic observables, and then
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repeating this procedure until convergence. This is exactly what Roy et al. did in
[13], and that we implemented for this model as well, following the same procedure
and readapting their code to our specific model. In particular, the algorithm can
be summarized in the following steps:

• define the instance of the problem, such as the time horizon T , the mean µ,
variance σ2 and correlation γ for the couplings’ distribution, plus the linear
term α and the initial conditions distribution parameter x̄;

• initialize a first guess for the macroscopic observables mt, Ctt′ and Rtt′ for all
t, t′ ∈ {0, . . . , T}:

mt = 0 ∀t,
Ctt′ = δtt′ ∀t, t′,
Rtt′ = δt−1,t′ ∀t, t′.

• Generate many trajectories of the effective process, according to equation (4.2),
starting from sampling the Gaussian noise ηt through a Cholesky decomposition
of the correlation matrix Ctt′ and the initial conditions from the uniform
distribution U(0, x̄), separately for each trajectory;

• compute the new estimates for mt, Ctt′ and Rtt′ from each trajectory, then
average them over all the trajectories and softly update the guesses with a
learning rate λ, through the formulae

mt = 1
Ntraj

NtrajØ
k=1

xtk, (4.13)

Ctt′ = 1
Ntraj

NtrajØ
k=1

xtkx
t′

k , (4.14)

Rtt′ = 1
Ntraj

NtrajØ
k=1

γσ2 Ø
s<t−1

Rt−1,sRs,t′ + δt−1,t, (4.15)

where Ntraj is the number of generated trajectories, and we wrote back the
response matrix as the truncated sum again because it is less computationally
expensive;

• repeat the previous two steps until convergence, or until we reach a maximum
number of iterations.

First of all, let us address the choice of initial conditions for the macroscopic
observables. The initial guess for the average activity mt is set to zero, since it is the
only neutral choice that does not influence the dynamics exogenously, leaving the
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system to find its own average activity level over time, evolving from the sampled
x0. The initial guess for the correlation matrix Ctt′ is set to the identity, since in
absence of information it is natural to assume that each time step is uncorrelated
with the others, with unit variance. Lastly, the initial guess for the response matrix
Rtt′ is set to δt−1,t′ , since it implies that the system is only influenced by the
previous time step, and a perturbation at time t′ does not influence the system at
time t ⩽ t′.

Secondly, the choice of a soft update for the macroscopic observables is motivated
by the fact that, in a self-consistent scheme, we want to avoid that the estimates
for the macroscopic observables change too abruptly, since that could lead to
instabilities in the convergence of the algorithm. The chosen learning rate was
λ = 0.3, meaning actually that the new estimates were determined more by their
previous values than by the new ones.

Lastly, the number of trajectories generated was chosen to be a varying number,
smaller at the first iterations and larger at the last ones, in order to allow for
faster exploratory iterations at the beginning, and more precise estimates at the
end. In particular, we chose an exponential growth in the number of trajectories,
starting from Ntraj = 10 at the first steps, and reaching Ntraj = 105 at the last ones.
Effectively, this means that the total number of generated trajectories was in the
order of 106.

Moving to the results, we found that this algorithm never converged to precise
values for mt, Ctt′ and Rtt′ within the chosen numerical precision (10−8), but rather
it converged up to a certain point (varying, roughly 10−6) and then it started
to fluctuate around it, without settling. It is unclear whether this was due to
insufficient number of iterations, or to some intrinsic instability in the algorithm,
maybe due to the discreteness of the process, which is not present in Roy et al. [13]
where the process is continuous. We also found that the convergence was faster
for some parameter choices than for others, namely it was faster in regions of the
(µ, σ, γ) parameter space where a single attractor is expected, and slower in regions
where there are multiple attractors.

Nonetheless, the results were precise enough to be worth comparing with the
numerical simulations of finite size systems, as we will see in the next chapter.
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Chapter 5

Numerical Results

We report now the results of direct numerical simulations of the dynamics of our
model, with comparisons to the DMFT predictions and to the analytical results of
chapter 3.

5.1 Methods
The simulation algorithm is conceptually very simple: we generate an instance of
the graph type of interest, then we assign couplings to the edges according to the
desired distribution –the correlated Gaussian distribution defined in (1.2)– with

⟨zi j⟩ = µ

d

⟨zi jzk l⟩ = σ2

d
δikδjl + γσ2

d
δilδjk,

and d the average degree of the graph.
We then use the adjacency matrix of this graph instance to simulate the time

trajectories of the dynamical system defined by the equations of motion (see
chapter 3), for several different starting vectors x0 sampled from the initial condition
distribution x0

i ∼ U([0, x̄]), in order to understand what different dynamical
behaviors we can expect from such a realization of the graph. In particular, we
simulate time trajectories until either the state of the system diverges, converges to
either a fixed point or settles into a periodic orbit, or we reach a fixed maximum
number of time steps (in case none of the above conditions is met).

We then use the endpoints of these trajectories to classify the graph instance
according to the following criterion:

• if any of the initial conditions leads to a diverging trajectory, we mark the
instance as diverging;
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• if all the initial conditions lead to a fixed point of the dynamics, we compare
the fixed points node by node:

– if the all the nodes present the same activity value across all the fixed
points, we mark the instance as converging to a fixed point;

– if at least one node presents different activity values across the fixed
points, we mark the instance as having multiple fixed points;

• if at least one of the initial conditions leads to a periodic orbit, we mark the
instance as periodic (note here we do not distinguish between whether the
orbit is unique across all the initial conditions, or there are multiple different
ones);

• if the maximum number of time steps is reached without any of the above
conditions being met, we mark the instance as non converging.

This analysis is repeated for many different graph instances, to gather a good
overview of the variability in behavior across the ensemble of graphs defined by
a choice of graph type and couplings distribution, and the results are aggregated.
The figures that follow then represent these aggregated results, where the color
of each point in the (µ, σ) plane represents the fraction of graph instances that
present a specific behavior, according to the above classification.

5.2 Fully connected graphs
Here we present the results obtained for fully connected graphs. In order to obtain
a close enough representation of how a thermodynamical limit of the system would
behave, we chose N = 500 node graphs, unless specified otherwise.

These first figure is the numerical phase diagram for this ensemble: on the x and
y axis are the mean µ of the couplings distribution and the standard deviation σ,
before the normalization by the average degree of the graph (in this case, N − 1),
while on different graphs we show the results for different values of the correlation
γ; at each point, the color represents the aggregate behavior of the system across
the graph realizations according to

• pure red — all realizations led to divergence;

• pure blue — all realizations led to a single fixed point;

• pure green — all realizations led to limit cycles;

• white — all realizations led to multiple fixed points;

• black — at least one realization did not converge.
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It is worth clarifying that black points are actually a way to represent the cases
where some instances escaped the numerical limitations of the algorithm. The fact
that a given simulation did not converge, within the maximum number of time steps
and a prescribed numerical threshold, to any identifiable stationary behavior may
be due to extremely slow convergence, slow divergence, a long-period limit cycle, or
quasi-periodic dynamics. This can be well exemplified by the (µ, σ) = (1, 0) black
spot, where the true underlying behavior can be understood simply looking at the
dynamics:

xt+1
i = max

1
0, 1 +

Ø
j /=i

Jijzijx
t
j

2
= max

1
0, 1 + µ

N − 1
Ø
j /=i

xtj
2

= 1 + ⟨xt⟩ = O(t);

this is a clear case of linear divergence, which simply did not reach the divergence
threshold within any given maximum number of time steps.

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0

(a) Correlation γ = −1

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0

(b) Correlation γ = 1

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0
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Figure 5.1: Phase diagram for N = 500 FC ensemble, for x̄ = 10.

This first phase diagram exhibits four main regions separated by clear boundaries.
The divergence region (red) occupies the large-µ sector for all γ, and the large-σ
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sector for all γ /= −1. This is consistent with the fact that divergence is driven
by a strong positive feedback between nodes, which can arise either from a large
mean interaction µ, or from a large value of σ which increases the probability of
strong reciprocal couplings occurring by chance; the latter mechanism is present
for all correlation regimes except the fully anti-correlated γ = −1, where the
dynamics is essentially predator-prey: every large positive coupling in one direction
is there paired to an equally large negative coupling in the opposite one, preventing
the formation of large positive feedback loops in the system. The second, most
predominant region is the white one, where different initial conditions on the same
graph realization lead to different time independent stationary states (multiple
fixed points). The green limit cycle region lies in between the red and the white
one, and is absent in the γ = 0 case. It is worth noting that the only occurrences
of black points (non converged simulations) happen in limit cycle regions or at
the divergence boundary, consistently with the above explanation. Lastly, along
the σ = 0 axis, there are two regions that appear in blue: one for sufficiently
negative mean of the couplings µ, and one for positive mean µ. In both cases, the
regions are stable only up to a critical σ(µ), after which the system transitions
sharply into a multiple fixed point regime (white) which fills most of the space.
Despite these similarities, these regions exhibit a significant qualitative difference:
while the rightmost one exhibits nonzero fixed points for the activity of the nodes,
the negative µ one is characterized by a zero activity for most of them. This is
illustrated in figure 5.2, where we plot the number of nonzero nodes at fixed point
normalized by the number of nodes, cumulated over all the graph realizations.

Figure 5.2: Fraction of nonzero nodes at fixed point, cumulated over all the graph
realizations.

These two regions touch precisely in one point, at coordinates (µ, σ) = (−1
5 , 0),

where essentially the system presents a threshold, strongly dependent on the initial
conditions, where the dynamics either converges to the trivial zero fixed point or
to a nonzero one with a 50% chance. This can be explained, again, looking at the
dynamical equations, but this time it is sufficient to look at the first time step,
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where
x1
i = max

1
0, 1 + µ⟨x0

−i⟩
2
,

which yields exactly a threshold condition on µ determining the attraction basin in
which any specific sampled initial condition will fall, as

1 + µ⟨x0⟩ < 0 ⇒ µ < − 1
⟨x0⟩

.

5.2.1 Orbit periods statistics
We can then look at the average periods of the limit cycles across the graph
realizations, as shown in figure 5.3. Here we represent the average in shades of blue,
and we color in red the (µ, σ) coordinates where at least one of the simulations
shows divergence, as a reference to the previous phase diagram.

(a) Correlation γ = −1 (b) Correlation γ = 1

(c) Correlation γ = 0

Figure 5.3: Average length of limit cycles across graph realizations, fully connected
regime with N = 300 nodes, x̄ = 10.

This average is filtered from the non converging simulations, meaning it is shown
also for the coordinates which would have been black points in the previous figure,
representing the average period of the limit cycles for the simulations that did
converge there. It can be clearly seen that for the γ = −1 case the average periods
are higher than two, and that the rest of the phase space is filled with period one
orbits, i.e. fixed points, consistently with the previous phase diagram. For the
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γ = 0, as expected, we cannot see any limit cycle region, and the average period is
one across the whole phase space. Lastly, for the γ = 1 case, we can see a small
region with average period τ > 1 right at the boundary of the divergence region,
but it is smaller than the one observed in the previous complete phase diagram,
both because we chose an extremal boundary for for divergence (worst case vs
average) and because these simulations were conducted on a coarser grid.

5.2.2 Average activity and variance in equilibria
We can now take a look at another kind of diagram entirely in fig. 5.4, where we
plot the average activity of the nodes at the end of the trajectories (whatever the
ending criterion was) as a function of σ for different values of µ, in the different
correlation cases. The error bars do not represent the variance for the mean activity,
but are rather the mean (5.1) across the graph realizations of the mean over the
nodes of the variance across the different initial conditions for the node activity
(5.2). This is a way to represent how much did the different initial conditions
affect the final activity of the nodes, agent by agent, with respect to the actual
plotted mean activity —intuitively, if the error bars are large compared to the
mean activity, it means that the variability across initial conditions is of the order
of the mean activity itself; if the fixed point instead is unique across all the initial
conditions, the error bars will be very small.

m =
= 1
N

Ø
i
⟨x(t)

i ⟩x(0)

>
G(µ,σ,γ)

(5.1)

q =
= 1
N

Ø
i

3
⟨(x(t)

i )2⟩x(0) − ⟨x(t)
i ⟩2

x(0)

4>
G(µ,σ,γ)

(5.2)

The specific values of µ were chosen to be representative of the different regions
in the phase diagram, and in particular to show how the transitions from the
single fixed point to the multiple fixed point/limit cycle/divergent regions happen.
It is worth pointing out that the choice of representation for the divergence was
necessary in order to keep the plot readable, with meaningful values on the vertical
axis: in fact, as one can see, the transition to divergence is quite sharp, essentially
dwarfing the values of mean activity for the non diverging points in nearly all the
phase space.

In particular, we can clearly recognize the single-fixed-point regions for small
σ in all the diagrams, with the expected mean activity values: for negative µ the
mean activity is zero for all γ, while for positive µ it is clearly nonzero.

Furthermore, we do not see any exotic behavior for the σ ∈ (1
2 , 1) for the γ = −1

anti-correlated case (which should be related to periodic orbits) other than a mild

38



5.2 – Fully connected graphs

Figure 5.4: Average node activity at the end of the trajectories, with ensemble
variance on the node activity across initial conditions as error bars, for N = 500, x̄ =
10.
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increase in the mean variance for the node activity, which is though significantly
smaller than what we have in all other cases of multiple fixed points (basically
everywhere else we can see nonzero error bars in these graphs). While it is true
that the error bars seem to shrink back to zero for high σ in the γ = −1 case, one
must also notice that the mean activity itself is also close to zero, rendering the
error bars of the order of the mean itself: the node activity variability across initial
conditions is then as large as the mean activity itself, which is not inconsistent
with the previous multiple fixed point classification of this region.

Lastly, we can notice in both the (µ, γ) ∈
î
(1

2 , 0), (−3
2 , 1)

ï
cases we observe

some mixing between divergence and convergence (albeit in the multiple fixed point
regime) for the system as σ increases, at their boundary. This consistent with
the fact that, given the extreme values involved in an unbounded growth (both
effectively infinite), even a one time detection dominates the statistics; it is then
possible that its probability becomes non-negligible as a more-or-less tail event,
but at the same time the system can still present a non-negligible probability of
converging to a finite stationary state as well, leading to what we can observe.

5.2.3 Comparison with DMFT
We will now expand on this sort of diagrams, with an additional curve representing
the DMFT integration of the dynamics. We also added another simulated curve,
for a larger number of nodes N = 5000, to try to bridge the gap between the finite
size simulations and the thermodynamical limit of the DMFT, and see if there is a
coherent behavior in finite size scaling. We report the results in figure 5.5.

Recall that, as in fig. 5.4, the error bars represent the variance like quantity (5.2)
across the different initial conditions, and not a proper error on the mean activity.
For the DMFT curve, the bars represent the connected component of the correlation
matrix at the last time step (q = CT,T −m2

T ), which is a variance like quantity, for
coherence with the finite size simulations. Despite this coherence in portrayal, the
size of DMFT error bars should not be directly compared to that of the finite size
simulations, as they represent different quantities: as previously stated in (5.2), the
latter represent the variability across initial conditions of the realized stationary
state, while the formers cannot really isolate this component from the variability of
the final state node activities across nodes in a single realization (graph and initial
conditions), and necessarily factor in both.

Also, notice that we offset the three curves on the horizontal axis by a small
amount, to make them more readable and to avoid overlapping: the N = 5000
curve is at the correct σ value, while the N = 500 and DMFT curves are shifted
respectively to the left and to the right. This means that any slight discrepancy
between the growth rates of the curves can often be explained by this offset, and
should not be interpreted as a real difference in behavior of the systems (for
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instance, in the (µ, γ) = (3
2 ,−1) case, the simulated curves are actually in near

perfect agreement).

Correlation γ = −1

Correlation γ = 0

Correlation γ = 1

Figure 5.5: Average activity at the end of the trajectories, with ensemble variance
error bars, for N = 500 and N = 5000, compared to the DMFT predictions; x̄ = 10.
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In most of these diagrams we can observe a good agreement between the DMFT
and the finite size simulations, but never a perfect one. It is interesting to notice
though that this systematic shift of the DMFT predictions is not always in the same
direction: while in µ = 1

2 , γ ∈ {0, 1} and (µ, γ) = (−1, 0) the DMFT curve hints
at a slower growth of the mean activity with respect to the finite size simulations,
and is supported in this by the larger N = 5000 simulations (more noticeable in
(µ, γ) = (1

2 , 0)) bridging the gap, in (µ, γ) = (−3
2 , 1) the DMFT curve instead grows

faster than the simulations, exceeding the chosen threshold at nearly half of their σ
value, with the N = 5000 simulations actually being further away from the DMFT
than the N = 500 ones. In both the γ = −1 cases, instead, the DMFT curve
follows the same shape of the simulations, but shifted upwards, while both of the
simulated sizes are in near perfect agreement with each other.

5.2.4 Extreme initial conditions
As mentioned in chapter 3, there are analytical reasons to expect a dependence
of the phase diagram on the chosen starting distribution of activity, therefore we
ran additional simulations, varying the support for the uniform distribution of the
xi ∼ U(0, x̄), to study this effect. The following figure 5.6 shows the phase diagram
obtained when x̄ = 10000, providing a larger support than the previous case.

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0

(a) Correlation γ = −1

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0

(b) Correlation γ = 1

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0

(c) Correlation γ = 0

Figure 5.6: Phase diagram for N = 500 FC ensemble, for x̄ = 10000.
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The overall picture is qualitatively very similar: the only differences are the
expected shift of the µcrit = −2α

x̄
towards the origin, and the fact that the periodic

solutions regions are shrunk, barely noticeable in the correlated cases. Additionally,
the σ(µ) boundary in the rightmost unique fixed point region is lower than before,
but not directly proportionally to the increase in the initial conditions (heuristically,
its slope is not one thousandth of the previous one).

Phase diagrams for the average periods of the limit cycles in this case are not
reported, given that their prevalence does not allow to gather enough statistics.

5.2.5 Initial conditions of order one

This is in sharp contrast with what happens in figure 5.7, where the initial conditions
are IID sampled from U(0, 1).
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Figure 5.7: Phase diagram for N = 500 FC ensemble, for x̄ = 1.

Here we have a significant change in the phase diagram, with respect to the
previous cases, which can be summarized as follows:

• the negative µ trivial fixed point region is shifted to the left (here out of the
picture),

43



Numerical Results

• the nonzero fixed point region itself is significantly larger, extending to µ > −1
and a much higher σ(µ) curve,

• in this new gap between the two single-fixed-point regions, there is now a
region of limit cycles, not present before, for all correlations,

• some limit cycles have also appeared in the γ = 0 case, at the boundary of
divergence;

• counterintuitively, the σ(µ) divergence boundary curve is lower than before.

In particular, the expansion of the nonzero fixed point region seems to fill the
(µ, σ) parameter space corresponding to ρ(Λ) < 1 (modulus of the interaction
matrix dominant eigenvalue being smaller than one), as mentioned in 3.

In other words, there is a significant dependence on the first few time steps of
the dynamics, where a large initial activity induces a bias that drives a significant
fraction of the nodes to the absorbing state, even in a parameter region where affine
part of the dynamical system would present a clear, unique, nonzero fixed point.

(a) Correlation γ = −1 (b) Correlation γ = 1

(c) Correlation γ = 0

Figure 5.8: Numerical phase diagram with spectral radius of the interaction
matrix. In red the region where ρ(Λ) > 1, in blue the region where ρ(Λ) < 1.
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Nonetheless, it is worth noting that the boundaries of the extended limit-cycle
regions outline the ρ = 1 contour of fig. 3.1, reported in fig. 5.8 — computed
numerically for reference on the same finite-size random matrices used in the simu-
lations — showing the average spectral radius of the interaction-matrix ensemble
as a function of (µ, σ, γ), with blue shades indicating average modulus below one
and red above.

Average periods’ analysis

Turning to the average periods in fig. 5.9, for γ = −1 the new limit-cycle region
at µ ∈ (−2,−1) shows shorter average periods than the extended σ > 1 region, in
contrast with γ = 1 where no clear difference arises. For γ = 0, periodic orbits
occur but remain too infrequent to produce a discernible average period above one.
Period histograms for each region are reported in fig. ??.

(a) Correlation γ = −1 (b) Correlation γ = 1

(c) Correlation γ = 0

Figure 5.9: Phase diagram for average length of the periodic orbits; FC N = 500
ensemble, x̄ = 1.
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Figure 5.10: Histograms of the periods of the limit cycles for the different regions
in the phase diagram.

5.2.6 Average activity and variance in equilibria
We can now look the mean and variance of the simulation results, in fig. 5.11, where
we can note a few more interesting patterns. First, notice that here too we can
clearly see the small error bars hinting at a single-fixed-point region for small σ in
the diagrams on the rightmost columns, which slice the blue phase in figure 5.7;
what is new here and quite unexpected is that these same small error bars are also
present in the left column diagrams relating to γ ∈ −1, 0, where instead we slice
the new low period limit cycle region found for µ ∈ (−2,−1): this means that also
this region seems to exhibit one attractor for the dynamics, in the form of a cycle
instead of a stationary point, despite the fact that discrete time linear dynamical
systems do not generally support such behavior.
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Figure 5.11: Average node activity at the end of the trajectories, with ensemble
variance on the node activity across initial conditions as error bars, for N = 500, x̄ =
1.
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This is in contrast with what happens for σ > 1
2 in both the correlated and

anti-correlated cases (left column), where we can see nonzero variance in the
other, cycle-supporting regions. Lastly, looking at the right column diagrams
for the correlated case, we can observe two different behaviors in the way the
ensemble transitions to and from the diverging phase: in the anti-correlated plots
the transition from the divergence boundary is not continuous, as it is clear that
the average system activity jumps from infinite to zero, that is from the global
maximum to the global minimum; in the correlated case, instead, we can now
observe clearly the transition from finite, single fixed point phase to diverging
phase, without the intermediation of a multiple fixed point phase.

DMFT comparison for U(0, 1) initial conditions

In this comparison of the finite size simulations with the DMFT integration of
smaller starting activities (fig. 5.12), we can see a much more coherent behavior
for the finite size scaling of our system: in every case, the DMFT curve presents
a slower growth of the mean activity with respect to the finite size simulations,
with the larger N = 5000 size either being in agreement with the N = 500 curve,
or in between the two. In particular, this can be seen at the chosen y threshold
in the (µ, γ) ∈ {(−1,−1), (−1, 0)} cases, where the orange N = 5000 curve grows
beyond plot scale one σ value later than the N = 500 curve (recall as in figure5.5
we shifted the curves to keep the plot readable, the σ points should be aligned),
but still before the DMFT curve. Among these, however, the most interesting
one is the (µ, γ) = (3

2 ,−1) case, where the DMFT curve not only sits above the
finite size simulations (in perfect agreement with each other), but also presents a
transition to divergence for small σ values that looks continuous, in contrast with
the simulations that present a limit to a finite value, and then a jump to divergence.
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5.2 – Fully connected graphs

Correlation γ = −1

Correlation γ = 0

Correlation γ = 1

Figure 5.12: Average node activity at the end of the trajectories and variance,
with DMFT integration of the dynamics as a reference curve.
Initial conditions sampled from U(0, 10).
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5.2.7 Vanishing starting distribution support limit
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Figure 5.13: Phase diagram for N = 500 FC ensemble, for x̄ = 1
10 .

Continuing with the analysis of the dependence of the phase diagram on the
initial conditions, we ran an additional set of simulations, with the initial conditions
sampled from U(0, 0.1), to see if the qualitative behavior we observed in the previous
two cases holds, and the reported the results in figure 5.13.

What we can observe is in stark contrast with the established trend: the zero
fixed point region shifted back to the right, this time pointed towards a µcrit = −1
(while given previous considerations we expected it at µcrit = −20), and the
nonzero fixed point stabilized within the ρ < 1 parameter region for the matrix
ensemble, but without filling it completely. Moreover, the period-two-cycles region
for µ ∈ (−2,−1) is now gone from all three correlation cases, and reduced to a
small green point at exactly (µ, σ) = (−1, 0) for all γ values.

Upon further analysis, however, this inversion in behavior can be explained
by looking once more at the dynamical system equations; in fact, if we consider
that a vanishing starting distribution support implies vanishing initial conditions
(x0

i → 0), we can write

x1
i = θ(x0

i ) max{0, α+
Ø
j∈∂i

zijx
0
j} −−−−→

x0
j →0+

α ∀i, (5.3)
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5.2 – Fully connected graphs

effectively turning the random initial conditions at time zero into a deterministic
initial condition at time one, with all nodes starting from the same value α. With
this in mind, we can understand that the µcrit value we are observing is actually
correct: only, this time its value should be computed as µcrit = − α

⟨x1⟩ = −1, as
the effects of the zeroth time step can be understood deterministically, for each
realization of the system.

5.2.8 Inactivity probability and the effect of initial condi-
tions

At this point, it is worth addressing the point about figure 3.3 we made in chapter 3,
where we mentioned that we can estimate the effect of the initial conditions on the
stability of the zero fixed point, σ-wise, through (3.26). In fact, as there noted,
these equations yield a probability of inactivity for the nodes in the system at the
first time step as a function of the parameters µ, σ (but γ = 0) and the initial
conditions support, but while an inactivity at first time-step is a sufficient condition
for the node to remain inactive (and therefore for the system to be in the zero fixed
point, if all the nodes meet such condition), it is not a necessary one, as subsequent
time steps can still drive nodes –and possibly all of them– to inactivity, leading the
system to the same zero fixed point.

This is exactly what we observe in general, as the figure 5.14 shows: here, we
plotted two lines in the (µ, σ) parameter space, delimiting from below the regions

in black

σcrit(µ) : 1 − FY (0) ⩾ 0 µ < µcrit = −2α
x̄

σcrit(µ) : FY (0) ⩾ 0 µ > µcrit (5.4)

and

in gray

σcrit(µ) : 1 − FY (0) ⩾ 1
N

µ < µcrit

σcrit(µ) : FY (0) ⩾ 1
N

µ > µcrit (5.5)

where

FY (y) = 1
2 − 1

2

Ú
V

dx0

V
erf
 µ

d
1 · x0 + α− yñ

2 σ2

d
∥x0∥

 .
We chose to represent the right branch of these lines, despite the fact that the

probability of surviving the first time step is related to a non-absorbing condition
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Figure 5.14: Overlay of the phase diagrams for different initial conditions support,
with the black and gray lines representing the conditions (5.4) and (5.5) respectively.

(which means the condition it represents is less robust to the effect of subsequent
time steps), both because we wanted to highlight the near-symmetry of the two
branches, and because, as we can see in the figure, in certain high x̄ regimes it is
actually informative of the system’s behavior at least as much as the left branch.

What we can see is that the black lines, representing the conditions for certain
inactivity/activity of any node at the first time step falls within the zero/nonzero
fixed point blue regions: this means that actually there is a fraction for both these
blue domains where the system is in a near-all-zero/near-all-nonzero state, and
that these states are coherent among the different samplings of initial conditions of
a same realization of the adjacency matrix Z.

The gray lines, instead, represent the conditions for any node to be active/inactive
with probability greater than 1

N
, or in other words

N [1 − FY (0)] > 1 µ < µcrit

N [FY (0)] > 1 µ > µcrit

which are conditions for us to expect an average number of active/inactive nodes
greater than one at the first time step. These lines, as we can see, bind the blue
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5.2 – Fully connected graphs

fixed point regions from above, and while they are not a perfect match, they tell
us the important fact that the single-fixed-point regions are not stable when at
first time-step of the dynamics the system is expected to have an integer number
of nodes in the opposite state (with respect to the nature of the single fixed point).

Obviously, the plot for x̄ = 1 does not fit in the same pattern, but we can observe
that the only set of dashed lines there portrayed is the one for µ > µcrit = −2,
where we know the conditions to lose robustness to subsequent dynamics, which
appear to be the determining factor for the system’s behavior in this regime.

This analysis, however, regains predictive power in the limit of vanishing initial
conditions, as we can see in the x̄ = 0.1 case plot 5.15: here, we recall, we should
not look at the zeroth time step of the dynamics, but rather at the first time step,
with x1

i = α for all i, and therefore taking

FY (y) = 1
2 − 1

2erf
A
µα+ α− y√

2σ2α

B
(5.6)

with α = 1 in our case. Here we can see that the black line for certainty of
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(a) x̄ = 0.1, γ = 0

Figure 5.15: Overlay of the phase diagram for x̄ = 0.1 with (5.4) and (5.5)
computed for x1

i ∼ δ(x1
i − α), with α = 1.

inactivity/activity is again well within the zero/nonzero fixed point regions, while
the gray line for expected number of active/inactive nodes greater than one is
now a much better fit for the boundaries of the single fixed point domains, and in
particular we see it delimiting exactly the regions where the blue gradient starts.
Clearly, this implies that the gray line is not an upper bound for the blue regions
anymore. In order to better understand this change, we ran simulations where
we computed the average number of inactive nodes at each time step, and we
confirmed that, at the upper boundary of the µ < µcrit branch, the average number
of inactive nodes indeed spiked at the second time step t = 2 only, up at around
95% of the total number of nodes, and then stabilizes to zero in subsequent time
steps, above the gray line representing the 99% threshold, consistently its new
placement in the phase diagram.
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5.3 Sparse random regular graphs
We present now a few phase diagrams for the case of random regular graphs, with
degree d = 10 and N = 1000 nodes, in the same kind of analysis as the one
we outlined for the fully connected case. This is a way to compare the results
obtained in the fully connected regime –where DMFT is exact– to a regime where
approximations are harder to make, to analyze their differences and similarities.

Looking at figure 5.16, we can see overall the same phases we had in the fully
connected case: two single fixed point regions, one of trivial zero activity and one of
nonzero activity, a region of limit cycles, and one of divergence, all approximately
in the same positions. The main differences from the fully connected case arise in
their boundaries and shapes. In particular, the near-all-zero fixed point phase is
now much more detached from the nonzero fixed point phase, and ends at a lower
µ value, far from the critical µcrit = − α

⟨x0⟩ we identified in the fully connected case.
The divergence boundary instead sits higher than before in the anti-correlated case,
while it is lower in the non correlated and correlated cases. The limit cycle regions,
in all three pictures, are the most affected by the change in the graph structure,
with significant fuzzing of their boundaries.
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Figure 5.16: Phase diagram for N = 1000, d = 10 RRG ensemble, for x̄ = 10.
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5.3 – Sparse random regular graphs

We report now in figure 5.18 the phase diagram obtained sampling the initial
conditions from U(0, 1). We can see that once again the smaller support of the
starting distribution expands the single-fixed-point region of nonzero activity, and
the limit cycle regions. What is interesting is that once again these phases delimit a
shape around the origin, similar enough to the one we found in the fully connected
case, linked to the average spectral radius of the interaction matrix ρ < 1; given in
the sparse matrices ensemble though there is no obvious analytical way to compute
this boundary, we tried to recover it through numerical sampling of the interaction
matrices, as we did in figure 5.8. The result is shown in figure 5.17, where we can
see that the sparsity induced boundaries are indeed very similar to the one we
found in the fully connected case, and are once again very similar to the shapes
outlined in 5.18, for all the three correlation cases.

(a) Correlation γ = −1 (b) Correlation γ = 1

(c) Correlation γ = 0

Figure 5.17: Numerical phase diagram with spectral radius of the sparse interac-
tion matrix. In red the region where ρ(Λ) > 1, in blue the region where ρ(Λ) < 1.
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Figure 5.18: Phase diagram for N = 1000, d = 10 RRG ensemble, for x̄ = 1.
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The last figure 5.19 instead shows the complete opposite behavior: the whole
phase diagram is virtually indistinguishable from the analog one in fully connected
regime, with the same phases and boundaries. This is quite surprising, but it could
be explained by a variation of the same bias effect we mentioned earlier: if the first
few time steps are the one that determine the phase diagram of the system, and
if the large initial conditions are uniformly distributed across the nodes, then it
might not matter the structure of the graph, as the overall shape of the phases is
determined in few time-steps, before the system can feel the difference in global
graph structure through the different response function of the setup.

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0

(a) Correlation γ = −1

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0

(b) Correlation γ = 1

μ
−2 −1 0 1 2

σ

0.0

0.5

1.0

1.5

2.0

(c) Correlation γ = 0

Figure 5.19: Phase diagram for N = 1000, d = 10 RRG ensemble, for x̄ = 10000.
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Chapter 6

Conclusions

In this work we have studied a discrete-time dynamical system that preserves the
fixed points of the Lotka-Volterra equations on a network, in order to understand
the features of the stationary states of its dynamics. The resulting phase diagrams,
obtained over ensembles of fully-connected and sparse graphs with Gaussian-
distributed couplings, identify four distinct phases in the (µ, σ, γ) parameter space
of the Gaussian weights. Comparing these phase diagrams to those known in
literature (see for instance Bunin [5]) for the fully-connected, continuous-time case
reveals several differences: while standard LV dynamics exhibits three phases –a
unique fixed point phase for all initial conditions, for all µ < µγ(σ) line, up to a
σcrit
γ (µ) ≡ σcrit

γ line, a diverging phase for all σ above σγ(µ), and a multiple fixed
point/aging dynamics phase in between– the discrete-time dynamics exhibits a
richer phenomenology, with two distinct single-fixed-point phases (one for µ < µcrit
and one for µ > µcrit, the former with zero mean activity and the latter with
nonzero mean activity), clearly defined periodic orbits regions, and a diverging
phase. The boundaries of these phases are determined by the interplay of different
mechanisms, mostly related to the discrete-time nature of the dynamics, which we
have identified and characterized. For instance, the relative change in the nonzero
fixed point region with respect to the continuous-time case is due to the fact that
the spectral condition on the adjacency matrix ρ < 1 and not Re(λ) < 0, leading
the system to be stable around the origin in the (µ, σ) plane, rather than for a
larger region extending in the µ < 0 half-plane. Furthermore, the existence of
almost-all-zero fixed points regions in our discrete time model is again due to the
discrete-time nature of the dynamics, which allows for single agents to overshoot
the lower boundary for their actions in a single time step, and thus reach the
absorbing state of zero activity without additional constraints on the attractiveness
of such a state.

In order to get to such a characterization of the system, we have followed several
different approaches, each with its own limitations and advantages, which we will
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discuss in detail in the following.
We started from the background on the game-theoretic framework from which

our model originates, in order to motivate the dynamical system studied throughout
this work. We then reviewed the analytical results on the equilibria and convergence
properties of these games, highlighting both their usefulness and their limitations in
our broader context of statistical physics. In particular, we discussed the notion of
self-confirming equilibrium, which is the equilibrium concept naturally associated
with our learning dynamics, and showed how the underlying game induces the
dynamical system whose stationary phases constitute the main object of our study.

We then studied specifically the equations governing our dynamical system,
separating conceptually the analysis of the linear and non-linear terms composing
them: we first understood the convergence properties of the affine part of the
dynamics, in terms of the spectral properties of the underlying adjacency matrix,
and we then estimated the effect of the non-linear terms of the dynamics by
deriving the distribution function (CDF) of a generic agent i’s state at the first
time step –and therefore its probability of triggering the non-linearity– in terms of
the hyperparameters of the graph ensemble.

At this stage we encountered the first limitation of this approach: while the
convergence properties of a dynamical system are well understood once its associ-
ated adjacency matrix is specified, in our setting the adjacency matrix is itself a
random variable sampled from the underlying graph ensemble. As a result, even
the characterization of its spectral density, requires an understanding of the corre-
sponding random matrix ensemble, which may or may not always be sufficiently
well understood or analytically tractable to permit a meaningful characterization
of the system. Thus, we chose to focus on a specific graph ensemble (the fully con-
nected one) since it reduces to the well-known elliptical Ginibre ensemble. Possible
extensions of this work include the study of other graph ensembles, for which the
spectral properties of the associated adjacency matrix are known.

A second limitation of our approach is that considering the activation of the
non-linear terms only at the first time step provides only a partial characterization
of their effect on the dynamics. Consequently, our analysis yields only a sufficient
condition for the system to enter a non-linear phase. A more complete characteri-
zation would require studying the distribution of the state of a generic agent i at
arbitrary time steps t, but this is a challenging problem, as the effective adjacency
matrix governing the dynamics –the restriction of the original adjacency matrix
to the active agents at time t– is clearly non -trivially correlated with the set of
active agents at previous time steps. As a result, any naive attempt to compute
n-step propagators from the initial state can, at best, provide only an approximate
description of the dynamics.

We then introduced the DMFT framework, which allows us to study exactly
the macroscopic order parameters (mean, correlation and response matrices) of
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our system in the fully connected case, in the thermodynamic limit, at the price
of losing the information about the specific realization of the adjacency matrix,
and detailed information about the microscopic state of the system. While exact
and useful as a benchmark, given our choice of focusing on the fully connected
graph ensemble, this approach is not applicable to others; possibly, one could
attempt to characterize the macroscopic order parameters of other graph ensembles
through a suitable generalization of this framework, for instance by considering the
cavity method for a low connectivity expansion of the DMFT equations, integrated
through a population dynamics algorithm, to study sparse graph ensembles.

Finally, we performed a numerical study of the system, simulating the dynamics
of a large number of agents on a fully connected graph, measuring both the
macroscopic order parameters to compare with the DMFT predictions, and the
microscopic state of the system at stationarity, to characterize the uniqueness of
the stationary state and the distribution of periodic orbits. We found that the
DMFT predictions are in good agreement with the numerical simulations, but that
there are finite size effects in all the tested system sizes: a possible extension of
this work would be to study the finite size scaling of the system, or to study the
distribution of the macroscopic order parameters across different realizations of
the adjacency matrix, to gather a more complete understanding of the system’s
behavior beside its mean properties. Another possible extension of this work would
be to study the properties of the effective adjacency matrix governing the dynamics
at stationarity, to understand what are the properties of the sub-graph of surviving
agents, and the distribution of their couplings.

Overall, the results of this work provide a coherent description of learning-
induced dynamics on random graph ensembles, and outline –if not analytically,
at least numerically– the phase diagram of one of such systems on two different
graph ensembles. We observed that our model exhibits a rich phenomenology, with
multiple different phases and various transitions, which we have identified and
characterized. We have also observed that despite all the randomness in the system,
there are regimes in which the system exhibits a high degree of robustness, with a
unique stationary state and a high degree of predictability, while in others it can
exhibit sensitivity to initial conditions.

Starting from a learning model arising in game theory, we have shown that its
long-time behavior admits a statistical-physics description in terms of dynamical
phases induced by the underlying graph ensemble. In this sense, the phase diagram
derived in this work organizes the microscopic learning dynamics of individual
agents into a macroscopic characterization of the system’s stationary regimes.

61



62



Appendix A

Derivation of the cumulative
distribution function at the
first time-step

We start from the definition of the probability density function and cumulative
probability of interest for the first time-step

P (x1
i | x̄, µ, σ) = P

A
αi +

Ø
j∈∂i

zijx
0
j

B
(A.1)

P (x1
i < 0 | x̄, µ, σ) = P

A
αi +

Ø
j∈∂i

zijx
0
j < 0

B
(A.2)

(A.3)

Where we denote with boldface vectors (for instance x0 = {x0
i } ∀i) and with capital

letters the random variables. We also recall the probability density functions for
the initial conditions and the couplings, which are respectively

P (x0
i ) ∼ U(0, x̄) ∀i, (A.4)

P (zij) ∼ N
A
µ

d
,
σ2

d

B
, (A.5)

or, written in collective notation, for the initial conditions x0 and the couplings zi
we have

P (x0) ∼ U
3

[0, x̄]d
4

(A.6)

P (zi) ∼ N
A
µ

d
1,
σ2

d
Id

B
(A.7)
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First time-step CDF derivation

Note that since we are interested in the first time-step horizon, we can assume
that any node will at most be influenced by its d first neighbors, and therefore we
can restrict the analysis of the sampled variables to those. Furthermore, since we
are making no assumption on the specific i node (αi ≡ α ∀i), we can drop the index
i and treat the CDF as a generic one. Lastly, relabelling x1

i ≡ y and dropping the
0 superscript for the –now only– x0 we can cast the problem in the following easier
to manipulate form

P (y | x̄, µ, σ) =
K
δ (y − α− z · x)

L
X,Z

, (A.8)

P (y < 0 | x̄, µ, σ) =
K

I (α + z · x < 0)
L

X,Z
. (A.9)

The idea is to compute this cumulant through the characteristic function of the
distribution, which is defined as

ϕY (t) = ⟨eity⟩x0,Z (A.10)

=
Ú
V
dx
Ú
Rd
dz eit z·x+iαP (z)P (x),

and then to use the Gil-Pelaez inversion formulas to compute the CDF from the
characteristic function, through

fY (y) = 1
π

Ú ∞

0
ℜ
1
e−ityϕY (t)

2
dt, (A.11)

FY (y) = 1
2 − 1

π

Ú ∞

0

ℑ (e−ityϕY (t))
t

dt. (A.12)

We will start by computing explicitly the CDF, since for the PDF the procedure
is analogous, with less cumbersome integrals. We start by specifying the full
expression, substituting the characteristic function definition in the Gil-Pelaez
formula for the CDF, and making explicit the probability density functions for the
initial conditions and the couplings

FY (y) = 1
2 − 1

π

Ú ∞

0

dt

t
ℑ
I
e−ity

Ú
V
dx
Ú
Rd
dzeit(α+z·x)·

· 1
V

1ñ
(2π)d det(Σ)

exp
C
−1

2

3
z − µ

d
1
4T

Σ−1
3

z − µ

d
1
4DJ

.

Among all these, the worst integral to compute is the one over the finite volume
V of the initial conditions, because the integrand is essentially Gaussian, and
computing it yields an error function, which is impossible to integrate after over
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First time-step CDF derivation

the real positive axis as the inversion formula requires. In order to avoid this, we
exchange their order of integration. Doing this would require us to know that the
integral is finite, and while this is not apparent (given the presence of the complex
exponential), it is trivial to show integrating first over the couplings, which is a
Gaussian integral strong enough to regularize the whole expression. Using standard
Gaussian integral results and a few manipulations, we can write

FY (y) = 1
2 − 1

π

Ú ∞

0

dt

t
ℑ
I
e−ity

Ú
V

dx
V
eit(α+ µ

d
1·x)

Ú
Rd

dzñ
(2π)d det(Σ)

e− 1
2(ẑTΣ−1ẑ)+itẑ·x

J

= 1
2 − 1

π

Ú ∞

0

dt

t
ℑ
IÚ

V

dx
V
eit(α+ µ

d
1·x−y)e− t2

2 xTΣx
J

(A.13)

= 1
2 − 1

π

Ú
V

dx
V

Ú ∞

0

dt

t
e− t2

2 xTΣx sin
3
t
3
µ

d
1 · x + α− y

44
having defined ẑ = z−µ

d
1 as a change of variables to center the Gaussian distribution.

We can see that the integrand is finite, as the sine is bounded and the Gaussian
term is always positive. Lastly, with a few more manipulations including at most a
change of variables (ξ ≡ µ

d
1 · x + α− y) and an integral representation of the sine

function, we can relatively straightforwardly arrive at the final expression for the
CDF, which is

FY (y) = 1
2 − 1

π

Ú
V

dx
V

Ú ∞

0

dt

t
e− t2

2 xTΣx
Ú ξ

0
t cos(tu)du
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Ú
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Ú ξ

0
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1
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Ú ∞
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In order to compute the PDF, we can follow the same procedure, starting from
the Gil-Pelaez formula for the PDF (A.11), and following the exact same steps up
to (A.13), we get to

fY (y) = 1
π

Ú ∞

0
dtℜ

IÚ
V

dx
V
eit(α+ µ

d
1·x−y)e− t2

2 xTΣx
J

; (A.14)

from here, we can follow the same conceptual steps as for the CDF, with due
modifications to account for the real part instead of the imaginary one, and the
absence of 1/t in the integrand, leading to

f iX(y) = 1
π

Ú
V

dx
V

Ú ∞

0
dt e− t2

2 xTΣ x cos
3
t
3
µ

d
1 · x + α− y

44
≡ 1
π

Ú
V

dx
V

Ú ∞

0
dt e− t2

2 xTΣ x cos(tξ)

= 1
π

Ú
V

dx
V

1
4

5Ú ∞

−∞
dt e− t2

2 xTΣ x+itξ +
Ú ∞

−∞
dt e− t2

2 xTΣ x−itξ
6

= 1
π

Ú
V

dx
V

ò
π

2xTΣ x
e− ξ2

2xTΣ x

= 1√
2π

1√
xTΣx

Ú
V

dx
V

exp

−

1
µ
d
1 · x + α− y

22

2 xTΣx

.
Recalling the definition for the variance matrix of this Gaussian distribution

(A.7), we can finally write the final expressions for the CDF and PDF as the one
reported in chapter 3, which are respectively

fY (y) =
ó

d

2π σ2∥x∥

Ú
V

dx
V

exp

−

1
µ
d
1 · x + α− y

22

2σ2

d
∥x∥

, (A.15)

FY (y) = 1
2 − 1

2

Ú
V

dx
V

erf
 µ

d
1 · x + α− yñ

2σ2

d
∥x∥

 . (A.16)
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Appendix B

Derivation of the dynamic
mean field theory equations

We will now prove the equivalence of the effective process equations statistics

xt+1 = θ(xt)
A
α + µmt + σ2ηt + γσ2Ø

s<t

Rt,sx
s + ht

B
(B.1)

η ∼ N (0, C) (B.2)
x0 ∼ P (x0) (B.3)

with

mt = ⟨xt⟩∗ (B.4)
Ctt′ = ⟨xtxt′⟩∗ (B.5)

Rtt′ = ∂⟨xt⟩∗

∂ht′

-----
ht=0

(B.6)

averaged ∗ at the self-consistent point of the process, to the original dynamics of
the system, given by

xt+1
i = θ(xti) max

0, α+
Ø
j∈∂i

zijx
t
j

 , (B.7)

where the couplings zi j are drawn from a Gaussian distribution with

⟨zi j⟩ = µ

d

⟨zi jzk l⟩ = σ2

d
δikδjl + γσ2

d
δilδjk, (B.8)
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the starting distribution is a generic

x0 ∼ P (x0), (B.9)

and the degree of each node is d = |∂i| = N − 1.
The derivation will follow closely the one outlined in Galla [12], adapted to the

specific case of our dynamics.
First, a few notational remarks: when not specifying the index i of the node,

but rather treating the collective state of the system xt = (xt1, . . . , xtN ), we will note
the nodes vector with an overline. When referring instead to the time trajectory
of a variable (effectively, a vector in time) xi, we will underline it. In case the
object is a matrix in time, we will double underline it, as in C. For instance, an
object as a would be a collection of matrices in time, one for each node of the
system. Furthermore, random variables will be denoted as capitalized letters, while
their realizations will be denoted as lowercase letters. Finally, Fourier conjugate
variables will be denoted with a hat, as in x̂ti.

We will start from the definition of the generating functional for this system, i.e.

Z(ψ) =
K
ei
q

i,t
ψt

ix
t
i

L
X

0
,Z

(B.10)

=
KÚ Ù

i,t⩾1
dxtie

i
q

i,t
ψt

ix
t
i

Ù
i,t⩾0

δ

xt+1
i − θ(xti) max

0, α+
Ø
j∈∂i

zijx
t
j + hti


L

X
0
,Z

where we have introduced the delta functions enforcing the trajectories at each
time step in the second line. The first two steps are going to be Fourier expanding
the delta functions and expliciting the average over the initial conditions:

Z(ψ) =
KÚ Ù

i,t⩾0

dxtidx̂
t
i

2π P (x0)ei
q

i,t
ψt

ix
t
i (B.11)

· exp
iØ

i,t

x̂ti

xt+1
i − θ(xti) max

0, α+
Ø
j∈∂i

zijx
t
j + hti


L

Z

Where we can introduce shorthand notation for the differentials

D[x, x̂] =
Ù
i,t⩾0

dxtidx̂
t
i

2π , (B.12)

The next step would be to perform the average over the couplings Z, which
are Gaussian distributed. Given they appear within a nonlinear function –the
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max– we first need to carry them out, which we can do by performing yet another
introduction/expansion of a delta function, this time enforcing the constraint

wti =
Ø
j∈∂i

zijx
t
j + hti, (B.13)

which represents a sort of "local field" contribution to the dynamics of node i due
to everything that is directly acting on it. This leads to the following expression
for the generating functional

Z(ψ) =
KÚ

D[x, x̂]
Ú

D[w, ŵ]P (x0)ei
q

i,t
ψt

ix
t
i (B.14)

exp
A
i
Ø
i,t

x̂ti
è
xt+1
i − θ(xti) max

î
0, α+ wti

ïéB

exp
iØ

i,t

ŵti

wti −
Ø
j∈∂i

zijx
t
j − hti

L
Z

(B.15)

At this point we are nearly ready to perform the average over the realizations of
the couplings Z, which is a Gaussian integral. There are two last manipulations we
need to implement: dividing the w related exponent into the part that depends on
the couplings and the part that does not (for trivial notational convenience), and
stating explicitly the sum over the neighbors of each node as a product highlighting
the correlation between the couplings zij and zji; this second manipulation is nec-
essary because the Gaussian integral over the correlated variables of a multivariate
Gaussian distribution must be taken at once.

Z(ψ) =
KÚ

D[x, x̂]
Ú

D[w, ŵ]P (x0)ei
q

i,t
ψt

ix
t
iei
q

i,t
ŵt

i(wt
i−ht

i) (B.16)

exp
A
i
Ø
i,t

x̂ti
è
xt+1
i − θ(xti) max

î
0, α+ wti

ïéB

Ù
i<j

e
−i
è
zij

q
t
(ŵt

ix
t
j)+zji

q
t
(ŵt

jx
t
i)
éL

Z

.

It is now convenient to focus on the last factor, which is the only one depending
on the couplings, and define it as

Ξ =
KÙ
i<j

e
−i
è
zij

q
t(ŵt

ix
t
j)+zji

q
t(ŵt

jx
t
i)
éL

Z

(B.17)

notice now that the {(zij, zji)}i<j pairs are independent one from the other, allowing
us to factorize the average over the couplings as a product of averages over the
pairs.
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Lastly, decoupling the average contribution to the couplings zij and zji, and
writing the integral over their joint distribution asA

zij
zji

B
= µ

d

A
1
1

B
+ σ√

d

A
α1
α2

B
, (B.18)

with
α ∼ N (0,Σ), Σ =

A
1 γ
γ 1

B
, (B.19)

which turns (B.17) into

Ξ =
Ù
i<j

e
−iµ

d

1q
t
ŵt

ix
t
j+
q

t
ŵt

jx
t
i

2 Ú dα1dα2

2π
ñ

det(Σ)
· (B.20)

· e− 1
2αΣ−1αe

−i
è
α1

1
σ√
d

q
t
ŵt

ix
t
j

2
+α2

1
σ√
d

q
t
ŵt

jx
t
i

2é
.

At this point we can perform the Gaussian integral using the standard resultÚ dxñ
(2π)ndet(Σ)

e− 1
2x

TΣ−1x + b
T
x = e

1
2 b

TΣb,

yielding

Ξ =
Ù
i<j

e
−iµ

d

1q
t
ŵt

ix
t
j+
q

t
ŵt

jx
t
i

2
exp

− σ2

2d

C1Ø
t

ŵtix
t
j

21Ø
t′
ŵt

′

i x
t′

j

2
+ (B.21)

+ 2γ
1Ø

t

ŵtix
t
j

21Ø
t′
ŵt

′

j x
t′

i

2
+
1Ø

t

ŵtjx
t
i

21Ø
t′
ŵt

′

j x
t′

i

2D
=
Ù
i /=j

exp
− i

µ

d

Ø
t

ŵtix
t
j − σ2

2d

5Ø
t,t′
ŵtiŵ

t′

i x
t
jx
t′

j + γ
Ø
t,t′
ŵtix

t
jŵ

t′

j x
t′

i

6 (B.22)

Notice this step introduced several products of variables related to different
nodes, at different times; because of this introduce appropriate shorthand notations
to simplify the expression, which coincidentally also act as macroscopic order
parameters for the system:

M t = 1
N

q
i x

t
i (B.23)

P t = 1
N

q
i ŵ

t
i (B.24)

Ct,t′ = 1
N

q
i x

t
ix
t′
i (B.25)

Lt,t′ = 1
N

q
i ŵ

t
iŵ

t′
i (B.26)

Kt,t′ = 1
N

q
i ŵ

t
ix
t′
i . (B.27)
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Noticing that d = N − 1 ∼ N for large N , we can rewrite the expression for Ξ in
terms of these order parameters as

Ξ = exp
− iµN

Ø
t

P tM t − σ2N

2
Ø
t,t′

5
Lt,t′Ct,t′ + γKt,t′Kt′,t

6
+ o(N)

. (B.28)

Notice we implemented this without caring for the i /= j constraint, and extended
the sums to all i, j: while this is not strictly correct, the error we are introducing
is of order O(N0), which is negligible in the thermodynamic limit.

We can now introduce these same order parameters into (B.16), along the
expression for Ξ, by enforcing their definitions yet again through Fourier expansions
of delta functions, with additional integration variables:

Z(ψ) =
Ú

D[x, x̂]
Ú

D[w, ŵ]
Ú

D[M, M̂ ]
Ú

D[P, P̂ ]
Ú

D[C, Ĉ]
Ú

D[L, L̂]
Ú

D[K, K̂]

· P (x0) ei
q

i,t
ψt

ix
t
i ei
q

i,t
ŵt

i(wt
i−ht

i) exp
A
i
Ø
i,t

x̂ti
è
xt+1
i − θ(xti) max

î
0, α+ wti

ïéB

· exp
A
i
Ø
t

M̂ t
1
M t − 1

N

Ø
i

xti
2B

exp
A
i
Ø
t

P̂ t
1
P t − 1

N

Ø
i

ŵti
2B

· exp
A
i
Ø
t,t′
Ĉt,t′

1
Ct,t′ − 1

N

Ø
i

xtix
t′

i

2B
exp

A
i
Ø
t,t′
L̂t,t′

1
Lt,t′ − 1

N

Ø
i

ŵtiŵ
t′

i

2B

· exp
A
i
Ø
t,t′
K̂t,t′

1
Kt,t′ − 1

N

Ø
i

ŵtix
t′

i

2B

· exp
−N

A
iµ
Ø
t

P tM t + σ2

2
Ø
t,t′

5
Lt,t′Ct,t′ + γKt,t′Kt′,t

6
+ o(N)

B.
We now rescale the Fourier conjugate order parameters as M̂ t → NM̂ t etc.,

absorbing the resulting N factor due to the change of differentials into the integration
measure, which we redefine as

D[M, M̂ ] ≡
Ù
t

dM tdM̂ t

2π
N

; (B.29)

and we separate the various terms in the integral based on their dependence on
the microscopic variables x and w, in order to get

Z(ψ) =
Ú

D[M, M̂ ]
Ú

D[P, P̂ ]
Ú

D[C, Ĉ]
Ú

D[L, L̂]
Ú

D[K, K̂]

· exp
iNCØ

t

M̂ tM t +
Ø
t

P̂ tP t +
Ø
t,t′
Ĉt,t′Ct,t′ +

Ø
t,t′
L̂t,t′Lt,t′ +

Ø
t,t′
K̂t,t′Kt,t′

D
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· exp
−N

A
iµ
Ø
t

P tM t + σ2

2
Ø
t,t′

5
Lt,t′Ct,t′ + γKt,t′Kt′,t

6
+ o(N)
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·
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iei
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· exp
A
i
Ø
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è
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0, α+ wti

ïéB

· exp
− i

Ø
i,t

3
M̂ txti + P̂ tŵti

4
+
Ø
i,t,t′

3
Ĉt,t′x

t
ix
t′

i + L̂t,t′ŵ
t
iŵ

t′

i + K̂t,t′ŵ
t
ix
t′

i

4.
From here, we will introduce a few definitions to simplify the notation, naming the
exponents of the first two lines as

Ψ = i
Ø
t

3
M̂ tM t + P̂ tP t

4
+ i

Ø
t,t′

3
Ĉt,t′Ct,t′ + L̂t,t′Lt,t′ + K̂t,t′Kt,t′

4
(B.30)

Φ = −iµ
Ø
t

P tM t − σ2

2
Ø
t,t′

5
Lt,t′Ct,t′ + γKt,t′Kt′,t

6
; (B.31)

we will also define the last three lines as

Z1
1
ψ, h

2
=
Ú

D[x, x̂]
Ú

D[w, ŵ]P (x0)ei
q

i,t
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ix
t
iei
q
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i(wt
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· exp
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è
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ïéB

· exp
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3
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4
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Ø
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3
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ix
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t
iŵ
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t
ix
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i

4.
Assuming then that the starting distribution of the system is factorized over the
nodes, (i.e. P (x0) = r

i P (x0
i )), we can further factorize Z1 in the following way

Z1
1
ψ, h

2
=
Ù
i

Ú
D[xi, x̂i]

Ú
D[wi, ŵi]P (x0

i )ei
q

t
ψt

ix
t
iei
q

t
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iw
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i (B.32)

· exp
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i − θ(xti) max
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ïB

· exp
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3
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4
+
Ø
t,t′

3
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ix
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iŵ
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ix
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i

4,
and finally define

Ω = 1
N

log
1
Z1
1
ψ, h

22
.
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These definitions are useful because they allow us to write the generating
functional in a compact form, as

Z(ψ) =
Ú

D[M, M̂ ]
Ú

D[P, P̂ ]
Ú

D[C, Ĉ]
Ú

D[L, L̂]
Ú

D[K, K̂]

exp
;
N
1
Ψ + Φ + Ω

2
+ o(N))

<
.

Now, since we are interested in the thermodynamic limit, we can perform a saddle
point approximation of the integral, which will be dominated by the maximum
of the exponent with respect to all the order parameters and their conjugates.
This yields two sets of saddle point equations, which are derived by taking these
derivatives with respect to the order parameters and setting them to zero. In
particular, keeping an eye on the definitions for Ψ,Φ,Ω, we can see that

∂

∂M t
(Ψ + Φ + Ω) = ∂

∂M t
(Ψ + Φ) = iM̂ t − iµP t = 0

=⇒ M̂ t = µP t

and similarly for the other order parameters, leading to

M̂ t = µP t

P̂ t = µM t

iĈt,t′ = σ2

2 Lt,t
′

iL̂t,t′ = σ2

2 Ct,t
′

iK̂t,t′ = γσ2Kt′,t;

taking the derivatives with respect to the conjugate order parameters, instead,
yields

M t = i
∂Ω
∂M̂ t

P t = i
∂Ω
∂P̂ t

Ct,t′ = i
∂Ω
∂Ĉt,t′

Lt,t′ = i
∂Ω
∂L̂t,t′

Kt,t′ = i
∂Ω
∂K̂t,t′

.
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Note that while the first set of equations is trivially differentiable and was therefore
made explicit, the second requires a more careful treatment, as the derivative of
the Ω term is more involve. In particular, computing explicitly the first of these
equations, we can see that

M t = i
∂Ω
∂M̂ t

= i

Z1

∂Z1

∂M̂ t

= 1
Z1

1
N

NØ
i=1

Ú
D[xi, x̂i]

Ú
D[wi, ŵi]P (x0

i ) xti ei
q

t
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ix
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iei
q
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ŵt

i(wt
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· exp
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x̂ti

5
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ï 6B
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t
ix
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Ø
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t
iŵ
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i +
Ø
t,t′
K̂t,t′ŵ

t
ix
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i

DB

≡ 1
N

NØ
i=1

⟨xt⟩i;

notice that this equation induces a sort of average over the nodes of the system of a
quantity that resembles an average over an effective process generating functional.

Furthermore, note that this result is independent of the specific conjugate
variable with respect to which we differentiate: each computation differs only
in that differentiation brings down from the exponent the microscopic variable
associated with the respective order parameter, while the structure of the average
remains the same.

Incidentally, we also want to stress that these saddle point equations are valid
in the thermodynamic limit only, so a more precise statement for them would be
to include a limit N → ∞ in front of the sums over the nodes.

With all this considered, we can write the saddle point equations as

M t = lim
N→∞

1
N

qN
i=1⟨xt⟩i

P t = lim
N→∞

1
N

qN
i=1⟨ŵt⟩i

Ct,t′ = lim
N→∞

1
N

qN
i=1⟨xtxt

′⟩i

Lt,t′ = lim
N→∞

1
N

qN
i=1⟨ŵtŵt

′⟩i

Kt,t′ = lim
N→∞

1
N

qN
i=1⟨ŵtxt

′⟩i.
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Up to this point, everything step was justified. Now, we will make three separate
assumptions that we will justify later, in order to get to the final form of the DMFT
equations.

The first assumption is that the order parameters composed of hatted microscopic
variables only are identically zero, i.e.

P t = 0 =⇒ M̂ t = 0
Lt,t′ = 0 =⇒ Ĉt,t′ = 0.

Secondly, we will assume that Kt,t′ is a causal response matrix, implying (among
other things) that Ø

t,t′
Kt,t′Kt′,t = 0.

Lastly, we will assume that

hti ≡ ht ∀i,
ψti ≡ ψt ∀i;

this is not really an assumption as much as it is a restriction, but we will later
prove it is a valid one, not affecting the generality of the results.

From the first two assumptions we can see that the expression for the whole
generating functional simplifies dramatically: the whole Ψ and Φ terms vanish
completely, and the Ω term simplifies as well, so that Z reduces to the expression
of Z1:

ZSP
1
ψ
2

= Z1
1
ψ, h

2
.

Specifically, the saddle point generating functional now simplifies to

Z1
1
ψ, h

2
=
Ú

D[x, x̂]
Ú

D[w, ŵ]P (x0)ei
q

t
ψtxt

ei
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t
ŵt(wt−ht) (B.33)

· exp
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ï 6B

· exp
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− iµ
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M tŵt − σ2

2
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1
Ct,t′ŵ
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′ + 2γ

Ø
t,t′
Kt′,tŵ

txt
′2B

,

and the macroscopic order parameters simplify to

M t = ⟨xt⟩∗

Ct,t′ = ⟨xtxt′⟩∗

Kt,t′ = ⟨ŵtxt′⟩∗.
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Furthermore, we can notice that

∂

∂ht
⟨xt′⟩∗ = −i⟨ŵtxt′⟩∗ = −iKt,t′ ,

which is consistent with the definition of a response matrix if we only changed our
macroscopic order parameter to

Rt,t′ ≡ −iKt,t′ .

Now the last conceptual step is to show that an effective stochastic process
defined by the following equations

xt+1 = θ(xt) max
0, α+ µM t + σ2ηt + γσ2 Ø

t′<t

Rt,t′x
t′ + ht

 (B.34)

η ∼ N (0, C),

with the initial condition x0 ∼ P (x0), leads to the same generating functional
Z1(ψ, h) our process has at saddle point, when averaged over its random variables
H and X0. This is a straightforward calculation that follows the same steps we
took to derive the generating functional for the original process.
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q

t
ψtxt

exp
iØ

t

ŵt

wt − µM t − σ2ηt − γσ2 Ø
t′<t

Rt,t′x
t′ − ht


· exp

A
i
Ø
t

x̂t
5
xt+1 − θ(xt) max

î
0, α+ wt

ï 6BL
H

where clearly the only term that depends on the random variables H is the
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exponential factor

K
e−iσ

q
t
ŵtηt

L
H

=
Ú dηñ

(2π)Tdet(C)
e− 1

2η
TC−1ηe−iσ

q
t
ŵtηt

= exp(−1
2
Ø
t,t′
Ct,t′ŵ

tŵt
′);

which reconstructs exactly the Z1 (B.33) generating functional

Z1(ψ, h) =
Ú

D[x, x̂]
Ú

D[w, ŵ]P (x0)ei
q

t
ψtxt

ei
q

t
ŵt(wt−ht

i) (B.35)

· exp
A
i
Ø
t

x̂t(xt+1 − θ(xt) max
î
0, α+ wt

ïB

· exp
A

− iµ
Ø
t

M tŵt − σ2

2
Ø
t,t′
Ct,t′x

txt
′ − iγσ2Ø

t,t′
Rt′,tŵ

txt
′
B
,

The last logical step is to justify the assumptions we made to get to the final
form of the DMFT equations. Coincidentally, in order to prove them we have to
take a step back that is going to be useful in addressing another subtle point we left
open before, that is the fact that our shorthand definitions for the order parameters
actually is the large N limit of the average over the nodes of the system.

We then define the lowercase

mt = −i lim
N→∞

1
N

NØ
i=1

⟨xti⟩Z,X0

ct,t′ = − lim
N→∞

1
N

NØ
i=1

⟨xtixt
′

i ⟩
Z,X

0

kt,t′ = lim
N→∞

1
N

NØ
i=1

∂

∂hti
⟨xti⟩Z,X0

pt = i lim
N→∞

1
N

NØ
i=1

∂

∂hti
⟨1⟩

Z,X
0

lt,t′ = lim
N→∞

1
N

NØ
i=1

∂2

∂hti∂h
t′
i

⟨1⟩
Z,X

0 ;

Notice that by these definitions, both p and l are identically zero from the start.
Notice, also, that through the definition of generating functional, we can further
write these quantities as suited derivatives of the generating functional itself with
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respect to the source terms ψ, as

mt = lim
N→∞

1
N

NØ
i=1

∂

∂ψti
Z
1
ψ, h

2

ct,t′ = lim
N→∞

1
N

NØ
i=1

∂2

∂ψti∂ψ
t′
i

Z
1
ψ, h

2
kt,t′ = lim

N→∞

1
N

∞Ø
i=1

∂2

∂ψti∂h
t
i

Z
1
ψ, h

2
pt,t

′ = lim
N→∞

1
N

∞Ø
i=1

∂

∂hti
Z
1
ψ, h

2
lt,t′ = lim

N→∞

1
N

∞Ø
i=1

∂2

∂hti∂h
t′
i

Z
1
ψ, h

2
.

Now, if we can prove that these quantities are in fact equivalent to the uppercase
order parameters we defined before in the thermodynamic limit (at the saddle point
of the generating functional), then our previous assumptions are justified: the two
quantities we assumed to be zero are indeed a limit of identically zero quantities,
and the assumption of K being a causal response matrix is justified by definition
through the derivative with respect to the external field h.

In order to prove such equivalence, unsurprisingly, we will start from the saddle
point expression (B.32) for the generating functional, before the assumptions we
made

Z
1
ψ, h

2
=
Ú

D[M, M̂ ]
Ú

D[P, P̂ ]
Ú

D[C, Ĉ]
Ú

D[L, L̂]
Ú

D[K, K̂]

exp
;
N
1
Ψ + Φ + Ω

2
+ o(N))

<
,

Ω = 1
N

Ø
i
log

Ú D[x, x̂]
Ú

D[w, ŵ]P (x0
i )ei

q
t
ψtxt

iei
q

t
ŵt

i(wt
i−ht

i)

· exp
A
i
Ø
t

x̂ti(xt+1
i − θ(xti) max

î
0, α+ wti

ïB

· exp
− i

Ø
t

3
M̂ txti + P̂ tŵti

4
+
Ø
t,t′

3
Ĉt,t′x

t
ix
t′

i + L̂t,t′ŵ
t
iŵ

t′

i + K̂t,t′ŵ
t
ix
t′

i

4
= 1
N

Ø
i
log

3
Z1
1
ψ, h

24
:

we only reported the Ω term, since it is the only one that depends on the source
term ψ.
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Focusing on ct,t′ as an example, we can see that

ct,t′ = − lim
N→∞

1
N

NØ
i=1

Ú
D[M, M̂ ]

Ú
D[P, P̂ ]

Ú
D[C, Ĉ]

Ú
D[L, L̂]

Ú
D[K, K̂]N ∂2Ω

∂ψti∂ψ
t′
i

+N2

 ∂Ω
∂ψti

 ∂Ω
∂ψt

′
i


· exp

3
N
1
Ψ + Φ + Ω

2
+ o(N)

4----
ψ=0,h=0

,

which, plugging in the definition for Ω in terms of Z1, at the saddle point of the
generating functional reduces to

ct,t′ = − lim
N→∞

1
N

NØ
i=1

∂2 logZ1

∂ψti∂ψ
t′
i

+
∂ logZ1

∂ψti

∂ logZ1

∂ψt
′
i

------
SP, ψ=0, h=0

(B.36)

We can understand that the first term in the square brackets is actually composed
of two terms: one due to the second derivative of the logarithm, and one due to
the second derivative of the argument of the logarithm, i.e.

∂2 logZ1

∂ψti∂ψ
t′
i

= 1
Z1

∂2Z1

∂ψti∂ψ
t′
i

− 1
Z2

1

∂Z1

∂ψti

∂Z1

∂ψt
′
i

where this second term cancels out the second term in square brackets in eq. (B.36),
leaving us with

ct,t′ = − lim
N→∞

1
N

NØ
i=1

1
Z1

∂2Z1

∂ψti∂ψ
t′
i

-----
SP, ψ=0, h=0

= lim
N→∞

1
N

NØ
i=1

⟨xtixt
′

i ⟩∗

= Ct,t′

which proves the equivalence between uppercase and lowercase order parameters
(the same can be done for the others as well) in the thermodynamic limit, at saddle
point, when source terms and external fields are set to zero, justifying the original
assumptions.
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