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Abstract

This thesis investigates the stochastic dynamics of the SIR epidemic model
through Large Deviation Theory and the Wentzel-Kramers-Brillouin (WKB)
approximation. While standard mean-field equations effectively capture macro-
scopic epidemic trends, they fail to account for finite-size fluctuations and
rare anomalous trajectories. By mapping the exact stochastic Master Equa-
tion onto a deterministic Hamilton-Jacobi formalism, the epidemic evolution
is redefined as a classical mechanics problem, where optimal fluctuation paths
minimize a physical action.

The core objective of this work is to provide a quantitative methodology
capable of determining whether an observed anomalous outbreak is a rare
stochastic fluctuation of a standard epidemic, or if it is driven by fundamen-
tally different underlying kinetic rates (5 and p). To this end, a systematic
parameter inference is performed using exact Gillespie simulations to vali-
date the Hamiltonian formulation against stochastic noise. The analysis of
the Fisher Information Matrix (FIM) reveals a severe structural unidenti-
fiability within the full 4-parameter Hamiltonian model, due to the initial
conjugate momentum of the susceptible population. By enforcing a dimen-
sionality reduction to a 3-parameter model, this structural degeneracy is
resolved. The reduced configuration consistently recovers the true underly-
ing microscopic kinetic rates (5 and p), reconstructs both the infected and
susceptible compartments, and minimizes the classical on-shell action.

The theoretical and numerical robustness of the reduced model is first
validated across an ensemble of stochastic simulations, and subsequently
confirmed through its application to empirical incidence data (French ILI
and US measles). This demonstrates its capability to separate intrinsic epi-
demiological signals from observation and environmental noise in real-world
outbreaks.
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Chapter 1

Introduction

The mathematical modeling of infectious diseases relies on macroscopic com-
partmental frameworks, such as the Susceptible-Infected-Recovered (SIR)
model. In the thermodynamic limit (N — o0), the temporal evolution
of these systems is governed by deterministic ordinary differential equa-
tions. However, real-world populations are finite, and the transmission of
a pathogen is fundamentally a discrete stochastic process.

Deterministic equations describe the average macroscopic behavior but
neglect demographic noise. In finite systems, the accumulation of micro-
scopic fluctuations can drive the epidemic trajectory away from the expected
mean-field path. This noise dominates during the initial stages of an out-
break, when the infected population is of order O(1). Under these conditions,
stochastic fluctuations alter the timing and intensity of the epidemic, trig-
gering anomalous events such as premature outbreaks, delayed onsets, or
uncharacteristic incidence peaks.

Distinguishing whether an atypical outbreak is caused by demographic
noise within a known epidemiological regime, or by a fundamental shift in
the underlying kinetic rates, namely the transmission rate § and the recovery
rate u, is a central problem in parameter inference. Standard deterministic
fitting algorithms lack the degrees of freedom required to separate intrin-
sic noise from parametric variations. Consequently, they often compensate
for temporal shifts by altering the inferred basic reproduction number Ry,
leading to biased estimates.

To address this limitation, this thesis applies the formalism of non-equilibrium
statistical mechanics. By analyzing the Master Equation of the stochastic
SIR model through the Wentzel-Kramers-Brillouin (WKB) approximation
and Large Deviation Theory, the probabilistic evolution of the epidemic is
mapped onto a classical Hamiltonian system. In this extended phase space,
rare macroscopic fluctuations correspond to deterministic trajectories min-



imizing an effective action, driven by generalized conjugate momenta that
encode the stochastic forces.

While the forward Hamiltonian formulation describes these rare events,
its application to the inverse problem, meaning the parameter estimation
from observed data, presents issues of structural unidentifiability. Mul-
tiparameter models often exhibit sloppiness, a geometric property of the
cost landscape where distinct parameter combinations yield nearly identical
macroscopic trajectories, leaving the true physical rates unobservable.

This thesis introduces a Hamiltonian inference protocol designed to de-
couple demographic noise from physical kinetic rates. By investigating the
geometry of the optimization landscape, we identify the redundant degrees
of freedom responsible for model sloppiness and propose a dimensionality
reduction to regularize the inverse problem.

The project is organized as follows:

e Chapter 2 formalizes the stochastic SIR model and derives its contin-
uous Hamiltonian representation via the WKB approximation.

e Chapter 3 establishes the phenomenological classification of anoma-
lous outbreaks by comparing exact stochastic Gillespie simulations with
deterministic mean-field baselines.

e Chapter 4 outlines the likelihood-based inference protocol and in-
vestigates the optimization landscape through the Fisher Information
Matrix, diagnosing the structural sloppiness of the full model and mo-
tivating its dimensionality reduction.

e Chapter 5 validates the theoretical predictions against an ensemble
of synthetic stochastic trajectories, verifying the physical consistency
of the reduced model through the principle of least action.

e Chapter 6 applies the inference protocol to historical records of French
influenza-like illness and US measles outbreaks to test its robustness
against real-world observation noise and non-Markovian perturbations.

e Chapter 7 summarizes the results and discusses potential future ap-
plications in real-time epidemic forecasting.



Chapter 2

Hamiltonian Formulation of the
SIR Model

This chapter establishes the theoretical framework required to map the stochas-
tic dynamics of the SIR epidemic model into a classical mechanics problem.
Starting from the exact Master Equation, we derive an effective Hamiltonian,
analyze the associated equations of motion in the extended phase space, and
discuss the limits of validity of this continuous formulation for finite popula-
tions.

2.1 Stochastic Model and the Master Equa-
tion

The dynamics of the SIR (Susceptible-Infected-Recovered) model are formu-
lated as a Markov Chain (MC) within a population of fixed size N. In this
stochastic framework, the state of the system at any time ¢ is defined by the
number of individuals in each compartment: X(t) = (S, 1, R) € N%. Due to
the conservation of the total population, S+ I+ R = N, the system’s dimen-
sionality can be effectively reduced, though we maintain the full notation for
clarity in the derivation.

1. Infection (S — I): The microscopic rate is Tj,y = B3, The corre-
sponding rescaled rate is:

Winf(Ts, ;) = Prsx; (2.1)

with the transition vector r,r = (—1,1,0).



2. Recovery (I — R): The microscopic rate is T,.. = pl. The corre-
sponding rescaled rate is:

Wree(T;) = p; (2.2)
with the transition vector r,... = (0,—1,1).

By defining the intensive state variables (densities) as © = X/N, the
global state of the system is described by the probability distribution P(x,t).
The time evolution of P(z,t) is governed by the Master Equation, which
accounts for the probability flux balance:

8Pé§,t) _N Z [wk(x _ %’“)p(m — Tﬁk,t) — wk(x)P(x,t)] (2.3)
ke{inf,rec}

In this equation, the first term in the summation represents the in-flow of
probability from neighboring states due to a transition rj, while the second
term represents the out-flow from the current state x. The formulation of this
stochastic framework takes inspiration from the epidemic model dynamics
developed by Assaf, Hindes, and Schwartz [6].

2.2 The WKB Method and Large Deviation
Theory

The Wentzel-Kramers-Brillouin (WKB) approximation is an asymptotic tech-
nique that, within non-equilibrium statistical mechanics, provides a frame-
work to analyze rare events and large deviations. The central assumption
is that the probability distribution of the system states follows a real expo-
nential ansatz, where the exponent is governed by an intensive action, or
quasi-potential.

This transformation maps the linear Master Equation onto a non-linear
deterministic equation of the Hamilton-Jacobi type. In the limit of large
populations (N > 1), demographic noise is typically small and the system
follows the standard mean-field trajectory. However, rare events such as early
or delayed outbreaks or anomalous peaks are driven by large fluctuations
where microscopic noise accumulates coherently over time. By applying the
WKB method, the probabilistic problem of tracking these rare fluctuations
is recast within a classical mechanics framework, where the most probable
stochastic paths correspond to deterministic trajectories that minimize the
effective action. [1},3,/5,(6].



2.2.1 Mathematical Derivation and the Hamiltonian

Mathematically, the central idea of this approach is that for large N, the
probability distribution follows an explicit exponential scaling law:

P(z,t) = exp(—NS(z,t)) (2.4)

where S is the intensive action. Physically, S quantifies the probabilistic
cost of a specific trajectory: the mean-field path corresponds to a zero-cost
trajectory (S = 0), while anomalous outbreaks require S > 0, reflecting the
exponential suppression of their likelihood.

The transition to a classical mechanics framework is achieved by substi-
tuting the WKB ansatz into the Master Equation and by performing a Taylor
expansion of the action around x:

1
S(x — N’t) ~S(x,t) — NVS T (2.5)

the shifted probability terms are approximated as P(z—%,1) ~ P(z, t)ers Ve,

Substituting these into the Master Equation and neglecting terms of O(1/N)
leads to: 9s
— ri-VS
o = ;wk [eF VS —1] (2.6)

Identifying the conjugate momenta as p = VS, we obtain the Hamilton-
Jacobi equation % + H(z,p) = 0. The Hamiltonian for the SIR system is
thus:

H(z,p) = Brsr; (PP — 1) + px; (el 7P — 1) (2.7)

Since the transition rates do not depend explicitly on time, the Hamilto-
nian is a conserved quantity along the dynamical trajectories. Furthermore,
because outbreaks emerge from an initial state with a microscopically small
fraction of infected individuals (x;(0) = 1/N with N > 1), the Hamiltonian
evaluated at t = 0 approaches zero. Consequently, due to energy conserva-
tion, all physically relevant paths are globally constrained to the zero-energy
hypersurface, satisfying the condition H (z,p) = 0.



2.3 Equations of Motion and Phase Space In-
terpretation

Assuming p, = 0 due to the conservation of the total population, the dy-
namics are governed by Hamilton’s equations & = 0H/dp and p = —0H /0x:

Ly = —Pwsre” "

T; = Prsx e’ P — pre

P = —Bri(e? P — 1)

o= =B = 1) = e — 1)

This formulation highlights three key features of the phase space dynam-
ics. First, the deterministic limit is recovered when the conjugate momentum
vanishes (p = 0), collapsing the trajectories onto the standard ODE solutions.
Second, the conjugate momentum p acts as a generalized force driving the
system away from the deterministic manifold. Finally, anomalous trajecto-
ries emerge when p # 0, allowing the system to explore low-probability states
that are otherwise inaccessible in the macroscopic limit.

(2.8)

2.4 Limits of Validity

The WKB approximation is an asymptotic theory, becoming exact only as
N — oo [1]. For finite populations, terms of order O(1/N?) in the Taylor
expansion may become relevant, leading to deviations between Hamiltonian
predictions and stochastic realizations (such as those obtained via Gillespie
simulations).

Furthermore, at the onset of an outbreak, when the infected population
consists of only a few individuals (z; ~ 1/N), the discrete nature of the
system becomes critical. In this low infected regime, the strict large- N scaling
breaks down, and the exact cancellation that enforces the H = 0 constraint
is weakly violated.

Specifically, we suggest that the noise at ¢ = 0 introduces a finite-size
correction to the macroscopic action, which may cause the effective Hamil-
tonian to acquire a small, non-zero value proportional to the inverse system
size, H ~ O(1/N). Consequently, from a dynamical perspective, strictly
enforcing the H = 0 constraint during the very early stages of the epidemic
could over-constrain the system. Relaxing this condition appears to provide
a useful mathematical degree of freedom to absorb the initial discretization
error. However, as the outbreak progresses and the infected fraction grows



(x; > 1/N), these finite-size effects are expected to rapidly dissipate, allow-
ing the macroscopic trajectories to naturally relax back toward the H = 0
surface.



Chapter 3

Numerical Analysis and
Stochastic Fluctuations

This chapter validates the Hamiltonian framework developed in Chapter 2
by comparing its analytical predictions against exact stochastic simulations.
By generating numerical realizations of the SIR process, we quantify the
emergence of anomalous epidemic trajectories that deviate from mean-field
predictions.

3.1 Simulation Methodology

We employ the Gillespie algorithm (Stochastic Simulation Algorithm, SSA)
[4] to generate trajectories, as it directly maps the discrete nature of infection
and recovery events onto a stochastic temporal evolution.

3.1.1 Implementation

The numerical framework for the stochastic simulations is developed in the
Julia programming language [2]. This custom setup allows us to translate
the microscopic transition rates into the exact discrete evolution of the state
vector (S, I, R) without relying on continuous approximations.

Definition of Propensities (a) For any given state, transition propensi-
ties are defined as:

e Infection: a; = SSI/N.
e Recovery: ay = pl.

The total activity ag = a1 + as determines the global probability flux.

8



Time Step and Event Selection (1) The temporal evolution is handled
through a stochastic variable 7 (often denoted as 7), representing the waiting
time until the next transition. Following the theory of Poisson processes, 7
is sampled from an exponential distribution,
G (3.1)
Qo

where 7 is a uniform random number in the interval (0,1]. This ensures
that the time between events is inversely proportional to the total propensity,
reflecting the higher frequency of transitions during the epidemic peak.

The nature of the event is then determined by a second random draw r,.
If ro < ay/ag, an infection occurs (S — S — 1,1 — I + 1); otherwise, the
system undergoes a recovery (I -1 —1, R — R+ 1).

Temporal Resampling The standard Gillespie algorithm produces data
at non-uniform time intervals, as the time steps 7 are stochastic variables. To
allow a direct comparison with the continuous-time solutions of the Hamil-
tonian equations, the raw trajectories are resampled onto a uniform time
grid. This resampling ensures that all simulated outbreaks are analyzed over
consistent time steps.

Parameter Setup and Population Scales The simulations are primarily
conducted using two population scales, N = 10% and N = 10%, to investigate
the transition from noise-dominated regimes to those where the WKB ap-
proximation is highly accurate. The epidemiological parameters § and u were
varied across a wide range of values, while maintaining the basic reproduction
number Ry = /p within a physically relevant interval, typically between 1.2
and 3.0. This range ensures that the system always possesses a deterministic
epidemic state while allowing for significantly different timescales and peak
intensities.

Data Filtering Due to the stochastic nature of the model, a fraction of
the simulations results in the early extinction of the disease before a macro-
scopically relevant outbreak could happen. While these events are tracked
and recorded for statistical completeness, only trajectories that resulted in
an effective outbreak are saved for further analysis.

3.1.2 Classification of Stochastic Trajectories

To compare the stochastic realizations generated by the Gillespie algorithm
with the deterministic Mean-Field (MF) predictions, we implement a classi-

9



fication protocol based on the phenomenology of the epidemic peak. Each
trajectory is processed through a multi-step analysis involving smoothing,
alignment, and threshold-based categorization.

Smoothing and Resampling Given the intrinsic noise of the Gillespie
process, particularly in small populations (N = 10%), raw trajectories I,(t)
exhibit high-frequency fluctuations that can obscure the true timing of the
epidemic peak. We apply a moving average filter of window size w to obtain
a smoothed density Z;(t):

1 t+w/2
R = Y () (32
j=t—w/2

g

This smoothed trajectory is used to identify the stochastic peak time ¢,

and the maximum intensity 77

max*

Extinction Criteria Before analysis, we filter out simulations where the
disease fails to reach a macroscopically relevant scale due to early-stage
stochastic extinction. A trajectory is classified as extinct if:

max(l,(t)) < Ip-7 (3.3)

where [ is the initial number of infected individuals and 7 is a tolerance

threshold.

Comparison Metrics To distinguish between simple temporal shifts and
significant changes in the epidemic profile, we define three primary metrics:

1. Relative Peak Height Difference (Ah,):

o ’[gmx B IMF

Ahrel = [Z\/I—Fm (34)
2. Temporal Shift (At):
At =19, — (3.5)

3. Shape Deviation (M SE): To evaluate the similarity of the outbreak
shape independently of its timing, we calculate the Mean Squared Er-
ror (MSE) after aligning the stochastic peak with the MF peak. By
defining a lag L corresponding to the difference in peak indices, the
MSE is calculated over a mask M:

1 2
MSE == W Z(]MF(t) - Ismooth<t + L)) (36)

M

10



Definition of the Analysis Mask (M) To prevent stochastic noise in
the tails of the distribution (the very early and late stages of the epidemic)
from affecting the error calculation, we implement an analysis mask M.
The calculation of the MSE is restricted to the region where the Mean-Field
intensity is macroscopically relevant:

M={teT: Lup(t)>01-N} (3.7)

Classification Logic Trajectories that have an actual outbreak are as-
signed to one of four categories based on the thresholds €., €5, and €;:

e Mean-Field Like: Stochastic paths that closely follow the determin-
istic behavior and stay within all tolerances, representing the standard
realization of the mean-field trajectory.

e Delayed Similar: Trajectories that follow the MF shape and intensity
but occur significantly later (At > ¢;). In these cases, the system typi-
cally remains near the disease-free equilibrium for an extended period
before the outbreak takes off, resulting in a late peak.

e Anticipated Similar: Realizations that follow the MF profile but
peak significantly earlier than the deterministic prediction (At < —¢;).
These are often driven by early-stage stochastic fluctuations that ac-
celerate the initial growth of the infected population.

e Different: Trajectories exhibiting significant structural deviations or
anomalous intensities (MSE > €5 or Ah,.q > €,). These realizations
exhibit significant deviations in terms of peak intensity (higher or lower)
or total duration, representing rare fluctuations of the epidemic process.

These thresholds are tunable parameters; in specific sections of this work,
stricter bounds are applied to ensure high-fidelity comparisons with Hamil-
tonian optimal paths.

3.1.3 Phenomenological Analysis of Stochastic Outbreaks

The classification protocol enables a detailed depiction of the stochastic fluc-
tuations in the SIR model by comparing the ensemble of realizations with the
deterministic baseline. Figure illustrates 10° Gillespie simulations (blue
lines) against the Mean-Field prediction (red line).

11
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Figure 3.1: Phenomenological classification of stochastic epidemic trajecto-
ries generated via the Gillespie algorithm. The four panels display smoothed
stochastic realizations (blue solid lines) plotted against the deterministic
Mean-Field prediction (red dashed line) in linear scale.
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Analysis in Linear Scale As shown in the linear plot [3.1] the stochastic
ensemble (blue) exhibits a characteristic spread around the deterministic
solution (red).

e Mean-Field Correspondence: The high density of blue trajectories
overlapping the red line confirms that the Mean-Field approximation
captures the average behavior of the system for N = 10® and N = 10*.

e Temporal Fluctuations: A significant portion of the ensemble fol-
lows the same profile as the red curve but appears rigidly translated
in time. These correspond to the Anticipated and Delayed categories,
where the intrinsic dynamics of the outbreak are preserved, but the
trigger time varies due to initial stochasticity.

e Morphological Deviations: A smaller number of blue trajectories
show visible departures from the red reference, such as lower peak in-
tensities or broader distributions. These are classified as Different and
represent rare, large-scale fluctuations that move the system away from
the Mean Field trajectory.

Logarithmic Scaling Visualizing the ensemble dynamics on a semi-logarithmic
scale is useful to understand the sensitivity of the system during the early
takeoff phase at ¢t &~ 0. In this representation, the transition from discrete
stochastic fluctuations to macroscopic exponential growth becomes clearly
discernible.

e Parallel Growth and Stochastic Acceleration: While delayed and
MF-like trajectories (blue) generally settle into a similar slope to the
deterministic reference (red), the anticipated realizations often exhibit
a slightly different initial trend. Specifically, they may display a more
pronounced curvature or a steeper ascent during the early takeoff phase.

e Conditioning on Early Outbreak: Physically, this anticipation im-
plies that trajectories peaking significantly ahead of the mean-field so-
lution are statistically biased. Achieving an early outbreak requires the
system to experience a chain of rapid-succession infections, essentially
sampling the upper tail of the reaction rate distribution. Consequently,
the observed growth rate is temporarily higher than the deterministic
Ry during the early stages, reverting to standard behavior only once
the epidemic reaches macroscopic proportions.

e Initial Dispersion and Noise Filtering: The fan-out of blue lines
at low values of I(¢) highlights the sensitivity of the system when the
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Figure 3.2: Semi-logarithmic representation of the classified stochastic en-
sembles during the epidemic outbreak.
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number of infected individuals is small. This justifies the use of the
10% population mask in our classification, as it prevents these from
misclassifying otherwise similar-shaped trajectories.

The results show that exist different types of fluctuations within the
stochastic ensemble. While the timing of the outbreak is volatile (exhibiting
high temporal variance due to the discrete nature of events during the initial
phase) the morphological profile of the epidemic remains similar. This sug-
gests that the shape of the outbreak is insensitive to the specific timing of
the outbreak, showing that the system follows a well-defined dynamical path
regardless of the initial stochastic delay.
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Chapter 4

Parameter Estimation and
Sloppiness

This chapter addresses the numerical estimation of the epidemiological pa-
rameters from observed stochastic trajectories. We first outline the likelihood-
based inference framework optimized via the Nelder-Mead algorithm, includ-
ing the relaxation of the zero-energy constraint to accommodate finite-size
boundary effects. Subsequently, we employ the Fisher Information Matrix
(FIM) to diagnose structural sloppiness within the full Hamiltonian model.
This analysis formally motivates a dimensionality reduction to a more robust
3-parameter formulation, which regularizes the optimization landscape and
resolves parameter unidentifiability.

4.1 Likelihood and Parameter Inference

The estimation is formulated as the minimization of the residuals between
the simulated trajectories and the predictions generated by the two paramet-
ric models: the deterministic Mean-Field (MF) model and the Hamiltonian
model.

We consider a trajectory observed at fixed intervals of time 7. The ob-
served data consists of the density of infected individuals x¢%(¢). To perform
the fit, we define the following sets of parameters 6:

e MF Model: characterized by two parameters, § and -, given the true
initial conditions z4(0) and z;(0).

e Hamiltonian Model: characterized by four parameters, (3, v, and the
initial conjugate momenta p,(0) and p;(0), again assuming the initial
state (x5(0),2;(0)) is known.
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Assuming that the discrepancy between the observed data and the model
predictions can be modeled as independent Gaussian noise, the likelihood

of the parameters 6 given the observations is Gaussian. The corresponding
log-likelihood L is defined as:

L) =55 3 (1(0) — 2:(t:0))’ (4.1)
teT
where z;(t; 0) represents the theoretical trajectory obtained by integrat-
ing the model equations (either the MF or the Hamilton’s equations) with
parameters 6. In this framework, maximizing the log-likelihood is equivalent
to minimizing the sum of squared residuals.

4.2 Optimization via the Nelder-Mead (Sim-
plex) Method

The estimation of the parameters 6 = (f3,7,ps, p;) requires the minimiza-
tion of the negative log-likelihood derived in Section [4.1] Specifically, our
objective is to minimize the cost function:

) =37 (@(t) — 2.(1:6))° (4.2)

teT

Since the Hamiltonian trajectories z;(¢;60) are obtained through numerical
integration and the parameter space may exhibit complex landscapes (in-
cluding narrow valleys typical of sloppy models), we employ the Nelder-Mead
algorithm implemented via the Optim.jl package [7].

4.2.1 The Simplex Algorithm

The Nelder-Mead method is a derivative-free optimization technique based on
the concept of simplex [10]. In an N-dimensional parameter space, a simplex
is a polytope defined by N + 1 vertices, vy, va,...,Vvyi1. For instance, in our
4-parameter model, the simplex is a 5-vertex structure in R*.

The algorithm explores the landscape by transforming the simplex through
a sequence of geometric operations based on the values of the cost func-
tion at each vertex. At each iteration, the vertices are ordered such that
flvy) < f(ve) <+ < f(vny1). The algorithm then attempts to replace the
worst vertex vyy; with a better point through the following steps:

1. Reflection: The worst point is reflected through the centroid of the
remaining points. This allows the simplex to move across the landscape.
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2. Expansion: If the reflected point is exceptionally good, the simplex
expands in that direction to take larger steps in promising regions.

3. Contraction: If the reflected point is not better than the current
points, the simplex contracts to investigate the local area more closely.

4. Shrinkage: If all else fails, the entire simplex is scaled down towards
the best vertex v;.

Convergence is reached when either the standard deviation of the function
values at the vertices falls below a threshold €f, or when the simplex volume
becomes smaller than a coordinate tolerance ¢, [§|:

N+1
1 _
NIl E |f(v;) = f| <ey, m]aXHVj —vi| < & (4.3)
=1

4.2.2 Zero-Energy Constraint in Parameter Inference

As discussed in Section 2.4, the exact cancellation that globally constrains the
epidemic trajectories to the zero-energy surface (H = 0) strictly holds only
in the continuous thermodynamic limit [5,6]. When performing parameter
inference on stochastic trajectories of finite-size systems, the regime at the
onset of an outbreak (¢t = 0, where x; ~ 1/N) presents a numerical instability
due to dominant demographic noise.

From an optimization perspective, rigidly enforcing the H = 0 constraint
from the very first observation forces the Nelder-Mead algorithm to minimize
the cost function on a theoretically mismatched manifold. This geometric
discrepancy translates into suboptimal convergence and artificially degrades
the accuracy of the inferred epidemiological parameters [5.1]

To address this issue, our fitting procedure relaxes the strict zero-energy
constraint, treating the Hamiltonian H as a free parameter. By allowing
H to freely vary, the algorithm gains the necessary mathematical degree of
freedom to absorb the discretization error present in the early stochastic
fluctuations.

Given that the Hamiltonian is a constant of motion, the optimization
does not yield a time-varying energy, but rather infers a single, constant
energy level that best describes the trajectory within the chosen observation
window. This relaxation acts as a direct compensatory mechanism for the
breakdown of the WKB approximation at the boundary. When the inference
starts exactly at the epidemic onset (¢sq¢ = 0), the algorithm converges to a
small, non-zero constant energy that scales as O(1/N), accommodating the
initial boundary effects.
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If the fitting window is restricted to later times (tsq > 0), when the
outbreak is well-established and the macroscopic dynamics dominate (x; >
1/N), the discrete finite-size effects become negligible. In this macroscopic
regime, the algorithm autonomously infers an optimal energy value of H = 0,
recovering the constraint of the underlying continuous theory. Therefore,
treating H as a free parameter mitigates the effects of boundary noise and
correctly recovers the thermodynamic limit, without the need for explicit
constraints.

4.3 The Fisher Information Matrix (FIM)

4.3.1 Mathematical Formulation

The local sensitivity of the model to parameter perturbations is quantified by
the Fisher Information Matrix (FIM). For a probabilistic model defined by a
probability distribution P(z|@), where 6 represents the vector of parameters,
the FIM is defined as:

2

gu(0) = =) P(x|6) 5 efa 5 log P(x]0) (4.4)

In the context of nonlinear least-squares problems, where a model y(u, ) is
fit to data points with independent Gaussian noise, the FIM is proportional
to the Hessian of the cost function y? [11]. Specifically, when assuming unit
variance for the noise, the FIM corresponds to the metric tensor:

Oy dyi
o0r 9hv

(JTT) 0 (4.5)

where J is the Jacobian matrix of the model’s predictions. In this framework,
the FIM describes the local curvature of the parameter space, and its inverse
provides a lower bound on the covariance of any estimator.

4.3.2 Sloppy Models and Eigenvalue Hierarchy

As multiparameter systems frequently exhibit structural sloppiness, their
FIM eigenvalues typically span many orders of magnitude [§].

The eigenvalues identify a distinction between different parameter com-
binations:

e Stiff Directions: These correspond to the largest eigenvalues. They
represent the parameter combinations that are most constrained by the
data and have the strongest impact on the model’s behavior.
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e Sloppy Directions: These correspond to the much smaller eigen-
values. They represent parameter combinations that have negligible
influence on the model’s output.

This explains why complex systems can often be described by simpler emer-
gent theories, as most parameter variations do not significantly alter the
macroscopic predictions [14].

4.3.3 Identification of pS0O as a Sloppy Parameter

The numerical analysis of the Fisher Information Matrix (FIM), evaluated at
the optimum identified by the Nelder-Mead algorithm, reveals a fundamental
characteristic of the Hamiltonian model: a marked spectral hierarchy. The
eigenvalues A, of the matrix g,, provide a quantitative measure of the fit
sensitivity with respect to variations along the directions identified by the
eigenvectors in the parameter space 8 = (3, i, ps,0, Dio)-

The results obtained for the 4-parameter model are summarized in Table

1l

Index Eigenvalue (\;) Magnitude

A 1.2924 x 10710 10710
Ao 7.8659 x 108 1078
A3 4.1114 x 10~* 1074
A4 1.5353 x 1072 1072

Table 4.1: Eigenvalues of the FIM calculated at the global optimum. A
separation of approximately seven orders of magnitude is observed between
the stiffest direction and the sloppiest one.

As shown in the scree plot [.1], the distribution of eigenvalues does not
exhibit a sharp gap but rather an approximately log-linear decay. The scale
ratio between the maximum and minimum eigenvalues, defined as the con-
dition number of the matrix:

Aoz 1.54 x 1072

~ 8
T R o0 100~ 119X 10 (4.6)

K =

indicates that the x? cost surface possesses an extremely asymmetric curva-
ture. The projection of the eigenvector associated with the smallest eigen-
value Ay shows an almost absolute dominance of the pgy component.
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Figure 4.1: Scree plot illustrating the eigenvalue hierarchy of the Fisher In-
formation Matrix (FIM) evaluated at the global optimum for the 4-parameter
model. The y-axis displays the eigenvalue magnitude on a logarithmic scale.

Geometric Interpretation

Geometrically, parameter uncertainty is described by the confidence ellipsoid,
whose shape is dictated by the covariance matrix ¥ = Z~!. Since \; is
extremely small, the corresponding axis of the ellipsoid in the pg direction
is elongated, as illustrated in Figure |4.2

This phenomenon transforms the minimum region of the cost function
into a flat valley. Along this direction, large variations in the value of pg
produce negligible changes in the optimal Hamiltonian trajectory and, con-
sequently, in the likelihood of the observed data. This structural indiffer-
ence explains the numerical instability encountered during optimization: the
Nelder-Mead algorithm tends to wander indefinitely along the floor of the
canyon, unable to converge to a unique value for pg.

4.4 Model Reduction and Regularization

The identification of pg o as a sloppy parameter indicates that the 4-parameter
model contains informational redundancy. To resolve this, we formulate a
reduced 3-parameter model by fixing pgo = 0, a choice physically justified
by the negligible role of initial susceptible momentum compared to infected
momentum in selecting the optimal fluctuation path.
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3-parameter model (purple ellipsoid), highlighting the marginal confidence
bounds across the kinetic rates (3, p) and the initial infected momentum

(PI,O)-

4.4.1 Spectral Improvement

Reducing the parameter space to O.eqa = (5,1, pio) regularizes the Fisher
Information Matrix. The eigenvalue spectrum of the reduced FIM is sum-
marized in Table [£.2]

Index Eigenvalue (\;) Magnitude

A\ 1.1000 x 1077 1077
Ao 5.6050 x 104 10~
A3 2.2530 x 1073 1073

Table 4.2: Eigenvalues for the reduced 3-parameter model (pso = 0).

The structural impact of this reduction is clearly visible in the eigenvalue
distribution shown in Figure {4.3|

Compared to the full model, the elimination of the structurally redundant
direction truncates the extreme tail of the distribution, ensuring a better-
conditioned parameter space.

The condition number improves by four orders of magnitude:

MM:Am“zZ%xlm (4.7)

)\min
As shown in Figure [4.3] the structural tail associated with the unidentifiable
direction is eliminated, collapsing the anisotropic valley of the full model into
a well-conditioned minimum.
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Figure 4.3: Eigenvalue spectrum of the FIM for the reduced 3-parameter
model. The elimination of the sloppy direction (pgg) truncates the extreme
tail of the distribution, resulting in a more compact spectral range.

4.4.2 Convergence Dynamics

The regularization of the cost surface is confirmed by the optimization tra-
jectories of the Nelder-Mead simplex. Figure [£.4] demonstrates that for the
4-parameter model, trajectories scatter across the parameter space due to
the existence of a flat valley.

Conversely, fixing pgo = 0 yields a robust convergence. In the 3-parameter
model (Figure , the majority of trajectories cluster towards a unique
global optimum, and marginal frequency distributions collapse into a domi-
nant peak for both  and p. This transition confirms that the reduction ef-
fectively decouples core epidemiological parameters from redundant degrees
of freedom.

Impact on the Covariance Matrix and Parameter Precision

The geometric consequences of this spectral shift are reflected in the co-
variance matrix ¥,.q. The elimination of the pgo dimension collapses the
infinite uncertainty along the sloppy axis, which in turn decouples the core
epidemiological parameters from the previous redundant correlations.

To gain deeper insight into the convergence dynamics, we examine the
trajectories of the Nelder-Mead simplex centroid as it investigates the pa-
rameter space from various initial conditions. As depicted in the corner
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plots these optimization paths provide a direct visual representation of
the underlying geometry of the cost landscape across 10 independent runs.
For the full 4-parameter model (Figure , the optimization paths are dis-
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Figure 4.4: Corner plot visualizing the trajectories of the Nelder-Mead sim-
plex centroid for the full 4-parameter model across 10 independent runs.
Start points are marked by circles, and final optima by stars. Trajectories
scatter and terminate at distinct local minima.

persed and fail to identify a unique solution. Runs starting from different
initial guesses (circles) terminate at distinct optimal points (stars), scatter-
ing across the parameter space. The marginal frequency distributions along
the diagonal confirm unidentifiability, exhibiting multiple fragmented peaks.

In contrast, fixing psg = 0 regularizes the optimization landscape. As
shown in the reduced 3-parameter model (Figure , the majority of the
simplex trajectories are now moving toward a single clustered global opti-
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Figure 4.5: Corner plot visualizing the trajectories of the Nelder-Mead sim-
plex centroid for the reduced 3-parameter model across 10 independent runs.
The elimination of pg regularizes the cost surface: the vast majority of runs
now converge to a unique global minimum.
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Chapter 5
Results and Model Validation

This chapter presents the empirical validation of the theoretical and numer-
ical framework developed in the preceding chapters. The continuous numer-
ical integration of the deterministic Mean-Field equations and the Hamil-
tonian system, required to compute the theoretical trajectories during the
optimization protocol, is implemented in the DifferentialEquations. jl
ecosystem [12].

We first analyze the fitting performance on individual stochastic trajec-
tories, demonstrating how relaxing the zero-energy boundary constraint and
reducing the parameter space resolves structural unidentifiability. Finally, we
establish the physical consistency of the reduced Hamiltonian model through
action minimization and extend our analysis to a statistical ensemble, con-
firming its accuracy and robustness in recovering the true epidemiological
rates across diverse outbreak regimes.

5.1 Fitting Performance Comparison

The core objective is to assess whether the framework can simultaneously
reproduce the observed macroscopic epidemic curve and reconstruct the true
microscopic parameters, specifically the transmission rate 5 and the recovery
rate p.

5.1.1 Impact of the Zero-Energy Constraint

Before analyzing the dimensionality of the parameter space, we must address
the validity of the Hamiltonian zero-energy constraint at the boundary of the
epidemic onset. Figure presents a comparative analysis of three fitting
strategies: the strictly constrained fit from ¢ = 0 (H = 0), the strictly
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constrained fit starting after a temporal delay (H = 0 delayed), and the
unconstrained fit initialized at ¢ = 0 (H,eq).

Method 15} W Ry Ds,0 Di0

Ground Truth 0.600 0.300 2.000 - -

H =0 (from t=0) 0486 0537 0905 0.055 0.055
H =0 (Delayed) 0535 0.326 1.641 0.020 0.020
Hyeq (psp = 0) 0.582 0.326 1.785 0.000 -0.329

Table 5.1: Comparison of the inferred epidemiological parameters and initial
momenta for the trajectories shown in Figure [5.1, The basic reproduction
number Ry = (/p explicitly highlights that rigidly enforcing the energy
constraint from the outbreak onset leads to an unphysical regime (Ry < 1).

As shown in the figure, when the H = 0 constraint is rigidly enforced
from ¢t = 0, the algorithm attempts to fit the initial transient by altering
the epidemiological rates. Although the macroscopic trajectory of the in-
fected population appears correctly fitted, the inferred parameters describe
an unphysical regime below the epidemic threshold, as highlighted in Table
Bl

By contrast, both the relaxed approach (H,.;) and the delayed con-
strained approach capture the full temporal evolution and correctly infer
the epidemiological rates. Moreover, although the cost function is optimized
exclusively on the infected trajectory z;(t), both methods accurately recon-
struct the unobserved susceptible population x(t).

5.1.2 Analysis of the 4-Parameter Model Instability

We begin by examining the performance of the full 4-parameter Hamiltonian
model, where the parameter vector to be inferred is 0 = {5, i, ps.0, pio}- Fig-
ure shows the optimization result for a representative stochastic realiza-
tion. At the macroscopic level, the 4-parameter model exhibits a significant
flexibility. The inferred trajectory fits the stochastic data points well, cap-
turing the overall profile and the temporal positioning and magnitude of the
epidemic peak. The standard deterministic Mean-Field model fails to adjust
for stochastic deviations in takeoff time or peak height.

However, an important contradiction emerges when we look at the micro-
scopic level. As shown in table [5.2] the inferred values for the kinetic rates
B and p deviate from the true generative parameters (the ground truth).
Despite the curve alignment and a very low 2 residual, the optimization
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Figure 5.1: Time evolution of the infected (top) and susceptible (bottom)
populations for a single stochastic outbreak. The strictly constrained fit
from t = 0 (H = 0, orange solid line) fails to capture the true macroscopic
dynamics, leading to an underestimation of the unobserved susceptible pop-
ulation. Conversely, both the fully relaxed fit (H,q, purple dashed line) and
the delayed constrained fit (H = 0 delayed, red solid line) reconstruct the
underlying physical trajectory across both state variables.
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Inferred model comparison
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Figure 5.2: Fitting performance of the full 4-parameter Hamiltonian model
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exact Gillespie simulations.

30



Inferred model comparison
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Figure 5.2: Fitting performance of the full 4-parameter Hamiltonian model
(Part 2 of 4).
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Inferred model comparison
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Figure 5.2: Fitting performance of the full 4-parameter Hamiltonian model
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Inferred model comparison
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Trajectory Class Model g 1 Ds.,0 Dio
Ground Truth - 0.400 0.200 - -
Mean Field 0.391  0.198 - -
Mean-Field Like Ham Full (4-param) 0.303 0.389 0.054 0.445
Ham Red (3-param) 0.405 0.202 0.000 -0.047
Mean Field 0.524  0.259 - -
Anticipated Ham Full (4-param) 0.561 0.055 -0.955 -1.074
Ham Red (3-param) 0.469 0.237 0.000 0.119
Mean Field 0.304  0.160 - -
Delayed Ham Full (4-param) 0.379 0.319 0.097 -0.114
Ham Red (3-param) 0.439 0.208 0.000 -0.479
Mean Field 0.216 0.133 - -
Different Ham Full (4-param) 0.507 0.084 -0.580 -1.470
Ham Red (3-param) 0.426 0.226 0.000 -0.551

Table 5.2: Comparison of inferred parameters across the four phenomeno-
logical classes. The table highlights the fundamental flaw of the 4-parameter
model: despite providing good macroscopic fits, its epidemic rates (8, )
deviate from the Ground Truth. The reduced 3-parameter model recovers
the true underlying physical rates, absorbing the stochastic shifts exclusively
through the initial momentum of the infected population (p; o).
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algorithm converges to an incorrect region of the parameter space. This phe-
nomenon is a direct consequence of the sloppiness diagnosed via the Fisher
Information Matrix (FIM) in Section 4.3. As previously shown, the initial
conjugate momentum of the susceptible population, pgg, corresponds to a
flat eigendirection in the cost landscape. This structural redundancy allows
the Nelder-Mead algorithm to compensate for wrong estimates of 5 and u
by choosing highly correlated values for pgo and p;o. The parameters are
therefore unidentifiable: many combinations of the four parameters can pro-
duce nearly identical macroscopic paths, causing the optimization to wander
away from the true physical solution.

5.1.3 Inference in the Reduced Parameter Space

To solve this structural instability, we test the reduced 3-parameter model
obtained by constraining the sloppy degree of freedom, setting pgoy = 0. The
parameter vector is thus reduced to 6,ea = {8, 11, pio}-

The results, displayed in Figure [5.3] across all four phenomenological
classes, show the capability of this model reduction strategy. From a macro-
scopic perspective, setting pso = 0 does not degrade the model’s descriptive
capacity. In every outbreak scenario, the 3-parameter trajectory (purple-
dotted line) overlaps almost perfectly with the full 4-parameter fit (green
line), maintaining an identically high-quality description of the observed
stochastic data.

Beyond simply matching the infected trajectory, the advantage of the
reduced model is found in its physical consistency. As previously shown in
Table [5.2] the 3-parameter optimization tends toward the Ground Truth in
the parameter space ((, ). By eliminating the degenerate manifold associ-
ated with pg, the cost landscape is regularized and the simplex algorithm
has to target the true physical rates. A direct consequence of this parametric
recovery is the model’s ability to accurately track the unobserved suscepti-
ble population. Unlike the 4-parameter model, which geometrically overfits
the infected curve at the expense of the hidden variable, the reduced model
reconstructs the full physical state of the system from the infected data alone.

These specific examples show that the initial momentum of the infected
population (p; ) alone is sufficient to absorb the stochastic fluctuations of the
path, leaving the kinetic rates 5 and u free to capture the true epidemiological
dynamics.
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Inferred model comparison
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Figure 5.3: Macroscopic trajectory fitting comparison between the Mean-
Field baseline (blue dashed), the 4-parameter Hamiltonian model (green
solid), and the reduced 3-parameter Hamiltonian model (red dotted). Across
all four phenomenological classes, the 3-parameter model preserves the full
descriptive capacity of the Hamiltonian framework (Part 1 of 4).
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Figure 5.3: Macroscopic trajectory fitting comparison (Part 2 of 4).
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5.2 Discussion of the Hamiltonian Accuracy

5.2.1 Action Minimization

To establish the physical validity of the reduced framework beyond curve-
fitting, we investigate the behavior of the system from the perspective of
Large Deviation Theory (LDT) and the WKB approximation [1,[6]. As
derived in Section 2.2, the probability of observing a specific macroscopic
stochastic trajectory x(t) = (zg(t), z;(t)) in the thermodynamic limit (N —
00) is exponentially suppressed and governed by the path integral weight:

P(x) = exp (—NSon-shein [X, P)) (5.1)

where Synsnen 18 the classical action functional evaluated along the real-time
trajectory that satisfies Hamilton’s equations of motion. Since the epidemic
process originates from a physical initial state and satisfies energy conser-
vation, the on-shell action simplifies to the integration of the phase-space
momenta over the coordinates:

Sop sl = / " s ()i s(t) + pil0)ds(t) — H(ws, 2 ps, po)] dt

to

_ / " ps(8)is(t) + pul)ia(D)) de

to

t
= / f [ps (—Brszie?7) + p; (Brgwe” P — paye )] dt

to

ty
— / [ﬁxsxiep"_ps(pi —ps) — ;mipz-e_p"] dt
to

According to the principle of least action, the true physical path chosen
by the stochastic fluctuation is the one that minimizes Sy,ghen. Therefore,
comparing the optimized action values obtained by the 4-parameter and 3-
parameter inference schemes provides a direct measure of which model better
reconstructs the true optimal fluctuation path (the instanton).

Figure[5.4illustrates the computed on-shell action for both configurations
along the epidemic trajectory. The numerical integration reveals that the 3-
parameter model achieves a substantially lower on-shell action compared to
the full 4-parameter model.

This substantial difference in the probabilistic cost reflects the structural
degeneracy discussed in Section 5.1.2.The unconstrained optimization of the
4-parameter model allows the phase-space trajectory to deviate from the
optimal path, resulting in a higher Sy, ghen-
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Conversely, the reduced model regularizes the problem. By projecting out
the redundant direction, the optimization is restricted to a more physically
relevant manifold. This allows the algorithm to yield a trajectory associ-
ated with a lower action value, without compromising the accuracy of the
macroscopic fit.

5.3 Statistical Validation across Simulated En-
sembles

To prove the capability of our inference framework and confirm that the
regularizing effect of model reduction is not a peculiarity of individual re-
alizations, we extend our analysis to a statistical ensemble. We generate a
synthetic dataset consisting of 100,000 independent stochastic trajectories via
the Gillespie algorithm [4], evenly distributed across the four epidemiological
regimes defined in our classification protocol, and we select 50 trajectories
for each class (Mean-Field Like, Delayed Similar, Anticipated Similar, and
Different).

We perform the optimization protocol on each trajectory using three dis-
tinct methods: the classical Mean-Field, the full 4-parameter Hamiltonian
model, and the reduced 3-parameter Hamiltonian model.

The structural differences in inference performance become visually clear
when examining the distribution of the rates in the parameter space (3, u).
Figure presents the scatter plots of the inferred coordinates for the two
hundred realizations. The physical accuracy is evaluated against the true
basic reproductive ratio of the generative process, defined by:

o 5true
,utrue

Ro (5.2)

The comparison of the three panels reveals some physical insights:

e Mean-Field (Panel a): The deterministic framework exhibits sys-
tematic clustering far from the ground truth for any trajectory that
incorporates stochastic delays or anticipations, as it lacks degrees of

freedom to interpret temporal fluctuations without altering the scales
of 5 and p.

e 4-Parameter Model (Panel b): The inferred parameters exhibit
a wide, unconstrained diffusion across the space. The scattering is
prominent regardless of the trajectory type.
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their phenomenological class.
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Figure 5.5: Scatter plots of the inferred kinetic rates (5, u) (Part 2 of 2).
The yellow line indicates the generative basic reproduction number Ry, =
Birue/ true, While the black dashed line represents the mean of the inferred
Ry across the ensemble. The panels show the distribution of the estimated
parameters obtained using (a) the deterministic Mean-Field baseline, (b)
the full 4-parameter Hamiltonian model, and (c) the reduced 3-parameter
Hamiltonian model.
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e 3-Parameter Model (Panel c): Regardless of the initial phenomeno-
logical class, the inferred parameter pairs (3, u) tightly align along the
true generative Ry (indicated in yellow). Notably, the mean of the in-
ferred Ry distribution (represented by the black dashed line) closely
overlaps with the true Ry. In both anomalous and delayed outbreak
regimes, the trajectory deviations are captured by the initial infected
momentum p; o, thereby preserving the underlying epidemiological scal-
ing.

5.3.1 Quantitative Error Analysis

To quantify the geometric observations derived from the parameter space
scatter plots, we compute the summary statistics of the inferred basic re-
production number, Ry, over the simulated ensemble. Table reports the
mean value and the standard deviation of the estimated Ry for each of the
four phenomenological classes, across the fifty independent trajectories.

The numerical results align with the theoretical predictions regarding
parameter identifiability discussed in Chapter 4. The 4-parameter Hamil-
tonian model displays high variance and significant estimation biases (e.g.,
an average Ry > 23 for anticipated trajectories). Conversely, the reduced
3-parameter model provides stable estimates. Across all temporal and mor-
phological regimes, the inferred average R, remains close to the generative
value (Ry = 2.0), with a considerably lower standard deviation.

To further assess the inference precision, Table presents the mean
relative error across the ensemble for each trajectory class.

The relative error analysis highlights the practical impact of the model
reduction. The structural unidentifiability of the full Hamiltonian framework
leads to relative errors ranging from 28% up to deviations exceeding 1000%
in the anticipated regime. The deterministic Mean-Field maintains a mod-
erate error bound (between ~ 4% and 13%), but its structural rigidity limits
further accuracy improvements. On the other hand, the 3-parameter model
results in the lowest relative errors across the majority of the classes, reaching
values as low as 1.4% for both Mean-Field Like and Delayed trajectories.
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Trajectory Class Mean Field Ham Full Ham Red
Ground Truth: Rq = 2.00

Mean-Field Like 1.80 £0.12  8.02+£9.63 2.03£0.14
Anticipated Similar 1.91+0.12 23.06+6.01 2.144+0.14
Delayed Similar 1.76 £0.57  2.56+3.68 1.974+0.12
Different 1.744+0.30 7.37+9.92 1.85+043

Table 5.3: Summary statistics (Mean + Standard Deviation) for the inferred
basic reproduction number Ry across the 200 stochastic realizations (50 per
class).

Trajectory Class Mean Field Ham Full Ham Red

Mean-Field Like 9.76 % 301.11 % 1.44 %
Anticipated Similar 4.48 % 1053.07 % 7.09 %
Delayed Similar 12.03 % 28.16 % 1.40 %
Different 12.85 % 268.74 % 7.62 %

Table 5.4: Mean relative errors on the basic reproduction number Ry for the
different trajectory classes.
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Chapter 6

Application to Empirical Data

This chapter extends the application of the reduced 3-parameter Hamilto-
nian framework from synthetic stochastic trajectories to empirical data. To
assess the structural robustness of the inference protocol against real-world
observation noise, we analyze two diseases characterized by markedly dif-
ferent transmission scales and immunization regimes: seasonal influenza-like
illness (ILI) in France and historical measles outbreaks in the United States.

6.1 Data Sources and Phenomenological Dif-
ferences

6.1.1 French ILI Dataset (Réseau Sentinelles)

The first dataset is obtained from the French Réseau Sentinelles and tracks
weekly incidence rates of influenza-like illness (ILI)(Data from the Sentinelles
network, France; Inserm, Sorbonne University) [13]. Seasonal influenza is
characterized by a rapid surge driven by high transmission rates, followed by
a swift decay as the seasonal forcing or partial immunity limits propagation.
For our analysis, we isolate seasonal outbreaks across different years.

6.1.2 US Measles Dataset (Project Tycho)

The second dataset originates from Project Tycho [15] and contains historical
surveillance data for measles in the United States prior to the widespread
introduction of the vaccine in 1963. Measles represents a highly contagious
disease where outbreaks exhibit recurrent behavior. We isolate a single major
pre-vaccine epidemic wave to evaluate the framework in a high-transmission
regime.
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6.1.3 Dataset Variables and Pre-processing

The empirical datasets were pre-processed to isolate the epidemic signal from
the underlying database structures. For both sources, the analysis was re-
stricted to the temporal incidence, discarding metadata irrelevant to the
dynamical modeling of the disease transmission. The specific data subsets
utilized are summarized in Table [6.11

Dataset Feature Description
French ILT  inc Weekly incidence.
week Temporal index.
geo_name Geographical identifier for spatial cluster-
ing.
US Measles CountValue Weekly incidence.
PeriodStartDate Temporal index.
AdminiName State-level aggregation for localized dy-
namics.

Table 6.1: Key variables extracted from the empirical databases. Only inci-
dence rates and temporal markers were retained for the Hamiltonian inference
protocol.

Regarding the French Réseau Sentinelles data, we focused on the inc
variables. For the US Measles dataset from Project Tycho, we processed the
CountValue field at the state level (AdminiName). While the original dataset
contained extensive diagnostic information (such as PathogenTaxonID and
ConditionSNOMED), these were omitted to focus on the macroscopic trans-
mission dynamics within the SIR framework.

6.1.4 Structural Challenges of Empirical Data

Unlike the synthetic trajectories generated via the Gillespie algorithm, where
the background noise is strictly demographic (~ 1/v/N) and satisfies the
Markovian assumptions of the Master Equation, empirical data introduce
structural perturbations. The most significant challenge is observation noise,
as reporting rates are inherently incomplete and time-varying, making the
observed incidence a filtered projection of the true infected fraction. Further-
more, empirical systems are subject to environmental noise. Fluctuations in
transmission rates driven by weather patterns, human mobility, and school
calendars act as external stochastic perturbations.
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6.2 Model Adaptation and Calibration Pro-
tocol

6.2.1 Fitting Incidence Data

A discrepancy between theoretical models and empirical surveillance data lies
in the nature of the observed variable. While the standard SIR equations
describe the time evolution of the active infected population (prevalence),
empirical datasets typically report the number of newly infected individuals
(incidence) over a fixed observation interval At (usually a week).

To correctly align the theoretical framework with the data, the expected
number of new cases J(t) generated in the interval [t,¢ + At] is explicitly
computed. Within a time step At, the probability ¢z that a susceptible
individual becomes infected is derived from the standard transition rates.
For the deterministic Mean-Field model, the incidence is calculated as:

Jr(t) = S(t) [1 — exp (-5%&)} (6.1)

When extending this formulation to the Hamiltonian framework, the tran-
sition rates are modified by the presence of the conjugate momenta. The
infection rate in the extended phase space is scaled by the exponential fac-
tor ePi)=Ps() Working with the intensive state variables z, = S/N and
x; = I /N, the Hamiltonian incidence becomes:

JHam(t) = Nag(t) [1 — exp (—Ba:i(t)epi(t)_ps(t)At)} (6.2)

Consequently, the optimization protocol minimizes the y? residuals be-
tween the reported empirical weekly cases and the model-generated incidence
J(t).

6.2.2 Global Optimization via Basin Hopping

The transition from synthetic to empirical data adds further irregularities
in the optimization landscape. While the cost surface of the reduced 3-
parameter model is well-conditioned for simulated trajectories, environmen-
tal noise and reporting inconsistencies in empirical datasets create a rugged
topography characterized by multiple local minima. Consequently, relying
solely on a local optimizer, such as the Nelder-Mead algorithm, frequently
results in the simplex becoming trapped in suboptimal configurations.

To overcome the ruggedness of the empirical cost surface, the Nelder-
Mead search is embedded within a Basin Hopping algorithm [16]. Rather
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than getting trapped in the first encountered minimum, this routine iter-
atively applies random perturbations to the parameters, allowing the sys-
tem to locally relax into adjacent valleys. By coupling these jumps with
a Metropolis-like acceptance criterion [9], the optimization effectively exits
local minima and samples the global parameter space.

Operationally, at each iteration the algorithm displaces the current pa-
rameters Oy,. by a random step, providing a new starting point for the
Nelder-Mead routine. Once the simplex relaxes into the nearest local mini-
mum, yielding a cost x2,_4, the transition is evaluated via a standard Metropo-
lis criterion.

A configuration that reduces the cost (Ax? = XZ,.4 — Xbest < 0) 1S imme-
diately accepted. If instead Ax? > 0, the algorithm accepts the jump with

probability:
Ax?
P= — .
exp ( T ) (6.3)

where T is an effective temperature parameter. This stochastic acceptance
rule allows the optimizer to overcome the local barriers of the empirical land-
scape, ensuring a robust exploration of the parameter space before converging
to the global minimum.

6.2.3 Estimation of Initial Boundaries

The Hamiltonian framework requires explicitly defined initial coordinates
for the macroscopic state variables. However, the exact initial fractions of
susceptible (z50) and infected (x;0) individuals are hidden variables that
must be reasonably estimated prior to the optimization of the conjugate
momenta. To resolve this, a two-step boundary calibration procedure was
implemented:

e Initial Infected (z;0): As the observation window is initialized at
the onset of the macroscopic outbreak, the initial fraction of active
infections was set equal to the incidence recorded at the onset.

e Initial Susceptible (z;(): The estimation of the available susceptible
pool dictates the total epidemic size. To estimate this boundary, a
preliminary calibration was performed using the standard deterministic
Mean Field model. In this step, the recovery rate p was fixed, and
x;0 1s assumed to be the initial incidence as an approximation. The
optimization was restricted to inferring solely the transmission rate (8
and the initial susceptible fraction x, . The optimal z, o retrieved from
this restricted deterministic fit was then rigidly fixed as the boundary
condition for all subsequent Mean Field and Hamiltonian inferences.
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Fixing the system’s boundary with an empirically estimated z intro-
duces a fundamental shift in the physical interpretation of the parameters.
The datasets analyzed in this work track endemic diseases within popula-
tions that are far from total one. Since a fraction of the individuals already
possesses acquired immunity, the estimated xz, isolates only the effective
susceptible pool, which is primarily driven by new births and waning immu-
nity.

As a direct consequence of this endemic setting, the ratio of the inferred
kinetic rates (/) cannot be interpreted as the theoretical basic reproduction
number (Rp). The models are instead measuring the effective reproduction
number (R.g) at the onset of the seasonal wave. In an established endemic
regime, this restricted susceptible pool forces the inferred Reg to values just
above 1 during the initial exponential growth phase, essentially masking the
true intrinsic contagiousness of the pathogen.

6.2.4 Application to the French ILI Seasonal Outbreaks

As a first empirical test, the inference protocol was applied to the French
Influenza-Like Illness (ILI) dataset. We focus specifically on the 2015 season,
as it provides a valuable test case due to its variations. In some regions, the
incidence followed a standard single-peak wave, while in others, a double-
peak structure occurred, with an initial minor surge preceding the main
outbreak. Figures and present a subset of these regions to compare
the model performances.

The two panels in Figure[6.1] display regions characterized by the standard
single-peak profile. Here, both the Mean-Field and reduced Hamiltonian
models generate nearly identical fits. This overlap shows that for relatively
smooth incidence profiles, the Hamiltonian model recovers the deterministic
limit.

Figure|6.2]illustrates regions exhibiting the double-peak incidence. In this
scenario, the standard Mean-Field model fits the parameters by anchoring
to the initial minor peak, consequently missing the global maximum of the
epidemic wave. The reduced Hamiltonian model, instead, is able to correctly
align with the second, higher peak to determine the transmission parameters,
providing a more accurate representation of the overall outbreak.

6.2.5 Application to the 1955-1956 US Measles Epi-
demic Wave

As a second empirical test, the inference protocol was applied to the US
measles incidence during the 1955-1956 season. While the calibration was
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Figure 6.1: 2015 Flu Season (ile—de—France, Occitanie). Empirical data are
shown as grey dots, the Mean-Field fit as a dashed blue line, and the reduced
Hamiltonian model as a dotted red line.
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Figure 6.2: 2015 Flu Season (Normandie, Grand Est). Empirical data are

shown as grey dots, the Mean-Field fit as a dashed blue line, and the reduced
Hamiltonian model as a dotted red line.
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Table 6.2: Comparison of inferred parameters (5, u, Rg) for the 2015 French
ILI season across four selected regions. The table contrasts regions exhibiting
a standard single-peak profile with those showing a double-peak incidence.

Region (Profile) Model o] I Ro

Mean Field 0.2874 0.247 1.112
Reduced Ham. 0.336 0.272 1.234

Tle-de-France (Single-peak)

Occitanie (Single-peak) Mean Field 0.280 0251 1.153
s1ep Reduced Ham. 0.241 0.181 1.334

. Mean Field 0.265 0.243 1.093
Normandie (Double-peak) o 0 o 1095 1.000 1.127
Mean Field 0.258 0.241 1.068

Grand Est (Double-peak) — p 4 i gam 0745 0.661 1.127

performed across all available States, visualizing the entire dataset would be
impractical. Figures [6.3] and present a subset of four states selected to
highlight the different operational regimes of the models.

The two top panels in Figure (California and Arizona) display states
where the deterministic Mean-Field and the reduced Hamiltonian models
yield comparable fits. In these instances, the empirical incidence profile is
relatively smooth and symmetric. Consistent with the French ILI dataset, the
fact that the Hamiltonian framework reduces to the MF trajectory confirms
that the introduction of the conjugate momenta does not induce artificial
dynamics.

The two bottom panels in Figure (Wisconsin and Oklahoma) show
states where the empirical trajectories exhibit more complex features, such
as sharp peaks or atypical outbreaks. Here, the structure of the standard
SIR equations causes the MF model to miss the incidence curve at different
stages of the outbreak. The reduced Hamiltonian model, instead, successfully
tracks these irregular profiles.

6.2.6 Interpretation of the Inferred Parameters in US
Measles

As shown in Table [6.3] the inferred reproduction numbers for the measles

outbreaks fall between 1.1 and 1.2. Measles is highly contagious, and its the-

oretical Ry is typically estimated between 12 and 18 in a completely suscep-
tible population. However, the lower values obtained from the optimization
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Table 6.3: Comparison of inferred parameters (5, u, Ro) for the 1955-1956
measles epidemic in four selected US states. For each state, the results from
the deterministic Mean-Field (MF) and the reduced Hamiltonian models are
presented.

State Model B ! Ro
Mean Field 0.1674 0.1465 1.1425

California. p 3 od Ham. 02113 0.1754 1.2049
A Mean Field 0.1689 0.1482 1.1396
nzona - peduced Ham. 0.2134  0.1773  1.2032
. . Mean Field 0.1615 0.1420 1.1374
Wisconsin

Reduced Ham. 0.3237 0.2779 1.1648

Oklhons,  Mean Field 0.1512 0.1389 1.0881
anoma — poduced Ham. 0.3716  0.332  1.1153

simply reflect the effective reproduction number (R.g) of an established en-
demic regime, consistent with the boundary conditions discussed in Section
6.2.3.

Beyond the endemicity constraint, the numerical values of the kinetic
rates are further affected by the structural limitations of historical surveil-
lance data:

e Underreporting and Data Incompleteness: Surveillance systems
in the pre-vaccine era primarily captured severe cases requiring medi-
cal intervention. Because measles was treated as a standard childhood
illness, many mild infections were not recorded. This systematic un-
derreporting compresses the absolute scale of the observed incidence,
leading the optimization routine to infer lower effective transmission
rates.

e Spatial Coarse-Graining: The data is aggregated at the state level,
covering large geographical areas. A state-wide incidence curve is the
convolution of multiple, localized, and temporally desynchronized out-
breaks. This spatial averaging flattens and broadens the macroscopic
epidemic peak. When fitted to a standard compartmental model, this
broader profile is mathematically interpreted as a slower transmission
process.
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Chapter 7

Conclusions and Future
Outlook

This thesis investigated the estimation of fundamental kinetic rates in stochas-
tic epidemic models. By mapping the exact Master Equation of the SIR
model onto a classical phase space via the WKB approximation, we estab-
lished a mathematical framework to separate intrinsic demographic noise
from the underlying epidemiological parameters.

The geometric analysis of the optimization landscape, quantified through
the Fisher Information Matrix, showed that the full 4-parameter Hamiltonian
formulation is structurally unidentifiable. We demonstrated that projecting
the system onto a reduced 3-parameter manifold breaks this degeneracy. The
reduced model consistently recovers the true transmission and recovery rates
across different fluctuation regimes, effectively absorbing temporal shifts and
intensity deviations entirely through the initial conjugate momentum of the
infected population.

We validated this theoretical reduction on both synthetic stochastic en-
sembles and empirical surveillance records. The application to empirical
data highlighted a specific limitation regarding the boundary conditions.
Real-world outbreaks are governed by preexisting immunity and endemicity,
meaning the inferred kinetic rates capture the effective reproduction number
(Ref) rather than a theoretical Ry. A rigorous application of this framework
requires a more structured methodology to determine the initial suscepti-
ble pool (Sp). Fixing Sy through macroscopic approximations limits the
accuracy of the transmission parameters. Developing analytical or numeri-
cal techniques to dynamically infer the effective susceptible population is a
necessary step to properly characterize the properties of R and isolate the
intrinsic transmission potential of a pathogen in non-idealized environments.

Further theoretical investigation is required to clarify the physical mean-

o8



ing of the conjugate momenta. Specifically, the epidemiological interpretation
of the phase space variables, and in particular the physical justification un-
derlying the regularization constraint pgo = 0, require further exploration to
fully understand their implications on the thermodynamics of the epidemic
onset.

Finally, the analytical approach developed here for a homogeneously
mixed population can be extended to more complex epidemiological scenar-
ios. Integrating the WKB-Hamiltonian formalism with spatially structured
models, heterogeneous contact networks, or compartmental models with ex-
posed periods (such as SEIR) would allow the investigation of large stochastic
deviations in structured environments. Furthermore, scaling this approach
to higher-dimensional parameter spaces, such as those governing interacting
multi-population dynamics, will necessitate the implementation of more so-
phisticated optimization algorithms to efficiently navigate the increasingly
complex cost landscapes, expanding the applicability of the framework to a
wider range of physical and epidemiological settings.
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