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1 Introduction

1.1 Main Goal

The main goal of this work is to study how State-Space Models, and in particular Mamba, can
be used to model the probability distribution of protein sequences.
From a modeling perspective, a protein can be represented as a sequence of amino acids. Each
amino acid is encoded by a letter belonging to a finite vocabulary,

V:{A?C7D7E’F7G7H7I7K7L7M’N7P7Q7R’S7T7‘/Y7W/7Y}'

Thus, a protein sequence can be viewed as an element of V¥, where L denotes the sequence
length. In general, L can be fixed, as in aligned protein datasets, or variable, as in unaligned
datasets.

This makes protein sequences a natural dataset for sequence modeling. Moreover, they are
generated under biological constraints related to evolution, structure, and function, which induce
non-trivial dependencies between positions. A good generative model should therefore learn
correlations between different sites in the sequence that can be arbitrarily far apart from each
other.

In this work, I focus on Mamba. Mamba is a deep autoregressive sequence model based on
State-Space Model blocks introduced by Gu and Dao in 2023 [5], and has been proposed as an
efficient alternative to Transformer architectures, which are currently the most successful model
families for sequential data, in particular in large language modeling.

The aim of this work is therefore: first, to review the state of the art on State-Space Models
for sequence modeling and present Mamba in a clear way; and second, to train Mamba on
protein sequence datasets and study if the probability distribution learned by the model is able
to reproduce the statistical properties of natural protein families.

1.2 Why is this interesting?

While Transformers use the attention mechanisms to compare information across different po-
sitions in a sequence, Mamba is based on State Space Models (SSMs). SSMs adopt a different
conceptual approach: they use a hidden state that evolves as the sequence is processed. This
state summarizes information from previous inputs and is used to model subsequent elements
of the sequence.

Compared with Transformers, SSM-based architectures have been less extensively studied in
modern deep learning. However, their connection to dynamical systems makes them particu-
larly interesting to analyze. Mamba therefore provides a useful framework to investigate how
SSMs retain information about the past and how they learn internal representations from se-
quential data. Moreover, this study leads to a more general question about autoregressive
models: how does the order of the sequence affect their learning and predictive performance?
An autoregressive model writes the probability of a sequence as a product of conditional prob-
abilities. If the order of the variables is changed, the model has to learn a different set of
conditional probabilities.

This work explores this question by examining how Mamba behaves under different sequence
orderings.

1.3 Outline of the report

The report is organized as follows.

Section 2 introduces State-Space Models and explains how they can be used for sequence mod-
eling.

Section 3 focuses on S4, a earlier State-Space Model architecture that came before the one



used in Mamba. Even though the numerical experiments in this report are performed using a
different architectures, introducing S4 is still useful for understanding some key ideas behind
modern SSMs and the limitations that led to their development.

Section 4 then presents Mamba. First, Selective State-Space Models are introduced, since they
are the main building block of Mamba. Then, the Mamba architecture is described, together
with its autoregressive training and generation procedures.

Section 5 contains the numerical experiments on protein and artificial datasets. Finally, Section
6 summarizes the main conclusions and possible future directions.

2 State Space Models for Sequence Modeling

State-space models (SSMs) are simple dynamical systems that were originally studied indepen-
dently of their later applications in machine learning. The purpose of this section is to show
how these systems can be integrated with modern machine learning techniques.

Subsection introduces state-space models, Subsection discusses sequence modeling, and
Subsection brings these two ideas together.

2.1 State Space Models

Before being used for sequence modeling in deep learning, State-Space Models (SSMs) were

originally developed in signal processing and control theory to describe the evolution of a class

of systems over time. In continuous time, an SSM is defined by the equations
h(t) = Ah(t) + Bx(t) W
y(t) = Ch(t) + Dz(t)

where z(t) denotes the input, h(t) the state variable, and y(¢) the output of the system.
In general terms, the goal is to construct a system that, at each time ¢, produces an output
using both the current input x(¢) and a compact summary of all previous inputs z(7), with
7 < t. This summary is represented by the state variable h(t), which can be interpreted as a
compressed representation of the information contained in all past inputs. As new inputs are
received, this representation is updated online and evolves over time.
The matrix A governs the state dynamics, B determines how the input affects the state, C
maps the state to the output space, and D provides a direct input—output connection.
Unless otherwise specified, we will assume the matrices A, B, C, and D to be time-invariant.
Such systems are referred to as Linear Time-Invariant (LTI) State-Space Models and will be
those treated in this section.

2.2 Sequence Models in Machine Learning

The general setting in supervised machine learning can be summarized as follows:

1. We are given a dataset

D= (xh yi)i:17,,_ma
where m is the number of data points, and x; and y; denote the input and target output
vectors, respectively.

2. We define a parametrized model, that is, a mapping of the form

y = fo(x),

where 6 denotes the set of trainable parameters.



3. The goal is to infer a suitable choice of 6 that allows the model to fit the data. This is
done by defining a loss function and minimizing it using standard optimization techniques,
such as backpropagation and gradient descent.

When inputs and outputs are sequences, the corresponding models are referred to as se-
quence models.
Some examples of sequential data are: natural language, where text is represented as a sequence
of words; proteins, which are sequences of amino acids; and time series, where observations are
ordered over time.
The central challenge in sequence modeling is to design a parameterization of fy that is both
computationally efficient and sufficiently expressive to capture long-range dependencies and
complex patterns in the data. Different choices of this parameterization lead to different model
families, such as Recurrent Neural Networks (RNNs), Convolutional Neural Networks (CNNs),
and Transformers. In the following, we introduce state-space models as an alternative parame-
terization for sequence modeling.

2.3 State Space Models as Sequence Models
2.3.1 Discretization

Many real-world data are naturally represented as discrete sequences rather than continuous
signals. Therefore, Equation must first be discretized in order to process an input sequence
x = (xg, r1, T2, ...) instead of a continuous input signal x(t).
Throughout this work, I use the Zero-Order Hold (ZOH) discretization, since this is the dis-
cretization rule used in the SSM literature, including Mamba [5].
More details on discretization methods for State-Space Models can be found in [6].
Fixing a step size A, the continuous-time parameters are converted into discrete-time parame-
ters as

A=e2 B=(AA)Y P - DAB. (2)

The resulting discrete State-Space Model takes the form

{ht = Ahtﬂ + Bﬂvt, (3)

Yt = C_'ht + D.Tt.

where t denotes the discrete time index and A, B, C, and D are the discretized system
matrices and have the same dimensions as their continuous-time counterparts.
In the following sections, we will omit the direct term Dz, since it can be interpreted as a
simple skip connection from the input to the output and does not affect the recurrent state
dynamics.

2.3.2 Recurrent formulation

By observing Equation [3] it is clear how a discrete State-Space Model can be used for sequence
modeling. Given an input sequence (z1,...,x1), the model fy processes the tokens one at a
time and produces an output sequence (yi,...,yr).

This can be interpreted in the same way of a standard recurrent neural network, as illustrated
in Figure[l] At each time step ¢, the hidden state h; is computed from the previous state hs_1
and the current input x;, while the output 1 is obtained by reading the current state and the
current input x;. In this case, the recurrent function fy is defined by the discrete SSM equations
In the language of recurrent neural networks, h; can therefore be interpreted as the hidden
state, A as the state transition matrix, B as the input projection matrix, and C as the output
readout matrix.



Figure 1: Visual representation of a standard recurrent neural network. Here fy
is equal to [3]

2.3.3 Convolutional formulation

The recurrent formulation of an SSM is inherently sequential. As a consequence, it is not well
suited for efficient training on modern parallel hardware, where operations over different time
steps are preferably computed in parallel. However, in the case of Linear Time-Invariant (LTT)
systems, the same input-output transformation can be expressed in an equivalent convolutional
form.

In particular, equation can be unrolled and rewritten as a discrete convolution between the
input sequence and a convolution kernel determined by the SSM parameters.

1. Unrolled recurrence. For a given time step k, the output can be written as
yr = CA¥Bzg+ CA* 1By + -+ CABxyj_1 + CBuxy,. (4)

2. Convolutional form. The previous expression can be equivalently written as a convo-
lution between the input sequence x and a kernel K:

k
y=Y Kix;=Kxz. (5)
=0

3. Convolutional kernel. The kernel K is defined as

K= (OB, CAB,CA%B, .. ) . (6)

Therefore, an LTI State-Space Model admits two equivalent interpretations: a recurrent
model, which processes the sequence one element at a time, and a convolutional model, which
computes the output through a single convolution operation.

3 Combining Structure and Memory: S4

Subsections [3.1] and [3:2) introduce the key ingredients underlying the S4 architecture, namely
structured state matrices and the HiPPO framework, while Subsection presents how they
are combined in the final model.

3.1 Structured SSM

Although the convolutional formulation allows the sequence to be processed in parallel, it still
requires the convolution kernel to be generated, and this can represent a computational bottle-
neck. This can be seen from Equation @ when A € RV*V is a general dense matrix, applying



A to a vector has cost O(N?). Since this operation must be repeated for all L elements of the
sequence, the total cost of generating the kernel is at least O(N2L).

To reduce this cost, one can choose A to be a structured matrix, namely a matrix with a special
form that makes matrix-vector multiplication more efficient than in the general dense case. For
instance, if A is diagonal, multiplying it by a vector only requires element-wise multiplication,
and therefore has cost O(N) instead of O(N?).

Structured State-Space Models are SSMs in which the state matrix A is chosen to have such a
structure. This makes the computation of the convolution kernel more efficient, reducing the
cost from O(N2L) to O(NL). The particular structure used in S4, based on diagonal-plus-low-
rank matrices, will be introduced in the following subsection.

3.2 The HIPPO Framework

While Structured SSMs address the computational aspects of sequence modeling, efficiency
alone does not ensure that the model can effectively capture the relevant information contained
in a sequence.

Some questions can be raised: how can the model capture long-range dependencies in a se-
quence? What is the formal role of the hidden state h; 7 When is a model expressive enough
for a given task?

To answer all these questions, it is natural to focus on the hidden state. Indeed, at each time
step t, h; is the only input quantity in Equation [3] that depends explicitly on the history of the
sequence.

Let’s consider a very simple example. Consider a sequence in which the correct prediction/output
at time ¢ depends on information that appeared many steps before. In this case, the model can
solve the task only if the hidden state has preserved that relevant information over time.

The HiPPO framework provides a mathematical formalism to study this problem.
Throughout this section, we slightly change notation and denote the input signal by w(t), the
hidden state by c¢(t), and the output signal by o(t). This notation will be useful when introduc-
ing the connection with polynomial projections.

The presentation of the HIPPO framework in this section mainly follows Gu’s thesis [4].

3.2.1 Intuition

This section introduces the intuition behind the HiPPO formalism in a simple and general
continuous-time setting.

Consider a continuous input signal u and an output signal o. At each time ¢, u(t) € R denotes
the current input value, while o(t) € R denotes the current output value. We denote by

U<y (7)

the entire past trajectory of the input signal up to time ¢.

The central question is the following: can we represent the entire history u<; using only a finite
number of variables, while retaining all the useful information?

The HIPPO framework provides a principled answer to this question by constructing a optimal
low-dimensional representation of the input history that can be updated online as new obser-
vations arrive.

Intuitively, the procedure is the following;:

Fix a time t; and consider the past trajectory of the signal up to that time, denoted by u<y,.
We then choose a measure, which defines an inner product and therefore the Hilbert space (for
example, the uniform measure). Next, we choose an approximation order N, corresponding to
the dimension of the compressed representation, and a set of N basis functions that are orthog-
onal with respect to the chosen measure and span an N-dimensional subspace of the Hilbert
space just defined.



The complete history u<;, is then projected onto this subspace. From this projection N coeffi-
cients are obtained

(Cl(tl),CQ(tl),...,CN(tl)), (8)

which define the best approximation of the past trajectory in the chosen basis.

This is essentially nothing more than fitting a function using the best possible polynomial ap-
proximation of degree N.

These coeflicients form the compressed memory of the signal at time ¢;. The goal is then to
obtain such a compressed representation not only at a fixed time 1, but at every subsequent
time.

It is worth noting that this section discusses the continuous-time formulation. However, the
same idea also applies to the discrete-time setting used in sequence modeling.

As a preview, when an SSM is used for next-token prediction, the output at time ¢ can be
interpreted as the prediction of the next element in the sequence, namely y; = x441. For the
moment, however, this interpretation is not needed, and we focus only on how the past input
history can be represented by a finite-dimensional state.

3.2.2 Mathematical Framework

Useful notions. This subsection introduces the main mathematical objects that will be used
in the following discussion.

1. Inner product and measure. Let u and g be two integrable functions, and let u be a
measure on the domain. The measure determines how different parts of the domain are
weighted. The corresponding inner product is defined as

(w9 = [ ul@g()dn(z). ()
The space equipped with this inner product is denoted by H,,.

2. Time-varying measure.
For each time ¢t > 0, let u(t) be a measure supported on the past interval [0,¢]. Given the
truncated history u<;, the corresponding time-dependent inner product is

t
(st )y = [ wsil@) g(a) du® (a). (10)
As an example, if (*) is supported only on the window [t — A, ], for some A > 0, then

t
(st gl = [ usl@) g@) i @) (1)
In this case, only the most recent part of the history is taken into account.

3. Order of the approximation.
The order of the approximation is denoted by N. It represents the number of coefficients
used to describe the approximation, or equivalently the dimension of the compressed state.

4. N-dimensional basis.
Let
Py, @1,..., PN

be a set of N basis functions. These functions span an N-dimensional subspace

Gn = span(®Po, P1,...,Pn_1) CH 0. (12)



In particular, once a measure p(*) is chosen, it defines an inner product and therefore a
notion of orthogonality with respect to it. One can then choose an orthogonal basis for
the subspace Gy. Since the measure may depend on time, the corresponding orthogonal
basis may also depend on time.

HiPPO dynamics:

The HiPPO operator takes the past history u<; and returns a vector of N coefficients with
respect to the basis [I2] that is orthogonal for the chosen measure [I0:

These coefficients represent the compressed memory of the signal up to time ¢.

The important point is that these coefficients do not need to be recomputed from scratch at
every time. Instead, they can be updated online as the input signal evolves. By differentiating
the coefficients with respect to time, one obtains a differential equation of the form

d
%c(t) = Ac(t) + Bu(t), (14)
where A € RV*N and B € RY depend on the chosen measure and basis.

Intuitively, the term Ac(t) updates the current compressed memory as time passes, while Bu(t)
adds the information coming from the new input value.

A detailed derivation of this result can be found in Appendix D.1 of Gu’s thesis [4].

3.2.3 From Orthogonal SSMs to HiPPO

The equation obtained for the evolution of the coefficient is formally identical to the state
variable dynamics in equation ([1)).

This suggests a question: can every SSM hidden state be interpreted as the result of a HiPPO-
like projection? In general, the answer is no.

However, as shown in Chapter 5 of [4], there exists a class of SSMs, called Orthogonal State-
Space Models, whose state dynamics can be derived from a HiPPO-like formalism.

Definition. Consider the continuous-time SSM in . Using its convolutional representation,
the n-th state coordinate can be written as

hn(t) = /too K, (t, s)u(s)ds, (15)

where K, (t, s) is the kernel associated with the n-th state coordinate.
An SSM is called an Orthogonal State-Space Model if there exist functions p, (¢, s) and a measure
p® such that

Kn(t,s),ds = py(t, s)dul) (s), (16)

and the family p,(t,-) is orthonormal with respect to u®.
Informal result. When the SSM belongs to the class of Orthogonal State-Space Models,

its hidden state can be interpreted as a finite-dimensional memory of the past input history,
obtained by projecting u<; onto an orthogonal basis with respect to a chosen measure.



3.3 S4

The two main challenges identified so far are memory and efficiency. HiPPO addresses the
former problem by deriving the state dynamics from assumptions on how the past input history
is compressed, while Structured SSMs address the latter by making the computation of the
kernel efficient. S4 emerges from the combination of these two ideas: a structured state-space
model whose dynamics are initialized from the HiPPO-LegS operator.

The following subsection briefly introduces the LegS matrices used in S4. First, I show that
these matrices admit a special structure; I then explain how this structure is used in a trainable
sequence model.

3.3.1 LegS Measure

A particularly relevant choice of time-varying measure p(*) that is worth mentioning is the
Legendre Scaled (LegS) measure, which is defined like

dp ()

U

x, xz € 0,t]. (17)

1
Tt
The associated orthogonal basis is p, (¢, s) = Ly (s/t), where L, (s/t) are the shifted Legendre
polynomials on [0, 1].
Following the HiPPO procedure and differentiating the coefficient as in [14] yields to the explicit
expressions for the coefficent dynamics
%C(t) - %ALegSc(t) + %BLegSu(t).

where

VEn+1)(2k+1), n>k,
AlesS — L4, n=Fk  and BN =\n+1 (18)
0, n <k,
Note. The SSM equation obtained by choosing the measure in [I7] is not linear time-

invariant. Consequently, the convolutional techniques developed for LTI Structured State-Space
Models cannot be applied directly.

In S4, this problem is solved by considering the time-invariant SSM defined by the same
LegS matrices A8 and B#5, without the explicit factor 1/t

%c(t) — ALesS (1) 4 BLesSy (). (19)

Although this system is no longer the original LegS system, it is still an Orthogonal State-
Space Model. This follows from the following result.

Corollary. Define o(t,s) = exp(a(s) — a(t)), where a is a differentiable function. Then the
SSM (' (t)AXe5, o'(t) BY°8%) is an O-SSM with

w(t,s) =1(o(t,s))d (s)o(t,s), pn(t,s) = Ly(o(t, s)). (20)

Hence choosing a(t) = t = a/(t) = 1 the corollary applies directly to the time-invariant
system in Equation .
In this case this shows that the time-invariant LegS system is still an O-SSM, but with respect
to a measure obtaining using For all the formal derivations and proofs see Appendix E.2
and E.3 of [4].
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3.3.2 LegS matrix admit structure

The important observation is that the LegS matrix A8 is not an arbitrary dense matrix. It
admits a special structured decomposition. In particular, it can be written as the sum of a

normal matrix and a low-rank correction:

1
AbesS — g 3 BB, (21)

where S is normal and BB* is a rank-one matrix. Therefore, A#5 belongs to the class of
Normal Plus Low-Rank (NPLR) matrices.
Since S is normal, the spectral theorem guarantees that it can be unitarily diagonalized:

S =VAV*, (22)
where V is unitary and A is diagonal. Substituting this expression into the NPLR decomposition
gives

1
ALesS — VAV* — 3 BB" (23)
We can now change coordinates using the unitary matrix V. In the new basis, the state
matrix takes the form
V*ALESY = A — PQ", (24)
where P and () are low-rank factors obtained from the transformed correction term. This is
the Diagonal Plus Low-Rank (DPLR) representation.
Although DPLR matrices are more difficult to handle than diagonal matrices, their structure
allows computations to be performed more efficiently than with a general dense matrix (Section
3.3.1 [4]).
We now perform a change of coordinates on the hidden state. Starting from the continuous-time
SSM we rename the state variable ¢(t) as h(t) and the input variable u(t) as x(t), in order
to match the standard SSM notation. Thus, we write
B (t) = ALSSh(t) + BLesSz(t), (25)

define a new hidden state

h(t) = V*h(t).
Equivalently, h(t) = Vh(t). Differentiating this relation gives

R (t)=VH (),
since V' is constant. Substituting into the original dynamics yields

VR (t) = A¥SV(t) + Bx(t).
Multiplying both sides by V*, and using the equality V*V = I, we obtain
B (t) = V*AXSSVL(t) + V* Bx(t).
Using the DPLR representation [24] the dynamics become
W (t) = (A — PQ*) h(t) + Bz(t), where B=V*B. (26)

Thus, after a unitary change of coordinates, the HIPPO-LegS dynamics can be written as a
standard SSM whose state matrix has Diagonal Plus Low-Rank form. This is precisely the
form used in S4:

{ﬁ’(t) = Agah(t) + Bssx(t), (27)

y(t) = Csah(2),

This formulation makes explicit the two ingredients of S4. The matrix Agy is initialized from

the HiPPO-LegS operator, which gives the hidden state a principled memory interpretation. At

the same time, the DPLR form of Ag4 allows the convolution kernel of the SSM to be computed
efficiently.

11



3.3.3 S4 as a Trainable Sequence Model

Up to this point, S4 has been described as an SSM initialized from the HiPPO-LegS operator.
This provides a principled choice of the matrices (A, B), for which the hidden state has an
interpretation as a compressed representation of the past input history. However, in practice,
S4 is not used as a fixed dynamical system, but as a trainable sequence model. The HiPPO-LegS
matrices initialize the hidden dynamics, while the model parameters are learned from data. If
(A, B) are kept fixed, the HIPPO memory interpretation is preserved. If they are trained, the
model becomes more flexible, but the exact orthogonal-projection interpretation is no longer
guaranteed. Thus, in S4, HiPPO should be viewed as a principled initialization, while learning
adapts the structured SSM to the task.

4 Mamba Model

In Section I introduce Selective State-Space Models (S-SSMs), a class of State-Space Mod-
els in which the matrices A, B, and C depend on the input x;, and present how to implement
such models.

Section presents Mamba, a prominent deep sequence modeling architecture based on S-
SSMs. This section provides a detailed description of its architecture, training procedure,
generation process.

Finally, Section [4.4] discusses the connection between S-SSM and attention mechanisms, pro-
viding additional context and highlighting the relationship between these two sequence models.

4.1 Dimensions and notation

In this subsection, I introduce the notation and dimensions of the main variables used through-
out the chapter.

Dimensions:

e I = sequence length. The index ¢ denotes the position along the sequence, with t =
1,..., L.

e D = embedding dimension. The index d denotes a coordinate of the token representation,
withd=1,...,D.

e N = hidden dimension of the state variable. The index 7 denotes a coordinate of the
hidden state, with ¢ =1,..., N.

e V = vocabulary size
e )V = vocabulary ensemble
e B = batch size. For simplicity, we will assume B = 1 throughout this discussion.

e X € RE*V denotes the input sequence of the MAMBA model represented as a sequence
of one-hot encoded tokens.

¢ Y € REXV denotes the MAMBA model output, where each row contains the logits over
the vocabulary for the corresponding position in the sequence.

o x € REXP denotes the input sequence of the selective SSM

e y € REXP denotes the output sequence of the selective SSM

12



e h € REXPXN — hidden state, is what carries the memories of what the model has seen
before

e B e RN computed in an input-dependent manner from X
e C e RN computed in an input-dependent manner from X

e 0 € REXP | computed in an input-dependent manner from X

A € RPNXDN — plock diagonal, not input dependent

o A€ REXDNXDN digcrete transition matrix obtained via zero-order hold (ZOH) discretiza-
tion

o B e RIXPNXD ({iscrete input matrix obtained via ZOH discretization.

4.2 Selective State Spaces

SSMs define a sequence transformation through a hidden state h; that evolves according to a
linear dynamical system described in equation .

A property of most previous structured SSMs, such as S4, is that their parameters remain
fixed throughout the entire sequence. However, the fixed dynamics limit the model’s ability to
perform content-dependent reasoning, since the same state transition is applied regardless of
the input token being processed.

To overcome this limitation, Mamba introduces Selective State-Space Models. The main idea
is to make part of the state-space parameters dependent on the current input token. Instead of
using constant matrices, the model makes A, B, and C input-dependent, in general as

Ar = fa(i),  Bi=fp(x:) and  Cp= fo(w); (28)

where f4, fB and fo are parametrized functions to be learned and will be characterized in
detail in section [.2.1] The specific implementation of a selective state-space model used in the
Mamba architecture is referred to as the S6 (or selective SSM block).
As a consequence, the state dynamics become input-dependent and vary across the sequence.
This mechanism can be interpreted as a form of content-aware memory selection.
Moreover, the introduction of input-dependent parameters removes the time-invariance prop-
erty of standard SSMs. Consequently, the convolutional formulation used in previous models is
no longer applicable, and another procedure for efficient computation must be used, as intro-
duced in Section
Overall, Selective State-Space Models combine the efficiency of recurrent state-space represen-
tations with the ability to perform content-based reasoning, bridging part of the gap between
traditional SSMs and attention-based architectures. This connection will be investigated in
more detail in Section .4l

4.2.1 S-SMMs implementation

In this subsection, we describe how the Selective State-Space Model, also called the S6 layer, is
implemented. We discuss the construction of the selective parameters and the resulting state-
space dynamics.

The implementation details are based on the open-source mamba.py repository [8].

Selectiveness definition

Recall the general discrete SSM equations in Equation [3] The selectivity mechanism is in-
troduced by making the SSM parameters A, B, and Cy dependent on the input z;. Here, Ay
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is the discretization step size that we need to pass from continuous dynamics to discrete dy-
namics. This allows the model to selectively propagate or forget information along the sequence
depending on the current token.

This is done as follows:

[6£T)7 B, Ct] = Wywy

where z; € RP is the input of the SSM Block in figure (5t(r) € R", and By, C; € RN,
Then the time-step parameter §; is obtained by projecting

5y = Wa 6" € RP
And to ensure positivity, a softplus nonlinearity is applied:
0 = softplus(Wa 6§T) +ba)

Thus, the parameters By, Cy, and J; are all input-dependent.
For notational simplicity, in the following is used the shorthand notation:

Bt = WBJJt, (29)
Ct = Wcl‘t, (30)
0 := Sp(Waxy) (31)

Intuitively, A; controls the balance between retaining past information and incorporating
the current input. If all the other variables are fixed, a large value of A; leads to a stronger
update of the state, making the model focus more on the current input z; and forget past
information more quickly. Conversely, a small value of A; results in a slower evolution of the
state, preserving past information for longer and reducing the effect of the current input.
Note. In this specific case matrix A is not directly input dependent, but the discrete counter-
part A will be because it is a function of A.

Construct the discretized version of A and B

First of all define A an input-indipendet block-diagonal dynamics matrix
A = blkdiag (A<1>, AR A(D)) € RPNXDN_
where each block

A(d) e RIVXN

is diagonal.
For example, let D =2 and N = 3. Then

a

—_

1

o
w

A = blkdiag(AY, A®)) =

O O O OO
O o oo O
oo o O O
=)
O O O O O
o OO O O
[N
o O O O O

QL
N
w

where
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a1,1 0 0 az 1 0 0
A(l) = 0 ai,2 0 s A(2) = 0 a2 0
0 0 a3 0 0 ag3

is important to notice that the matrix A has not dependence from ¢, so it stays the same
through the sequence. Now recall §, € RP obtained from and define the block-diagonal
matrix

APk — blkdiag (611, 621N, - - -, 0 pIy) € RPNVXPN,

Using zero-order hold (ZOH) discretization for A [2| the discrete transition matrix becomes

A, = exp(APlock 4),

Because both A and AP are block diagonal, the resulting matrix A; is also block diagonal:

A; = blkdiag (exp(dt’lA(l)), e ,exp(étvDA(D))) .

edt1a1,1 0 L. 0
0 edriarz . 0
exp(ét,lA(l)) =
6 0 .. eét,l.al,N
In the most esplicit form
651&,1a1,1 0 Ce 0 0 e 0
0 edtiar2 L. 0 0 e 0
A, € RPN*DN _ 0 0 g1y 0 0
0 0 0 edt,0aD,1 0
6 O c. O () . e(st,D.aD,N

With t that goes from 1 to L.
Notice that A varies with the sequence position ¢, the channel d, and the state component 1.
Now construct B from [29| and [31| using the ZOH discretization [2| for small values of A, this can

be approximated at first order by B
B ~ AB.

Hence we multiply
B; € RN, (5,5 S RD
ST
5tBt S RDXN,
whose entries are

T
(6¢Bt )i = 01,a Bti-

From this quantity we construct the discretize version of the the B matrix B as

Et c RDNXD

whose d-th block is the vector 6t7db_£ (with b; € RN):
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5t716; 0 .. 0
Boeroveo_ | 0 b0
0 0 - dpb
The resulting evolution of h in the state-space model

hy = Athi—1 + By,

Due to the block-diagonal structure of the matrix, the dynamics decomposes into D independent
subsystems for each channel d

h® = exp(0,.4AD) h{®, + 6,.4bt w10,

Moreover, since each matrix A@ is diagonal, the state dimensions within each channel are
also decoupled. Consequently, each component of the hidden state evolves independently. In
particular, for each ¢ = 1,..., N we have

hr(tjiz) = exp(at,dad,i) hgd_)l,i + 5t,dbt,i Tt,d-

Output:

Finally, the output is computed using the input-dependent vector C}, defined in Analo-
gously to By, the vector C; € RV is computed from the current input x;. While B; controls
how the input enters the hidden state, C; controls how the hidden state is read.

For each channel d = 1,..., D, the output is

N
yra = C B =3 Cpinl?. (32)
=1

Thus, y; € RP.

4.2.2 SCAN Operation: how to make S-SSMs efficient

A major challenge introduced by Selective State-Space Models is that the parameters d;, By,
and C} depend on the current input. As a consequence, the model is no longer time-invariant
and the convolutional implementation [6] used in previous SSMs cannot be applied.

To avoid this, Mamba uses the Selective Scan algorithm (Section 3.3.2 [5]). This algorithm is
based on the parallel scan operation, a technique for parallelizing cumulative computations [2].
In this way, the recurrent computation can be parallelized across the sequence length. In
practice, Mamba also implements this computation with a hardware-aware GPU kernel, which
reduces memory transfers and makes the recurrent computation efficient.

4.3 Mamba

The Selective State-Space Model described in the previous section is commonly referred to as
the S6 block, or selective SSM block. This layer is the core component of Mamba.

Mamba is a deep learning architecture for sequence modeling introduced by Gu and Dao in
2023 [5]. It can be viewed as a deep architecture built around a selective SSM layer, together
with additional components such as linear projections, a convolutional layer, gating mechanisms,
and normalization.
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Figure 2: Overview of the Mamba architecture.
4.3.1 Architecture
The overall architecture of Mamba is illustrated in Figure

Let X € REXV be the input sequence of the whole model, represented as one-hot encoded
tokens. First of all an embedding layer is applied

Xemb = Projep(X),  Xemp € REXP. (33)
Then, the embedded sequence is passed through a stack of n layers.
For each layer £ =0,...,n — 1, the computation is
Xomp € REXP input to the layer
X' = Norm(Xemp), X' e RIXP normalization
O = MambaBlock(X’), O e REXP Mamba block
Xowt =X + 0, Xout € RIXP residual connection.

After the last Mamba layer, the final representation is projected back to the vocabulary
space:
Y = Projoe(X™), Y e RIXV, (34)

The forward pass of a Mamba block:
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X' e REXP input

Xx = Norm(X'), Xy € REXP normalization
Xp = Proj;, (Xn), Xp e REX2P input projection
(U, Z) = Split(Xp), U, Z € REXP split into two branches
U = SiLU(Conv(U)), U e REXP convolution branch
H =S6(0), H e RE*P selective state-space model
G = SiLU(Z2), G € RIXP gating branch
Y=HOG, Y e RL*P element-wise gating
O = Proj,(Y), O € REXP output projection
X'=X+0, X' e RI*P residual connection

In the general Mamba architecture, the input projection expands the feature dimension from
D to ED, where E is the expansion factor. Throughout this work, we use the choice F = 2 as
in the original paper.

4.3.2 Training

Mamba is trained autoregressively using the standard next-token prediction objective. This is
a form of self-supervised learning, since the target tokens are obtained directly from the input
sequence without requiring external labels

. Given a input sequence of tokens

(CEl,xg,...,l‘L), Tt GRV, (35)

where each token is represented as a one-hot encoded vector over a vocabulary of size V', the
standard training procedure is the following:

1. generate a input and a target sequence by shifting by one the tokens:
Input sequence : (z1,22,...,T5-1)
Target sequence : (2, 3,...,2TL)

2. The input sequence is fed to the model which outputs a sequence of logits

(1/172/27---72JL—1), Yt € RV' (36)

3. A softmax function is applied to each y;, converting the logits into a probability distribu-
tion over the vocabulary:
pt = softmax(yy). (37)

4. At each position ¢, the model is trained to predict the next token x4 from the previous
tokens:
pt:P(xt+1‘Q}1,...,l't), t:l,,L—l (38)

5. the model parameters are optimized by minimizing the cross-entropy loss between the
predicted distribution p; and the target token ;1. Intuitively, the model is encouraged
to assign high probability to the correct next token and is penalized when it assigns
probability to incorrect tokens.
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Figure 3: Schematic representation of autoregressive training with next-token prediction

4.3.3 Generation

After training, new sequences can be generated autoregressively. Starting from an initial token,
for example an artificial start-of-sequence token "SOS”, the model computes the probability
distribution

P(xl | SOS), r1 €V, (39)

where V denotes the vocabulary, i.e. the set of all possible token values.
A new token is then sampled from this distribution and appended to the sequence obtaining
(SOS, Tsampled). This is then fed back into the model and the process is repeated until an
end-of-sequence token is produced or a predefined maximum length is reached.

4.4 The Hidden Attention of Mamba

Some recent works have investigated connections between State-Space Models and attention
mechanisms. A more theoretical perspective is provided by [3]. This paper shows that some
structured State-Space Models can be rewritten in an attention-like form. In particular, the
same sequence transformation can be parametrized in two equivalent ways: as a structured
recurrent SSM, which updates a hidden state over time, or as a structured self-attention opera-
tion, which describes interactions between positions through a matrix. This provides a general
theoretical connection between structured SSMs and a class of attention mechanisms.

Here, we focus instead on [1], which is more directly related to Mamba. This paper shows that
the S6 layer can be interpreted as an implicit attention-like mechanism.

The starting point is the selective SSM recurrence

h = Aihy—1 + Byay, yr = Chy. (40)

By unrolling this recurrence, as in [4] and doing some simple linear algebra, the output of
the S6 layer can be written in matrix form as

y = aw, (41)

where & € R¥*F is a lower triangular matrix. The element @;; measures how much the

input token x; contributes to the output y;. In this sense, o plays a role analogous to the
attention matrix in a Transformer. Unlike Transformer attention, however, it is not computed
explicitly from query-key dot products and is not normalized using a softmax. Instead, it is
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induced by the selective state-space recurrence.
More precisely, the entries of this attention matrix are given by

ai;=Ci | [] Ar| By j <i. (42)
k=j+1

This expression shows that the contribution of x; to y; depends on three components: how
the input is written into the hidden state through B;, how the hidden state evolves between
positions j and 7 through the product of the matrices A;, and how the hidden state is read at
position ¢ through Cj;.

By substituting the input-dependent parameterization described in [£.2.1] and denoting the re-
sulting factors using the standard query and key terminology of attention, the matrix elements
can be written in the form

Q; 5 = Qz‘f{i,jkj' (43)

We refer to Section 3 of |1] for the detailed derivation of this expression.
This form highlights the analogy with self-attention. In a Transformer, the influence of token
xj on token x; is mainly determined by the product between the query @; and the key K;. A
causal mask may also be introduced so that each token can only use information from previous
positions.
Mamba is causal as well, but its causality is induced by the state-space recurrence. The terms
Qi and K play roles analogous to queries and keys, while the additional lower diagonal matrix
ITIM describes how information is propagated from position j to position . In this sense, I;T”
can be interpreted as a particular input-dependent causal mask.
More precisely, FI” is defined as

H; j:=exp Z Sp(Sa(zk))A | . (44)
k=j+1

Therefore, in Mamba, the interaction between two positions depends not only on their
endpoint representations, but also on the sequence dynamics along the path connecting them.
For completeness, a review of the standard attention block is provided in Appendix [A]

5 Simulations

This section is dedicated to the numerical results.

In Section 5.1} I train Mamba on an aligned protein dataset and evaluate its ability to reproduce
the statistical properties of the data.

In Section[5.2] I discuss the ordering problem. In particular, I study how permuting the sequence
positions, by applying the same permutation consistently to all samples in the dataset, affects
the performance of the model. I investigate this both on protein datasets and on an artificial
dataset.

In Section I train Mamba on an unaligned protein dataset. Finally, in Section I present
an exploratory analysis of the hidden-state dynamics inside the Mamba model.

5.1 Aligned Protein Dataset

In this first experiment, I trained Mamba on an aligned protein dataset extracted from the Pfam
family PF00014. In this setting the sequences are aligned, all samples have the same length,
and each position can be compared across the dataset. The main details of the dataset, model
hyper-parameters, and training procedure are summarized in Table
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Category

Setting

Dataset
Input format

Number of sequences
Model

PF00014 protein sequences
Aligned sequences

43,566

Mamba-based sequence generator

Vocabulary size

21 : amino acids + alignment gap

Number of layers 3
Model dimension dp,odel 64
State dimension dgtate 8
Convolution dimension deony 4
Original sequence length 53

Special token
Final sequence length

SOS, added at the beginning of each sequence
54

Training set size 30,496 x 54
Test set size 13,070 x 54
Number of epochs 200

Batch size 1024

Train loss 0.942
Average test loss 1.011
Generated sequences 10,000
Generation batch size 1,000

Table 1: Training setup and results for the Mamba model trained on the aligned PF00014
protein dataset.

After training, the model performance is evaluated by comparing the generated sequences
with the natural ones. This comparison is carried out both visually, through the plots shown
in Figure 4] and quantitatively, using the Pearson correlation coefficient computed between the
corresponding one-point frequencies and connected two-point correlations.

Evaluation metrics.

o For a given position ¢ in the alignment and an element a in the vocabulary (an amino
acid), the one-point frequency is defined as

1 M
fila) = 37 3 Ha™ = a}. (45)
m=1

(m)

Here, M is the number of sequences, x;

1(-) denotes the indicator function.

is the token at position ¢ in sequence m, and

e The two-point frequency between positions ¢ and j, for vocabulary elements a and b, is
defined as

1 & m m
fij(a,b) = i Z ﬂ{wz( ) = a, :c§ ) = b}. (46)
m=1
The corresponding connected two-point correlation is then computed as
Cij(a,b) = fij(a,b) — fi(a) f;(b). (47)

e To quantify the agreement between natural and generated sequences, I compute the Pear-
son correlation coefficient between the corresponding sets of statistics. In particular, given
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Figure 4: Comparison between natural and generated aligned protein sequences. Left: one-
point frequencies f;(a).

Center: connected two-point correlations Cjj(a,b), each point on the plot represents a specific
value of 4, j,a,and b. They are colored according to the distance |i — j|.

Right: PCA projection of natural and generated sequences.

two vectors u and v the Pearson correlation coefficient is defined as

_ o dplw—w)(o—0)
V2 (ue — 0)? /3 (v, — 0)?

Here, 4 and v denote the mean values of u and v,

(48)

r

The connected two-point correlations show that the agreement between natural and gen-
erated sequences is only partial. Several points deviate from the diagonal, indicating that the
model does not fully reproduce the pairwise dependencies between positions in the alignment.
The colors indicate different distance classes |i — j| between residues. They were used to check
whether the quality of the generated correlations depends on the distance between the two
positions. From the plot, no clear distance-dependent pattern is observed: the mismatch does
not seem to be specific to either short-range or long-range residue pairs.

5.2 Ordering considerations

With the goal of improving the reproduction of connected two-point correlations, I considered
training the model using different positional orderings of the aligned sequences.

In practice, starting from the original dataset, a chosen permutation is applied to some (or all)
positions in the same way along all the dataset. The model is then trained on this permuted
dataset and generates sequences in the same reordered representation. Finally, the inverse
permutation is applied to the generated sequences, restoring the original alignment order before
comparing them with the natural sequences.

Schematically:

T=perm. training/generation - a1 S comparison
X" X" — X —

X € AM*L X (49)
This idea is motivated by the work of Trinquier, Uguzzoni, Pagnani, Zamponi and Weigt ﬂgﬂ,
where it is shown that the order in which tokens are presented to an autoregressive model (they
considered an autoregressive DCA model) can affect the quality of the generated statistics.
Indeed, an autoregressive model factorizes the probability of a sequence as a product of condi-

tional probabilities. For a sequence x = (z1,...,x), the standard ordering gives
L
p(l‘) = Hp(.%’z | L1y - ,1‘1;1). (50)
i=1
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However, the same joint probability can also be factorized using a different ordering of the
positions. If 7 is a permutation of {1,..., L}, one can write

L
p(:c) - Hp(xﬂk ’ Larys - "xﬁk—l)' (51)
k=1

Following the idea proposed in ﬂgﬂ, I considered the entropic order. For each position %, I
computed the local entropy

q
si=—_ fi(a)log fi(a), (52)
a=1

where ¢ is the vocabulary size and f;(a) is the one-point frequency defined in Equation
Positions with low entropy are more conserved across the samples, whereas positions with high
entropy are more variable. The entropic order is then obtained by sorting the positions from
the most conserved to the most variable ones.

5.2.1 Aligned Protein Dataset with Entropic Order

I trained here the same Mamba model on the aligned PF00014 dataset using the entropic order.
In this setting, the columns of the alignment were first reordered from the most conserved to the
most variable positions, according to the local entropy defined above. All training, generation,
and model parameters were kept identical to those reported in Table [T} only the positional order
of the aligned sequences was changed. After sequence generation, the inverse permutation was
applied, so that the generated sequences could be compared with the natural dataset in the
original alignment coordinates. The resulting losses are reported in Table [2|

Metric Value
Train loss 1.027
Average test loss  1.109

Table 2: Training and test losses for the Mamba model trained on the aligned PF00014 protein
dataset using the entropic order. All other parameters are the same as in Table
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Figure 5: Comparison between natural and generated aligned protein sequences after training
the model on entropically ordered sequences.

The entropic order improves the connected two-point correlations (see Figure: the points
are closer to the diagonal and the Pearson correlation reaches r = 0.806, showing a better
reproduction of pairwise dependencies.

5.2.2 Aligned Protein Dataset with Inverse Entropic Order

As a second ordering experiment, I trained the same model using the inverse entropic order. In
this case, the alignment columns were reordered from the most variable to the most conserved
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positions. As before, all training, generation, and model parameters were kept identical to
those reported in Table [I} only the positional order of the aligned sequences was changed. The
resulting losses are reported in Table [3]

Metric Value
Train loss 1.029
Average test loss  1.112

Table 3: Training and test losses for the Mamba model trained on the aligned PF00014 protein
dataset using the inverse entropic order. All other parameters are the same as in Table
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Figure 6: Comparison between natural and generated aligned protein sequences after training
the model on inversely entropically ordered sequences.

The inverse entropic order leads to a worse reproduction of the generated statistics (see
Figure |§[) In particular, the connected two-point correlations are much less aligned with the
diagonal, with a Pearson correlation of » = 0.291. This suggests that presenting the most
variable positions first makes it harder for the model to learn pairwise dependencies.

5.2.3 Likelihood Comparison

I compared the evolution of the test log-likelihood for the three positional orderings. As shown
in Figure the model trained without reordering reaches the highest log-likelihood, while
the entropic and inverse entropic orderings lead to slightly lower and very similar final values.
Therefore, although the entropic ordering improves the reproduction of connected two-point
correlations, this improvement is not reflected in a higher likelihood. In addition, results ob-
tained for the test log-likelihood with Mamba are overall comparable with those reported for
the arDCA model on the same protein family in [10].

5.2.4 Mutation Scores

Following the analysis performed in [9], I evaluated whether Mamba can predict the effect of
single-point mutations. To this end, I compared the experimentally measured mutational effects,
using the same dataset considered in ﬂgﬂ, with the effects predicted by the Mamba model.

To characterize a mutation, I first define the statistical energy of a sequence as the negative
log-probability assigned by the model

E(x) = —logp(). (53)

Then starting from a reference sequence 2, I consider all possible single-point mutations. For

each position i = 1,..., L, the amino acid ali”ef in the reference sequence is replaced with another
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Figure 7: Average log-likelihood per token as a function of training time for the aligned PF00014
dataset trained with different positional orderings.

amino acid b; such that b; # agef. The corresponding mutant sequence is denoted by (@ =),

The predicted effect of the mutation is quantified through the energy difference

AB; (@ = b;) = B (27 20) — B (2™) (54)
A negative value of AE means that the mutant sequence has lower statistical energy than the
reference sequence, and is therefore predicted to be beneficial. Conversely, a positive value of
AF indicates a higher statistical energy and indicates a deleterious mutation.
Repeating this procedure for all positions and all possible amino-acid gives L(q — 1) predicted
mutation scores, where as usual L is the sequence length and ¢ is the vocabulary size. These
predicted scores are then compared with the experimental mutational effects using the Spearman
rank correlation.
For this part of the analysis, I used a different protein dataset in order to: a) have access
to experimental fitness values for single-point mutations, and b) use a dataset that was also
analyzed in [9], allowing a comparison with their results. The experimental mutation-effect data
used here were taken from the supplementary material of |7]. More details about the specific
dataset and the model hyperparameters are reported in Table [4]

For the mutation-score analysis, I focus on the experimentally measured fitness_rich val-
ues for a first exploratory test among the available experimental fitness measures. The Spearman
rank correlation between fitness_rich and the predicted score —AFE is » = 0.444 for the en-
tropic ordering. A very similar value is obtained using the natural ordering, with r = 0.454.
This indicates that, for this dataset, changing the positional ordering has little effect on the
mutation-score predictions.

The Spearman rank correlation values obtained for this dataset are consistent with the results
reported for other models tested in Fig. 3a of [9].

However, since this analysis was performed on a single protein dataset, no general conclusions
can be drawn from this result alone.
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Quantity Value

Protein name Translation initiation factor IF-1
UniProt ID IF1_ECOLI

sequence length 79

Ordering Normal and Entropic order
Training set size 6391 sequences

Test set size 2740 sequences

Number of layers 3

Model dimension dpodel 16

State dimension dgtate 8

Convolution dimension deony 4

Number of epochs 250

Batch size 512

Learning rate 0.001

Table 4: Dataset information and model hyperparameters used for the mutation-score analysis
on the IF1_ECOLI dataset.

5.2.5 A Controlled Dataset: Star Graph

To further investigate the effect of variable ordering on the learning performances, I used a
artificial dataset generated from a simple and tractable Ising model.

A synthetic dataset makes it possible to study the ordering problem in a controlled setting.
Since the interaction graph is known by construction, the dependencies between variables are
known. This allows us to isolate the effect of variable ordering from the complexity of real
protein data. It also makes it possible to design graphs with different interaction patterns and
study how these patterns affect learning under different orderings.

Model details
The model is defined on a graph composed of independent star-shaped subgraphs. Each sub-
graph consists of one central hub node connected to four leaf nodes. Therefore, if the graph
contains ngyp independent subgraphs, the full system has N = 5ng,p spins. Each spin takes
values s; € {—1,41}. The Ising energy is defined as

1
E(S) = — Z hisi — 5 Z JijSiSj, (55)
7 1,J

The hub fields are set to zero, while the leaf fields alternate as +1.25, —1.25, 4+1.25, —1.25.
Each hub is coupled to its four leaves with J;; = 1.6, and all other couplings are set to zero.
The setting is schematically represented in Figure

Figure 8: Schematic visualization of the setting with ng,, = 3.
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Training S6 on the artificial dataset

As a first experiment, I trained only the S6 block—the selective state-space component of
Mamba—on the simplest version of the artificial dataset. Specifically, the data were generated
from a model with a single star graph, corresponding to ng,, = 1 and therefore to a system of
N = 5 spins. This minimal setting was chosen for two reasons: a) to isolate and investigate
the learning behavior of S6 alone, and b) to enable an exact comparison between the learned
and target distributions. Indeed, since the configuration space contains only 2° = 32 possible
states, the probability of each configuration can be computed exactly.

Starting from the true Ising distribution, I generated multiple datasets with different numbers
of samples. For each dataset size, I generated 20 independent random datasets using different
seeds. Then, for each generated dataset, I trained S6 using different hyperparameter configura-
tions.

I considered two different orderings of the sequence dataset: the natural ordering and the en-
tropic ordering. In this simple case, the natural ordering corresponds to placing the hub first,
followed by its four leaves,

(hubl, leale, leaflvg, Ieang, leaf174), (56)

where leaf; ; is the j-th leaf of the i-th hub. The entropic ordering instead places the leaves
before the hub,
(leafl’l, leafLQ, 1eaf173, leaf1,4, hubl). (57)

The model performance was evaluated by computing the KL divergence between the true
distribution and the learned distribution. For each sample size and hyperparameter configura-
tion, I report the mean Dy, over the 20 random seeds, with error bars representing one standard
deviation. The dataset details and hyperparameter settings are summarized in Table [5] while
the results are shown in Figure [0

Quantity Value

Model S6 block

Number of configurations 2° = 32

Sample sizes 100,/500/1000/5000/15000
train size 0.7xsample sizes

test size samples size - train size
Number of random seeds 20

Orderings Natural, entropic

State dimension dgate 4/8/16/32

Expansion ratio d,. 4

Number of epochs 300

Batch size 200

Evaluation metric Dy,

Table 5: Dataset information and hyperparameters used for training the S6 block on the single
star-graph Ising dataset. Values separated by ”/” indicate configurations varied across different
runs.

Figure [9] consists of four panels, each corresponding to a different fixed value of the hidden-
state dimension dgate. Each panel shows the KL divergence as a function of the number of
training samples provided to the model.

Increasing the number of training samples consistently reduces the KL divergence and the en-
tropic ordering leads to lower Dkt than the natural ordering for all tested values of dgtate-
These plots also show that, for a fixed number of training samples, changing dgtate does not
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substantially affect the KL divergence. Across the tested values of dgtate, Dk, remains in a
similar range. The weak dependence on dgate is possibly due to the simplicity of the task. Since
the sequence contains only 5 spins, the model does not need a large memory capacity.

DKL mean =+ std over seeds D_state=4 DKL mean =+ std over seeds D_state=8

12 —&— without_ordering
with_entropic_ordering
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S
DKL mean
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(a> dstate =4 (b) dstate =38
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Figure 9: Mean KL divergence between the true Ising distribution and the distribution learned
by the S6 block as a function of the number of training samples. Each panel corresponds to
a different value of dgate. The different colors indicate the natural ordering and the entropic
ordering. Error bars indicate one standard deviation over 20 random seeds.

Training Mamba on the artificial dataset

I then considered the case ng, = 3, corresponding to a system of N = 15 spins and 2 = 32768
possible configurations. As in the single-star case, this allows us to compute the probability of
each configuration and to compare the distribution learned by the model with the exact target
distribution.

I generated 30,000 samples from the true distribution and divided them into 20,000 training
samples and 10,000 test samples. Since the S6 block alone was not expressive enough in this
setting, I trained the full Mamba model on this dataset. I considered three different variable
orderings: the natural ordering, which places each hub before its corresponding leaves

(hubl, Ieale, . ,16&]‘.‘174, hubg, leaf271, NN ,leaf2,4, hubg, leafgyl, ey leaf3,4); (58)

the entropic ordering places all leaves before the hubs; and the inverse-entropic ordering
places all hubs before the leaves.
In this experiment, I fixed the number of layers and the convolution dimension, and varied the
model dimension d,,qe] and the state dimension dggate. The dataset details and hyperparameter
settings are summarized in Table [6]
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Quantity Value

Model Mamba

Number of configurations 215 — 32768

Training set size 20,000

Test set size 10,000

Number of random seeds 1

Orderings Natural, entropic, inverse-entropic
Number of layers 2

Convolution dimension deony 4

Model/state dimensions (dmodel, dstate) (4,4)/(4,8)/(8,8)/(8,16)/(16, 16)
Number of epochs 500

Batch size 1000

Model complexity 2 dmodel Astate

Evaluation metric Dy,

Table 6: Dataset information and hyperparameters used in the ng,, = 3 star-graph experiment.

Figure [10] shows the KL divergence as a function of model complexity for the three tested
orderings. Here the model complexity is defined as 2dnyodel X dstate-
Differently from the previous experiments, in this case the entropic ordering gives the largest
values of Dgi,.
A possible explanation is the following. In the entropic ordering, the leaves are predicted before
the hubs. However, in the star graph the main dependencies are between each hub and its
leaves. Therefore, the model has to predict the leaves before observing the variable to which
they are directly coupled. This result should not be interpreted as evidence that the entropic
ordering is generally worse, since the star graph is a very specific and controlled example.

MAMBA: DKL vs model complexity
comparison across orderings

14 —e— without_ordering
entropic_ordering
—8— inverse_entropic_ordering
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Figure 10: KL divergence Dk, (Pirue||@) between the exact Ising distribution and the distribu-
tion learned by Mamba as a function of model complexity.

5.3 Unaligned Protein Dataset

I trained Mamba on the unaligned version of the PF00014 dataset, obtained by removing the
alignment gaps, denoted by “-”. In this case, the training and generation procedure has to be
slightly changed:
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e Together with the start-of-sequence token S0S, I add an end-of-sequence token EOS.

e After the EOS token, I add padding tokens PAD in order to make all sequences of the same
length.

e The model is trained in the usual autoregressive way, but the PAD tokens are not considered
in the loss.

o During generation, the model starts from the SOS token and stops either when: a) the
EOS token is generated, or b) a maximum sequence length, chosen beforehand, is reached.

The main details of the dataset, model hyper-parameters, and training procedure are sum-
marized in Table [T

Quantity Value

Dataset PF00014 protein sequences
Input format Unaligned sequences
number of sequences 43,566

Minimum sequence length 18

Maximum sequence length 53

Vocabulary size 23

Special tokens <S0S>, <E0S>, <PAD>
Training set size 30,496 sequences
Test set size 13,070 sequences
Number of layers 3

Model dimension dp,odel 64

State dimension dgtate 8

Convolution dimension deony 4

Train loss 0.935

Test loss 1.018

Table 7: Dataset information and model hyperparameters used for the unaligned PF00014
protein sequence experiment.

In this setting there is no shared notion of position across the dataset. Therefore statistics
such as the connected two-point correlations Cj;, used for aligned datasets, are not directly
applicable in this setting. The global amino-acid frequencies and the global dipeptide frequencies
were used do the analysis between natural and generated sequences. The former measures how
often each amino acid appears in the sequences, while the latter measures how often each pair
of consecutive amino acids appears. As shown in Figure the agreement is high in both cases,
with Pearson correlations » = 0.996 for amino-acid frequencies and » = 0.993 for dipeptide
frequencies.

5.4 Hidden-state analysis

As an additional exploratory analysis, I examined the evolution of the hidden state inside the
Mamba model. In particular, after training, I extracted the hidden state at the output of the
SSM block of a selected Mamba layer. In the architecture shown in Figure [2, this corresponds
to the hidden state produced by the orange SSM block inside one selected Mamba layer.

As described in Section the hidden state has shape

BXLxDxN
hGRXXX,

where B is the batch size, L is the sequence length, D is the channel dimension, and N = dggate
is the state dimension. Until now, B was fixed to 1 for simplicity of notation.
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Figure 11: Comparison between natural and generated sequence statistics for the Unaligned
PF00014 dataset. Since the sequences are unaligned, position-independent statistics were used:
global amino-acid frequencies and global dipeptide frequencies.

To simplify the analysis, I fixed one sequence and one channel d. For each position ¢, I then
considered
WY e RV,

I computed the cosine similarity between the hidden states at all positions in the sequence,

<hta h8>

S = Tl w7 € b

This gives a matrix $(? € RLXL | where each entry measures how similar the hidden state
is at two different positions of the same sequence. The cosine similarity takes values in [—1, 1],
a value close to 1 means that the two hidden states are almost aligned, while a value close to
—1 means that they point in opposite directions.
The aim of this analysis was to determine whether, and at which positions, the hidden state
exhibits recurring patterns along the sequence. In particular, if the model returns to a state
similar to one reached at an earlier position, this should appear in the heatmap as regions of
high cosine similarity, such as blocks or bands.
An example of the resulting heatmaps is shown in Figure This heatmap was obtained from
the unaligned protein dataset discussed in Section and corresponds to the hidden state at
the output of the second Mamba layer.
The plots show a block structure, meaning that some groups of positions have similar hidden
states, while other positions show lower similarity.
Note. The interpretation of these similarity patterns is not straightforward.
If we think of the hidden state as a memory of the sequence, it is intuitive to expect it to return
to a similar configuration when the model encounters similar or correlated tokens or sequence
patterns. However, the SSM block considered here does not receive the original amino-acid
sequence of tokens. Its input is an internal representation produced by several preceding trans-
formations and, in the case of an intermediate layer, by earlier Mamba layers.
Therefore, although a high cosine similarity indicates that the model reaches similar hidden-
state configurations at two different positions, it is not possible to directly infer what this
similarity represents in terms of the original sequence. In particular, it cannot be immediately
interpreted as evidence that the model has recognized the same biological pattern or a pair of
correlated amino acids.
Overall, the heatmaps reveal structured hidden-state dynamics, but the meaning of these pat-
terns remains unclear. A simpler and more controlled dataset would be needed to connect
hidden-state similarity to specific properties of the input sequence.
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Figure 12: Cosine similarity matrices of the hidden states for a sequence from the unaligned
protein dataset. The hidden states were extracted after training, at the output of the SSM block
in the second Mamba layer. Each panel corresponds to a different channel d of the hidden-state
representation.

6 Conclusions

6.1 Next Steps

In this section, I outline some possible future directions to further investigate the behavior of
selective state-space models.

First, a different teacher model could be considered. The artificial datasets introduced in
Section have different limitations. In the single-star case, the sequences are very short,
making it difficult to characterize the role of the hidden state as a long-term memory. On
the other hand, increasing the number of independent star graphs leads to a highly specific
dependency structure.

A possible next step would therefore be to introduce a longer and more general, while still
controlled, artificial dataset. This would provide a suitable framework for addressing several
questions:

1. The evolution of the selective SSM hidden state could be studied in a more meaningful
setting, using an analysis similar to that described in Section [5.4] In this case the input
would be more interpretable, making the hidden-state analysis easier to relate to the
known dependency structure.

2. The same framework could be used to further investigate the ordering problem and to
study how different variable orderings affect both learning performance and hidden-state
dynamics.

3. The selective SSM block could be compared with a vanilla attention-based model trained
on the same dataset. This would make it possible to investigate whether different model
parameterizations learn correlations along similar trajectories or give rise to different learn-
ing dynamics.

Finally, from a theoretical perspective, simplified models of selective state-space architec-
tures could be studied using tools from statistical physics, such as dynamical mean-field theory.
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6.2 Take-home Message

The results show that Mamba can reproduce relevant statistical properties of protein sequences,
while also highlighting that the ordering of the sequence affects the dependencies learned by
the model.

For an autoregressive model, this dependence on ordering is intuitive. Since each token is
predicted from the tokens that appear before it, changing the order changes the information
available at each prediction step and can therefore improve or worsen the learning process.
However, it is still interesting to understand how ordering affects autoregressive learning, which
orderings are most effective for a given problem, and why.

The experiments on protein data provide initial evidence of this effect, while the artificial
datasets offer a first controlled setting in which the selective SSM block can be studied in
isolation and its learning and memory mechanisms can be better understood.
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A Recall of the Attention Block

For completeness, we recall the main operations of a standard attention block. This is useful in
Section [4.4] where the hidden attention matrix of Mamba is compared with the explicit atten-
tion matrix used in Transformers.

Quick recall of the attention block:

_ 1w
Qdyxn) = W(dkxd) X (dxn)
K(dk xXm) — W(Id(kxdc) C(chm)

V(dv xm) = W(‘gvxdc) C(dc><m)

Lo
Q(m><n) - \/T?K(mxdk)Q(dk Xn)

A(an) = softmaxXajong columns (Q(an))
Uldyxn) = Vidyxm)A(mxn) (59)
Ziasny = WixanU

(dxmn) (dxdy) (dvxn)
Xédxrn) - LayerNormalong columns (X(dxn) + Z(dxn))

Notation

C = context matrix

X = input matrix

m = number of context vectors
n = number of input vectors

d. = dimension of each context vector

d = dimension of each input vector
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