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Abstract 

As Internet of Things (IoT) nodes become increasingly integrated into complex 

industrial systems, minimizing their systemic power consumption remains a 

paramount design challenge. A primary factor dictating this energy footprint is the 

firmware execution paradigm, particularly when managing high-frequency sensors, 

advanced Edge Artificial Intelligence (AI), and Long Range (LoRa) telemetry. While 

existing literature frequently relies on static datasheet values to estimate energy 

usage, these theoretical calculations fail to capture the dynamic, microsecond-level 

load transients of real-world operation, leading to highly inaccurate battery life 

projections. To address this critical gap, this thesis presents a comprehensive, macro-

level power profiling of an STM32F407-based IoT node, empirically evaluating the 

intersection of operating system scheduling and localized machine learning. 

The first phase of this research quantifies the energy dynamics of Bare-Metal, 

Normal Tick RTOS, and Tickless Idle architectures using high-resolution oscilloscope 

measurements and precision current sense amplifiers. The empirical data 

demonstrates that while a Tickless Idle scheduler dramatically reduces baseline power 

during extended low-frequency (1 Hz) idle periods effectively doubling the estimated 

battery life the hardware state-transition overhead, or Wake-Up Tax, negates these 

energy savings under high-frequency (100 Hz) workloads. 

The second phase evaluates the energy profile of on-device data processing. A 

lightweight, heavily optimized neural network was deployed utilizing the X-CUBE-AI 

framework to classify raw MPU6050 spatial data in real time. Hardware profiling 

revealed that the highly optimized localized AI inference requires less peak energy 

than the peripheral data acquisition phase, facilitating a highly efficient, event-driven 

architecture. By utilizing the neural network as an intelligent power gatekeeper, the 

system restricts the power-intensive 50-millisecond transmission window of the 

SX1278 LoRa transceiver strictly to actionable anomaly alerts. Ultimately, this 

research proves that combining dynamically scaled Tickless RTOS scheduling with 

localized Edge AI provides a proven, highly optimized paradigm for maximizing the 

battery longevity of next-generation IoT nodes. 
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Chapter 1  

Introduction 

 

1.1 IoT Node Architecture 

An Internet of Things (IoT) node is a foundational device that interacts with its 

physical environment to gather, process, transmit, and sometimes act upon data. As 

illustrated in the architecture diagram (Fig. 1-1), a complete IoT node extends beyond 

basic data collection to encompass comprehensive data, power, and control flows. 

It is typically composed of the following core components: 

Sensors: These modules collect raw, real-time Analog or digital data from the 

surrounding environment (such as temperature or humidity) and route it to the 

central processing unit. 

Microcontroller Unit (MCU): Acting as the brain of the node, the MCU contains 

the processing core, memory, and input/output (I/O) ports. It analyzes the incoming 

sensor data locally and orchestrates the behavior of the entire system. 

Communication Module (Radio): This component manages the wireless network 

interface. It relies on bi-directional data protocols (such as SPI or UART) to 

communicate with the MCU, allowing the node to send and receive RF signals over 

protocols like BLE, LoRa, or Wi-Fi. 

Actuators: Serving as the physical output of the node, components such as relays, 

motors, or LEDs receive direct control signals from the MCU to perform physical 

actions or indicate system status. 

Power Source: A critical foundation for standalone devices, often consisting of a 

battery and a Power Management Integrated Circuit (PMIC). It safely distributes 

power (VCC) to the sensors, MCU, and actuators. 
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1.2 The Significance of IoT Nodes in Modern Systems 

The rapid growth of digital technologies has fundamentally transformed how we 

interact with machines, environments, and information systems. At the core of this 

transformation are Internet of Things (IoT) nodes intelligent devices equipped with 

sensors, processing units, and communication modules. By bridging the physical and 

digital worlds, these nodes form the fundamental building blocks of modern smart 

systems across industrial, commercial, and consumer sectors. 

 

1.3 Core Capabilities and Applications 

1.3.1 Data Collection, Monitoring, and Automation 

 IoT nodes continuously collect high-accuracy data from their physical environment 

using integrated sensors that measure variables such as temperature, pressure, motion, 

and gas presence. This constant observation allows for the immediate detection of 

abnormal conditions and system failures, while simultaneously improving operational 

awareness in remote or hazardous locations. Real-world applications of this technology 

include monitoring industrial machine vibration to detect early wear, measuring soil 

moisture for precision agriculture, and tracking continuous patient vital signs in 

healthcare. Beyond simply collecting data, IoT nodes interact with actuators to 

automatically trigger actions without human intervention. This automation 

dramatically improves operational efficiency, productivity, accuracy, and safety while 

Figure 1-1 Block diagram of an IOT Node 
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significantly reducing the need for manual labor. Typical implementations of this 

automated control include smart home systems regulating lighting and heating, 

autonomous robotic assembly lines, and smart irrigation systems that activate 

exclusively when soil moisture levels are depleted. 

 

1.3.2 Industrial Integration and Energy Efficiency 

Within the industrial sector, IoT nodes function as the nervous system of the 

modern factory, driving the principles of Industry 4.0 (The Fourth Industrial 

Revolution) by enabling machines to communicate seamlessly. Through predictive 

maintenance, these nodes identify equipment anomalies before catastrophic 

breakdowns occur, saving organizations massive amounts of capital by reducing 

unexpected downtime. Furthermore, they facilitate operational optimization by 

enabling real-time asset tracking, dynamic energy management, and comprehensive 

workflow improvements. Concurrently, IoT technology plays a crucial role in global 

sustainable development by optimizing resource usage across various sectors. This 

resource optimization lowers operational costs, reduces energy waste, and minimizes 

overall environmental impact. Practical examples of this sustainability include smart 

grids that dynamically balance electricity demand, automated buildings that adjust 

HVAC (Heating, Ventilation, and Air Conditioning) systems based on real-time 

occupancy, and intelligent streetlights that dim when roads are empty. 

 

1.3.3 Remote Connectivity, Data Analytics, and Smart Urbanization  

By utilizing wireless communication protocols such as Wi-Fi, Bluetooth, 

LoRaWAN, NB-IoT, and cellular networks, IoT nodes allow users to monitor and 

control physical infrastructure from virtually anywhere in the world. This remote 

accessibility is especially vital for critical operations, including disaster management, 

the supervision of remote industrial sites, and the facilitation of telehealth services. 

Moreover, these nodes act as the primary data gatherers for artificial intelligence, 

machine learning, and Big Data platforms. By supplying massive, high-quality 

datasets, they allow organizations to identify hidden trends, predict future conditions, 

and optimize business strategies across various domains, ranging from analyzing retail 

customer behavior to managing city-wide traffic flow. As urban populations continue 

to surge, this data gathering becomes essential for supporting smart city development. 

IoT nodes serve as the foundational sensing layer for sustainable city management, 

powering intelligent traffic signals that adapt to vehicle density, smart parking 
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applications, environmental pollution monitors, and interconnected public safety 

systems. 

 

1.3.4 Distributed Intelligence and Healthcare Advancements  

A critical advancement in IoT architecture is the shift toward distributed 

intelligence, where modern nodes increasingly process data locally through a paradigm 

known as Edge Computing. By analyzing data directly on the node rather than 

transmitting all raw information to a centralized cloud, systems benefit from near-

zero communication latency, massively reduced bandwidth usage, and faster, 

autonomous response times. This local processing capability is particularly critical for 

time-sensitive applications such as self-driving vehicles and emergency robotics. In the 

medical field, this advanced node technology frequently takes the form of wearable 

devices and remote sensors[1]. These healthcare nodes provide continuous biometric 

data, such as blood glucose levels and heart rhythms, which significantly improves 

accessibility to preventative care, enables early medical diagnosis, and relieves 

pressure on traditional hospital infrastructure through effective remote patient 

monitoring. 

 

1.4 The Future Relevance of IoT Nodes 

As billions of devices connect to the internet, IoT nodes are becoming an essential 

part of our everyday technology. New advances like fast 5G networks, artificial 

intelligence, and stronger security will make future devices faster, safer, and much 

smarter. Ultimately, no matter how advanced software and cloud computing become, 

the physical IoT node will always be the crucial bridge that connects the digital world 

to the real world. 

 

1.5 Research Motivation 

The proliferation of modern IoT networks demands a departure from traditional 

bare-metal firmware designs in favor of highly optimized, edge-intelligent 

architectures. This thesis outlines the necessary shift toward a Real-Time Operating 

System (RTOS), which resolves fundamental timing and energy bottlenecks. By 

enabling preemptive multitasking, the RTOS ensures that heavy localized data 

processing and critical RF communications operate concurrently. Furthermore, it 
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overcomes the continuous-draw inefficiencies of traditional super-loop models by 

dynamically transitioning the system into deep, low-power sleep states. 

Given the growing importance of localized decision-making, this RTOS framework 

is paired with Edge Artificial Intelligence. A lightweight neural network was deployed 

directly on the microcontroller to process sensor data locally, thereby reducing the 

reliance on power-intensive radio telemetry. The corresponding power consumption, 

sleep-state efficiency, and dynamic energy footprint induced by this localized inference 

were empirically measured and analyzed. This architectural paradigm was validated 

on a custom IoT node utilizing an STM32F407VG microcontroller, MPU6050 and 

KY-018 sensors, and an RFM95/96 LoRa transceiver, as detailed in the following 

chapters. 

 

1.6  State of the Art and Literature Review 

The current state of the art in Internet of Things (IoT) firmware architecture is 

defined by the transition from traditional, monolithic bare-metal execution to Real-

Time Operating Systems (RTOS) equipped with dynamic power management[2], [3]. 

Modern industrial IoT deployments heavily rely on advanced scheduling algorithms, 

such as Tickless Idle, to aggressively transition microcontrollers into deep sleep states 

during periods of inactivity[2]. The prevailing industry standard operates on the 

assumption that maximizing these low-power intervals fundamentally optimizes the 

overall energy footprint of the device. However, current literature predominantly 

evaluates these architectures under ideal, low-frequency polling conditions. There is a 

notable gap in empirically profiling state-transition latency the physical hardware 

overhead incurred when the silicon repeatedly exits and enters sleep modes under 

high-frequency workload constraints. 

Concurrently, the state of the art in IoT data processing has shifted dramatically 

toward the Edge Computing paradigm to mitigate the severe energy costs associated 

with continuous radio frequency (RF) telemetry[3],[4]. Standard historical 

architectures functioned primarily as pass-through nodes, utilizing transceivers to 

continuously stream raw environmental data to centralized cloud servers for machine 

learning analysis. The cutting edge of modern research now seeks to separate this 

continuous cloud tether by deploying highly quantized, low-footprint neural networks 

directly onto the host microcontroller. By executing data classification locally, the 

edge node inherently decouples high-frequency sensor acquisition from high-latency 

RF communication. In this advanced paradigm, localized artificial intelligence 
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functions not merely as a diagnostic tool, but as an intelligent power gatekeeper that 

restricts physical transmissions strictly to actionable anomaly events. 

Furthermore, the state of the art in IoT power validation is rapidly evolving from 

theoretical energy estimation toward high-resolution empirical hardware profiling. 

Historically, embedded power consumption was frequently calculated using static 

datasheet values or simple low-resolution averaging, methodologies that fail to capture 

the microsecond-level energy dynamics of modern firmware. Today, accurate power 

characterization requires precision macro-level measurement to visualize dynamic load 

transients. This includes mapping the sudden power draw induced by heavy 

computational workloads such as localized Edge AI inference and the high-current 

spikes generated by the LoRa physical layer. By employing strict physical 

measurement, it becomes possible to empirically quantify the true Wake-Up Tax of 

RTOS state transitions and validate the absolute energy efficiency of modern event-

driven architectures. 

 

1.7 Thesis Outline 

This thesis is organized as follows: 

• Chapter 2: Components and Configurations 

• Chapter 3: Firmware Architecture and Real-Time Operating System (RTOS) 

Design 

• Chapter 4: Power Measurement 

• Chapter 5: Evaluating the Power Consumption of Edge AI-Enabled IoT Nodes 

• Chapter 6: Conclusion and Future Works 
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Chapter 2 

Components and configurations 

 

2.1 The STM32F407 Microcontroller 

The central processing unit of this IoT node is the STM32F407 microcontroller, a 

high-performance device based on the 32-bit ARM® Cortex®-M4 RISC 

architecture. Operating at a maximum frequency of 168 MHz, it provides the robust 

computational bandwidth required for complex Edge AI processing and real-time 

sensor management[6]. 

 

2.1.1  Core Processing and Computational Features 

To accelerate mathematical operations (a critical requirement for neural network 

inference) the Cortex-M4 core features a dedicated single-precision Floating-Point 

Unit (FPU). This FPU natively supports all ARM single-precision data-processing 

instructions. Furthermore, the core implements a comprehensive set of Digital Signal 

Processing (DSP) instructions, allowing algorithms like digital filters and matrix 

multiplications to execute with high hardware efficiency. System security and memory 

integrity are enforced via an integrated Memory Protection Unit (MPU). 

 

2.1.2 Memory and Bus Architecture 

The microcontroller incorporates high-speed embedded memories, featuring up to 

1 MB of Flash memory and up to 192 KB of standard SRAM, alongside an additional 

4 KB of backup SRAM for state retention during deep-sleep modes. Data routing is 

handled by a highly efficient internal architecture consisting of two APB (Advanced 

Peripheral Bus) buses, three AHB (Advanced High-performance Bus) buses, and a 

32-bit multi-AHB bus matrix, preventing data bottlenecks during heavy peripheral 

utilization [6]. 

 

2.1.3 Peripheral Integration 

The STM32F407 provides an extensive suite of I/O and hardware peripherals, 

making it highly adaptable for complex industrial and IoT applications: 
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• Analog and Timing Interfaces: The device includes three 12-bit Analog-to-Digital 

Converters (ADCs), two Digital-to-Analog Converters (DACs), and a low-power Real-

Time Clock (RTC). Timing operations are governed by twelve 16-bit general-purpose 

timers (including two advanced PWM timers for motor control) and two 32-bit timers. 

• Communication Protocols: Standard communication is heavily supported via three 

I2C interfaces, three SPIs, four USARTs, and two UARTs. Furthermore, two full-

duplex I2S peripherals (clocked via a dedicated audio PLL) ensure high-fidelity audio 

data synchronization. 

• Advanced Connectivity: For high-throughput requirements, the MCU features USB 

OTG (both Full-Speed and High-Speed with ULPI), two CAN bus interfaces, an 

SDIO/MMC interface, an Ethernet MAC, and a dedicated camera interface for CMOS 

sensors. 

 

2.1.4 Operating Conditions and Application Suitability 

Designed for versatile deployment, the MCU operates across an industrial 

temperature range of –40 °C to +105 °C. It requires a standard power supply of 1.8 

V to 3.6 V, with the capability to operate at 1.7 V under specific temperature 

constraints using an external power supervisor. Paired with a comprehensive set of 

low-power modes, these specifications make the STM32F407 an optimal foundation 

for battery-operated IoT nodes, medical equipment, and industrial automation 

systems. 
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Figure 2-1 STM32F407VG Microcontroller 

 

2.2 Current sense amplifier 

Manufactured by Texas Instruments, the INA310 family of integrated circuits (ICs) 

consists of ultra-precise, high-bandwidth current sense amplifiers specifically designed 

to measure and amplify low-magnitude currents. In this experimental setup, an 

INA310 IC (Fig. 2-2) is employed to measure the current passing through a precision 

shunt resistor. It is designed to measure the voltage drop across a shunt resistor (to 

calculate current) yielding a proportional output voltage that is sufficiently large to 

be accurately captured and analyzed using an oscilloscope, while also featuring a 

built-in comparator for extremely fast overcurrent protection. 

Table 2-1 shows different gain variants INA310 series: 

 

 

 

 

 

 

Device Gain (V/V) 

INA310A1 20 

INA310A2 50 

INA310A3 100 

INA310A4 200 

Table 2-1 Different gain of INA310Ax series 
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Figure 2-2 INA310A2 IC 

 

Typical INA310A2 package contains the following pins (Table 2-2): 

Table 2-2 Pinout of INA310A2 

 

2.2.1 Working Principle 

The INA310A2 measures the differential voltage between IN+ terminal and IN− 

terminal. The voltage difference across the shunt resistor is amplified internally. 

The output voltage equation is: 

VOUT = Gain × (VIN+ − VIN−) 

For INA310A2 the Gain is 50, therefore: 

VOUT = 50 × (VIN+ − VIN−) = 50 × VSHUNT 

 

 

2.3 MPU6050 Sensor 

The MPU6050 (Fig. 2-3) is a highly popular, low-cost Inertial Measurement Unit 

(IMU) which is an electronic sensor module that measures an object's motion and 

orientation without relying on external references such as GPS or cameras. This sensor 

combines a 3-axis accelerometer and a 3-axis gyroscope onto a single silicon chip, 

making it a 6-axis sensor. This combination allows the device to measure both linear 

acceleration such as the pull of gravity, tilt, and sudden impacts as well as rotational 

Pin Function 

IN+ Positive shunt input 

IN− Negative shunt input 

V+ Supply voltage 

GND Ground 

OUT Amplified Analog output 
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velocity, which captures the pitch, roll, and yaw as the device twists or spins in mid-

air. 

One of the most powerful features of the MPU6050 is its built-in Digital Motion 

Processor (DMP)[7]. Processing raw motion data into a smooth, usable 3D orientation 

requires complex mathematics to filter out errors like gyroscope drift. This is highly 

advantageous for an IoT node architecture, as it offloads the mathematical burden 

and frees up the main CPU to focus on orchestrating FreeRTOS tasks or managing 

LoRa communications. 

To transmit this processed telemetry back to the microcontroller, the sensor utilizes 

the I2C communication protocol, requiring only two data wires to send its complex 

readings. Because of its compact size, affordability, and efficient data processing, the 

MPU6050 is widely used in applications that require precise motion tracking, such as 

stabilizing drones, maintaining the posture of self-balancing robots, and detecting 

human gestures or steps in wearable IoT devices. 

 

 

Figure 2-3 MPU6050 Sensor 

The configuration of this sensor is illustrated in Table 2-3. 

Table 2-3 I2C configuration of MPU6050 and MCU 

 

Mode Speed Pins 

 

I2C 

 

400 kHz 

PB6 → SCL 

PB7 → SDA 
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2.4 Light sensor (KY018) 

The KY-018 is a standard Light Dependent Resistor (LDR) module frequently 

integrated into IoT nodes to detect and measure ambient light levels. This sensor is 

depicted in Fig. 2-4. At its core, the module operates using a photoresistor whose 

electrical resistance fluctuates inversely with light intensity; it exhibits extremely high 

resistance in complete darkness and significantly lower resistance when exposed to 

bright light.  

To interface seamlessly with digital systems, the KY-018 incorporates this LDR 

into an internal voltage divider circuit alongside a fixed 10 kΩ resistor. This 

configuration translates the variable physical resistance into a proportional Analog 

voltage output. Consequently, the module's signal pin is designed to be directly 

connected to the Analog-to-Digital Converter (ADC) of the Microcontroller Unit 

(MCU). By converting this Analog voltage into a readable digital value, the MCU 

can accurately quantify the surrounding light intensity, enabling the development of 

responsive automation systems such as intelligent night lighting, security tripwires, 

and environmental monitoring nodes. 

 

 

Figure 2-4 light sensor (ky018) 

 

2.5 Radio Module (RFM96 LoRa Module) 

The RFM96 (Fig. 2-5) is a long-range wireless communication module developed 

by HopeRF and based on the Semtech SX1276 transceiver chip supporting both LoRa 

and FSK modulation techniques[8], [9]. It operates in the 433/470 MHz ISM band 

and uses LoRa spread spectrum modulation for long-distance and low-power wireless 

communication[8]. The module is widely used in IoT systems, smart agriculture, 

industrial monitoring, wireless sensor networks, and remote telemetry systems.  

 



16 

 

 

Figure 2-5 LoRa module (RFM96) 

 

 

2.5.1 RFM96 Module Architecture and Power Configuration 

Its internal architecture integrates several critical components designed for robust 

data transmission, including a dedicated LoRa modem, a radio frequency (RF) power 

amplifier (PA), a frequency synthesizer, and a highly sensitive receiver chain. The 

module interfaces with external microcontrollers via an SPI communication bus, 

allowing developers to precisely configure its digital control registers. 

 

2.5.2 The Internal DAC and Power Amplification Paths  

Within the RFM96 architecture, the internal Digital-to-Analog Converter (DAC) is 

dedicated exclusively to controlling the Analog biasing and amplification levels of the 

RF power amplifier. Increasing the DAC value directly elevates the amplifier's bias 

current, which consequently increases the RF output amplitude and the overall 

transmit power. 

To route this amplified signal, the module provides two distinct physical transmitter 

output paths. The first is the RFO path, which offers a standard efficiency output 

capped at +14 dBm and is generally suited for shorter-range communications. The 

second is the PA_BOOST path, a heavy-duty amplifier circuit capable of reaching 

+20 dBm. The RFM96 primarily utilizes this PA_BOOST path to achieve the 

maximum communication ranges required by long-distance IoT applications. 
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Output Path M aximum Power Description 

RFO +14 dBm 
Standard efficiency output 

for shorter ranges. 

PA_BOOST +20 dBm 
Heavy-duty high-power 

amplifier path for long-range 

IoT applications. 
Table 2-4 LoRa output power 

 

2.5.3 Configuring Output Power and the PA_DAC Register  

Transmitter output power is regulated through two primary control registers: 

RegPaConfig (0x09) and RegPaDac (0x4D). For standard operation using the 

PA_BOOST path, the output power is calculated using the equation Pout = 2 + 

OutputPower, where the OutputPower variable is a programmable register value 

ranging from 0 to 15. 

The PA_DAC register (0x4D) ultimately dictates the module's power mode limit. 

By default, this register is set to 0x84 (Normal Mode), which actively limits the 

PA_BOOST output to +17 dBm to conserve system energy. To unlock the internal 

high-power amplifier path and reach the maximum +20 dBm threshold, this register 

value must be modified to 0x87 (High Power Mode). Table 2-5 summarises the values 

and their effects. 

  

PA_DAC Value M ode M aximum Output Effect 

0x84 (Default) Normal Mode +17 dBm 
Standard 

PA_BOOST limit to 

conserve power. 

0x87 High Power Mode +20 dBm 
Unlocks internal 

high-power amplifier 

path. 
Table 2-5 PA_DAC programming 

 

To achieve the absolute maximum transmit power of 100 mW (+20 dBm), a specific 

two-step configuration must be implemented. First, the DAC must be unlocked by 

setting the RegPaDac register to 0x87. Second, the signal must be routed through the 

PA_BOOST pin with maximized output via the RegPaConfig register. This is 

accomplished by setting bit 7 to 1 (enabling PA_BOOST) and bits 0 through 3 to 
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1111 (setting maximum output). This configuration results in a final binary value of 

10001111, or 0x8F in hexadecimal. 

 

2.5.4 STM32 Hardware Interfacing 

To communicate with the RFM96, the STM32 utilizes an 8 MHz Full-Duplex 

Master SPI connection. Additionally, a hardware interrupt is used to manage radio 

events efficiently. Hardware Pin Connections is shown in table 2-6.  

 

RFM 96 Pin STM 32 Pin Function 

SCK  PA5 SPI Clock 

M ISO PA6 SPI Master In / Slave Out 

M OSI PA7 SPI Master Out / Slave In 

NSS (CS) PA4 Chip Select 

RESET PB0 Hardware Reset 

DIO0 PB1 Digital I/O Interrupt 
Table 2-6 Pin arrangement of LoRa module 

 

Instead of the STM32 constantly polling the LoRa module to ask if a task is 

finished, the RFM96 uses the DIO0 pin as a hardware interrupt. 

1. The STM32 sends a packet to the LoRa module for transmission. 

2. The SX1276 completes the radio transmission. 

3. The LoRa module immediately pulls the DIO0 pin HIGH. 

4. The STM32 receives this interrupt on pin PB1, instantly notifying the MCU that 

 the transmission has finished so it can execute its next instruction. 

 

2.6 1-Ohm shunt resistor 

This specific component is a Surface Mount (SMD) Current Sense Resistor. Based 

on the manufacturer's datasheet for this exact component, here are its electrical 

characteristics [10]: 

 • Current detecting resistors for power supply, motor circuits, etc.  

  • High reliability and performance with resistance tolerance ±0.5% and T.C.R. 

(Temperature Coefficient of Resistance) of ±100×10-6 /K.  
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• Suitable for both reflow and flow soldering.  

• Products with lead-free terminations meet EU RoHS requirements. EU RoHS 

regulation is not intended for Pb-glass contained in electrode, resistor element and 

glass.  

• AEC-Q200 Qualified: 0402 (1E), 0603 (1J), 0805 (2A), 1206 (2B), 1210 (2E), 2010 

(2H/W2H), 2512 (3A/W3A). 

 

 

2.7 Receiver Node  

In this project, to implement a real point-to-point IoT communication system, a 

receiver node was also developed. The receiver part consists of the following 

components: 

 

2.7.1 Microcontroller: STM32F103C8T6 

The central processing unit for the dedicated LoRa receiver node is the 

STM32F103C8T6 microcontroller which is shown in Fig. 2-6. Based on the 32-bit 

ARM® Cortex®-M3 RISC architecture, this device operates at a maximum clock 

frequency of 72 MHz[11] . While it lacks the dedicated Floating-Point Unit (FPU) 

and advanced Digital Signal Processing (DSP) capabilities of the STM32F407 that 

makes it suitable candidate in the Edge AI node, the Cortex-M3 core provides more 

than sufficient computational bandwidth for network reception and graphical display 

management. 
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Figure 2-6 STM32F103C8T6 

 

2.7.1.1 Memory and Peripheral Architecture 

The STM32F103C8T6 incorporates 64 KB of embedded Flash memory and 20 KB 

of SRAM, providing adequate resource overhead for the receiver’s display buffering. 

The microcontroller features a comprehensive set of standard communication 

interfaces, including two I2C buses, three USARTs, two SPI interfaces, and a USB 2.0 

Full-Speed device controller. 

 

2.7.1.2 System Integration and Role 

Within the context of the receiver setup, the peripheral architecture of the 

STM32F103C8T6 aligns perfectly with the hardware requirements. The internal SPI 

interface is utilized to establish high-speed, full-duplex communication with the 

remote LoRa RF transceiver, ensuring low-latency packet reception. Simultaneously, 

the I2C bus is employed to drive the SSD1306 OLED display. By leveraging the 

microcontroller's Direct Memory Access (DMA) capabilities alongside these hardware 

protocols, the receiver node achieves highly efficient, real-time data visualization while 

maintaining a minimal power and cost footprint. 
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2.7.2 SSD1306 OLED 

The SSD1306 is a highly integrated, single-chip CMOS OLED/PLED driver with a 

built-in controller, commonly utilized to drive dot-matrix displays with a typical 

resolution of 128×64 or 128×32 pixels[12]. 

 

2.7.2.1  Interfacing and Memory Architecture 

The module interfaces with the STM32 microcontroller utilizing the standard I2C 

(Inter-Integrated Circuit) communication protocol. This approach requires only two 

physical communication lines (Serial Data and Serial Clock), thereby minimizing 

GPIO pin consumption on the host MCU and preserving hardware resources for 

additional sensor integrations. 

Internally, the SSD1306 features an embedded 1 KB Graphic Display Data RAM 

(GDDRAM) that is divided into pages and maps directly to the physical pixel matrix. 

This integrated memory architecture allows the microcontroller to write display data 

into the buffer asynchronously. 
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Chapter 3 

Firmware Architecture and Real-Time Operating      

System (RTOS) Design 

 

This chapter details the software paradigms evaluated for this system, contrasting 

traditional bare-metal approaches with Real-Time Operating Systems (RTOS). 

Furthermore, it outlines the implementation of FreeRTOS task management and the 

deployment of the STM32 software ecosystem used to develop, configure, and debug 

the firmware. 

 

3.1 Bare-Metal Architecture: The Super-Loop Paradigm 

A Bare-Metal embedded system operates entirely without an underlying operating 

system or task scheduler, interacting directly with the microcontroller’s hardware 

registers or Hardware Abstraction Layer (HAL). The standard software architecture 

consists of hardware initialization routines followed by an infinite while(1) construct, 

commonly known as a "super-loop." Execution within this loop is strictly sequential, 

governed primarily by flag polling mechanisms and hardware-triggered Interrupt 

Service Routines (ISRs). 

In a purely Bare-Metal design, the Central Processing Unit (CPU) continuously 

fetches and executes instructions. Even when the system is nominally idle such as 

waiting for a timer flag to expire, a sensor event to trigger, or an Analog-to-Digital 

Converter (ADC) conversion to finish the CPU is actively engaged in a busy-wait 

loop (e.g., HAL_Delay()). Consequently, the CPU core and the high-speed internal 

oscillators (HSI/HSE) remain continuously active, keeping the microcontroller locked 

in its highest power consumption state (Run Mode). 

 

There are some features related to Bare-Metal: 

Absolute Determinism: Since there is zero computational overhead from an 

operating system scheduler, execution predictability is absolute. Interrupt latency is 

dictated strictly by the hardware (via the ARM Cortex-M Nested Vectored Interrupt 

Controller). 
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Simplicity and M inimal Footprint: In addition, this approach requires minimal 

Flash memory and SRAM. It completely avoids the memory overhead associated with 

an RTOS, such as task control blocks (TCBs), separate task stacks, and kernel 

objects. While the super-loop offers structural simplicity, it suffers from severe 

limitations when applied to complex, modern IoT nodes. 

Severe Blocking Latency: Moreover, as execution is sequential, complex 

applications suffer from blocking delays. If one routine requires substantial time to 

execute such as processing a neural network inference for 50 milliseconds or 

transmitting a lengthy LoRa radio packet the entire system is forced to wait. All 

concurrent operations, such as responding to critical sensor thresholds or servicing 

transceivers, are strictly blocked until the primary task completes. 

Energy Inefficiency: The reliance on busy-wait polling forces the CPU to 

constantly draw a high active current (depending on clock speed and active 

peripherals). This continuous energy drain makes the Bare-Metal super-loop 

fundamentally incompatible with the ultra-low-power constraints required for long-

term, battery-operated IoT devices. 

 

3.2 Real-Time Operating Systems (RTOS) and FreeRTOS 

A Real-Time Operating System (RTOS) is a lightweight software kernel designed 

to guarantee deterministic execution of time-critical operations. For this architecture, 

FreeRTOS was selected due to its industry-standard adoption, highly configurable 

memory footprint, and native support for advanced power-saving architectures. 

Unlike general-purpose operating systems that prioritize overall computational 

throughput, an RTOS prioritizes predictability and latency response. It achieves this 

through a preemptive scheduler driven by a periodic hardware interrupt, typically the 

SysTick timer. The scheduler rapidly switches the CPU context between different 

independent sub-programs, creating the illusion of parallel execution on a single-core 

Cortex-M4 processor. In an Edge AI context, this enables the microcontroller (MCU) 

to seamlessly decouple the heavy mathematical workload of the AI engine from the 

strict timing requirements of the sensor data acquisition and the radio transceiver. To 

maintain this architecture, tasks are prioritized; for example, the sensor task is 

assigned a high priority due to its strict timing requirements and short sampling 

period, whereas the communication task is assigned a lower priority to prevent 

interference with time-critical data acquisition. 
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3.2.1 Management and Prioritization 

In FreeRTOS, application logic is divided into independent, semi-autonomous 

threads of execution known as Tasks (Fig. 3-1). Each task possesses its own stack 

memory and operates as if it has exclusive access to the CPU. The FreeRTOS 

preemptive scheduler dictates which task occupies the CPU at any given microsecond 

based on a strict priority hierarchy. 

 

 

Figure 3-1 Defining tasks and setting their priorities 

 

3.2.2 Context Switching and States 

Tasks in FreeRTOS exist in one of four states: Running, Ready, Blocked, or 

Suspended. When a task requires a delay or waits for data in a queue (e.g., 

osMessageQueueGet), it yields the CPU and enters the Blocked state. The scheduler 

then performs a Context Switch, saving the CPU registers of the yielding task and 

loading the registers of the next highest-priority task that is Ready. If all user tasks 

are Blocked, the system enters the Idle Task, which is the foundational mechanism 

utilized in this thesis to trigger the deep-sleep power savings. 

 

3.2.3 Inter-Task Communication and Synchronization 

To manage data flow and prevent race conditions in this multitasking environment, 

FreeRTOS provides several robust kernel objects: 
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• Queues: First-In-First-Out (FIFO) buffers that allow tasks and hardware interrupts 

to safely pass data across execution contexts. 

• Semaphores: Signalling mechanisms used to synchronize tasks with hardware events 

(e.g., unblocking a specific task the exact moment a sensor interrupt fires). 

• Mutexes: Mutual exclusion tokens that prevent priority inversion and protect shared 

system resources (such as an I2C bus) from simultaneous access by multiple tasks. 

 

3.2.4 Normal Tick RTOS  

A standard RTOS configuration relies on the hardware SysTick timer to generate 

an interrupt every 1 millisecond (1000 Hz). This precise heartbeat allows the RTOS 

kernel to pause the current task, save its register context to the stack, evaluate the 

priority queue, and switch to the highest-priority task that is ready to run. 

When all application tasks are blocked (e.g. waiting for an osDelay or a message 

queue), the RTOS enters the designated "Idle Task." Here, the MCU typically 

executes a Wait-For-Interrupt (WFI()) instruction, placing the STM32 into Sleep 

Mode. In Sleep Mode, the CPU clock is halted, pausing the core and providing a 

moderate reduction in power consumption. 

However, because the system relies on the 1 ms heartbeat, all peripheral clocks and 

the main high-speed oscillator must remain active to service the next SysTick. The 

MCU is forced to wake up 1,000 times per second. During each wake-up, the MCU 

transitions from Sleep to Run mode, executes the scheduler algorithm, determines no 

tasks are ready, and immediately goes back to sleep. This constant context switching 

creates a high baseline average current (typically 10 mA to 15 mA), representing a 

significant "Scheduler Tax" that strictly prevents the MCU from entering deeper sleep 

states.  

There are some Advantages: 

• Concurrency: Seamlessly handles multiple complex, asynchronous tasks (AI 

inference, radio transmission) without blocking the main execution flow. 

• Responsiveness: High-priority events immediately preempt lower-priority tasks. 

 

The disadvantages related to that are: 
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• High Power Floor: The obligatory 1 ms heartbeat fundamentally limits battery 

life. 

• Computational Overhead: CPU cycles and energy are wasted executing 

scheduler logic during extended idle periods. 

 

3.2.5 Tickless Idle RTOS 

Tickless Idle is an advanced power-management architecture designed to completely 

resolve the RTOS Scheduler Tax. In this configuration, the kernel dynamically 

anticipates periods of inactivity. If the scheduler determines that all user tasks will 

remain blocked for a prolonged duration, it calculates the total idle time and 

physically disables the 1 ms SysTick timer. 

Instead of waking up every millisecond, the RTOS programs an asynchronous Low-

Power Timer (such as the LPTIM or RTC on the STM32) to wake the system precisely 

when the next scheduled task is due. Because the high-speed SysTick is disabled, 

custom PreSleepProcessing() hooks can be utilized to execute the WFI() instruction 

while simultaneously placing the STM32 into Stop Mode (Deep Sleep). 

In Stop Mode, the Cortex-M core, the high-speed oscillators (HSI/HSE/PLL), and 

the Flash memory are physically powered down (clock gated and pipeline stopped). 

The system state is sustained entirely by the ultra-low-power voltage regulator, 

drawing micro-amps (µA) instead of milli-amps (mA). 

 

Advantages: 

M aximum Energy Efficiency: Combines the multitasking benefits of an RTOS 

with a power profile that approaches a powered-off state during idle periods, dropping 

the average current considerably. 

Computational Bursting: Allows the MCU to wake up, execute high-performance 

tasks (like Edge AI math) at maximum clock speed, and instantly crash back to a 

micro-amp baseline floor. 

 

Disadvantages: 
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Implementation Complexity: Requires the custom development of Pre-Sleep and 

Post-Sleep macros. Peripheral clocks, GPIO states, and active communication buses 

must be explicitly managed to prevent current leakage during Deep Sleep. 

Wake-up Latency: Transitioning out of Stop Mode takes slightly longer (several 

microseconds) because the high-speed oscillators must restart and stabilize before 

code execution can resume. 

 

3.2.6 Synthesis and Comparative Analysis 

The overall comparison among 3 configuration is shown in table 3-1. 

Feature / 

M etric 

Bare-M etal 

(Super-Loop) 

Normal Tick 

RTOS 

Tickless Idle 

RTOS 

Scheduler None FreeRTOS FreeRTOS 

Execution 

Paradigm  

Sequential / 

Polling 

Preemptive (1ms 

Time-Slicing) 

Event-Driven / 

Anticipatory 

Idle State 

Hardware 
MCU Run Mode MCU Sleep Mode 

MCU Stop / Deep 

Sleep Mode 

Clock Status in 

Idle 

High-Speed Clocks 

Active 

High-Speed Clocks 

Active 

Main Clocks 

Gated, RTC Active 

Context Switch 

Cost 
None 

High (1000 wake-

ups/sec) 

Minimal (Only 

wakes when required) 

Power Profile 

Base 

Steady High 

Current 
High Base 

Ultra-Low Pulse/ 

Micro-amp Base 

Table 3-1 comparison among three software designs: Bare-Metal, Normal Tick RTOS, and Tickless Idle RTOS 

 

3.3 The STM32 Development Ecosystem 

Modern embedded development requires bridging the gap between abstract software 

algorithms and the physical silicon of the target microcontroller. To facilitate this, 

STMicroelectronics provides a unified development ecosystem designed to 

significantly accelerate the firmware lifecycle. 

This ecosystem simplifies hardware complexity through three main pillars: 
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• Hardware Abstraction: It provides a standardized Hardware Abstraction Layer 

(HAL) that replaces tedious, error-prone register manipulations with readable, high-

level C functions. 

• Graphical Configuration: It utilizes visual tools to automate the generation of 

initialization code for device pins, clock frequencies, and communication peripherals. 

• Integrated Development and Debugging: It offers a centralized workspace for 

compiling code, flashing the microcontroller, and performing real-time memory 

inspections. 

By utilizing this toolchain, development efforts can be redirected from low-level 

hardware troubleshooting toward high-level application orchestration. Within this 

ecosystem, the development workflow is driven by two primary software platforms: 

STM32CubeMX and STM32CubeIDE. 

 

3.3.1 STM32CubeMX: Hardware Abstraction and Code Generation 

STM32CubeMX is a graphical configuration tool utilized to set up the 

microcontroller's low-level hardware parameters before any application code is 

written. In this architecture, CubeMX was employed to: 

• Configure the Clock Tree: Routing the High-Speed Internal (HSI) and Phase-

Locked Loop (PLL) oscillators to achieve the 168 MHz required for the AI 

calculations, while configuring the low-speed timers required for the RTOS (Fig. 3-2). 
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Figure 3-2 Clock configuration in cubeMX 

 

• Peripheral Initialization: Visually mapping the I2C bus for the MPU6050, the 

SPI bus for the SX1278 LoRa module, and the Analog-to-Digital Converter (ADC) 

for the light sensor. 

• M iddleware Integration: Automatically generating the initialization code for 

FreeRTOS and the X-CUBE-AI middleware, ensuring that the necessary stack sizes, 

heap memory, and Hardware Abstraction Layer (HAL) drivers were properly linked. 

• Visual M apping: As Fig. 3-3 shows it provides a graphical representation of the 

specific microcontroller package, allowing to simply left-click on a physical pin to 

assign its role (e.g., standard GPIO Input/Output, ADC, or a specific communication 

protocol like UART or SPI). 
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Figure 3-3 Pin configuration in cubeMX 

 

3.3.2 STM32CubeIDE: Integrated Development and Debugging 

Once the hardware initialization framework is established using CubeMX, the 

project software is imported into STM32CubeIDE. Built on the Eclipse platform and 

utilizing the ARM-focused GNU Compiler Collection (GCC), STM32CubeIDE 

provides a centralized, robust environment for the entire firmware lifecycle. 

Its role in this research spanned three primary phases: 

Development & Compilation: The IDE served as the primary workspace for 

architecting the software, specifically for writing and orchestrating concurrent 

FreeRTOS task logic. It efficiently managed the compilation of C/C++ source code 

into highly optimized binary machine code. 

Deployment: It provided a streamlined interface for flashing the compiled executable 

directly onto the target microcontroller. 

Advanced Debugging & Optimization: Through seamless integration with the 

ST-LINK hardware debugger, the environment was critical for fine-tuning system 

performance. This toolchain facilitated: 

. Real-time memory inspection to monitor resource utilization. 

. Strategic breakpoint debugging which was essential for validating complex data       

structures during neural network tensor formatting. 
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. Register state verification for ensuring the hardware was correctly configured 

before triggering FreeRTOS Tickless Idle directives to achieve safe, highly efficient 

deep-sleep states. 

 

3.4 SPI Ping Test and Verification  

To ensure robust communication between the host microcontroller and the SX1278 

LoRa transceiver, a diagnostic SPI Verification Protocol informally referred to as an 

'SPI Ping' was implemented during the system initialization phase. Specifically, the 

microcontroller executes an SPI Read command targeting the transceiver's 

REG_VERSION register (address 0x42). To initiate this, the microcontroller applies 

a 0x7F bitmask to the address byte, clearing the Most Significant Bit (MSB) to 

explicitly define a read operation. 

This initial hardware handshake validates the electrical integrity of the entire SPI 

bus (MOSI, MISO, SCK, and NSS) before LoRa state-machine operations are 

executed. Receiving the expected 0x12 value confirms that the SX1278 module is 

properly connected, powered, and communicating with the host. 

 

3.5 System Debugging and USART Configuration 

Following the successful hardware integration of the sensors, Microcontroller Unit 

(MCU), and LoRa transceiver, a Universal Synchronous/Asynchronous Receiver-

Transmitter (USART) debugging interface was implemented to evaluate internal 

system events. This diagnostic link provides essential real-time visibility into the 

MCU's operational state and execution flow. To facilitate communication with the 

host PC, the MCU is interfaced with an FT232RL USB-to-serial UART converter, 

allowing terminal monitoring via a mini-USB connection. 

The configuration parameters for the USART2 peripheral are detailed in Table 3-2. 

 

Mode Baud rate Pins 

 Asynchronous 115200 Bits/s PA2 → TX 

PA3 → RX 

Table 3-2 USART2 configuration 
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While the USART interface is essential for debugging, keeping it active consumes 

extra energy. Therefore, to accurately measure the node's true power consumption, 

the USART and its internal clocks are completely disabled during final testing. 

 

3.5.1 Serial Debugging and Data Monitoring via Hercules Utility 

The Hercules SETUP utility is a lightweight, standalone terminal emulator for 

Windows environments (Fig. 3-4). Its portable architecture allows it to execute 

directly without installation, making it highly efficient for establishing bidirectional 

communication channels between a host PC and external hardware interfaces. This 

utility facilitates real-time data monitoring and the direct transmission of 

configuration commands. 

In this experiment, the Serial (UART/COM) tool within Hercules was employed 

for system debugging. The STM32 microcontroller was interfaced with the host PC 

using a USB-to-TTL serial adapter. Upon configuring the appropriate COM port and 

establishing the baud rate (e.g., 115200 bps), the terminal successfully captured and 

displayed the diagnostic printf() output generated by the microcontroller firmware. 

A critical advantage of the Hercules utility in this specific architecture is its native 

Hexadecimal Mode. When interfacing with the LoRa RF transceiver or reading 

internal MPU6050 sensor registers, data is frequently transmitted as raw byte 

payloads (e.g. 0xFF, 0x0A) rather than standard ASCII text. The Hexadecimal Mode 

automatically parses and translates these unprintable characters into readable hex 

values, significantly streamlining the protocol verification and debugging process. 
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Figure 3-4 Hercules window to monitor sensors data 

 

3.5.2 Hardware Interface: USB-to-UART Conversion via FT232RL 

To facilitate real-time serial communication between the STM32 microcontroller 

and the host PC, an FT232RL USB-to-TTL serial adapter (Fig. 3-5) was integrated 

into the diagnostic setup. Manufactured by Future Technology Devices International 

(FTDI), the FT232RL is a robust, highly integrated USB-to-serial UART bridge 

controller[13]. 

 

3.5.2.1 Architectural Features and Logic Compatibility 

The FT232RL simplifies the hardware design by embedding essential external 

components directly into the silicon. It features an integrated clock oscillator, a non-

volatile EEPROM for storing device descriptors (such as USB VID, PID, and serial 

numbers), and integrated USB termination resistors. 

In the context of interfacing with an embedded node, logic level compatibility is a 

critical design constraint. The STM32 microcontroller operates strictly on a 3.3V logic 

level, whereas standard USB operates at 5V. Directly connecting a 5V logic signal to 
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the STM32 could cause electrical overstress and permanent hardware failure. The 

FT232RL resolves this via its configurable VCCIO pin, which allows the UART 

transmission (TX) and reception (RX) lines to be explicitly set to 3.3V logic, ensuring 

safe and reliable bidirectional communication. 

 

 

Figure 3-5 FT232RL 

 

3.6 Receiver setup 

To verify that the LoRa transceiver on the IoT node operates correctly and 

transmits data reliably, a dedicated receiver setup was established. The transmitter 

operates at 433 MHz and +20 dBm output power (High Power Mode). This receiver 

node comprises an STM32F103C8T6 microcontroller, an SSD1306 OLED display, and 

a compatible LoRa module. As illustrated in Fig. 3-6, the transmitted sensor data 

such as temperature(T), Accelerometer (Ax,Ay,Az), gyroscope (Gx,Gy,Gz) and light 

(L) values was successfully received and displayed in real-time on the OLED screen, 

confirming the end-to-end functionality of the wireless link. 
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Figure 3-6 Hardware implementation of the telemetry receiver station. 
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Chapter 4  

Power measurement 

4.1  Power Analysis and considerations 

 Electrical power dissipation is directly governed by the fundamental relationship 

between voltage and current, expressed as: 

P = V. I 

Where P represents the instantaneous power consumption, V is the supply voltage, 

and I is the loop current. While the supply voltage can be readily monitored and 

verified using standard instrumentation such as a digital multimeter or an 

oscilloscope, capturing accurate, real-time current dynamics within the milliampere 

(mA) range presents a distinct technical challenge due to low signal-to-noise ratios 

and transient spikes. Nevertheless, achieving high-precision current sensing is strictly 

mandatory to evaluate and calculate the true power profile of the embedded system. 

To ensure a scientifically valid and fair comparison between the Bare-Metal super-

loop architecture and the Real-Time Operating System (RTOS) framework, the 

computational and peripheral workload must be held strictly constant across all 

execution environments. Therefore, the deterministic parameters of the experimental 

setup are controlled as follows: 

. Identical Sampling Rate: The microcontroller interfaces with the MPU6050 

sensor at an identical hardware timer interval, ensuring that the Analog-to-Digital 

Conversion (ADC) and I2C bus transactions occur at the exact same frequency in all 

implementations. 

. Identical Transmission Rate: The execution window and interval for the LoRa 

transceiver payload transmission are configured identically, guaranteeing that the 

high-power RF stage draws energy for the exact same duration and frequency under 

all testing conditions. 

. Identical Processing Workload: The mathematical processing and feature 

extraction algorithms utilize the exact same compiler optimization flags and memory 

structures, ensuring that the number of CPU clock cycles dedicated to computation 

remains perfectly uniform. 
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As the aim of this experiment is to measure the power consumption of the IoT 

node, all sensors, the MCU, and the LoRa module are connected to a common circuit 

node where the total incoming current can be measured (Fig. 4-1). 

 

 

Figure 4-1 Block diagram of measurement setup 

 

4.2 Methodology for measuring the current 

This project employs a 1Ω shunt resistor placed in series before the main circuit 

node. However, due to the resistance of the wires and the breadboard, the total 

effective resistance changes, forcing us to measure it again before calculating the 

power. By amplifying and measuring the minute voltage drop across this resistor, the 

system can accurately calculate the exact current flowing through the circuit.  

There is a special Jumper called Jumper 1 (JP1), also known as the Idd jumper 

(Fig. 4-2), on the STM32F407VG Discovery board (STM32F4DISCOVERY/ 

STM32F407G-DISC1) that allows to measure the power consumption (current draw) 

of the microcontroller.  
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Figure 4-2 The location of jumper 1 on STM32F407 Discovery board 

Here is how it works: 

• Jumper ON (Fitted): This is the default state. The jumper acts as a bridge, 

closing the circuit and providing the standard 3.3V power supply directly to the 

STM32F407VG chip so it can operate normally. 

• Jumper OFF (Removed): Removing the jumper breaks the power circuit to the 

microcontroller. By connecting an ammeter (a multimeter set to measure current) 

across the two exposed pins of JP1, allows to measure the exact current (Idd) being 

drawn by the MCU. 

In this experiment, the current is measured by removing the jumper and inserting 

a shunt resistor across its pins. By amplifying and measuring the resulting voltage 

drop across this resistor, the exact current can be calculated. The detailed 

methodology for this process is shown in Fig. 4-1 and explained in the following 

section. 

 

4.3  Resistance measurement 

Obtaining a precise current measurement requires knowing the exact resistance of 

the shunt. A standard 2-wire digital multimeter is unsuited for this task because it 

measures the combined resistance of the component and its own test leads. Since 

standard test leads typically introduce 0.1 to 1.0 ohms of parasitic resistance, they 
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easily overwhelm the extremely small resistance of a current shunt. The multimeter 

cannot separate these values, making the 2-wire method fundamentally inaccurate for 

characterizing low-value resistors. 

 

4.3.1 4-wire method 

To bypass the mentioned problem, the 4-wire method was used. The 4-wire method, 

also known as Kelvin sensing, is a technique used to measure electrical resistance with 

high precision. It is specifically designed to eliminate the errors caused by the 

resistance of the test leads and contacts, which makes it the standard method for 

measuring very low resistances (typically anything under 1 ohm). 

This uses four separate connections to the component being tested: two wires to 

supply the current, and two entirely different wires to measure the voltage. 

Here is how the system breaks down: 

The Force Leads (Current Source): One pair of wires pushes a known, highly stable 

constant current (I) through the component. Just like the 2-wire method, there is a 

voltage drop along these wires due to their own resistance, but it doesn't matter 

because the voltage from this loop is not measured. 

The Sense Leads (Voltage Measurement): A second pair of wires is connected 

directly across the terminals of the component. These wires are connected to a 

voltmeter. 

The High Impedance Trick: A standard voltmeter has an incredibly high internal 

resistance (often in the tens of megaohms). Because electrical current takes the path 

of least resistance, almost zero current flows through these "Sense" leads. 

The Result: Since there is virtually no current flowing through the Sense leads, 

there is no voltage drop along them. The voltage the meter reads is exactly the voltage 

across the component itself, completely ignoring the resistance of all the test cables. 

The instrument calculates the true resistance of component (the Device Under Test, 

or DUT) using the known current from the Force leads and the exact voltage from 

the Sense leads: 

RDUT =
Vsense

Iforce
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The measured node was the point where the wires connect to Jumper 1 on the 

MCU. The exact measured value for the shunt resistance (Rshunt) was 1.23Ω, which is 

the sum of resistances of the shunt resistor, wires and breadboard. 

 

4.4  Hardware Setup and Testing 

After placing all components such as the sensors, the LoRa module, and the 

INA310A2 on the breadboard, connecting them to the MCU, and applying power, the 

circuit was turned on (Fig. 4-3). To verify that the system was working correctly, the 

receiver section was checked to ensure it showed the sensor data on an OLED, as 

explained in section 3-6. This confirms that the sensor data was correctly read by the 

MCU, sent to the LoRa module, and transmitted successfully. 

 

 

 
Figure 4-3 Hardware Implementation and Functional Testing 

 

The output of the current sense amplifier (INA310A2) was connected to an 

oscilloscope. It should be noted that the power supply of this amplifier was connected 



41 

 

to the fixed 5V pin of the MCU to isolate its power consumption from the measured 

node of the system. 

 

4.5  Power calculation 

To calculate the total power consumption, the average current (Iavg) and the supply 

voltage (VSupply) must be determined using the following relationship: 

 

 

Pavg = Vsupply × Iavg 

 

The supply voltage (VSupply) was measured using a standard multimeter and found 

to be 2.8V.  

 

 

4.5.1 The Duty Cycle and Average Current Calculation 

In general, the average current is the mathematical root of the battery life 

estimation (which will be explained later). It represents the equivalent continuous 

current that would drain the battery at the same rate as the node's pulsed operation. 

The duty cycle is defined by the duration the microcontroller spends in its active 

state (Tactive) versus its low-power sleep state (Tsleep). The total period of one 

operational cycle is Ttotal = Tactive + Tsleep. 

The weighted average current is calculated using the following equation: 

 

Iavg =
(Iactive × Tactive) + (Isleep × Tsleep)

Ttotal
  

Where: 

• Iactive = The integrated current consumed during data acquisition, AI processing, 

and LoRa transmission. 

• Tactive = The duration of the active processing phase. 

• Isleep = The quiescent current drawn by the MCU in Stop/Standby mode, plus the 

leakage current of sleeping peripherals. 
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• Tsleep = The duration of the deep-sleep phase between sensor readings. 

In this experiment, to obtain (Iavg), the amplified output voltage from the 

INA310A2 IC was analyzed using an oscilloscope (Fig. 4-4). The oscilloscope captures 

periodic waveforms with 10-millisecond and 1-second periods. Within these periods, 

distinct voltage spikes correspond to the LoRa module transmitting packets at 

maximum power. 

The average voltage (Vavg) of this signal is mathematically defined as the area under 

the curve over one period divided by the period's duration (T). The oscilloscope 

automatically calculates this average voltage. 

 

 

Figure 4-4 Area under the curve over one period 

 

Vavg =
1

T
∫ f(t)dt

T

0

 

   

Because the amplifier gain (Gain = 50) and the shunt resistance (Rshunt) are known, 

the average current can then be calculated as follows: 
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Iavg =
Vavg

Gain × Rshunt
 

Now the average power consumption can be calculated 

Pavg = Vsupply ×  Iavg 

 

4.6 Power consumption evaluation in different configurations 

4.6.1 Bare-Metal case 

In the first case, the microcontroller was programmed in a bare-metal environment 

with a cycle period of 1 Second (1Hz). Additionally, the width of the LoRa 

transmission spikes is approximately 50ms. The baseline, average, and peak output 

voltages of the INA310A2 are 2.079 V, 2.229 V, and 4.398 V, respectively (Fig. 4-5). 

From these measurements, the average power consumption can be readily calculated. 

 

 

Figure 4-5 Output voltage of the INA310A2 measuring of Tickless RTOS at 1 Hz frequency. 

 

Iavg =
Vavg

Gain × Rshunt
=

2.229

50 × 1.23
= 36.24 mA  

Pavg = Vsupply ×  Iavg=2.8×36.24=101.47 mW 
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Additionally, as shown in Fig. 4-6, in the bare-metal configuration with a frequency 

of 100 Hz, the baseline, average, and peak output voltages of the INA310A2 are 2.079 

V, 3.862 V, and 4.398 V, respectively. 

 

 

Figure 4-6 Output voltage of the INA310A2 measuring of Bare-Metal at 100 Hz frequency. 

 

Iavg =
Vavg

Gain × Rshunt
=

3.862

50 × 1.23
= 62.79 mA  

Pavg = Vsupply ×  Iavg=2.8×62.79=175.81 mW 

 

 

4.6.2 Normal tick RTOS case 

When FreeRTOS is running, the CPU must do significantly more work. It must 

manage the OS scheduler, track the timer, and handle task memory. This RTOS 

overhead forces the CPU to burn extra power just to stay awake. That pushes the 

active CPU baseline up to 2.873V. 
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In normal tick RTOS the CPU goes to a light(shallow) sleep, but it violently wakes 

up 1,000 times a second. Because the main hardware clocks never shut down, the 

power baseline remains relatively high. 

 

Figure 4-7 Output voltage of the INA310A2 measuring Normal Tick RTOS at 1 Hz frequency. 

 

According to Fig. 4-7, the average current and power is calculated as: 

Iavg =
Vavg

Gain × Rshunt
=

2.922

50 × 1.23
= 47.51 mA  

Pavg = Vsupply ×  Iavg=2.8×47.51=133.03 mW 

 

Also based on Fig. 4-8, in normal tick RTOS configuration with a frequency of 100 

Hz, the baseline, average, and peak output voltages of the INA310A2 are 2.873 V, 

4.104 V, and 4.549 V, respectively. 
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Figure 4-8 Output voltage of the INA310A2 measuring of Normal Tick RTOS at 100 Hz frequency. 

 

Iavg =
4.104

50 × 1.23
= 66.73 mA  

Pavg = Vsupply ×  Iavg=2.8×66.73=186.84 mW 

 

 

4.6.3 Tickless RTOS 

In the Tickless Idle architecture, the FreeRTOS scheduler calculates the duration 

of impending inactivity. If this idle window is sufficiently large, the kernel executes 

the Wait For Interrupt (WFI) instruction. This hardware-level command 

physically gates the CPU clock; consequently, the processor core halts execution, 

memory access is suspended, and the dynamic power dissipation of the silicon is 

drastically reduced. Hence, in Tickless RTOS the baseline voltage reduces 

considerably. From Fig. 4-9, average power consumption is: 
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Figure 4-9 Output voltage of the INA310A2 measuring of Tickless RTOS at 1 Hz frequency. 

 

Iavg =
1.222

50 × 1.23
= 19.86 mA  

Pavg = Vsupply ×  Iavg=2.8×19.86=55.60 mW 

 

 

In Tickless RTOS configuration with a frequency of 100 Hz, the baseline, average, 

and peak output voltages of the INA310A2 are 1.976 V, 3.913 V, and 4.348 V, 

respectively (Fig. 4-10). 
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Figure 4-10 Output voltage of the INA310A2 measuring of Tickless RTOS at 100 Hz frequency. 

 

Iavg =
3.913

50 × 1.23
= 63.62 mA  

Pavg = Vsupply ×  Iavg=2.8×63.62=178.13 mW 

 

Our tests showed that the power-saving benefits of Tickless Idle depend entirely on 

how long the system sleeps. When the sleep delay was shortened to 10ms, the baseline 

power went up compared to a 1000ms delay. 

This happens because of State Transition Overhead which is the energy wasted 

by constantly turning the system's clocks off and on. Waking the system up 100 times 

per second costs more energy than it saves. Furthermore, at very short delays, the 

RTOS intelligently aborts Deep Sleep to save time. This proves that Tickless Idle is 

only effective when the device sleeps for longer periods.  
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Figure 4-11 Average power consumption comparison in different configuration 

 

Figure 4-11 illustrates the average power consumption (𝑃𝐴𝑉𝐺) in milliwatts (mW) 

across three different firmware configurations: bare metal, normal tick RTOS, and 

tickless RTOS, evaluated at operating frequencies of 1 Hz and 100 Hz.  

By examining the peak voltages among different firmware architectures, it is 

obvious that the bare metal has the lowest power consumption while transmitting as 

it lacks the operating system overhead. 

 

4.7 Energy Budgeting and Battery Life Estimation 

In ultra-low-power embedded systems, determining the operational lifespan of a 

remote sensor node requires a comprehensive Energy Budget. Unlike continuously 

powered systems, IoT devices operate in highly transient states, transitioning rapidly 

between high-current active processing (e.g., neural network inference, RF 

transmission) and micro-ampere deep sleep states. Therefore, calculating battery life 

cannot rely on a single static current measurement; it requires the derivation of a 

Weighted Average Current (Iavg) based on the system's operational duty cycle. 
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4.7.1  Real-World Battery Capacity and Derating 

While battery manufacturers provide a nominal capacity rating (C, measured in 

milliampere-hours, mAh), it is mathematically incorrect to assume 100% of this 

energy is usable by the microcontroller. Real-world battery chemistry is affected by 

temperature fluctuations, internal equivalent series resistance (ESR), self-discharge 

rates, and the inefficiency of the on-board voltage regulators (e.g., Low-Drop Out 

regulators or Buck converters). 

To account for these physical losses, a Derating Factor (𝛈), typically between 0.7 

and 0.85 is universally applied to the nominal capacity to yield the usable capacity. 

 

4.7.2 The Battery Life Formula 

With the usable capacity and the weighted average current established, the 

theoretical operational lifespan of the IoT node (L) in hours is derived as follows: 

Lhours =
C × η

Iavg
 

Power estimations for this node can be calculated assuming a standard 18650 

Lithium-Ion cell with a nominal capacity of 2500mAh. The industry-standard derating 

factor (𝛈) for a Li-ion powered IoT node is typically 0.80 (80%). The battery life 

estimation for 3 previous experiments is reported in the Table 4-1.  

 

Experiments L(hours) 

Bare-Metal-1Hz 55.18 

Bare-Metal-100Hz 31.85 

Normal tick RTOS-1Hz 42.09 

Normal tick RTOS-100Hz 29.97 

Tickless RTOS-1Hz 100.70 

Tickless RTOS-100Hz 31.43 

Table 4-1 Estimated battery runtime 

 

Overall, the estimated battery runtime of different configurations is provided in Fig. 

4-12. 



51 

 

 

Figure 4-12 estimated battery runtime 

 

4.8 Comparison to other works 

In ESP32 microcontrollers it is reported that using FreeRTOS consume 27.8% more 

energy than Bare-Metal. In addition, adding deep sleep mode decreased the power 

consumption 83.38% [14]. In this reference, data measurement and transmission 

period is set every 60 seconds. 
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Chapter 5  

Evaluating the Power Consumption of Edge AI-

Enabled IoT Nodes 

 

5.1 Localized Data Processing via Embedded Neural 

Networks 

Instead of continuously transmitting large volumes of raw data to central servers a 

practice that consumes significant bandwidth and congests data center resources, a 

more efficient paradigm involves processing data locally on the IoT node. This 

strategy ensures that only computed outcomes or actionable insights are transmitted 

over the network. Deploying Artificial Intelligence directly on IoT nodes, known as 

Edge AI, offers a compelling approach to managing data at the source. However, as 

the adoption of Edge AI accelerates in modern system architectures, precise power 

consumption measurement becomes critical to accurately assess the viability and 

operational longevity of battery-powered devices. 

The efficacy of an Edge AI sensor node relies not only on the computational 

capabilities of its microcontroller but equally on its underlying firmware architecture. 

Managing high-frequency sensor data acquisition, local neural network inference, and 

asynchronous LoRa telemetry demands precise timing and optimized resource 

allocation. 

To evaluate this paradigm empirically, the final phase of this power consumption 

analysis focuses on executing localized data processing. Rather than relying on the 

continuous radio-frequency transmission of raw data for remote analysis, the IoT node 

utilizes an embedded neural network to process sensor inputs on-device. Under this 

architecture, the system transmits a minimal, single-byte alarm signal only when an 

anomaly is detected. This approach is subsequently evaluated to determine its overall 

impact on the energy efficiency and power profile of the node. 

 

5.2 Model Development, Validation, and Feature Analysis 

A lightweight neural network was initially developed in Python and subsequently 

translated into C to ensure compatibility with the microcontroller unit (MCU) 
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environment. Data acquisition, feature extraction, and the baseline training of the 

neural network were conducted utilizing the Edge Impulse development platform [15]. 

This cloud-based toolchain is specifically optimized for deploying machine learning 

workloads onto resource-constrained microcontrollers. 

Figure 5-1 illustrates the performance metrics and evaluation results of the 

unoptimized (Float32) machine learning model developed to classify the MPU6050 

sensor node's state into two discrete categories: "FORWARD" and "LEFT" [15]. 

 

 

Figure 5-1 On-Device Machine Learning Model Validation Results for the MPU6050 Sensor Node. 
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The model achieved an exceptional validation accuracy of 100.0% alongside a 

categorical loss of 0.00. The accompanying confusion matrix corroborates this 

performance, demonstrating perfect classification across the validation subset with 

zero false positives or false negatives, yielding a maximum F1 score of 1.00 for both 

distinct classes. Secondary evaluation metrics, including the Area Under the ROC 

Curve (AUC) and weighted average precision and recall, similarly report scores of 

1.00. 

The reason the AI achieved such high accuracy is clearly visible in the Data 

Explorer graph. Because the project focused on just two specific movements, the 

yellow dots (forward) and green dots (left) form two completely separate groups on 

the graph. This c 

lear physical gap between the clusters proves that the sensor readings for these two 

movements are fundamentally different. Because the data points do not overlap, it is 

incredibly easy for the AI model to draw a clear line between them and correctly 

classify the movements without confusion. 

 

 

5.3 The Dataset Overview 

The dataset utilized for this study provides a macro-level view of the data collected 

to train the neural network. In total, 46 seconds of raw time-series data were collected 

(Fig. 5-2). The data relies on six distinct features captured by an MPU6050 sensor: 

three-axis acceleration (accX, accY, accZ) and three-axis angular velocity (gyrX, 

gyrY, gyrZ). Crucially, the sensor was configured with a sampling frequency of 100Hz, 

meaning a data point was captured every 10 milliseconds. This 10ms interval aligns 

precisely with the timing requirements managed by the FreeRTOS scheduler during 

the on-device data collection task. 

Because neural networks require continuous data to be segmented into consistent, 

uniform blocks, the raw stream was chopped into 46 distinct, non-overlapping data 

windows. Each sample possesses a uniform duration of exactly one second; given the 

100Hz sampling rate, this results in exactly 100 readings per sensor axis within a 

single window.  

To properly evaluate the model's performance and ensure generalizability to unseen 

data, the dataset was partitioned into training and testing subsets using a 78/22 split 

ratio. Consequently, 78% of the data (36 samples) was allocated to the training set to 

optimize the model's weights, while the remaining 22% (10 samples) was reserved 
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strictly for the final test set to evaluate real-world accuracy. It should be noted that 

a dedicated validation set is not statically partitioned during this data acquisition 

phase; rather, the Edge Impulse pipeline dynamically allocates a validation split 

(typically 20% of the training subset) during the neural network training process to 

monitor for overfitting. In addition, the Inferencing Time 2ms. It takes the 

microcontroller 2 milliseconds to pass 1-second window of sensor data through the 

neural network and classify whether the movement is "forward" or "left". 

 

 

Figure 5-2 Overview of the motion classification dataset within the Edge Impulse platform, displaying one-

second labeled samples acquired at a 100 Hz sampling frequency from the MPU6050 sensor. 

 

5.4 Raw Time-Series Data (Single Sample) 

Fig. 5-3 is a zoomed-in, detailed view of one specific 1-second sample labelled 

"forward". 

• The Axes: The X-axis represents time (from 0ms to roughly 1000ms(1s)). The Y-

axis represents the raw digital magnitude recorded by the MPU6050. 

• The Signature of a Movement: The six colored lines track the physical forces 

applied to the node over that one second. 

For example, between 210ms and 420ms, there is a massive spike in the accZ (light 

blue) axis, and a noticeable dip and recovery in the accX (red) and accY (green) axes. 

Interestingly, the gyroscope lines (the yellow, orange, and amber lines hovering near 

0) show almost no rotational movement, meaning this forward motion was a straight 

linear translation without twisting the sensor. 
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Figure 5-3 Raw sensor data for a 'forward' movement class, highlighting the distinct acceleration peaks that 

serve as the fundamental features for the Edge AI classification model. 

 

While the inherent separability of the physical states contributes to high accuracy, 

perfect metrics in constrained environments often suggest a potential risk of 

overfitting to the training and validation datasets. Furthermore, the presence of an 

isolated, misclassified data point visible as a red anomaly in the lower-right quadrant 

of the feature space projection demonstrates that outlier signatures or sensory noise 

do exist within the broader dataset. Consequently, while these initial metrics validate 

the theoretical viability of the sensor configuration and feature extraction pipeline, 

rigorous empirical testing using unseen, real-world data will be essential to evaluate 

the model's true generalization capabilities prior to its deployment on the edge 

microcontroller. 

 

5.4.1 Neural Network Architecture and Deployment Pipeline 

To develop the anomaly detection neural network, a Python-based TensorFlow and 

Keras framework was utilized. The deployment pipeline consists of two primary 

phases: architecting the model for resource-constrained training and compressing it 

for edge execution. 

Phase 1: Architecting and Training (The Keras and TensorFlow 

Synergy) 

While Keras provides a robust, high-level interface for designing the model's 

topology, the underlying TensorFlow backend acts as the computational engine, 

executing the complex matrix multiplications required during training. Because the 
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target hardware (STM32F407VG) possesses strict memory limitations, the model was 

explicitly engineered for minimal computational overhead. 

The network employs a standard Sequential topology with a highly compact hidden 

layer architecture. It consists of a primary Dense layer with 20 neurons, followed by 

a secondary Dense layer with 10 neurons. Non-linear transformations are executed 

using Leaky Rectified Linear Unit (LeakyReLU) activation functions (alpha = 0.1). 

This specific activation function was selected because it effectively mitigates the 

'dying ReLU' problem during training while remaining computationally inexpensive 

for the Cortex-M4F processor to calculate during real-time inference. 

Furthermore, a critical optimization for edge deployment is the implementation of 

an L1 activity regularizer (lambda = 1×10-5) across the hidden layers. This 

mathematical penalty encourages sparsity during the training phase, forcing the 

network to assign zero-values to non-essential weights. Consequently, this drastically 

reduces the baseline memory footprint of the model before compression even begins. 

Phase 2: M odel Compression for Edge Deployment (TensorFlow Lite)  

While the TensorFlow and Keras framework is ideal for training models on 

computationally powerful machines, deploying the resulting file to an embedded 

system requires significant optimization. To bridge this gap, TensorFlow Lite (TFLite) 

a lightweight framework specifically engineered for mobile devices, microcontrollers, 

and IoT nodes was employed to compress the trained model for edge deployment. 

TFLite essentially translates and shrinks the heavy training model into a format 

optimized for microcontrollers. Within this pipeline, the system is configured to 

permit post-training quantization, allowing the original 32-bit floating-point weights 

to be compressed into 8-bit integers prior to flashing the firmware. This TFLite 

conversion was explicitly required to ensure the network operated within the strict 

SRAM and Flash limits of the STM32F407VG, yielding minimal computational 

overhead while preserving inference accuracy. 

 

 

5.5 X-CUBE-AI 

The X-CUBE-AI (also known as STM32Cube.AI) is an incredibly powerful software 

expansion tool from STMicroelectronics. Its primary purpose is to take pre-trained 

Machine Learning (ML) or Artificial Neural Network (ANN) models and 

automatically convert them into highly optimized C code that can run directly on 
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STM32 microcontrollers. In other words, it is the bridge between high-level Data 

Science (Python) and low-level Embedded Engineering (C).  

When the X-CUBE-AI is paired with the STM32F407VGT6, it steps into the world 

of Edge AI and TinyML. The following sections is a breakdown of how this software 

interacts with specific hardware, what it can do, and its limitations. 

 

5.5.1 Fitting with STM32F407VGT6 Hardware 

The STM32F407VGT6 is based on the ARM Cortex-M4 core running at 168 MHz. 

While it is an older chip, it is extremely capable of running AI for a few specific 

reasons: 

• DSP and FPU: The Cortex-M4 features Digital Signal Processing (DSP) instructions 

and a Floating-Point Unit (FPU). X-CUBE-AI heavily leverages these hardware 

features to accelerate the math required for neural network inferences (like matrix 

multiplications). 

• Memory Profile: The VGT6 variant has 1 MB of Flash and 192 KB of SRAM. In 

the TinyML world, this is a decent amount of space, but memory will be the primary 

bottleneck when sizing the models. 

Given the F407’s processing power and memory, it is perfectly suited for analyzing 

1D and 2D time-series data. Common projects include: 

• Predictive Maintenance: Analyzing vibration data from an accelerometer (like an 

MPU6050) to detect if a motor is failing. 

• Human Activity Recognition (HAR): Determining if a person wearing the board is 

walking, running, or falling. 

• Audio/Voice Classification: Keyword spotting (e.g., waking the device when 

someone says "Hello") using an I2S MEMS microphone. 

• Simple Sensor Fusion: Combining data from multiple environmental sensors to 

predict complex states. 

 

While the F407 can interface with cameras (it has a DCMI interface), it lacks the 

RAM and processing power to run complex image classification or object detection 

(like YOLO) at meaningful frame rates. Moreover, X-CUBE-AI is strictly for inference 

(running the model). However, the F407 cannot train models on the fly. 
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5.5.2 The X-CUBE-AI Workflow 

The X-CUBE-AI expansion pack for STM32CubeMX is used to analyse a pre-

trained neural network before deploying it onto the microcontroller. The tool has 

taken the TensorFlow Lite model (a motion mapping classifier utilizing MPU6050 

accelerometer/gyroscope data) and analysed how much memory and computational 

power it will require to run locally on the edge device. Fig. 5-4 illustrates some 

configuration in X-CUBE-AI environment. A detailed breakdown of the analysis 

reports is shown in Fig. 5.5. It should be mentioned that the X-CUBE-AI is not used 

to train a model; However, it is used to deploy one. The typical workflow looks like 

this: 

1. Train: The model is built and trained on a PC using standard frameworks like 

TensorFlow Lite, Keras, PyTorch, or ONNX. TensorFlow Lite (TF Lite was exploited 

in this experiment). 

 

 

Figure 5-4 Neural network importation and configuration settings within the STM32CubeMX X-CUBE-AI 

environment. 

 

2. Analyze: That saved model is loaded into X-CUBE-AI (which operates as a 

plugin inside STM32CubeMX).  
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By clicking "Analyze", X-CUBE-AI will look at the model and automatically 

translate it into highly optimized C code specifically tailored for the Cortex-M4 

processor. It will even determine exactly how much Flash memory and RAM the 

model will consume on the STM32F407. 

 

 

5.5.2.1  Memory Footprint Analysis: 

Microcontrollers have strictly limited memory, making this the most critical part of 

the analysis. The tool breaks down the requirements into Flash (ROM) and RAM. 

Fig. 5-5 provides an overview of used RAM and Flash after analyse step.  

 

 

 

Flash M emory (Used: 105 KiB / Total Available: 1024 KiB) : 

Flash memory is where the program and the static parts of AI model are 

permanently stored. 

 

• Weights (94.73 KiB): This is the largest consumer of Flash. It represents the 

trained parameters (biases and weights) of neural network. Because the compression 

Figure 5-5 STM32Cube.AI memory footprint and network analysis for the MPU6050 motion 

mapping classifier 
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setting is set to "None" and it is a float32 model, these take up a standard amount 

of space. 

 

• Library/Infrastructure (9.88 KiB): This is the underlying STM32Cube.AI C-

code runtime needed to execute the model on the STM32 architecture. The model 

consumes about 10.2% of the microcontroller's internal Flash memory, leaving plenty 

of room for main application code (like reading the sensors and handling LoRa 

communication). 

 

 

 

RAM  (Used: 6.71 K iB / Total Available: 192 KiB):  

RAM is the working memory used dynamically while the neural network is 

calculating a prediction (inference). 

 

• Activations (4.77 K iB): This holds the intermediate calculations as data passes 

from one layer of neural network to the next. It includes the memory buffer for input 

data (the raw sensor readings). 

• Library (1.94 KiB): The dynamic memory overhead required by the AI runtime. 

The model uses a very small fraction (about 3.5%) of the available RAM, which is 

excellent for a constrained IoT node. 

 

5.5.2.2 Computational Complexity 

In Fig. 5-6, the analysis shows a complexity of 24,372 MACC. M ACC stands for 

Multiply-Accumulate Operations. It is the fundamental mathematical operation used 

in neural networks. This number means that for every single prediction the model 

makes, the processor must perform roughly 24,300 mathematical operations. 

For an STM32F4 (which typically runs at 84 MHz to 168 MHz and has hardware 

floating-point support), 24k MACC is extremely lightweight and will execute in a tiny 

fraction of a millisecond. 
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Figure 5-6 The amount of complexity used flash and used RAM after analysing 

 

Overall, the analysis shows that the model is highly optimized and perfectly suited 

for this microcontroller. It leaves the vast majority of the device's RAM and Flash 

free, and the low MACC count means that running inferences will barely impact the 

CPU load. This aligns perfectly with the goal of maintaining low power consumption 

on a battery-driven IoT node. 

Optimize/Quantize: If the model is too big for the 192 KB RAM, X-CUBE-AI 

allows to quantize the model (e.g., converting 32-bit floating-point weights to 8-bit 

integers). This drastically reduces the memory footprint and speeds up execution, 

with only a minor drop in accuracy. 

Generate: It generates a highly optimized C library that can call in while(1) super-

loop or RTOS task to run inferences on live sensor data. 

 

5.6 Priority Assignment Architecture 

To ensure system stability, task priorities in this node were assigned based on timing 

criticality: 

• LoRa Transmission Task (High Priority): RF communication requires precise 

state-machine handling. Assigning the highest priority ensures that when an anomaly 

is detected, the LoRa radio can immediately wake up, transmit, and gracefully shut 

down its Power Amplifier without being interrupted by routine sensor reads. 

• Edge AI/Accelerometer Task (Normal Priority): The neural network inference is 

computationally dense but not strictly time-critical on a microsecond scale. Operating 

at normal priority allows the math engine to utilize the CPU fully, provided the LoRa 

task is idle. 
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• Environmental/Light Polling Task (Low Priority): Routine environmental 

threshold checks operate at the lowest priority, running only when the CPU is entirely 

free from AI and telemetry duties. 

 

5.7 Power Consumption Analysis of the Edge AI Node 

As explained before, unlike traditional IoT systems that continuously stream raw 

data to the cloud, this architecture employs local edge computing. The STM32 

microcontroller processes the raw data from the MPU6050 accelerometer locally using 

the embedded neural network. The LoRa transceiver is only activated to transmit an 

alarm packet when the AI recognizes an anomaly. To comprehensively evaluate the 

system's energy efficiency, power measurements were profiled under two distinct 

operational conditions: the calm state and the anomalous state. 

 

5.7.1  Experimental Measurement Setup 

In this setup power profiling was captured using 2 channels of a multi-channel 

oscilloscope. To accurately measure the timing of the software, a dedicated General-

Purpose Input/Output (GPIO) pin on the MCU (PA1) was configured to toggle 

HIGH precisely when the AI inference calculation begins, and LOW when it 

concludes. This signal was monitored on Channel 1 (the yellow trace), providing a 

clear visualization of the CPU's computational active time. Simultaneously, Channel 

4 (the blue trace) monitored the Analog output of the INA310A2 current sense 

amplifier, providing a real-time, highly accurate representation of the system's overall 

power consumption. 

 

5.7.1.1 The Calm State (Baseline Operation (The Best-Case 

Scenario)) 

The calm state (shown in Fig. 5-7) represents the nominal operating condition of 

the system. In this state, the sensor experiences expected, normal movements or 

remains entirely stable. The neural network successfully classifies the incoming data 

as normal, meaning no alarm is triggered and the LoRa transmission routine is 

bypassed. Because the high-power RF transceiver remains in a low-power sleep mode, 

the system consumes minimal energy, driven primarily by the MCU's baseline active 

current and the sensor's quiescent draw. 
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Figure 5-7 Output voltage of the INA310A2 measuring of Tickless RTOS at 100 Hz in calm state. 

 

Iavg =
2.569

50 × 1.23
=  41.77 mA  

Pavg = Vsupply ×  Iavg=2.8×41.77=116.95 mW 

    Lhours =
C×η

Iavg
=

2500×0.8

41.77
= 47.88 ℎ 

 

5.7.1.2 The Anomalous State (Worst-Case Scenario) 

To evaluate the system under maximum load, a worst-case scenario was established. 

In the anomalous state, the MPU6050 is subjected to continuous abnormal 

movements, generating a constant stream of highly irregular data. The neural network 

continuously classifies this data as an anomaly, forcing the MCU to repeatedly wake 

the LoRa module and transmit alarm packets. This constant radio transmission 

drastically increases the average power consumption of the node. The corresponding 

average power consumption and battery life estimation is calculated as follows. 
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Figure 5-8 Output voltage of the INA310A2 measuring of Tickless RTOS at 100 Hz in Anomalous state 

 

Iavg =
4.541

50 × 1.23
= 73.83 mA  

Pavg = Vsupply ×  Iavg=2.8×73.83=206.72 mW 

Lhours =
C × η

Iavg
=

2500 × 0.8

73.83
= 27.09 ℎ 

 

As illustrated in Fig. 5-8, the temporal duration of the edge AI task is noticeably 

elongated during an anomalous state compared to a calm state. This behavior is a 

direct consequence of the FreeRTOS task scheduling configuration. In this system, 

the LoRa transmission task is assigned a higher execution priority than the AI 

inference task. When an anomaly is detected, the RTOS preempts the neural network 

computation to service the time-critical LoRa radio. The AI task is suspended for the 

50 to 60 ms required to complete the RF transmission, after which the operating 

system context-switches back to the AI task to finish the inference calculation. 

Oscilloscope profiling of the transmission sequence (Fig. 5-8) reveals a distinct 5ms 

latency between the completion of the AI inference (yellow trace) and the onset of 

the RF transmission load transient (blue trace). This delay was intentionally 

introduced into the RTOS LoRa task to satisfy the hardware constraints of the 
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SX1278 transceiver. Upon waking from deep sleep, the transceiver's internal crystal 

oscillator and Phase-Locked Loop (PLL) require a stabilization period to achieve 

frequency lock. The implementation of an osDelay(5) yields the CPU back to the 

RTOS during this warm-up phase, preventing SPI communication failures while 

maintaining optimal power efficiency before engaging the power-hungry RF amplifier. 
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Chapter 6  

Conclusion and future works 

This study comprehensively evaluated the power consumption characteristics of 

various firmware architectures: Bare-Metal, Normal Tick RTOS, and Tickless RTOS. 

The experimental data revealed that a purely Bare-Metal architecture is the most 

energy-efficient during active processing, as it lacks operating system overhead. 

However, it is fundamentally inefficient during idle periods, as the system relies on 

blocking busy-wait loops (e.g., HAL_Delay), forcing the CPU to remain continuously 

active. Conversely, while a Normal Tick RTOS configuration successfully resolves 

blocking latency by enabling concurrent multitasking, it exhibited the highest overall 

power consumption. This increase is directly attributed to the "Scheduler Tax" that 

is the energy cost and context-switching penalty caused by the periodic SysTick 

interrupt. These frequent transitions strictly prevent the MCU from stabilizing in a 

low-power state. 

Implementing FreeRTOS with Tickless Idle successfully bridged this gap by 

dynamically suspending the STM32 core and eliminating the active OS Idle Task 

overhead. At low task frequencies (e.g., a 1 Hz polling cycle with an osDelay(1000)), 

the RTOS successfully anticipates extended idle windows, executes a complex 

shutdown sequence, turns off the main oscillators, and transitions the hardware into 

a true Deep Sleep (Stop) mode. This drops the baseline power consumption to its 

absolute minimum, yielding significant, measurable energy savings during resting 

periods. 

However, the efficacy of the Tickless Idle paradigm is heavily dependent on task 

frequency. At higher frequencies (e.g., a 100 Hz cycle with an osDelay(10)), the RTOS 

calculates that the "Wake-Up Tax" that is the energy and latency required to 

repeatedly disable and re-enable the main hardware clocks, exceeds the energy saved. 

In these scenarios, the system intelligently aborts the deep Stop Mode transition and 

falls back to a shallower Sleep Mode. 

Ultimately, this study demonstrated that a lightweight, localized neural network 

can be successfully implemented on a resource-constrained MCU operating within a 

Tickless RTOS environment. By processing raw sensor data locally, the system ensures 

that the power-intensive LoRa transceiver remains deactivated during normal 

operational states, resulting in considerable energy savings. Consequently, only 

actionable anomalies trigger physical RF transmissions. When paired with a low-
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frequency Tickless Idle scheduler, this Edge AI paradigm minimizes expensive radio 

frequency utilization, validating its potential to drastically extend the operational 

longevity of battery-driven IoT nodes. 

While this implementation successfully demonstrates the viability of Edge AI on 

low-power IoT nodes, several avenues remain for further optimization and research: 

• M odel Quantization (INT8): The current TensorFlow Lite model utilizes 32-

bit floating-point precision (float32). Future iterations should explore post-training 

quantization to convert the model to 8-bit integers (int8). This would drastically 

reduce the Flash and RAM footprint, lower the computational complexity (MACCs), 

and decrease the active CPU time required for inference, thereby extending the 

duration the MCU can remain in deep sleep. 

• Hardware-Assisted Wake-Up Triggers: Rather than relying on periodic 

RTOS polling to read sensor data, future architectures could utilize the internal 

Digital Motion Processor (DMP) of the MPU6050. Configuring the sensor to 

generate a hardware interrupt only upon detecting a specific motion threshold 

(Wake-on-Motion) would allow the STM32 to remain indefinitely in Stop Mode until 

a physical event occurs. 

• Dynamic Voltage and Frequency Scaling (DVFS): Future 

implementations could dynamically scale the MCU's clock frequency based on the 

immediate workload. The system could run at a low clock speed for basic telemetry 

and sensor polling, dynamically boosting to a higher frequency solely for the 

duration of the neural network inference to optimize the energy-per-instruction ratio. 

• M igration to U ltra-Low-Power Architectures: While the STM32F4 series 

is computationally robust, it is not strictly designed for ultra-low-power applications. 

Porting this exact firmware architecture and Edge AI model to a dedicated low-

power microcontroller (such as the STM32L4, STM32U5, or a dedicated NPU-

equipped MCU) would provide a valuable comparative baseline and likely yield 

exponential improvements in battery life. 

• Enhancement of the Edge AI Classification M odel: While the Multilayer 

Perceptron (MLP) deployed in this study successfully validates the AI-driven power-

gating architecture, future iterations of the system should focus on advancing the 

embedded machine learning model for robust industrial deployment. A primary area 

of future research involves mitigating Out-of-Distribution (OOD) classification errors 

inherent to binary Softmax outputs. This can be achieved by expanding the training 

dataset to include an explicit "Idle" state and comprehensive multi-axial anomalies, 

ensuring the model does not force false-positive predictions when subjected to 
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unrecognized vibration patterns. Furthermore, transitioning the neural network 

architecture to a lightweight One-Dimensional Convolutional Neural Network (1D-

CNN) is recommended. Implementing a 1D-CNN would introduce spatial invariance, 

allowing the classifier to autonomously isolate the precise morphological "shape" of 

a mechanical anomaly regardless of its exact temporal position within the 1-second 

sampling window. These algorithmic developments would significantly increase the 

reliability, accuracy, and noise resilience of the edge node in unpredictable, real-

world manufacturing environments. 
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Appendix A 
/* USER CODE BEGIN Header */ 

/* USER CODE END Header */ 

/* Includes */ 

#include "FreeRTOS.h" 

#include "task.h" 

#include "main.h" 

#include "cmsis_os.h" 

/* Private includes */ 

/* USER CODE BEGIN Includes */ 

#include "adc.h" 

#include "i2c.h" 

#include "spi.h" 

#include "gpio.h" 

#include "lora.h" 

#include "mpu6050.h" 

 

/* X-CUBE-AI Includes */ 

#include "ai_platform.h" 

#include "network.h" 

#include "network_data.h" 

 

#pragma pack(push, 1) 

typedef struct { 

    int16_t ax, ay, az; 

    int16_t gx, gy, gz; 

    float temperature; 

    uint32_t light_level; 

} SensorData_t; 

#pragma pack(pop) 

/* USER CODE END Includes */ 

/* Private variables */ 

/* USER CODE BEGIN Variables */ 

extern I2C_HandleTypeDef hi2c1; 

extern ADC_HandleTypeDef hadc1; 

extern SPI_HandleTypeDef hspi1; 

/* Shared Sensor Data */ 

extern SensorData_t myData; 

extern MPU6050_t mpuData; 

extern LoRa_t myLoRa; 
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/* AI Runtime Buffers */ 

static ai_handle network = AI_HANDLE_NULL; 

static ai_u8 activations[AI_NETWORK_DATA_ACTIVATIONS_SIZE]; 

static ai_float in_data[AI_NETWORK_IN_1_SIZE]; 

static ai_float out_data[AI_NETWORK_OUT_1_SIZE]; 

 

/* Task Handles */ 

osThreadId_t AccGyrTaskHandle; 

osThreadId_t LightTaskHandle; 

osThreadId_t AITaskHandle; 

osThreadId_t LoRaTaskHandle; 

 

/* Task Attributes */ 

const osThreadAttr_t AccGyrTask_attributes = { .name = "AccGyr", .stack_size = 512 * 4, .priority = osPriorityNormal 
}; 

const osThreadAttr_t LightTask_attributes  = { .name = "Light",  .stack_size = 256 * 4, .priority = osPriorityNormal }; 

const osThreadAttr_t AITask_attributes     = { .name = "AI",     .stack_size = 2048 * 4, .priority = osPriorityNormal }; 

const osThreadAttr_t LoRaTask_attributes   = { .name = "LoRa",   .stack_size = 512 * 4, .priority = osPriorityHigh }; 

/* USER CODE END Variables */ 

 

/* Function Prototypes */ 

/* USER CODE BEGIN FunctionPrototypes */ 

void AI_Init(void); 

void StartAccGyrTask(void *argument); 

void StartLightTask(void *argument); 

void StartAITask(void *argument); 

void StartLoraTask(void *argument); 

/* USER CODE END FunctionPrototypes */ 

 

void M X_FREERTOS_Init(void) { 

  /* USER CODE BEGIN Init */ 

  AI_Init(); 

  /* USER CODE END Init */ 

 

  /* Create Tasks */ 

  AccGyrTaskHandle = osThreadNew(StartAccGyrTask, NULL, &AccGyrTask_attributes); 

  LightTaskHandle  = osThreadNew(StartLightTask,  NULL, &LightTask_attributes); 

  AITaskHandle     = osThreadNew(StartAITask,     NULL, &AITask_attributes); 

  LoRaTaskHandle   = osThreadNew(StartLoraTask,   NULL, &LoRaTask_attributes); 
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} 

/* ------------------------------------------------------------------ */ 

/* TASK 1: MPU6050 Reader (The Timekeeper) */ 

/* ------------------------------------------------------------------ */ 

void StartAccGyrTask(void *argument) { 

  for(;;) { 

    MPU6050_Read_All(&hi2c1, &mpuData); 

    myData.ax = mpuData.Accel_X_RAW; 

    myData.ay = mpuData.Accel_Y_RAW; 

    myData.az = mpuData.Accel_Z_RAW; 

    myData.gx = mpuData.Gyro_X_RAW; 

    myData.gy = mpuData.Gyro_Y_RAW; 

    myData.gz = mpuData.Gyro_Z_RAW; 

    /* Trigger Light Task */ 

    osThreadFlagsSet(LightTaskHandle, 0x01); 

    /* FREQUENCY SELECTION: 

       1000 for 1Hz & 10 for 100Hz (Continuous AI) */ 

    osDelay(10); 

  } 

} 

/* ------------------------------------------------------------------ */ 

/* TASK 2: Light Sensor Reader */ 

/* ------------------------------------------------------------------ */ 

void StartLightTask(void *argument) { 

  for(;;) { 

    osThreadFlagsWait(0x01, osFlagsWaitAny, osWaitForever); 

    HAL_ADC_Start(&hadc1); 

    if (HAL_ADC_PollForConversion(&hadc1, 10) == HAL_OK) { 

      myData.light_level = HAL_ADC_GetValue(&hadc1); 

    } 

    HAL_ADC_Stop(&hadc1); 

    /* Trigger AI Task */ 

    osThreadFlagsSet(AITaskHandle, 0x01); 

  } 

} 

/* ------------------------------------------------------------------ */ 

/* TASK 3: AI Inference */ 

/* ------------------------------------------------------------------ */ 

void StartAITask(void *argument) { 

  for(;;) { 

    osThreadFlagsWait(0x01, osFlagsWaitAny, osWaitForever); 
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    // PA1 HIGH: Trigger scope to show active period 

    HAL_GPIO_WritePin(GPIOA, GPIO_PIN_1, GPIO_PIN_SET); 

    in_data[0] = (float)myData.ax; 

    in_data[1] = (float)myData.ay; 

    in_data[2] = (float)myData.az; 

    in_data[3] = (float)myData.gx; 

    in_data[4] = (float)myData.gy; 

    in_data[5] = (float)myData.gz; 

 

    ai_buffer *ai_input = ai_network_inputs_get(network, NULL); 

    ai_buffer *ai_output = ai_network_outputs_get(network, NULL); 

    ai_input[0].data = AI_HANDLE_PTR(in_data); 

    ai_output[0].data = AI_HANDLE_PTR(out_data); 

 

    ai_network_run(network, ai_input, ai_output); 

    HAL_GPIO_WritePin(GPIOA, GPIO_PIN_1, GPIO_PIN_RESET); 

    /* If anomaly > 85%, trigger LoRa Task */ 

    if (out_data[1] > 0.85f) { 

      osThreadFlagsSet(LoRaTaskHandle, 0x01); 

    } 

  } 

} 

/* ------------------------------------------------------------------ */ 

/* TASK 4: LoRa TX (Deep Sleep Optimized) */ 

/* ------------------------------------------------------------------ */ 

void StartLoraTask(void *argument) { 

  char alert[] = "ALARM: ANOMALY!"; 

  uint8_t reg_addr = 0x01 | 0x80; 

  uint8_t sleep_val = 0x80 | 0x00; 

  uint8_t stdby_val = 0x80 | 0x01; 

 

  /* FORCE LORA SLEEP ON BOOT */ 

  HAL_GPIO_WritePin(myLoRa.CS_port, myLoRa.CS_pin, GPIO_PIN_RESET); 

  HAL_SPI_Transmit(myLoRa.hspi, &reg_addr, 1, 100); 

  HAL_SPI_Transmit(myLoRa.hspi, &sleep_val, 1, 100); 

  HAL_GPIO_WritePin(myLoRa.CS_port, myLoRa.CS_pin, GPIO_PIN_SET); 

 

  for(;;) { 

    osThreadFlagsWait(0x01, osFlagsWaitAny, osWaitForever); 

 

    /* 1. Wake up */ 

    HAL_GPIO_WritePin(myLoRa.CS_port, myLoRa.CS_pin, GPIO_PIN_RESET); 
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    HAL_SPI_Transmit(myLoRa.hspi, &reg_addr, 1, 100); 

    HAL_SPI_Transmit(myLoRa.hspi, &stdby_val, 1, 100); 

    HAL_GPIO_WritePin(myLoRa.CS_port, myLoRa.CS_pin, GPIO_PIN_SET); 

 

    osDelay(5); 

 

    /* 2. Send the packet */ 

    LoRa_SendPacket(&myLoRa, (uint8_t*)alert, sizeof(alert)); 

 

    /* 3. Wait for the hardware to finish the physical blast */ 

   osDelay(10); 

 

    /* 4. Go back to sleep */ 

    HAL_GPIO_WritePin(myLoRa.CS_port, myLoRa.CS_pin, GPIO_PIN_RESET); 

    HAL_SPI_Transmit(myLoRa.hspi, &reg_addr, 1, 100); 

    HAL_SPI_Transmit(myLoRa.hspi, &sleep_val, 1, 100); 

    HAL_GPIO_WritePin(myLoRa.CS_port, myLoRa.CS_pin, GPIO_PIN_SET); 

  } 

} 

 

/* ------------------------------------------------------------------ */ 

/* TICKLESS IDLE HOOKS */ 

/* ------------------------------------------------------------------ */ 

/* USER CODE BEGIN PREPOSTSLEEP */ 

void PreSleepProcessing(uint32_t ulExpectedIdleTime) { 

  HAL_SuspendTick(); 

} 

void PostSleepProcessing(uint32_t ulExpectedIdleTime) { 

  HAL_ResumeTick(); 

} 

/* USER CODE END PREPOSTSLEEP */ 

/* USER CODE BEGIN Application */ 

void AI_Init(void) { 

  ai_error err; 

  const ai_network_params params = AI_NETWORK_PARAMS_INIT( 

    AI_NETWORK_DATA_WEIGHTS(ai_network_data_weights_get()), 

    AI_NETWORK_DATA_ACTIVATIONS(activations) 

  ); 

  err = ai_network_create(&network, AI_NETWORK_DATA_CONFIG); 

  if (err.type != AI_ERROR_NONE) { Error_Handler(); } 
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  if (!ai_network_init(network, &params)) { Error_Handler(); } 

} 

/* USER CODE END Application */ 
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Appendix B 

 

import tensorflow as tf 

from tensorflow.keras.models import Sequential 

from tensorflow.keras.layers import Dense, InputLayer, Dropout, Conv1D, Conv2D, Flatten, Reshape, MaxPooling1D, 
MaxPooling2D, AveragePooling2D, BatchNormalization, Permute, ReLU, Softmax, Activation, LeakyReLU 

from tensorflow.keras.optimizers.legacy import Adam 

 

EPOCHS = args.epochs or 30 

LEARNING_RATE = args.learning_rate or 0.0005 

 

ENSURE_DETERMINISM = args.ensure_determinism 

 

BATCH_SIZE = args.batch_size or 32 

if not ENSURE_DETERMINISM: 

    train_dataset = train_dataset.shuffle(buffer_size=BATCH_SIZE*4) 

train_dataset=train_dataset.batch(BATCH_SIZE, drop_remainder=False) 

validation_dataset = validation_dataset.batch(BATCH_SIZE, drop_remainder=False) 

 

# model architecture 

model = Sequential() 

 

# First Layer:  

model.add(Dense(20, activity_regularizer=tf.keras.regularizers.l1(0.00001))) 

model.add(LeakyReLU(alpha=0.1)) 

 

# Second Layer:  

model.add(Dense(10, activity_regularizer=tf.keras.regularizers.l1(0.00001))) 

model.add(LeakyReLU(alpha=0.1)) 

 

# Output Layer:  

model.add(Dense(classes, name='y_pred', activation='softmax')) 

 

#  controls the learning rate 

opt = Adam(learning_rate=LEARNING_RATE, beta_1=0.9, beta_2=0.999) 

callbacks.append(BatchLoggerCallback(BATCH_SIZE, train_sample_count, epochs=EPOCHS,       
ensure_determinism=ENSURE_DETERMINISM)) 

 

# train the neural network 

model.compile(loss='categorical_crossentropy', optimizer=opt, metrics=["accuracy"]) 

model.fit(train_dataset, epochs=EPOCHS, validation_data=validation_dataset, verbose=2, callbacks=callbacks) 

 

disable_per_channel_quantization = False 


