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Abstract

This thesis examines diffusion-based restoration of short simulated indoor coordinate

trajectories as a controlled diagnostic study. The original objective was missing-segment

imputation. The implemented prior was not a standard conditional imputation

backbone such as Diffusion-Based Time Series Imputation and Forecasting with

Structured State Space Models (SSSD) or Diffusion-TS (Interpretable Diffusion for

General Time Series Generation), and it did not solve that task. The study therefore

shifted to full-window restoration to separate the learned motion prior, map-relative

conditioning, and the observation interface. All indoor experiments use simulated

coordinate trajectories; no real sensor validation was performed.

A preliminary study on ETH and UCY trajectories shows that a denoising diffusion

probabilistic model (DDPM) captures some short-horizon motion structure, although

validation loss and sampled-trajectory diagnostics measure different properties. The

indoor experiments use paired clean and degraded trajectories in simulated 3m× 3m

environments sampled at 3Hz: one empty room and one room with a static rectangular

obstacle. Room- and obstacle-relative features enter through feature-wise linear

modulation (FiLM). Shuffled-condition and gradient controls show that this branch

responds to the supplied features, but only within these simple layouts.

The fixed prior is evaluated with stochastic differential equation editing (SDEdit)

initialised from degraded coordinates and with posterior guidance. Posterior guidance

reduces inherited motion artefacts and lowers the aggregate obstacle-intersection rate

from 3.8% to 0.8%. Its positional benefit is condition-specific, and the constant-velocity

Kalman filter (Kalman CV) remains better in aggregate positional accuracy. Normalised

motion guidance reduces median acceleration, jerk, and turning discrepancies by

approximately 12%–14%. Average displacement error (ADE), root mean squared error

(RMSE), and final displacement error (FDE) improve by only about one millimetre.

Acceleration improves on 69.7% of holdout trajectories, below the 70% threshold

specified in advance.

The diffusion pipeline improves selected aspects of motion quality and feasibility

without producing a reliable positional-accuracy advantage. In the tested simulated,

short-window, position-only setting, Kalman CV remains the stronger method for

position accuracy.

Keywords: diffusion models; simulated indoor trajectories; trajectory restoration;

map-relative conditioning; posterior guidance; motion consistency; Kalman filtering
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1 Introduction

Indoor human localisation supports assisted living, smart buildings, and privacy-aware

monitoring [1, 2]. These applications often use simple and unobtrusive sensors.

Examples include capacitive plates and low-resolution infrared arrays. Their

measurements are indirect, nonlinear, and sensitive to environmental disturbance.

Neural networks can map these sensor readings to coordinates, especially when

they use temporal context [3, 4, 5]. The coordinate error may be low while the inferred

path still contains oscillation, drift, or physically infeasible motion. Position accuracy

and trajectory quality are evaluated separately.

The project first considered missing-segment trajectory imputation. A middle

interval was removed while observations remained available on both sides. The

implemented diffusion model did not receive an observation mask or direct information

about the missing interval. Linear interpolation gave lower error on the missing frames.

The original task was not solved and is reported as an unsuccessful experiment.

The main study considers full-window restoration instead. The input is a short

coordinate sequence produced after the sensor-to-coordinate stage. Every coordinate

may contain noise or drift. The target is the paired clean trajectory over the same

window. This is a different task from missing-segment imputation.

The study examines three parts of the diffusion pipeline separately. The first is the

motion model learned from clean trajectories. The second is the room and obstacle

information supplied through feature-wise linear modulation (FiLM). The third is the

way the degraded observation enters the reverse process. This separation makes it

possible to identify which component changes position accuracy, motion quality, or

geometric feasibility.

The experiments are organised in four stages. Public ETH and UCY trajectories

are first used to test whether a denoising diffusion probabilistic model (DDPM) learns

short pedestrian-motion segments. The failed fixed-gap experiment is then documented.

The main indoor experiment studies full-window restoration at the room scale and

sampling rate of a published capacitive-sensing laboratory [3]. Stochastic differential

equation editing (SDEdit) from the degraded trajectory is compared with posterior

guidance. The final experiment adds motion consistency during sampling.

All indoor restoration experiments use simulated coordinate trajectories. The

published capacitive-sensing study provides the room scale, sampling rate, and the

observed forms of noise and drift. Laboratory traces were offered but were not used

for training, model selection, or evaluation. The thesis contains no validation on real

capacitive recordings.

Three groups of metrics are reported. ADE, RMSE, and FDE measure position
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1 – Introduction

error. Acceleration, jerk, and turning discrepancies measure local motion quality. Room

and obstacle violations measure geometric feasibility. A method can change one group

without changing the others.

The study has four objectives:

1. Explain why the implemented diffusion interface did not solve the fixed-gap

missing-segment task and keep that result separate from full-window restoration.

2. Test whether the DDPM learns measurable short-term motion patterns and

compare validation loss with generated-motion statistics.

3. Test whether the FiLM branch responds to the room- and obstacle-relative features

used in the two simulated layouts.

4. Measure how posterior guidance and a small sampling-time motion correction

affect position error, local motion, and geometric feasibility relative to SDEdit

and Kalman CV.

The work provides four main results:

• The missing-segment experiment identifies an interface mismatch. The

implemented model was not trained for conditional imputation.

• The simulated restoration setting provides paired clean and degraded trajectories

under fixed noise and drift conditions. Position, motion, and feasibility are

evaluated separately.

• Shuffled-condition and gradient checks show that the FiLM branch responds to the

tested room and obstacle features. This evidence is limited to the two simulated

layouts.

• Posterior guidance reduces inherited motion artefacts and geometric violations.

Motion guidance reduces acceleration, jerk, and turning discrepancies. Kalman

CV still gives lower aggregate position error.

The evidence is limited to simulated two-dimensional windows, two simple layouts,

a position-only diffusion state, and the samplers tested here. The original imputation

task remains unresolved. Real-data validation is discussed in Section 6.7.

The remainder of the thesis is organised as follows. Section 2 reviews indoor

trajectory restoration, classical filters, diffusion models, map conditioning, and

observation interfaces. Section 3 examines motion learning on public pedestrian

trajectories. Section 4 presents the task correction and the simulated indoor experiment.

Section 5 evaluates motion consistency during sampling. Section 6 discusses the

combined evidence and limitations. Section 7 summarises the results.
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2 – Background and Related Work

2 Background and Related Work

2.1 Indoor Human Localisation and Trajectory Restoration

Indoor localisation systems differ in what they observe and in where learning enters the

pipeline. A direct localisation model receives sensor measurements, such as capacitance

values or thermopile readings, and estimates a coordinate,

zt −→ p̂t, (1)

where zt denotes the sensor data and p̂t = (x̂t, ŷt) is the inferred position.

Published capacitive- and infrared-sensing studies have explored multilayer perceptrons,

autoregressive networks, one-dimensional convolutional neural networks (CNNs),

recurrent models, temporal convolutional networks, and capsule networks for this

mapping [3, 4, 5]. Their results also show that coordinate error and trajectory

smoothness need not select the same architecture: models with similar positional

accuracy can produce visibly different movement dynamics.

The three studies motivate different parts of the present formulation. The 2020

capacitive-sensing study establishes the laboratory scale, the low sampling rate, and

the distinction between raw-signal preprocessing and coordinate estimation [3]. Its

architecture comparison also illustrates the separation used in this thesis. The

one-dimensional convolutional neural network (1D-CNN) gives the lowest reported

localisation error: 0.251m RMSE and 0.307m ADE. The long short-term memory

(LSTM) network produces the smoothest inferred trajectories, but at a higher error

(0.281m RMSE and 0.326m ADE) [3]. Accuracy and motion quality already diverge

at the sensor-to-coordinate stage. These figures serve as scale context for the sensing

problem; they are not directly comparable with the coordinate-restoration results

reported later in this thesis.

The 2021 infrared study changes the sensing modality but preserves the same basic

inference problem: low-resolution, privacy-preserving measurements must be converted

into a continuous path [4]. Its use of temporal neural architectures is relevant here

because it shows that short-range dynamics can be learned even when the spatial

measurements are sparse. It also reinforces a methodological point used throughout

this thesis: a network can reduce coordinate error while still producing trajectories

with visibly different smoothness and turning behaviour.

The 2023 enhanced-exploration study broadens the architecture search and places

greater emphasis on implementation trade-offs [5]. Accuracy alone does not settle

the model choice; parameter count, inference cost, and temporal behaviour matter

in an embedded indoor-monitoring system. This broader view is consistent with the
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2 – Background and Related Work

evaluation adopted here, where coordinate error is kept separate from motion quality

and geometric feasibility.

Table 1: Role of the three motivating indoor-monitoring studies in the present thesis. The
table summarises how each study informs the task definition rather than treating their
reported numbers as directly comparable benchmarks.

Study Sensor setting Main modelling em-
phasis

Relevance to this
thesis

Bin Tariq et al.
(2020)

Four capacitive
plates, 3m × 3m
room, 3Hz

Signal preprocessing
and neural sensor-to-
coordinate reconstruc-
tion

Defines the
motivating
laboratory scale
and the reported
high-frequency
noise / slow-drift
behaviour; its
lowest reported
1D-CNN error
(0.251m RMSE)
is used only as
external scale
context.

Bin Tariq et al.
(2021)

Low-resolution in-
frared sensing with
temporal windows

Temporal neural
reconstruction
from sparse
privacy-preserving
measurements

Supports the sepa-
ration between coor-
dinate accuracy and
the temporal quality
of the reconstructed
path.

Subbicini et al.
(2023)

Extended neural-
model exploration
for indoor monitor-
ing

Architecture, accuracy,
smoothness, and
implementation
trade-offs

Motivates
evaluation beyond
a single positional
metric and keeps
deployment cost
distinct from
restoration
accuracy.

Trajectory restoration begins one stage later. It assumes that a coordinate sequence

has already been produced. That sequence is treated as an imperfect observation of an

underlying clean path,

y1:T = D(x1:T ) + η1:T , (2)

where x1:T is the clean trajectory, D is a degradation operator, and η1:T represents
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2 – Background and Related Work

measurement error. The restoration problem is to estimate x1:T from y1:T . Its output

remains in coordinate space, which makes it possible to study motion regularity and

room constraints independently of the sensor-to-position network.

This separation is deliberate. It does not imply that direct neural localisation

ignores temporal structure. Autoregressive, convolutional, and recurrent models can

learn movement regularities from windows of sensor data [3, 4]. The distinction is that

these regularities remain embedded in a discriminative mapping. A trajectory prior

is trained directly on clean motion, which allows it to be inspected and conditioned

independently of the original sensor regressor. It can also be coupled to different

observation models without retraining that regressor. Such modularity is useful when

the aim is not to replace the sensing pipeline, but to determine whether a learned

distribution of plausible motion can correct coordinate-level degradation.

The present work studies fixed windows of two-dimensional positions. It is neither

long-term multi-target tracking nor future-path forecasting. The clean trajectory is

fully contained in the evaluation window, and the degraded sequence is an observation

of that same window. This scope supports controlled paired evaluation: every method

receives the same corrupted trajectory and is compared with the same clean reference.

2.2 Sensor Noise, Drift, and Trajectory Degradation

The degradation model is informed by the capacitive system of Bin Tariq et al., which

uses four single-plate sensors around a 3m× 3m experimental space and samples at

3Hz [3]. The reported raw signals exhibit two qualitatively different disturbances:

high-frequency noise and slow environmental drift. The original sensing work applies

a wide-window median filter to estimate the drift component and a low-pass filter to

attenuate the remaining high-frequency variation. These observations motivate the two

components used later in the simulator; they do not establish a complete probabilistic

model of the real sensor.

The distinction between the measured phenomenon and its simulation is important.

In this thesis, high-frequency measurement error is represented by additive Gaussian

perturbations in coordinate space, while drift is represented by a slowly varying additive

offset. The Gaussian distribution and linear-ramp form are modelling choices that

provide a controlled severity axis. They should not be read as claims that the raw

capacitive signals follow those exact distributions. The simulator is sensor-informed

rather than sensor-equivalent.

The two components stress different properties of a restoration method. High

frequency error creates frame-to-frame oscillation, inflates finite-difference acceleration

and jerk, and can place isolated samples outside the admissible room. Local smoothing
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is well matched to this failure mode because neighbouring observations still carry

information about the underlying path. Slow drift is harder. A trajectory can be

smooth, dynamically credible, and consistently displaced from its true position. Motion

regularity alone cannot identify that global offset because the biased observation

remains internally coherent.

Mixed degradation combines both effects. It tests whether a method can reject local

noise without over-smoothing genuine turns, while also preserving enough observation

information to control absolute position. This trade-off appears throughout the thesis.

More prior regularisation may improve motion and geometry, but it can reduce position

accuracy when the observation is already reliable.

2.3 Classical Trajectory Filtering

Classical filters are more than low-complexity references. Their assumptions closely

match short-horizon coordinate restoration, making them demanding comparators for

a learned prior.

Savitzky–Golay Filtering

A Savitzky–Golay filter fits a low-order polynomial within a moving window and

evaluates that polynomial at the centre sample [6]. Unlike a simple moving average, it

can attenuate high-frequency variation while retaining local slope and curvature. For a

coordinate trajectory, the filter is applied independently to the x- and y-components.

The filter is transparent and inexpensive, and it suppresses small oscillations

effectively. Its limitations are equally clear. The filter has no explicit state model, no

representation of room geometry, and no external reference for a smooth global bias.

Window length and polynomial order also impose a fixed bias–variance trade-off: an

aggressive setting reduces jitter but can flatten turns, whereas a conservative setting

leaves residual noise.

Constant-Velocity Kalman Filtering

The constant-velocity Kalman filter uses an explicit dynamical state,

st =
[

xt yt vx,t vy,t

]⊤

, (3)
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with linear transition and observation models,

st+1 = Fst +wt, (4)

yt = Hst + vt, (5)

where wt and vt denote process and observation noise [7]. For sampling interval ∆t,

the transition matrix propagates position according to the current velocity,

F =















1 0 ∆t 0

0 1 0 ∆t

0 0 1 0

0 0 0 1















, H =





1 0 0 0

0 1 0 0



 . (6)

In the reported experiments, the forward constant-velocity filter is followed by

a backward smoothing pass over the complete observed window [8]. The position

components of the smoothed states form the baseline output. This use of future frames

is compatible with the offline full-window restoration setting considered here.

The model is restrictive, but the restriction is useful. Human motion over a short

window is often close enough to constant velocity that the state transition suppresses

measurement noise without requiring a large training set. The recursive observation

update preserves absolute-position information more directly than a purely generative

prior. These properties make the Kalman baseline a task-matched comparator rather

than a weak conventional reference.

Those assumptions also define the limits. Abrupt turns violate the transition model,

while smooth bias can pass through the observation update. The filter has no knowledge

of walls or obstacles. A prior conditioned on the tested room and obstacle features

may improve feasibility even when its average displacement error is higher.

2.4 Diffusion Models as Trajectory Priors

A denoising diffusion probabilistic model (DDPM) learns to reverse a gradual noising

process [9]. Given a clean sample x0, the forward process produces

xt =
√
ᾱt x0 +

√
1− ᾱt ϵ, ϵ ∼ N (0, I), (7)

where ᾱt is the cumulative noise schedule. A neural denoiser is trained to predict the

injected noise,

LDDPM = E
x0,t,ϵ

[

∥ϵ− ϵθ(xt, t)∥22
]

. (8)
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The reverse process iteratively converts noise into a sample from the learned data

distribution. In score-based terms, the model estimates the gradient of the log density

of noised data and can be combined with additional conditioning gradients during

sampling [10].

For trajectories, the learned distribution acts as a motion prior. It can encode

typical step lengths, directional persistence, curvature, and correlations across the

window. Diffusion models have been extended to multivariate time-series forecasting

and general time-series generation [11, 12]. They have also been applied to pedestrian

trajectory prediction [13, 14, 15] and to time-series or spatiotemporal imputation [16,

17, 18]. These applications demonstrate that diffusion is compatible with sequential

coordinates, but they do not remove the need to define the observation interface for a

restoration problem.

Conditional diffusion imputation makes that interface part of the learned model.

Conditional Score-based Diffusion Models for Probabilistic Time Series Imputation

(CSDI) condition the denoiser on observed values and their masks. The model is trained

for observation-specific completion rather than used only as an unconditional prior [16].

Diffusion-Based Time Series Imputation and Forecasting with Structured State Space

Models (SSSD) pursues a related goal through structured state-space sequence modelling

and long-range temporal context [17]. PriSTI, a conditional diffusion framework for

spatiotemporal imputation, constructs conditional spatiotemporal features as context for

diffusion-based imputation [18]. Diffusion-TS-style approaches use a time-series-specific

diffusion architecture that can also be applied to conditional generation tasks [12].

Neither an SSSD-style nor a Diffusion-TS-style conditional imputation backbone was

implemented in this thesis. The present method should not be treated as equivalent

to either approach. Instead, this thesis trains a clean-trajectory prior and couples

it to degraded coordinates only during sampling. This design isolates the prior and

the sampling interface, but it leaves more of the restoration burden to inference-time

guidance. A standard conditional imputation architecture is a different model design,

not a minor sampler variant.

A prior characterises which trajectories are plausible under the training data,

whereas restoration identifies which plausible trajectory is consistent with a particular

degraded sequence. The two objectives coincide only when the conditioning mechanism

is sufficiently informative. A sample may show realistic motion statistics yet remain

translated, rotated, or otherwise mismatched to the clean reference. Denoising loss and

unconditional sample realism are necessary diagnostics; paired restoration accuracy

measures something else.

This distinction also explains why an independently trained prior is attractive. The

same learned motion distribution can, in principle, be coupled to different corruption
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models without retraining. The cost is that the sampling interface must balance two

terms whose reliability varies across conditions: the learned trajectory distribution and

the observed coordinates.

2.5 Geometry Conditioning with FiLM

Feature-wise linear modulation introduces conditioning by applying an affine

transformation to intermediate activations [19]. For hidden representation h and

condition c,

FiLM(h; c) = γ(c)⊙ h+ β(c), (9)

where small conditioning networks produce the scale and shift parameters. Applied

at multiple layers, FiLM allows a shared denoising backbone to change its response

according to the environment.

In an indoor trajectory prior, the condition may include distances to room

boundaries, distances to obstacles, or indicators that a position lies in an inadmissible

region. FiLM does not impose a hard geometric constraint. Instead, it changes the

learned conditional distribution so that trajectories compatible with the supplied layout

receive higher probability. This is useful for testing whether the model can use geometry

without redesigning the backbone or changing the diffusion objective.

Conditioning the prior and enforcing feasibility during restoration are distinct

problems. A FiLM model can generate fewer obstacle-intersecting trajectories

unconditionally, yet the observation interface may still pull a reconstruction towards

a corrupted path. The geometry channel is assessed first; its survival under

observation-constrained sampling is tested afterwards.

2.6 Observation Interfaces for Diffusion Restoration

Once a prior has been trained, a restoration method must specify how the degraded

observation enters the reverse process. This choice determines whether the sampler

treats the observation as an initial structure, a hard constraint, or a soft source of

evidence.

SDEdit from a Degraded Input

SDEdit begins from an existing sample rather than pure noise [20]. The observation

is diffused forward to an intermediate timestep tstart, after which the learned reverse

process denoises it. Small tstart values preserve more of the input; large values give the

prior greater freedom to alter it.

9
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This produces a direct fidelity–regularisation trade-off. It is advantageous when

the input already contains the desired global structure and only local correction is

needed. It is less reliable when the input’s structure is itself corrupted. In that case,

the starting point carries both useful positional information and unwanted noise or

bias, and the reverse process must separate them without an explicit likelihood model.

Sampling with Posterior Guidance

Diffusion posterior sampling (DPS) methods instead start from the prior and introduce

the observation through a likelihood term during sampling [21]. For observation model

p(y | x0), the posterior score can be written conceptually as

∇
xt
log p(xt | y) = ∇

xt
log p(xt) +∇

xt
log p(y | xt). (10)

In practice, the likelihood is often evaluated through the denoised estimate x̂0(xt),

and its gradient is added to the reverse update. The prior proposes trajectories on

the learned manifold; the observation pulls those trajectories towards the measured

coordinates. Related trajectory work has used posterior sampling to impose partial

or noisy path constraints without replacing the generative model [22]. More broadly,

inverse-problem methods combine pretrained diffusion or score priors with measurement

consistency during sampling [23, 24].

The main benefit is the separation between the prior and the observation term.

Corruption is no longer embedded in the reverse-process starting state. The limitation

is calibration: if the observation gradient is too weak, the result can remain globally

displaced; if it is too strong, the sampler reproduces noise or suppresses the prior. The

appropriate balance depends on observation quality.

Hard and Soft Observation Conditioning

Hard-conditioning methods overwrite observed entries during sampling, commonly after

re-noising them to the current diffusion level. RePaint uses this strategy for image

inpainting, where known pixels are assumed to be reliable [25]. The same assumption

is inappropriate when every coordinate may be corrupted: repeatedly restoring the

observation can repeatedly inject the error that the prior is intended to remove.

Soft conditioning retains uncertainty by penalising disagreement rather than

enforcing equality. This suits noisy full-window restoration, although the guidance

scale still requires selection and audit. The comparison between SDEdit initialised from

the degraded trajectory, hard replacement, and soft posterior guidance is not merely

an implementation detail. It defines the statistical role assigned to the observation.
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The three interfaces can be read as different assumptions about observation reliability.

SDEdit initialised from the degraded trajectory assumes that the measurement already

provides a useful global scaffold. Hard replacement assumes that the overwritten

entries are trustworthy enough to be enforced exactly. Soft posterior guidance treats

the observation as uncertain evidence whose influence is controlled by a likelihood scale.

Table 2 makes those assumptions explicit.

Table 2: Conceptual comparison of the observation interfaces considered in the thesis.

Interface Role of the observa-
tion

Main strength Main risk under
coordinate corrup-
tion

SDEdit from de-
graded input

Initial structure of
the reverse process

Preserves
observation-specific
global shape with
little additional
machinery

Carries local
noise or bias
into the starting
state; tstart trades
fidelity against
prior freedom.

Hard
replacement

Exact value imposed
at selected entries
during sampling

Appropriate when
observed entries are
known to be correct

Re-injects
corrupted values
when every
coordinate is
uncertain.

Soft posterior
guidance

Likelihood-based
constraint on the
denoised estimate

Separates prior gen-
eration from uncer-
tain measurement ev-
idence

Requires
calibration; weak
guidance permits
translation error,
while strong
guidance can
reproduce noise.

2.7 Motion Information in Trajectory Models

A position sequence carries motion information through finite differences. For sampling

interval ∆t, velocity and acceleration can be approximated by

vt =
pt − pt−1

∆t
, (11)

at =
vt − vt−1

∆t
, (12)
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with jerk obtained by differencing acceleration. Turning behaviour can be measured

from the change in direction between consecutive displacement vectors. These quantities

expose artefacts that coordinate error alone may hide: a trajectory can remain close to

the reference while oscillating between frames, or it can be smooth while carrying a

persistent spatial offset.

Motion information can enter a diffusion model at three levels. First, the state

itself can be expanded from position to position and velocity, for example [x, y, vx, vy].

This gives the model direct access to a dynamical representation but changes the data

distribution and requires retraining. Second, velocity or acceleration consistency can

be included in the training objective, again requiring a new optimisation and validation

cycle. Third, a motion loss can be applied only during sampling, leaving the trained

prior unchanged.

The final experiment evaluates the third and least invasive option. It tests a minimal

sampling-time intervention rather than a complete motion-aware diffusion architecture.

Any negative result has the same narrow scope.

2.8 Evaluation Dimensions and Research Gap

Trajectory restoration has at least three non-equivalent evaluation dimensions.

Positional accuracy measures geometric distance from the clean reference. For trajectory

i with length T , average displacement error (ADE) and final displacement error (FDE)

are

ADEi =
1

T

T
∑

t=1

∥p̂i,t − pi,t∥2 , (13)

FDEi = ∥p̂i,T − pi,T∥2 . (14)

RMSE gives greater weight to larger coordinate errors and complements ADE. These

metrics answer whether the reconstructed path is in the correct place.

Motion quality asks whether the path evolves plausibly. Acceleration, jerk, and

turning discrepancy expose local oscillation or over-smoothing. Indoor sensing studies

already show that positional error and movement smoothness can favour different

temporal models [3, 4, 5]. ADE alone is insufficient.

Geometric feasibility asks whether the path respects known environmental

constraints. Off-room and obstacle-intersection rates measure failures that may be

rare in aggregate distance metrics but unacceptable in deployment. A path can have

low ADE while crossing a thin obstacle, whereas a slightly displaced path may remain

physically admissible.

12
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Existing indoor neural-localisation work focuses mainly on sensor-to-coordinate

mappings [3, 5], while diffusion trajectory and time-series imputation models address

generative sequence modelling [13, 16, 17]. The unresolved issue is whether an

independently trained trajectory prior, supplied with simple map-relative features, can

preserve local motion and feasibility when coupled to noisy simulated coordinates. It

must also be compared with a classical filter designed for the same short-window task.

The following sections examine the prior, the FiLM condition, the observation interface,

and a small motion correction separately. A standard conditional imputation backbone

is outside the experimental design.

3 Public Trajectory Diffusion Prior

3.1 Trajectory Corpus and Motion Representation

This section uses public pedestrian data to test whether a DDPM can reproduce short

motion segments. The analysis covers step magnitude, directional persistence, turning

smoothness, and continuity before room geometry or sensor degradation is introduced.

Capacitive readings, room layouts, obstacle information, and paired sensor–trajectory

data are absent from this stage.

ETH, UCY, and the Stanford Drone Dataset are established public trajectory

benchmarks [26, 27, 28]. The present study uses only the ETH and UCY trajectories.

Their raw records are grouped by pedestrian identity, ordered chronologically, and

segmented with a sliding window of length 20. This produces a corpus of short

pedestrian-motion windows covering multiple public scenes while keeping the learning

target independent of any indoor sensor layout.

Let pt = (xt, yt) denote the two-dimensional position at time step t. Each

absolute-coordinate window is converted into a relative-displacement sequence,

∆pt = pt+1 − pt. (15)

This representation removes global scene position and concentrates the model on local

movement. It suits a generic public-trajectory prior, whose objective is to learn how

short pedestrian trajectories evolve rather than where they lie in a particular scene.

The resulting corpus contains 36,073 absolute-coordinate windows of shape

(36073,20,2) and relative-displacement sequences of shape (36073,19,2), as summarised

in Table 3.
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Table 3: Summary of the ETH+UCY public trajectory corpus.

Item Value

Source datasets ETH + UCY-style public pedestrian trajectories

Window length 20

Coordinate dimension 2

Number of windows 36073

Absolute trajectory shape (36073,20,2)

Relative displacement shape (36073,19,2)
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3.2 Diffusion Training and Filtering Protocol

The general DDPM formulation is given in Section 2.4. In this experiment, the clean

sample is a relative-displacement sequence of shape [19,2]. It is rearranged to [B,2,19]

so that a one-dimensional temporal denoiser operates along the sequence axis. The

checkpoint-backed seed-42 runs use a hidden width of 128, 100 diffusion timesteps,

batch size 128, and the Adam optimiser with learning rate 10−3. They use an 80/20

train–validation split and a maximum of 100 epochs. Checkpoint selection is based only

on validation loss. A separate archived reference_seed42 evaluation contains 512

saved reverse-sampling trajectories per variant for distribution-level diagnostics. The

exact checkpoint-to-evaluation linkage was not retained, so no such linkage is claimed.

A preliminary ETH-only run converged stably and produced continuous trajectories,

but the generated windows showed limited endpoint displacement and weak net

progression. This observation motivated a controlled ablation on the combined

ETH+UCY corpus. The intervention changes only the prevalence of low-speed windows;

architecture, optimiser settings, validation procedure, and sampling protocol remain

fixed.

For a trajectory window, the average displacement magnitude is computed from

s =
1

T − 1

T−1
∑

t=1

∥∆pt∥2 . (16)

Four training sets are evaluated:

• none: retain the complete corpus;

• q10: remove windows below the 10th percentile of s;

• q20: remove windows below the 20th percentile of s;

• q30: remove windows below the 30th percentile of s.

Low-speed windows are valid pedestrian behaviour rather than corrupted data. The

ablation asks whether their frequency in the corpus biases the learned distribution

towards motion with insufficient progression, with the filtering threshold as the sole

experimental change.

3.3 Optimisation and Distributional Diagnostics

Table 4 reports the checkpoint-backed seed-42 training results. The unfiltered corpus

reaches the lowest validation loss, 0.087299 at epoch 68. The three filtered variants

have higher minimum validation losses. Under the DDPM noise-prediction objective,
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the unfiltered setting gives the lowest validation loss and is used as the optimisation

reference.

Table 4: Checkpoint-backed training results of the ETH+UCY filtering-threshold ablation,
using seed 42 and 100 maximum epochs. Values are taken from the archived checkpoint-backed
runs.

Variant Samples Minimum validation loss Selected epoch

none 36073 0.087299 68

q10 32465 0.093522 99

q20 28858 0.099376 70

q30 25251 0.102625 72

Validation loss, however, does not fully describe the sampled trajectory distribution.

Table 5 reports generated-to-real ratios from the separately archived reference_seed42

diagnostic set. A value closer to 1 indicates closer agreement with the corresponding

real-data statistic. Because the evaluation metadata do not preserve the loaded

checkpoint path or hash, the table is interpreted as a historical distributional diagnostic

rather than as a checkpoint-matched evaluation of the runs in Table 4.

The diagnostics cover complementary properties of a short trajectory window. Mean

step norm measures the local displacement scale,

mstep =
1

T − 1

T−1
∑

t=1

∥∆pt∥2 . (17)

Endpoint displacement measures net progression across the window,

dend = ∥pT − p1∥2 . (18)

The moving ratio records how often the generated windows satisfy the movement

criterion used in the frozen evaluator. The propulsion ratio measures directional

progress relative to total path length. Their exact thresholds and aggregation rules are

inherited from that evaluator rather than redefined here. Finally, acceleration RMS

measures local second-order variation,

aRMS =

√

√

√

√

1

T − 2

T−1
∑

t=2

∥∆pt −∆pt−1∥22. (19)

No single statistic is sufficient. Step norm can match while the trajectory makes
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little net progress; endpoint displacement can match while local motion oscillates;

acceleration can appear realistic after excessive smoothing. Reporting all five limits

that ambiguity.

Table 5: Distribution-level diagnostics from the archived reference_seed42 evaluation.
Each variant uses 512 generated trajectories; entries are generated-to-real ratios, and values
closer to 1 indicate closer agreement. The retained metadata do not establish an exact linkage
between these evaluation artefacts and the checkpoint-backed runs in Table 4.

Variant Step norm Endpoint disp. Moving ratio Propulsion ratio Acc. RMS

none 0.917176 0.815246 1.107620 0.857671 1.380279

q10 0.928575 0.802554 1.098594 0.840675 1.516248

q20 0.945826 0.826408 1.045439 0.845482 1.353333

q30 0.946900 0.817517 0.969652 0.831879 1.337866

The unfiltered setting gives the lowest checkpoint-backed validation loss. None of

the filtered variants improves that objective. The archived reference_seed42 records

instead show a trade-off among sample-level diagnostics: q20 is closer to the real-data

reference for endpoint displacement and propulsion ratio, whereas q30 is closer for

step norm, moving ratio, and acceleration RMS. Because no filtered variant dominates

all five diagnostics and no composite score was pre-specified, the table is used only

to describe how low-speed filtering changes the generated-motion profile; it provides

neither an optimal threshold nor a checkpoint-matched ranking.

Table 4 gives the optimisation ranking of the retained seed-42 checkpoints. Table 5

is a historical comparison of sampled motion, but its exact checkpoint lineage is

unavailable. Together, the tables show that validation loss and motion statistics answer

different questions.

3.4 Implications for Indoor Restoration

The indoor experiments use a newly trained prior rather than the public-data checkpoint.

ETH and UCY provide generic motion but lack the target room geometry, obstacle

constraints, sensor degradation, and absolute coordinate frame required for geometric

evaluation. The public study serves as a preliminary motion-learning check and

motivates the later diagnostics. The next section trains the prior in room coordinates

and evaluates motion, map-relative conditioning, and observation coupling under

controlled degradation.
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4 Trajectory Restoration with Simple Map-Relative

Conditioning under Simulated Sensor Degradation

The public experiment establishes that diffusion can represent short segments of

pedestrian motion, but indoor restoration requires additional information absent from

ETH and UCY: target room geometry, paired clean and degraded observations, sensor

degradation, and an absolute coordinate frame. The indoor study uses a separate prior

trained in room coordinates. It also uses fixed degradation levels and a clean reference

for every corrupted window.

The simulator matches the 3m × 3m room scale and 3Hz sampling rate of the

capacitive laboratory described by Bin Tariq et al. [3]. Its degradation family reflects

the reported high-frequency noise and slow drift, but it does not reproduce the raw

capacitive transfer function or the full distribution of sensor errors. Degradation

severity is controlled explicitly, and clean motion is generated from rules defined for

each layout. V1 is not simply V0 with an obstacle added; its trajectory generator also

uses different motion rules. Comparisons between the layouts require caution because

the clean-motion rules also differ, as discussed in Section 6.

The section first tests whether the FiLM branch responds to the supplied room and

obstacle features. It then compares SDEdit initialised from the degraded trajectory

with posterior guidance. The prior remains fixed, so any change in the output comes

from the way the observation enters the sampler rather than from retraining.

4.1 Task Correction and Working Hypothesis

The first formulation treated restoration as fixed-gap imputation. Each trajectory

contained 20 frames, frames 8–11 were removed, and both sides of the gap remained

visible. This design strongly favoured local interpolation: over a four-frame interval,

many human trajectories are close to linear, and the two exposed boundary points

largely determine the missing segment.

Table 6 documents why the original formulation was abandoned. Linear

interpolation achieved substantially lower error than unconditional DDPM inpainting.

Because the DDPM did not receive the observed prefix, suffix, mask, or gap boundaries,

it could generate plausible motion without recovering the missing interval. The result

reflects an interface mismatch in this implementation rather than a general failure of

diffusion priors; the original missing-segment task remains unresolved.

The subsequent experiments study full-window restoration. All 20 frames are

observed, but every coordinate may contain sensor error. The objective is to recover

the paired clean window, and no subset of frames is treated as exact. The method
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Table 6: Compact diagnostic result from the abandoned missing-segment formulation.

Method ADE RMSE Masked ADE Masked RMSE

Linear interpolation 0.002586± 0.002599 0.006143± 0.006111 0.012931± 0.012993 0.009712± 0.009662

Unconditional DDPM inpainting 0.119633± 0.116046 0.162647± 0.157949 0.123827± 0.119520 0.097804± 0.094062

Values are mean ± SD. Setup: N = 1024, T = 20, fixed missing span frames 8–11. The

table is kept only as a task-correction diagnostic.

19



4 – Trajectory Restoration with Simple Map-Relative Conditioning under Simulated Sensor Degradation

must balance the observation against the learned prior across the complete sequence.

This is a different task, not another implementation of missing-segment imputation.

Figure 1 summarises the change.

Figure 1: Diagnostic change from missing-segment imputation to full-window restoration.
The earlier formulation removed only a middle segment, leaving boundary context that
structurally favoured linear interpolation; the implemented unconditional DDPM did not solve
that task. The later formulation treats the entire window as a degraded observation and is
evaluated as a distinct diagnostic problem.

The working hypothesis is restricted to the observation interface:

When a full trajectory window is corrupted by sensor-informed noise and

drift, SDEdit initialised from the degraded observation will retain part of the

corrupted local structure. Replacing this coupling with a soft observation

constraint should reduce motion artefacts and geometric violations without

retraining the prior with map conditioning.

The hypothesis concerns the observation interface rather than a claim that the

corrected method will match a task-matched classical filter in every degradation regime.

Positional accuracy, motion quality, and geometric feasibility are evaluated separately.

4.2 Simulated Environment and Controlled Degradation

The simulated room has a side length of 3m, and every trajectory window contains

T = 20 positions sampled at 3Hz. These choices match the spatial scale and sampling

rate of the capacitive-sensing study that motivates the experiment [3]. Clean trajectories

20



4 – Trajectory Restoration with Simple Map-Relative Conditioning under Simulated Sensor Degradation

are generated directly as fixed 20-frame action scripts. They are not extracted from

longer paths or produced by integrating an explicit velocity–acceleration state. Sampled

waypoints and motion phases are rendered with linear or quadratic Bézier interpolation

and small lateral variation. Phase-specific speed profiles include constant, accelerating,

decelerating, near-zero, slow-then-fast, and fast-then-slow motion. Candidate windows

are rejected if they leave the room or intersect an inadmissible region. They are

also rejected if they exceed the maximum step length of 0.42m or the generator’s

finite-difference acceleration-RMS threshold of 2.50.

Two layouts are used. V0 is an empty room. V1 introduces a 0.45m × 1.0m

rectangular obstacle against one wall, with footprint x ∈ [2.55,3.0] and y ∈ [1.0,2.0]. The

obstacle is intentionally simple: it creates a geometry-active setting without introducing

multiple rooms, narrow passages, or dynamic obstacles. V1 uses obstacle-specific rules

at the data-generation stage. Start and waypoint sampling exclude the obstacle, and

obstacle-intersecting points and segments are rejected. In addition, 25% of its motion

mixture consists of an explicit obstacle-avoiding action class. V0 instead contains a

centre-turning action class that is absent from V1. The two layouts share the same

room scale, window length, sampling rate, and general action-based construction. Their

clean-motion distributions are not identical.

For each layout, the training, validation, and test sets contain 3000, 1000, and 1000

windows and are generated separately with fixed seeds 42, 43, and 44, respectively.

The final audited arrays contain no off-room clean frames and no obstacle-intersecting

frames in V1; an exact full-window duplicate check found no duplicates within or across

the final train, validation, and test splits. These controls establish split separation at

the level of exact trajectory identity, but they do not make V0 and V1 a single-variable

layout ablation.

The published capacitive signals exhibit high-frequency noise and slow drift [3]. In

the coordinate-level simulator, these phenomena are represented by additive Gaussian

perturbations and a slow additive ramp, respectively. The distributions are controlled

abstractions rather than fitted models of the raw sensor channels. Five conditions

are fixed before model comparison (Table 7). Four contain measurement noise of

increasing severity, with or without drift. The fifth contains drift alone and serves as

an adversarial bias condition: the observation is smooth but globally displaced.

4.3 Evaluation Protocol

Trajectory accuracy is evaluated with average displacement error (ADE), root mean

squared error (RMSE), and final displacement error (FDE). Motion realism and

geometric feasibility are reported separately. The protocol is fixed before model
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Table 7: Fixed degradation conditions. σ is per-coordinate Gaussian noise; drift is a slow
additive ramp.

Condition (pipeline name) σ (m) drift amplitude (m)

sensor_optimistic 0.05 0.0

sensor_typical 0.10 0.0

sensor_realistic 0.10 0.2

sensor_failure_mode 0.20 0.3

sensor_drift_dominated 0.00 0.3
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comparison, and the aggregation rule prevents stochastic methods from being scored

as coordinate-averaged ensembles.

Evaluation protocol

• Pairing. Every method receives the same degraded trajectory and is scored

against the same clean reference; each condition and each layout contains 1000

test trajectories.

• Accuracy. ADE is the primary accuracy metric, supported by RMSE and

FDE.

• Motion realism. Motion realism is measured by |acc_ratio − 1|, where

acc_ratio is the RMS acceleration of the reconstruction divided by that

of the clean reference. Both jitter, where the ratio is larger than 1, and

over-smoothing, where the ratio is smaller than 1, are treated as failures.

• Geometric feasibility. The violation rate is the fraction of trajectories with

at least one frame outside the room or inside the obstacle.

• Seeds. Stochastic methods are evaluated with seeds 42–44.

• Aggregation. Metrics are computed per seed and then averaged at the

trajectory level, so each stochastic method is evaluated as a single-pass

estimator rather than a multi-sample ensemble.

For a stochastic method and trajectory i, each metric m is computed separately for

sampler seeds s ∈ {42,43,44} and then averaged at the metric level,

m̄i =
1

3

44
∑

s=42

mi,s. (20)

Means, SDs, medians, and paired tests are then computed across the 1000 values m̄i.

Violation rates are computed separately for each sampler seed and averaged across

seeds. Trajectory coordinates are never averaged across sampler seeds before metric

calculation.

The aggregation clause is not hypothetical: Section 4.8 reports the one place where

an early summary violated it and how the discrepancy was caught and corrected.
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4.4 Classical Baselines

The classical baselines used fixed implementations throughout the reported evaluations.

The Kalman baseline used the state

st =
[

xt yt vx,t vy,t

]⊤

(21)

with sampling interval ∆t = 1/3 s. The initial position was the first degraded

observation, and the initial velocity was estimated from the first two degraded positions

as

v1 =
y2 − y1

∆t
. (22)

The initial covariance was

P0 = diag(0.01,0.01,1.0,1.0). (23)

The observation covariance was fixed as

R = (0.10m)2I2, (24)

and the process covariance used a constant-acceleration form,

Q = σ2
a















∆t4/4 0 ∆t3/2 0

0 ∆t4/4 0 ∆t3/2

∆t3/2 0 ∆t2 0

0 ∆t3/2 0 ∆t2















, σa = 0.60m s−2. (25)

After the forward filtering pass, a backward smoothing pass used the complete observed

window, and the smoothed position states were taken as the output. The same

parameters were used for both layouts, all degradation conditions, and all development

and holdout evaluations. The baseline did not use clean targets, room or obstacle

geometry, condition-specific noise levels, or drift amplitudes.

The Savitzky–Golay baseline applied a fixed five-frame, second-order smoothing

convolution independently to the x- and y-coordinates, using

1

35

[

−3 12 17 12 −3
]

(26)

with edge padding. No additional filtering, projection, or geometry correction was

applied. These fixed baseline parameters were not altered using test or sealed-holdout

data.
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4.5 Prior with Simple Map-Relative Conditioning and Condi-

tioning Controls

The indoor prior is trained on normalised absolute coordinates with tensor shape

[B,2,20], separately for V0 and V1. Absolute coordinates are required because the

conditioning features and feasibility metrics are defined in the room reference frame.

The DDPM noise-prediction objective remains unchanged. The public-prior backbone

is replaced by a FiLM denoiser supplied with deterministic room- and obstacle-relative

features. The denoiser uses hidden width 96, a conditioning encoder, and two FiLM

residual blocks. The exact architecture is reported in Appendix A.1.

For each trajectory state, the V0 condition has five channels: normalised x,

normalised y, signed distance to the room boundary, distance to the nearest wall,

and an inside-room indicator. The V1 condition has nine channels: the five V0

channels plus signed distance to the obstacle boundary, distance to the obstacle, an

inside-obstacle indicator, and a free-space score. The geometry encoder maps these

channels to the FiLM scale and shift parameters; in each of the two residual blocks,

FiLM is applied after the first temporal convolution and before the second. The general

FiLM operation is introduced in Section 2.5; the contribution here is its task-specific

use as a geometry channel for an absolute-coordinate trajectory prior.

At both training and inference time, the geometry tensor is recomputed from

the current normalised absolute diffusion state xt. Its first two channels are the

current normalised x- and y-coordinates, and all room- and obstacle-related channels

are deterministic map-relative features derived from those same coordinates. During

reverse sampling, the condition is updated at every step as xt changes. Clean target

coordinates are never used to construct the geometry condition during validation,

restoration, or holdout evaluation.

Three checks test whether the channel affects the learned distribution. First,

shuffling the geometry condition raises validation loss. Second, the gradient of the loss

with respect to the geometry input exceeds a permutation-null reference by factors of

2.79 in V0 and 2.09 in V1. Third, unconditional samples from the V1 prior enter the

obstacle less often than samples from the V0 prior evaluated in the same layout. The

V1 prior is trained on obstacle-specific trajectories and conditioned on obstacle-relative

features. The entry rate decreases from 9.57% to 4.10% (Table 8).

Within the two simulated layouts, these controls establish that the FiLM branch

responds to the supplied map-relative features and changes the learned trajectory

distribution. The V1 prior also produces fewer infeasible samples in its own layout.

Their interpretation is confined to these layouts: they verify an active conditioning

channel and a fixed-layout feasibility effect, while recovery of a particular degraded
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Table 8: Conditioning diagnostics for the FiLM prior. The shuffled-condition and gradient
checks establish that the conditioning branch is active. The prior-sample comparison is a
fixed-layout feasibility result; because V0 and V1 use different clean-motion mixtures, it does
not isolate explicit geometry as the sole cause of the between-prior difference.

Check Result Meaning

Shuffled-geometry control validation loss increases the model reads the geome-
try channel

Geometry gradient ratio 2.79 (V0) / 2.09 (V1) vs.
permutation null

conditioning signal well
above chance

Obstacle avoidance in
prior samples

obstacle-entry rate 9.57%
(V0 prior) → 4.10% (V1
prior)

the fixed-layout V1 prior
produces fewer infeasible
samples
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trajectory still depends on the observation interface. General map reasoning and

transfer to complex environments were not tested.

4.6 SDEdit from the Degraded Observation and Interface

Diagnosis

The first interface uses SDEdit initialised from the degraded trajectory, as described in

Section 2.6. The observation is diffused to tstart and then denoised under the FiLM

prior. It determines the initial noised state, while the map condition is recomputed

from the current state xt at every reverse step. FiLM-SDEdit has higher ADE than the

constant-velocity Kalman filter in all five conditions. Under severe noise, its acceleration

ratio reaches 12.7, showing that much of the input’s high-frequency variation remains

in the output.

The tstart sweep in Figure 2 shows the expected fidelity–prior trade-off but no stable

operating point. Light editing gives lower error for relatively clean observations, while

heavier editing is selected under more severe degradation. Even the per-condition

optima do not reach the Kalman reference. A single poorly chosen tstart cannot explain

the result.
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Figure 2: tstart sweep for FiLM-SDEdit on V1, per condition (N = 512 pilot, seed 42). The
selected tstart shifts from light editing under low noise to heavier editing in the failure mode.
No single setting works across conditions, and none reaches the Kalman reference in Table 9.
The trade-off is structural, not a tuning gap.

An isolation study narrows the failure mechanism. Replacing stochastic reverse

sampling with its deterministic counterpart does not materially change the result, so

reverse-process randomness is not the dominant cause. Clean inputs remain within

the clean motion range after SDEdit, which argues against an intrinsically destructive

reverse process. Unconditional deterministic samples from the prior are also well

behaved. The remaining distinction is the initial state: the reverse process begins from

a noised version of the degraded trajectory and preserves part of its local structure.

The geometry-active subset makes this limitation visible. For trajectories that

approach the obstacle, Kalman obtains 0.207 m ADE and FiLM-SDEdit obtains 0.258 m.

Full map-relative conditioning improves ADE by only 0.002m relative to its ablation,

while median obstacle clearance is +0.074m for Kalman and −0.023m for FiLM-SDEdit.

The prior contains a measurable map-relative conditioning signal, but the degraded-start

interface transmits it weakly to the restored output.
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4.7 Observation Constraint through Posterior Guidance

The corrective experiment changes the observation interface while leaving the FiLM

prior unchanged. Sampling starts from noise, and the degraded trajectory enters

through a soft observation loss applied to the denoised estimate at each reverse step:

Lobs =
∥denorm(x̂0(xt))− y∥22

2σ2
guidance

, σguidance = max(σ,0.05m). (27)

Here x̂0(xt) is the current denoised estimate and denorm is a differentiable inverse

of the training normalisation. The floor on σguidance is used only when the nominal

white-noise level is zero but the observation remains biased by drift. The guidance

weight is selected on five validation trajectories, with ζ = 3× 10−4 at σ = 0.1, and is

then frozen.

The interface is DPS-inspired rather than an exact reproduction of diffusion posterior

sampling; combined with the FiLM prior, it is referred to as DPS-FiLM throughout.

The implementation follows the soft-conditioning principle described in Section 2.6. It

does not overwrite the sample with the corrupted observation at each reverse step. The

degraded trajectory enters only through the observation loss, while the FiLM geometry

condition is recomputed from the current reverse-process state xt at every sampling

step. The controlled variable is the mode of observation coupling. The same prior

begins either from a degraded state or from noise under a likelihood-based constraint.

Three predictions are specified before full evaluation. P1: under high-frequency

degradation, posterior guidance should reduce acceleration distortion and should not

increase ADE relative to SDEdit. P2: the drift-only condition is recorded without

a required direction because the observation is smooth but biased. P3: geometric

feasibility should not deteriorate.

The initial 20-trajectory mechanism test reduced |acc_ratio− 1| from 12.32 to 0.60

(p = 9.5× 10−7) but did not satisfy the accuracy criterion: ADE was 0.316 for posterior

guidance and 0.240 for SDEdit. Mean-aligned shape error was already comparable

(0.193 versus 0.199); the remaining difference was concentrated in global translation,

with residual offsets of 0.200 and 0.159. The audit identified a calibration error: the

observation weight selected at σ = 0.1 had not been rescaled with σ2 for σ = 0.2. After

restoring this scaling, the mechanism test was repeated on fresh indices and obtained

ADE 0.196 versus 0.256. The failed run is retained as a protocol event rather than

being removed from the record.
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4.8 Full Evaluation

The full evaluation uses both layouts, five degradation conditions, 1000 test windows,

and sampler seeds 42–44. The compared outputs are the degraded input, Savitzky–Golay

smoothing [6], Kalman CV, FiLM-SDEdit, and DPS-FiLM.

The first summary averaged trajectory coordinates across the three sampler seeds

before computing the metrics. This treated DPS-FiLM as a three-sample ensemble

and reduced ADE by as much as 0.03 m. A mean–median consistency check identified

the error. The results were recomputed using the specified per-seed aggregation. All

values reported below use the corrected calculation.

Table 9: ADE (m), V1. For stochastic methods, ADE is first averaged across sampler seeds
42–44 at the trajectory level; the displayed mean ± SD is then computed across 1000
trajectories. Bold identifies the isolated V1 failure-mode cell in which DPS-FiLM has the
lowest ADE; it is not interpreted as a general reduction relative to Kalman.

Condition Noisy input Savitzky–Golay Kalman FiLM-SDEdit DPS-FiLM

sensor_optimistic 0.063 ± 0.007 0.046 ± 0.006 0.035 ± 0.007 0.045 ± 0.006 0.101 ± 0.016

sensor_typical 0.126 ± 0.014 0.089 ± 0.013 0.066 ± 0.013 0.094 ± 0.013 0.109 ± 0.018

sensor_realistic 0.163 ± 0.018 0.137 ± 0.018 0.123 ± 0.020 0.140 ± 0.018 0.148 ± 0.025

sensor_failure_mode 0.296 ± 0.033 0.236 ± 0.034 0.203 ± 0.037 0.255 ± 0.033 0.200 ± 0.040

sensor_drift_dominated 0.150± 0.000 0.151± 0.001 0.151± 0.001 0.151± 0.002 0.177± 0.024

Table 10: ADE (m), V0. For stochastic methods, ADE is first averaged across sampler seeds
42–44 at the trajectory level; the displayed mean ± SD is then computed across 1000
trajectories. Together with Table 9, this table shows that DPS-FiLM does not consistently
achieve lower ADE than Kalman on both layouts.

Condition Noisy input Savitzky–Golay Kalman FiLM-SDEdit DPS-FiLM

sensor_optimistic 0.062 ± 0.007 0.045 ± 0.007 0.034 ± 0.007 0.045 ± 0.006 0.100 ± 0.015

sensor_typical 0.124 ± 0.014 0.089 ± 0.013 0.065 ± 0.013 0.093 ± 0.013 0.109 ± 0.018

sensor_realistic 0.162 ± 0.017 0.136 ± 0.017 0.122 ± 0.019 0.139 ± 0.017 0.148 ± 0.025

sensor_failure_mode 0.295 ± 0.033 0.235 ± 0.032 0.201 ± 0.035 0.253 ± 0.032 0.205 ± 0.039

sensor_drift_dominated 0.150 ± 0.000 0.151 ± 0.002 0.151 ± 0.001 0.151 ± 0.002 0.181 ± 0.021
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Figure 3: Dose-dependent interface effect (left V0, right V1): mean ADE with ±SD bands
across the five conditions, ordered by degradation strength; pure drift is separated as the bias
regime. The DPS-FiLM curve starts above the classical methods at low noise and converges as
degradation grows, falling below FiLM-SDEdit only at the heaviest condition.

Table 11 shows the main change in motion quality. Across the four conditions

containing random noise, |acc_ratio− 1| falls from 1.25–11.77 with FiLM-SDEdit to

0.37–0.52 with DPS-FiLM. The paired tests give p ≤ 3.2× 10−161 (Table 13). Posterior

guidance removes much of the high-frequency motion inherited by degraded-start

SDEdit.

Table 11: Motion realism |acc_ratio− 1| on V1. Lower is better and the clean reference
corresponds to 0. For stochastic methods, each entry is mediani

[

means |acc_ratioi,s − 1|
]

over 1000 trajectories and sampler seeds 42–44.

Condition Noisy input Savitzky–Golay Kalman FiLM-SDEdit DPS-FiLM

sensor_optimistic 3.91 0.98 0.40 1.25 0.37

sensor_typical 8.73 2.47 0.37 4.44 0.38

sensor_realistic 8.81 2.51 0.36 4.45 0.38

sensor_failure_mode 18.26 5.96 0.45 11.77 0.52

sensor_drift_dominated 0.00 0.23 0.47 0.18 0.37

Table 12 reports the V1 obstacle-intersection rates. With the FiLM prior fixed,

changing the observation interface reduces the combined rate from 3.8% to 0.8%. In

the failure-mode condition, the rates are 11.0% for FiLM-SDEdit, 1.8% for DPS-FiLM,

and 5.7% for Kalman CV.

The violation rate is calculated for each sampler seed and then averaged, so the

earlier coordinate-ensemble error does not affect this result. The reduction is consistent

with the conditioning checks. The map-relative signal is present in the prior and is

retained more clearly under posterior guidance in this layout.

The ADE results depend on the degradation level. In the failure-mode condition,
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Table 12: Obstacle-intersection violation rate (%), V1. For each sampler seed, the rate is the
fraction of 1000 trajectories with at least one obstacle-intersecting frame; stochastic-method
entries are the mean of the three seed-level rates for seeds 42–44.

Condition Noisy input Savitzky–Golay Kalman FiLM-SDEdit DPS-FiLM

sensor_optimistic (noise_low) 0.5 0.2 0.2 0.1 0.1

sensor_typical (noise_medium) 2.5 1.2 0.9 1.5 0.2

sensor_realistic (noise_med + drift_med) 4.6 2.5 1.8 3.2 0.5

sensor_failure_mode (noise_high + drift_large) 14.4 8.8 5.7 11.0 1.8

sensor_drift_dominated (drift_large / pure bias) 3.4 3.3 3.4 3.2 1.4

all conditions combined 5.1 3.2 2.4 3.8 0.8
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DPS-FiLM reduces ADE relative to FiLM-SDEdit by 0.055m (p ≈ 4.3× 10−161). In

the two intermediate conditions, its ADE is higher by 0.008–0.015 m. Under low noise,

it also has higher error than the other methods. The fixed guidance gives too much

influence to the prior when the observation is already accurate.

The comparison with Kalman CV also changes by layout. In the failure-mode

condition, DPS-FiLM is 0.003 m lower on V1 (p = 1.4×10−3) and 0.004 m higher on V0.

Under pure drift, the degraded input, Savitzky–Golay, Kalman CV, and FiLM-SDEdit

remain within 0.001m of the 0.150m bias floor. DPS-FiLM increases to 0.177m. A

smooth global bias gives no information about the required absolute translation.

Table 13 reports the paired comparisons, and Table 14 gives the complete V1

failure-mode results. P1 is supported for acceleration distortion in all four noise-bearing

conditions. Its ADE requirement is met only in the failure-mode condition. The full

prediction is only partially supported.

A separate sealed holdout was used to check the aggregate ADE result. It contains

1000 trajectories generated with seed 45 and was not used for model or parameter

selection. Across the five equally weighted conditions, DPS-FiLM has an ADE that

is 0.034m higher than Kalman CV. The holdout gives the same conclusion as the

development set. The aggregate position gap is not caused by the original test split.

Table 13: Paired Wilcoxon tests on V1 (n = 1000 trajectory-level pairs). For stochastic
methods, each trajectory-level metric is averaged over sampler seeds 42–44 before testing.
ADE tests for DPS-FiLM versus FiLM-SDEdit are one-sided with the alternative DPS-FiLM
smaller; DPS-FiLM versus Kalman is two-sided. Each cell gives the favoured method and the
p-value. The appended V0 failure-mode row reports only the verified ADE difference.

Condition DPS-FiLM vs. FiLM-SDEdit, ADE DPS-FiLM vs. FiLM-SDEdit, |acc_ratio− 1| DPS-FiLM vs. Kalman, ADE

sensor_optimistic FiLM-SDEdit (p = 1) DPS-FiLM (p = 3.2× 10−161) Kalman (p = 3.3× 10−165)

sensor_typical FiLM-SDEdit (p = 1) DPS-FiLM (p = 1.7× 10−165) Kalman (p = 3.9× 10−165)

sensor_realistic FiLM-SDEdit (p = 1) DPS-FiLM (p = 1.7× 10−165) Kalman (p = 3.9× 10−132)

sensor_failure_mode DPS-FiLM (p = 4.3× 10−161) DPS-FiLM (p = 1.7× 10−165) DPS-FiLM (p = 1.4× 10−3)

sensor_drift_dominated FiLM-SDEdit (p = 1) FiLM-SDEdit (p = 1) Kalman (p = 2.1× 10−127)

sensor_failure_mode (V0) — — Kalman (∆ADE = +0.004m)

Table 14: The failure-mode condition in full (V1, sensor_failure_mode). For stochastic
methods, trajectory-level accuracy and motion metrics are averaged over sampler seeds 42–44
before the mean, SD, and p50 summaries are computed across 1000 trajectories. Violation
rates are the mean seed-level fractions of trajectories with at least one offending frame.

Method ADE mean ± SD ADE p50 RMSE p50 FDE p50 |acc_ratio− 1| p50 obstacle % off-room %

Noisy input 0.296± 0.033 0.295 0.332 0.372 18.26 14.4 31.9

Savitzky–Golay 0.236± 0.034 0.235 0.262 0.339 5.96 8.8 17.1

Kalman 0.203± 0.037 0.202 0.225 0.340 0.45 5.7 11.7

FiLM-SDEdit 0.255± 0.033 0.254 0.286 0.356 11.77 11.0 22.8

DPS-FiLM 0.200± 0.040 0.196 0.219 0.322 0.52 1.8 4.2
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Figure 4: Representative severe-degradation case (V1, sensor_failure_mode, seed 42). In
this selected case, the degraded input carries an acceleration ratio of 17.4; the DPS-FiLM
reconstruction recovers shape and smoothness with an ADE of 0.237, the lowest value within
this panel, and an acceleration ratio near 1, while FiLM-SDEdit reproduces the corruption
(acc 12.2).

Figure 5: Representative drift-limited case (V1, sensor_drift_dominated, seed 42). All four
outputs run parallel to the clean reference at the 0.150m bias floor (ADE 0.150–0.160). The
bias survives every method; this is the limitation specified in advance as P2.
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Figure 6: Representative geometry-sensitive case (V1, sensor_failure_mode, seed 42). In
this selected case, the degraded input, Kalman, and FiLM-SDEdit all intersect the obstacle
(3/20 frames each); the DPS-FiLM reconstruction is the only output with no intrusion (0/20,
clearance +0.105m) and has an ADE of 0.237, compared with 0.287 and 0.306 for the
displayed alternatives. This case is illustrative and does not show lower position error in
general. The case illustrates information unavailable to the classical filter: the Kalman state
model contains no room geometry.

4.9 Intermediate Findings and Remaining Gap

Posterior guidance reduces high-frequency motion artefacts and obstacle intersections.

Its ADE effect is condition-dependent. Kalman CV gives lower error under low and

moderate degradation. The small V1 reduction at the failure-mode condition is not

reproduced in V0.

Two limitations remain. At low noise, fixed guidance moves the estimate away from

an observation that is already informative. Under pure drift, the observation is smooth

but globally biased. Local motion and a likelihood centred on the observation cannot

recover the missing absolute translation. Variation in global translation also widens

the DPS-FiLM ADE distribution.

The interface change removes the degraded starting state, but it does not close

the position gap to Kalman CV. Kalman CV models position and velocity directly.

The diffusion state contains position only and represents motion through temporal

correlations. Section 5 tests whether a small motion-consistency update changes this

result. The prior, checkpoint, and observation interface remain fixed.

5 Motion Consistency during Sampling

Posterior guidance reduces motion artefacts and obstacle violations relative to

degraded-start SDEdit. Its position error remains higher than Kalman CV across

the complete evaluation. This section tests whether a small motion correction during

sampling changes that result.
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The prior, FiLM condition, checkpoint, observation interface, and degradation

protocol remain fixed. The prior is not retrained, and no prediction module is added.

Only the posterior sampler receives a motion-consistency update. The original sampler

is denoted DPS-FiLM. The modified sampler is denoted DPS-FiLM with motion

guidance.

5.1 Hypothesis, Intervention, and Evaluation Gate

The working hypothesis was that motion consistency could suppress local artefacts

left by restoration with posterior guidance, especially in acceleration, higher-order

temporal roughness, and turning behaviour. Before the sealed holdout evaluation,

the frozen evaluation pipeline encoded a conjunctive motion-quality gate. It tested

whether acceleration improvement was sufficiently large, broadly distributed across

trajectories, and consistent across degradation conditions. Positional accuracy was

evaluated separately and was not a component of this gate. The gate required all three

conditions below:

1. the median relative improvement in the acceleration metric had to be at least

10%;

2. at least 70% of holdout trajectories had to improve on the acceleration metric;

and

3. the acceleration-discrepancy comparison had to favour the variant with motion

guidance in at least four of the five degradation conditions.

The thresholds were fixed before the sealed holdout was opened, but they were not

recorded in a separate preregistration document. They are described as specified in

advance. The 70% threshold is applied without rounding.

5.2 Failure of the Raw Motion Gradient

The first implementation inserted the raw motion gradient directly into the reverse

process. It was numerically unstable. A 2× 2 factorial diagnostic then separated two

candidate explanations: update magnitude mismatch and sensitivity to early denoising

steps.

The design crossed two update types, raw and normalised, with two timestep ranges,

all steps and later steps. This produced four combinations, reported in Table 15.

The update scale sharply separated the raw and normalised variants. With a raw

update at all steps, the ratio of motion-update RMS to baseline reverse-step RMS
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Table 15: Factorial diagnosis of raw-gradient instability. The raw-update arms produced
non-finite outputs in all evaluated runs, whereas both normalised arms remained stable.
Delaying the intervention to later reverse steps postponed failure but did not prevent it.

Update type Timestep range Stability outcome Interpretation

Raw All steps 3000/3000 non-finite unstable

Raw Later steps 3000/3000 non-finite unstable

Normalised All steps 3000/3000 stable stable

Normalised Later steps 3000/3000 stable stable
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had a median of 6.15, a 95th percentile of 575.95, and a maximum of 1295.13. When

the raw update was restricted to later steps, the corresponding values were 3.26, 7.17,

and 1216.87. Both normalised variants held the ratio near 0.03. The raw update was

several orders of magnitude less controlled.

Restricting guidance to later steps delayed the first recorded failures, but did not

restore numerical validity. Normalisation stabilised both timestep ranges. The factorial

pattern identifies update scale, not early-timestep noise, as the dominant factor.

5.3 Normalised Motion Guidance

The final formulation responds directly to that diagnosis. Instead of adding an

unconstrained raw gradient, it scales the motion update relative to the RMS magnitude

of the baseline reverse step:

∆motion = −ρRMS(∆base)
gmotion

RMS(gmotion) + ϵ
, (28)

where ∆base is the baseline reverse-step update, gmotion is the motion-consistency

gradient, ρ = 0.03 is the trust-region scale, and ϵ = 10−12 prevents division by zero.

The operation preserves the gradient direction and constrains its size to a fixed

fraction of the current reverse-step update. Normalisation is performed per sample.

The selected formulation applies the normalised update at every reverse step, with no

timestep gate.

The motion term is defined over finite differences of the reconstructed trajectory

and targets local temporal consistency rather than absolute position. For restored

position pt = (xt, yt),

vt = pt − pt−1, at = vt − vt−1. (29)

The guidance penalises implausible temporal variation through these discrete derivatives.

It acts only during sampling. The trained prior and its objective remain unchanged.

5.4 Evaluation Design and Sealed Holdout

Evaluation used two stages. Phase A determined whether the stabilised variant should

advance to a single sealed holdout assessment. Phase B was that final assessment. The

frozen seed-46 array used in Phase B was verified against the final evaluation script.

Its load path, shape, and file hash were checked. The original clean-data generation

script or generation manifest for that array was not recovered. The term sealed holdout

refers to its role in model selection and one final evaluation. It does not imply fully

38



5 – Motion Consistency during Sampling

reconstructed generation provenance. Table 16 gives the protocol.

Table 16: Evaluation protocol for sampling-time motion guidance. Phase A was used only to
decide whether the stabilised variant should advance to the sealed holdout. Phase B was the
single final holdout evaluation.

Phase Layout Dataset seed N trajectories Purpose

Phase A V0 empty-room 48 200 development gate

Phase B V0 empty-room 46 1000 sealed final evaluation

Both phases used the five degradation conditions from Section 4: optimistic, typical,

realistic, failure_mode, and drift_dominated. Sampler seeds remained fixed at 42–44.

Metrics were computed separately for each sampler seed, averaged at the trajectory

and condition level, then aggregated across conditions to obtain one summary per

trajectory. Coverage was calculated from those summaries.

The experiment uses only the V0 empty-room layout to isolate the motion

intervention. The preceding section already examined the geometric role of the FiLM

prior. This section makes no geometry claim.

The standalone Phase A decision file and the Phase B run manifest both record

advancement to the sealed holdout. Two Phase B summaries contained a conflicting

Phase A decision field. The discrepancy affected only the metadata label and did not

alter trajectory metrics, aggregates, or the final Phase B decision. The event is retained

in Appendix A.4.

5.5 Positional Accuracy

Table 17 reports the per-condition ADE on the sealed seed-46 holdout; Table 18 gives

the pooled summary.

Table 17: Per-condition ADE (m) on the sealed seed-46 holdout, V0 layout. For stochastic
methods, ADE is averaged over sampler seeds 42–44 at the trajectory level; the displayed mean
± SD is then computed across 1000 trajectories.

Condition Kalman DPS-FiLM DPS-FiLM with motion guidance

sensor_optimistic 0.035 ± 0.007 0.100 ± 0.015 0.100 ± 0.016

sensor_typical 0.065 ± 0.013 0.109 ± 0.017 0.107 ± 0.017

sensor_realistic 0.122 ± 0.020 0.149 ± 0.025 0.149 ± 0.025

sensor_failure_mode 0.203 ± 0.035 0.204 ± 0.038 0.203 ± 0.038

sensor_drift_dominated 0.151 ± 0.001 0.181 ± 0.021 0.181 ± 0.021
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Table 18: Positional-accuracy results on the sealed seed-46 holdout in V0. For each
trajectory, stochastic-method metrics are averaged over sampler seeds 42–44 within each
condition and then equally averaged across the five conditions; entries are mean ± SD across
1000 trajectory-level summaries. Lower is better.

Method ADE (m) RMSE (m) FDE (m)

Kalman 0.1150± 0.0087 0.1302± 0.0094 0.2022± 0.0332

DPS-FiLM 0.1488± 0.0146 0.1666± 0.0159 0.2492± 0.0520

DPS-FiLM with motion guidance 0.1479± 0.0148 0.1655± 0.0162 0.2480± 0.0524
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Table 18 shows small changes in all three position metrics. Relative to DPS-FiLM,

motion guidance reduces ADE by 0.0009 m, RMSE by 0.0011 m, and FDE by 0.0012 m.

These values use the unrounded trajectory-level results, so they need not match averages

of the rounded means in Table 17. Kalman CV remains lower on all three metrics.

5.6 Motion Quality and Final Decision

Motion quality follows a different pattern. For any discrepancy metric d, relative

improvement is defined as

r =
dDPS-FiLM − dmotion

dDPS-FiLM + 10−12
, (30)

so positive values indicate lower discrepancy under DPS-FiLM with motion guidance.

Sampler-seed metrics are averaged first at the trajectory and condition level, the five

conditions are equally weighted for each trajectory, and the reported value is the median

across trajectories. Table 19 compares Phase A with the sealed holdout.

Table 19: Motion-quality results for DPS-FiLM with motion guidance relative to DPS-FiLM.
Sampler-seed metrics are averaged first at the trajectory and condition level, the five
degradation conditions are equally weighted for each trajectory, and the table reports the
median relative improvement across trajectories.

Metric Phase A development set (seed 48, N = 200) Phase B sealed holdout (seed 46, N = 1000)

Acceleration discrepancy 12.72% 12.90%

Jerk discrepancy 13.92% 14.04%

Turning discrepancy 12.35% 11.95%

The sealed holdout gives results close to Phase A. The median relative reductions

are 12.90% for acceleration, 14.04% for jerk, and 11.95% for turning. Acceleration

improves on 697 of 1000 trajectories (69.7%). The corresponding coverage is 77.3% for

jerk and 84.9% for turning. Acceleration discrepancy decreases in all five degradation

conditions. Table 20 applies the specified gate.

Table 20: Final evaluation of the motion-quality gate on the sealed holdout. The acceleration
coverage rate falls below the 70% threshold.

Motion-quality gate component Holdout result Status

Median acceleration improvement ≥ 10% 12.90% Met

Acceleration improvement on at least 70% of
trajectories

69.7% Not met

Favourable acceleration-discrepancy direction in
at least four of five conditions

5/5 Met
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Because

69.7% < 70.0%,

the motion-quality gate is not met. The update is numerically stable and improves the

local motion metrics. The change in position error is about one millimetre.

5.7 Representative Holdout Cases

Aggregate metrics do not show how local motion can improve while positional error

persists. Figures 7, 8, and 9 present a typical case, a case with local improvement, and

a case with residual position error using separate method panels. Table 21 reports

their exact displayed metrics.

Case selection. The three cases were selected from frozen records indexed by

trajectory and degradation condition. Selection occurred after aggregation across

sampler seeds and used pre-written quantitative rules. No coordinates were inspected

before the cases were selected. The ADE change used in selection was

∆ADE = ADEmotion − ADEDPS-FiLM. (31)

The typical case minimised the sum of the absolute distances of the acceleration

improvement rank and the ∆ADE rank from 0.5. The local improvement case

required positive acceleration improvement and ∆ADE within the global interquartile

range. It excluded the maximum acceleration improvement and selected the

acceleration-improvement percentile closest to 0.75. The residual error case also

required the ADE of DPS-FiLM with motion guidance to exceed the Kalman ADE. It

excluded the maximum ADE gap between motion guidance and Kalman and selected

the gap percentile closest to 0.75. Ties were resolved by ascending trajectory index

and then the fixed condition order.

Table 21: Exact metrics for the representative cases in Figures 7, 8, and 9. Stochastic values
use sampler seed 42, matching the plotted trajectories. Lower is better for ADE; positive
percentages indicate lower motion discrepancy under DPS-FiLM with motion guidance.

Case Condition ADE Kalman ADE DPS-FiLM ADE with motion guidance Acc. imp. Jerk imp. Turning imp.

Typical Failure mode 0.103 0.112 0.113 15.46% 14.60% 31.61%

Local improvement Drift dominated 0.150 0.203 0.203 31.72% 33.80% 67.76%

Residual error Realistic 0.094 0.163 0.162 45.05% 48.54% 19.38%

The three cases reproduce the aggregate pattern. DPS-FiLM with motion guidance

reduces local motion discrepancy, but its positional error remains close to DPS-FiLM
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Figure 7: Typical holdout case under the failure-mode condition. Each panel isolates one
trajectory source or restoration method within the same case-specific coordinate frame. The
metric boxes report ADE and acceleration discrepancy. Stochastic outputs use sampler seed
42; coordinates are not averaged across sampler seeds.

Figure 8: Holdout case with local improvement under the drift-dominated condition.
DPS-FiLM with motion guidance reduces acceleration discrepancy relative to DPS-FiLM,
while their positional errors remain effectively unchanged. Stochastic outputs use sampler seed
42; coordinates are not averaged across sampler seeds.

Figure 9: Holdout case with residual position error under the realistic condition. DPS-FiLM
with motion guidance reduces acceleration discrepancy relative to DPS-FiLM but remains less
accurate in position than Kalman. Stochastic outputs use sampler seed 42; coordinates are not
averaged across sampler seeds.
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and above Kalman; global translation or endpoint error persists in the residual error

example.

5.8 Interpretation and Remaining Uncertainty

The raw motion gradient was unstable because its scale greatly exceeded the reverse-step

update. RMS normalisation kept the update ratio near 0.03 and removed the non-finite

outputs. It also reduced acceleration, jerk, and turning discrepancies.

The holdout coverage is 69.7%, below the 70% threshold. Position error changes by

about one millimetre, and Kalman CV remains lower under the tested protocol.

This experiment tests only the sampling-time correction. It does not test velocity

states, training-time motion losses, or direct observation conditioning. A position-only

state and the standard noise-prediction objective may contribute to the remaining

translation error, but this explanation was not tested.

6 Integrated Discussion, Limitations, and Future

Directions

The experiments produce different results for motion, geometry, and position. The

DDPM learns some short pedestrian-motion patterns. The FiLM branch responds to

the supplied room and obstacle features. Posterior guidance reduces motion artefacts

and obstacle violations. Normalised motion guidance improves local dynamics. These

changes do not reduce aggregate position error below Kalman CV. The missing-segment

task also remains unresolved.

6.1 Information Learned by the Diffusion Prior

The public-trajectory experiment shows measurable agreement in step magnitude,

directional persistence, and other local motion statistics. No filtering threshold is

consistently closest to the real-data reference across all diagnostics. The unfiltered

training set gives the lowest checkpoint-backed validation loss. The archived sample

diagnostics show different trade-offs for the filtered variants. Validation loss and

generated-motion statistics describe different properties of the model.

The indoor prior also produces stable samples. Shuffled-condition and gradient

tests show that the FiLM branch is active. In V1, samples from the V1 prior enter the

obstacle less often than samples from the V0 prior. This comparison includes both a

different condition and a different clean-motion mixture, so it is not a geometry-only

ablation.
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These checks show that the prior learns motion regularities and responds to the

supplied condition. They do not show that it can recover a particular observed

trajectory. A generated path may be plausible and still occupy the wrong absolute

position.

6.2 Evidence and Limits of Simple Map-Relative Conditioning

The FiLM tests provide two types of evidence. First, shuffling the condition increases

validation loss, and geometry-related gradients exceed the randomised reference. Second,

the V1 prior and the posterior-guided restoration produce fewer obstacle intersections

in the tested obstacle layout.

The effect on position error is small. Full conditioning changes ADE only slightly

in the obstacle-proximity subset and does not reduce error across the complete test set.

The supported result is limited to feasibility in one square room with one rectangular

obstacle. Complex maps, unseen layouts, narrow passages, and general map reasoning

were not tested.

6.3 Contribution and Limits of the Observation Interface

SDEdit starts from a noised version of the degraded coordinates. It preserves useful

global structure, but it also retains part of the local corruption. The tstart sweep

does not provide one setting that works across all degradation levels. Deterministic

sampling gives a similar result, and clean inputs remain stable. These checks point to

the degraded starting state rather than reverse-process randomness.

Posterior guidance starts from noise and introduces the observation through a

soft loss. With the prior and FiLM condition fixed, this change reduces acceleration

artefacts and obstacle violations. It also lowers ADE relative to SDEdit under the most

severe mixed degradation.

The same interface has clear limits. At low noise, the fixed guidance gives too much

influence to the prior and moves the result away from a reliable observation. Under

pure drift, the observation is smooth but globally displaced. A loss centred on that

observation does not provide the missing absolute reference. Across all conditions,

Kalman CV retains lower aggregate position error. The later motion correction changes

position metrics by about one millimetre.
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6.4 Why Motion Improvement Did Not Become Position

Improvement

On the sealed holdout, acceleration, jerk, and turning discrepancies decrease by about

12–14% in median relative terms. ADE, RMSE, and FDE change by about 0.001m.

The motion metrics improve, but absolute position changes very little.

The following decomposition explains this difference:

p̂t = pt + b+ et, (32)

where pt is the clean trajectory, b is a persistent translation error, and et is time-varying

local error. Positional metrics depend on both terms:

ADE =
1

T

T
∑

t=1

∥b+ et∥2 . (33)

A constant translation disappears after finite differencing:

∆p̂t = ∆pt +∆et, ∆b = 0. (34)

Motion guidance can reduce oscillation, acceleration spikes, and turning irregularity

in et. It does not necessarily change b. The trajectory can become smoother without

moving closer to the clean reference.

The mechanism test in Section 4.7 shows the same pattern. The mean-aligned

shape errors were 0.193 and 0.199, while the residual translation terms were 0.200 and

0.159. The drift-dominated condition is the clearest example. A globally shifted path

can still have credible velocity, acceleration, and turning.

The source of the residual translation error was not isolated experimentally. The

position-only state and the standard noise-prediction objective are possible explanations,

but they remain untested.

6.5 Comparison with the Constant-Velocity Kalman Baseline

Kalman CV matches several properties of the tested task. Its state contains position

and velocity,

st = [xt, yt, vx,t, vy,t]
⊤. (35)

The simulated trajectories are short and mainly smooth. The constant-velocity

transition is suitable for much of this motion. The observation update also keeps

the estimate tied to the measured coordinates, and backward smoothing uses the
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complete window.

The diffusion model represents a wider set of trajectories and can respond to the

tested map features. The sampler must still keep each reconstruction aligned with

its observation. In this experiment, the added flexibility reduces some feasibility and

motion errors but does not reduce aggregate position error. Kalman CV gives lower

ADE, RMSE, and FDE under the tested protocol.

6.6 Scope and Limitations

The original missing-segment task was not solved. The implemented DDPM did

not receive the observation mask or the missing interval during training. The later

full-window experiment answers a different question and should not be interpreted as

missing-segment imputation.

All indoor restoration results use simulated coordinates. The room scale, sampling

rate, noise, and drift are informed by the capacitive laboratory setting. The additive

coordinate noise and ramp drift are simplified models. They do not reproduce the

raw capacitive transfer function, preprocessing chain, or complete sensor-to-coordinate

error distribution. The reported 0.251m RMSE from the motivating 1D-CNN study

provides scale context only [3].

The evaluation uses 20-frame windows at 3Hz. It covers one empty square room

and the same room with one rectangular obstacle. It does not cover long-term tracking,

connected rooms, narrow passages, dynamic obstacles, multiple people, uncertain maps,

or unseen layouts.

The diffusion state contains only position. Motion enters through temporal

correlations or finite-difference guidance. Joint position–velocity states, acceleration

states, adaptive observation confidence, and latent dynamic representations were

not evaluated. Motion guidance was tested only in V0, so its interaction with

obstacle-relative conditioning is unknown.

No real sensor validation was performed. The available laboratory traces were not

included in training, selection, or evaluation. The results should not be used to make

deployment claims.

6.7 Future Directions

A direct extension is to include velocity in the diffusion state:

[xt, yt, vx,t, vy,t]. (36)
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This would place velocity inside the learned distribution rather than reconstructing it

only through finite differences. It would also provide a closer structural comparison

with Kalman CV.

Motion terms could also be added during training:

Ltotal = LDDPM + λvLv + λaLa. (37)

The sampling-time experiment shows that motion information can reduce local

discrepancies. Its effect on position is limited. Training-time losses would test whether

the learned distribution can align more closely with both motion and position metrics.

The missing-segment task requires a model trained for conditional imputation. The

denoiser should receive the observed values, an explicit mask, the missing interval,

and observation confidence during training. SSSD, CSDI, and Diffusion-TS provide

relevant conditional designs. TrackDiffuser also treats Bayesian filtering as a conditional

diffusion problem [29]. Testing these methods would require retraining and a new

validation protocol. They should be compared directly with interpolation and classical

conditional baselines.

The observation weight should vary with input reliability. A fixed weight

over-regularises low-noise observations and cannot detect smooth bias. Monte Carlo

dropout could provide a basic uncertainty estimate [30]. It would not identify bias by

itself, so any adaptive rule would still require a fixed comparator and validation-only

selection.

Validation on real data. Real-data validation should separate motion transfer from

sensor restoration. A first experiment could apply the fixed synthetic degradation to

synchronised real ground-truth trajectories from the empty-room laboratory. This

would test whether the learned motion model transfers to real human movement under

known corruption.

A second experiment should use sensor-derived coordinate estimates paired with

synchronised ground truth. Raw capacitive channels would require a separate supervised

sensor-to-coordinate model with its own training and error analysis. Obstacle-related

claims would also require recordings from a matching obstacle layout.

7 Conclusion

The project first considered fixed-gap trajectory imputation. The implemented diffusion

model was not mask-conditioned and did not receive the missing interval as part of

its learned task. Linear interpolation gave lower error on the removed frames. The
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imputation task remains unresolved.

The thesis then studied full-window restoration of simulated indoor coordinate

trajectories. Public ETH and UCY data were used to check whether a DDPM could

learn short pedestrian-motion patterns. The indoor experiments tested the learned

motion model, the FiLM map condition, and the observation interface separately.

The public-data DDPM reproduces some short-term motion statistics, but validation

loss and sampled-motion diagnostics do not select the same variant. In the indoor

experiment, shuffled-condition and gradient tests show that the FiLM branch responds

to the supplied room and obstacle features. This evidence is limited to an empty square

room and one layout with a rectangular obstacle.

Changing the observation interface produces the largest change in the diffusion

results. Posterior guidance reduces the motion artefacts retained by SDEdit and

lowers obstacle violations. Under the most severe mixed degradation, it also lowers

ADE relative to SDEdit. The improvement does not extend consistently to the other

degradation levels or both layouts.

Normalised motion guidance is numerically stable and reduces local motion

discrepancies. On the sealed holdout, the median reductions are 12.90% for acceleration,

14.04% for jerk, and 11.95% for turning. ADE changes from 0.1488m to 0.1479m.

Acceleration improves on 69.7% of trajectories, below the specified 70% threshold. The

motion-quality gate is not met.

Kalman CV gives lower aggregate ADE, RMSE, and FDE in this short-window

experiment. Its explicit position–velocity state and observation update are well matched

to the simulated trajectories. The diffusion pipeline is useful for examining learned

motion, map conditioning, and sampling interfaces, but it does not provide lower

aggregate position error in the tested setting.

All indoor results are based on simulated coordinates. No real sensor validation

was performed. Direct conditional imputation models, joint position–velocity diffusion

states, training-time motion losses, and real sensor-derived trajectories remain outside

the completed experiments.
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A Reproducibility Summary

This appendix collects the configuration values, data protocol, and recorded protocol

events used in the reported analyses. Model architecture and training fields listed

below were verified against the saved configurations, source definitions, and checkpoint

state dictionaries.

A.1 Model and Training Configuration

Table A.1 lists the configuration of the public ETH+UCY prior; Table A.2 lists the

configuration of the indoor FiLM priors used in Sections 4 and 5. The public, indoor

V0, and indoor V1 checkpoints all load with strict=True against the current source

definitions.

Table A.1: Verified model and training configuration: public ETH+UCY prior. Only fields
established by the saved configurations, run notes, or checkpoint state dictionaries are listed.

Item Value

Archived runs ddpm_eth_ucy_{none,q10,q20,q30}_h128/seed42-100epoch;
selection by minimum validation loss. The selected none

checkpoint is at epoch 68 with validation loss 0.0872986

Input representation relative displacements, tensor shape [B,2,19]

Denoiser architecture TemporalDenoiser1D: timestep embedding (100,128);
input Conv1d 2 → 128, kernel 3, padding 1; two residual
blocks, each Conv1d–ReLU–Conv1d–ReLU at width 128;
output Conv1d 128 → 2, kernel 3, padding 1; no FiLM,
normalisation, or dropout modules

Diffusion timesteps 100

Hidden width 128

Batch size 128

Training seed 42

Train–validation split 80/20

Optimiser Adam, learning rate 10−3

Maximum epochs 100

A.2 Inference Parameters

Table A.3 lists the inference-time parameters shared by the restoration experiments.

All values were selected on validation data and frozen before test or holdout evaluation.
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Table A.2: Verified model and training configuration: indoor FiLM priors. Configuration
field names for the V1 obstacle use sofa; they are reported here as obstacle.

Item Value

Checkpoints stageA_FiLM_V0_best.pt (selected epoch 140, val-
idation loss 0.1282474); stageA_FiLM_V1_best.pt

(selected epoch 131, validation loss 0.1195244)

Input representation normalised absolute coordinates, tensor shape [B,2,20];
V0 and V1 trained separately

Denoiser architecture V3ExplicitGeometryFiLMDenoiser: timestep embed-
ding (100,96); input Conv1d 2 → 96; geometry encoder
Conv1d dgeom → 96 followed by Conv1d 96 → 96;
two FiLM residual blocks, each with a time projection
96 → 96, two temporal Conv1d layers 96 → 96, and a
FiLM Conv1d 96 → 192 split into scale and shift applied
between the two temporal convolutions; output Conv1d
96 → 2

Geometry features V0 (dgeom = 5): normalised x and y, signed distance to
room boundary, distance to nearest wall, inside-room
indicator. V1 (dgeom = 9): the V0 features plus signed
distance to obstacle boundary, distance to obstacle,
inside-obstacle indicator, free-space score

Conditioning dropout training-side zero-geometry dropout, probability 0.15

Diffusion timesteps 100

Hidden width 96

Optimiser AdamW, learning rate 10−3, weight decay 0.0, gradient-
clipping max norm 1.0

Batch size 128 requested, with a configured automatic fallback to
64

Training seed 42

Training data per-layout train_clean.npy (3000 windows) and
val_clean.npy (1000 windows)

Maximum epochs 200, early-stopping patience 30; selection by minimum
validation loss
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Table A.3: Inference parameters used in the final evaluations.

Parameter Value

Observation guidance weight ζ = 3× 10−4 at σ = 0.1, rescaled as ζ ∝ σ2

Guidance noise floor σguidance = max(σ, 0.05m)

Motion trust-region scale ρ = 0.03

Numerical stabiliser ϵ = 10−12

Motion-update normalisation per-sample RMS, referenced to the baseline reverse-
step update

Timestep range all reverse steps; no timestep gate

Sampler seeds 42–44
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A.3 Data Protocol, Seeds, and Aggregation

Each layout (V0, V1) provides 3000 training, 1000 validation, and 1000 test windows

of T = 20 frames at 3Hz in a 3m× 3m room. Two sealed holdout evaluations were

used: seed 45 (N = 1000, Section 4.8) and seed 46 (N = 1000, Section 5). Both arrays

were excluded from model and parameter selection. They were opened only for their

designated confirmatory evaluations. For seed 46, the frozen array, final load path,

shape, and file hash were verified. The original generation script or generation manifest

was not recovered. Its sealed status describes evaluation use rather than complete

reconstruction of the generation history. A separate seed-48 development set (N = 200)

was used to decide whether the method advanced to the final holdout. Metrics are

computed per sampler seed and averaged at the trajectory and condition level. They

are then aggregated across conditions. Each stochastic method is summarised from

seed-level metrics rather than from trajectories averaged in coordinate space.

A.4 Recorded Protocol Events
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Table A.4: Protocol and artefact integrity events retained on record. None of the events
changed the final decision; the evaluation corrections are reported in the main text where they
occurred.

Event Resolution

Aggregation error (Sec-
tion 4.8)

An early summary averaged seed trajectories before
computing metrics; caught by a mean/median
consistency check; all statistics recomputed under
per-seed aggregation; both versions kept on record.

Guidance calibration over-
sight (Section 4.7)

ζ selected at σ = 0.1 was not rescaled with σ2; after
correction, the mechanism test was repeated on fresh
indices; the failed first run is kept on record.

Test harness correction
(Section 5)

A local-gradient sanity-test harness was corrected during
development; Phase B metrics unchanged.

Frozen snapshot integrity
repair (Section 5)

An integrity repair of a frozen snapshot was recorded;
Phase B metrics unchanged.

Metadata inconsistency
(Section 5.4)

A Phase A decision field in two Phase B summary
files conflicted with the standalone decision and the
run manifest, which both record advancement; only the
metadata label was affected.

Seed 46 generation prove-
nance (Section 5.4)

The frozen clean array used by the final Phase B script
was verified by load path, shape, and file hash, and no
exact duplicate was found against the audited training,
validation, test, or development arrays. The original
generation script or manifest was not recovered, so the
evaluation remains sealed with respect to selection and
one-shot use while its generation lineage is recorded as
incomplete.

Public prior artefact rec-
onciliation (Section 3.3)

The originally reported training table values could not
be matched to any archived run; a repository audit
located the checkpoint-backed seed-42 runs and Table 4
was corrected to those values. The separately archived
reference_seed42 diagnostics do not retain the loaded
checkpoint path or hash. Table 5 is reported as a
historical sample-level diagnostic. It is not treated as a
checkpoint-matched evaluation of the retained runs.
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