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Chapter 1

Introduction

1.1 Edge Artificial Intelligence

Edge Computing refers to the execution of data processing tasks close to the
source of data generation, rather than relying exclusively on centralized cloud
infrastructure. In the context of artificial intelligence, this approach is commonly
referred to as Edge Al: the deployment of machine learning models on local devices
such as embedded platforms, industrial sensors, autonomous systems, and smart
cameras.

Running inference locally offers several practical advantages. First, it reduces
the latency associated with transmitting data to remote servers, which is important
for applications that require fast responses, such as visual inspection, robotics, or
driver-assistance systems. Second, it reduces dependence on continuous network
connectivity, making the system more robust in environments where communication
bandwidth is limited or unreliable. Third, it can improve privacy, since raw data
can be processed locally instead of being sent to external cloud services.

These advantages come with important hardware constraints. Edge devices
usually operate under strict limits on power consumption, thermal dissipation,
memory capacity, and silicon resources. At the same time, modern neural networks
require a large number of Multiply-Accumulate (MAC) operations and frequent
memory accesses. This creates a gap between the computational requirements of
deep learning models and the resources available on embedded hardware.

This thesis focuses on inference rather than training. During training, the model
parameters are learned, typically using high-precision arithmetic and powerful
GPUs. During inference, the trained model is used to compute predictions from
new input data. Since the weights are fixed, inference can often tolerate reduced
numerical precision, provided that the quantization strategy and the hardware
datapath are designed carefully. This motivates the use of low-precision formats
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Introduction

and specialized accelerators, which are the main subject of this work.

1.2 Deep Learning Workloads and the Computa-
tional Bottleneck

The computational cost of deep learning models is largely dominated by linear
algebra operations. Convolutional layers, fully connected layers, and the matrix
multiplications used in transformer models all rely on repeated Multiply-Accumulate
(MAC) operations. Although these models differ in structure and dataflow, their
hardware execution is often limited by how efficiently the accelerator can fetch
operands, perform multiplications, and accumulate partial sums.

In computer vision workloads, CNNs extract features by applying kernels over
input feature maps. This requires many parallel MAC operations and frequent
access to activation and weight data. In transformer-based models, the dominant
operations are dense matrix multiplications and matrix-vector products, which
place significant pressure on both compute units and memory bandwidth. In both
cases, the arithmetic units alone are not sufficient: the memory system and the
accumulation datapath must also sustain the required throughput.

At the datapath level, a MAC unit multiplies an input activation by a learned
weight and adds the product to an accumulated partial sum (P = A x B+ C'). This
operation is simple in isolation, but it becomes expensive when repeated millions or
billions of times across a neural network. Two hardware bottlenecks are particularly
relevant for edge accelerators:

o« Compute cost: High-precision arithmetic, such as 32-bit floating-point
(F'P32), requires more logic, larger multipliers, and higher switching activity
than low-precision arithmetic. This limits the number of parallel MAC units
that can be implemented within a fixed area and power budget.

o« Memory traffic: Operands must be fetched from memory before they can be
processed. When weights and activations are represented with many bits, each
MAC operation requires more bandwidth and more energy for data movement.
On edge devices, memory bandwidth and data-transfer energy can become
comparable to, or greater than, the cost of the arithmetic itself.

These constraints motivate the use of reduced-precision numerical formats. By
decreasing the number of bits used for weights, activations, and intermediate values,
quantization can reduce memory traffic and enable more compact arithmetic units.
The following section introduces the main quantization approaches and explains
why narrow floating-point and microscaling formats are relevant for the hardware
architecture considered in this thesis.
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1.3 The Shift Towards Narrow-Precision Quanti-
zation

As the compute and memory requirements of deep learning models outpaced the
evolution of traditional hardware scaling, the industry adopted model quantization
as a primary mitigation strategy. Quantization reduces the bit-width of the
numerical formats used to represent neural network weights and activations. The
initial industry shift replaced 32-bit floating-point (F'P32) formats with 16-bit
precision formats, such as F'P16 and B float16. While this halved the memory
footprint and doubled the arithmetic throughput on modern processors, the advent
of massive LLMs quickly saturated even 16-bit memory bandwidths.

1.3.1 Main Families of Quantization Techniques

Quantization can be applied in several ways, depending on the target model, the
required accuracy, and the hardware platform. A first distinction concerns the
moment at which quantization is introduced. In Post-Training Quantization (PTQ),
a model trained in high precision is converted to a lower-precision representation
after training, typically using a calibration dataset to determine suitable scaling
factors. This approach is attractive because it does not require retraining, but it
may suffer from accuracy loss at very low bit-widths. Quantization-Aware Training
(QAT), instead, includes the effects of quantization during training or fine-tuning,
allowing the model to adapt to the reduced numerical precision.

A second distinction concerns the numerical format. Uniform integer quanti-
zation represents real values through an integer code, a scale factor, and, in the
affine case, a zero-point. This method is hardware-friendly because it relies on
integer arithmetic and regular spacing between representable values. Scaling can
be applied at different granularities: one scale may be shared by an entire tensor,
assigned independently to each channel, or shared by smaller groups of elements.
Finer-grained scaling usually improves numerical accuracy, but it also increases
metadata storage and hardware control complexity.

Another common approach, especially in large language models, is weight-only
quantization. In this case, only the model weights are stored in reduced precision,
while activations and accumulations may remain in higher precision. This reduces
memory bandwidth and storage requirements without fully quantizing the entire
computation. However, it does not remove all high-precision arithmetic from
the datapath and may therefore provide limited benefits for custom accelerators
targeting end-to-end low-precision execution.

Floating-point quantization follows a different strategy. Instead of uniformly
spacing values, it uses exponent bits to represent a wider dynamic range. This
is useful when activations or weights contain values with significantly different
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magnitudes. Formats such as F'P8 and, more aggressively, F'P6 reduce memory
traffic while preserving some of the dynamic-range advantages of floating-point
arithmetic.

Finally, block-based formats such as block floating point and OCP Microscaling
(MX) combine low-precision private elements with a shared scaling factor. This
family of formats is particularly relevant for this thesis because it allows the inner
MAC datapath to operate on narrow operands while retaining a block-level dynamic
range. For this reason, the following sections focus on the transition from integer
quantization to floating-point and microscaling formats.

1.3.2 Integer Quantization and Dynamic-Range Limitations

To further reduce memory traffic and increase arithmetic density, hardware archi-
tectures have increasingly explored sub-byte formats, i.e., numerical representations
requiring fewer than 8 bits per element. For many edge inference workloads, 8-bit
integer quantization (INTS) is a practical and widely adopted solution, since it
offers simple arithmetic units, compact storage, and good accuracy when the value
distribution can be represented with an appropriate scale factor.

However, integer quantization becomes more challenging when the distribution of
weights or activations contains values with very different magnitudes. This situation
is common in transformer-based models, where some activation channels may
contain high-magnitude outliers. A linear integer format allocates its representable
values uniformly over the selected range. As a result, choosing a wide range to
preserve outliers reduces the resolution available near zero, while choosing a narrow
range improves precision for common values but clips larger ones.

Floating-point formats address this trade-off by using exponent bits to provide a
non-uniform distribution of representable values. This makes them better suited to
data with a wide dynamic range. For this reason, recent low-precision formats for
AT acceleration include 8-bit floating-point variants, such as the OCP F' P8 formats
(E4M3 and E5M2). Moving below 8 bits, for example toward 6-bit floating-point
(FP6), further reduces storage and bandwidth, but also makes the allocation of
sign, exponent, and mantissa bits more constrained. This motivates the use of
microscaling formats, where a group of low-precision elements shares a scaling
factor instead of assigning a full dynamic range independently to every element.

1.3.3 OCP Microscaling Formats (MX) Specification

To reduce the bit-width of floating-point data while preserving a usable dynamic
range, the Open Compute Project (OCP) introduced the Microscaling Formats
(MX) Specification. The central idea is to move part of the numerical range
information from each individual element to a shared scale associated with a small
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Quantization: INT8 vs. FP8
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Figure 1.1: Comparison of uniform integer quantization (INT8) versus non-
uniform floating-point quantization (FP8). While integer quantization allocates
bins uniformly across the dynamic range, floating-point encodings leverage exponent
bits to cluster representable values near zero (where the majority of neural network
weights reside) while preserving critical high-magnitude outliers without severe

clipping [1].

block of values.

In a conventional floating-point format, every element carries its own sign,
exponent, and mantissa fields. This is flexible, but it becomes inefficient when
the total number of bits per element is very small. In a 6-bit format, for example,
assigning enough bits to the exponent leaves very limited space for the mantissa,
while assigning more bits to the mantissa restricts the representable range.

MX formats address this trade-off by representing a vector block using three
components:

« A shared scale (X), typically encoded as an 8-bit exponent-only value (E8MO0).
5)
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« A scaling block size (k), which defines how many elements share the same
scale.

» A block of k private elements (F;), each encoded with a narrow low-precision
format.

Each element is reconstructed as:
v, = X x P,L

The shared scale captures the approximate magnitude of the block, while the
private elements represent the relative values inside that block. This allows the
private elements to use very few bits while still covering a wider numerical range
than an isolated low-bit floating-point format would provide.

Within this framework, the MX specification defines formats such as M X F'P6,
where the private elements may use 6-bit floating-point encodings such as E3M2
or E2M 3. These variants expose a trade-off between dynamic range and precision:
E3M?2 allocates more bits to the exponent, while £2M 3 allocates more bits to the
mantissa.

1.3.4 Hardware Implications for Vector MAC Engines

The MX format has direct implications for the design of vector MAC datapaths.
For fundamental operations such as the dot product of two vectors A and B, the
shared scales can be factored out of the accumulation loop:

C' = Dot(A, B) = X(4) x X(B) x

)

k

(P(4) x P(B)
=1

This separation allows the element-wise products and the reduction stage to
operate on the low-precision private elements, while the shared scaling factors are
applied after the partial sum has been computed. From a hardware perspective,
this is useful because the multiplier array and the reduction tree can be specialized
for narrow operands, reducing the complexity of the datapath compared with a
design that processes full floating-point values in every lane.

The benefit is especially relevant for FPGA implementations, where custom bit-
width arithmetic can be mapped directly onto logic and DSP resources. However,
narrow formats also introduce design constraints, including unpacking overhead,
accumulation precision, saturation behavior, and timing closure of the reduction
network. The accelerator architecture must therefore balance arithmetic density
with numerical robustness and implementation feasibility.
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1.4 Hardware Acceleration on FPGAs via High-
Level Synthesis

Implementing non-standard, sub-byte formats such as M X F'P6 on conventional
CPUs or GPUs is not straightforward. These platforms are optimized for standard
data types and instruction widths, such as 8-bit integers, 16-bit floating point, or
32-bit floating point. Operations on 6-bit values therefore often require packing,
unpacking, masking, and conversion steps. These overheads can reduce the practical
benefit of using very narrow formats, especially when the hardware does not provide
native support for them.

Field-Programmable Gate Arrays (FPGAs) provide a useful alternative because
their datapaths can be customized at the bit level. Instead of mapping the
computation onto a fixed arithmetic unit, the designer can build logic that matches
the required operand widths, control flow, and memory organization. This makes
FPGAs well suited to exploring low-precision arithmetic, custom MAC units, and
vector datapaths based on formats such as F'P6 or M X F'P6.

However, this flexibility comes with implementation complexity. Traditional
FPGA design is performed using Register-Transfer Level (RTL) languages such as
VHDL or Verilog, which require explicit control over clock cycles, state machines,
and signal-level behavior. This can make design exploration slow when several
architectural variants must be evaluated.

High-Level Synthesis (HLS) addresses this issue by allowing hardware accelera-
tors to be described in C or C4++ and then synthesized into RTL. Tools such as
Xilinx Vitis HLS support compiler directives, or pragmas, that guide the generation
of hardware structures. In this thesis, such directives are used to explore pipelining,
loop unrolling, array partitioning, and adder-tree generation. The objective is not
only to implement the low-precision MAC datapath, but also to evaluate how HLS
scheduling decisions affect latency, resource usage, and timing closure.

1.5 Thesis Contributions and Organization

This thesis focuses on the implementation and preliminary hardware exploration of
an F'P6 vector dot product using Xilinx Vitis HLS. The work does not aim to im-
plement a complete neural network accelerator. Instead, it studies a representative
low-precision computational kernel: the multiplication and accumulation of short
vectors encoded with custom 6-bit floating-point formats.

The main objective is to understand how such a kernel can be expressed in
HLS and how different implementation choices affect the generated hardware. In
particular, the thesis investigates data packing, element extraction, loop pipelining,
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loop unrolling, and reduction structures for the accumulation stage. The design-

space exploration is limited in scope, but it provides useful insight into the latency,

initiation interval, resource usage, and timing behavior of the generated datapath.
The specific contributions of this work are summarized as follows:

e FP6 arithmetic kernel implementation: Implementation of the basic op-
erations required to compute a vector dot product using custom F'P6 operands,
including simplified handling of numerical edge cases such as underflow and
overflow.

o Packed vector representation: Use of packed data containers to store
multiple 6-bit elements and feed the vector computation through an HLS-
compatible interface.

o HLS optimization study: Exploration of selected HLS directives, including
pipelining, loop unrolling, array partitioning, and reduction-tree construction,
to evaluate their impact on the generated datapath.

e Preliminary design-space exploration: Comparison of a small set of imple-
mentation variants in terms of latency, initiation interval, resource utilization,
and timing closure.

Thesis Organization

The remainder of this thesis is structured as follows: Chapter 2 introduces the
background on floating-point arithmetic, low-precision formats, and High-Level
Synthesis concepts needed to understand the implemented kernel. Chapter 3
describes the proposed F'P6 vector dot product implementation, including data
packing, unpacking, multiplication, and accumulation. Chapter 4 presents the
experimental setup and discusses the synthesis results obtained from the explored
HLS configurations. Finally, Chapter 5 concludes the thesis and outlines potential
directions for future research.



Chapter 2

Theoretical Background and
Hardware Constraints

Before exploring the architectural optimizations proposed in this thesis, it is impera-
tive to establish a foundational understanding of the underlying theoretical concepts.
This chapter provides a comprehensive overview of floating-point arithmetic, de-
tailing the stringent requirements of the IEEE-754 standard and explaining why
strict compliance is detrimental to hardware accelerators in Edge Al. Furthermore,
it delves into the specific low-precision formats (F'P8 and F'P6) and introduces
the core principles of High-Level Synthesis (HLS) that govern the transformation
of algorithmic representations into physical datapath architectures.

2.1 Floating-Point Arithmetic and the IEEE-754
Standard

Floating-point formats represent real numbers using three main fields: a sign
bit (S), an exponent field (F), and a mantissa or significand field (M). For a
normalized binary floating-point number, the represented value can be written as:

V = (=1)% x 2F=P8s) (1 4 M)

where the bias is a constant determined by the number of exponent bits.

The exponent provides dynamic range, while the mantissa determines the
precision with which values inside a given exponent interval can be represented.
This structure is one of the main reasons floating-point arithmetic is useful for data
with values spanning different orders of magnitude.

The IEEE-754 standard defines not only the encoding of floating-point numbers,
but also the behavior of arithmetic operations, rounding modes, exceptional values,
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subnormal numbers, infinities, and NaNs. Supporting all these cases is important
for general-purpose processors, where numerical compatibility and reproducibility
are required. However, full IEEE-754 compliance increases the complexity of
hardware arithmetic units. Floating-point addition, for example, requires exponent
comparison, mantissa alignment, addition or subtraction, normalization, rounding,
and special-case handling.

In the context of this thesis, the objective is not to implement a fully IEEE-
754 compliant arithmetic unit. Instead, the focus is on a simplified low-precision
datapath for an F'P6 vector dot product. For this reason, the following section
discusses the special cases that are most relevant when implementing compact
floating-point arithmetic in hardware.

2.2 Special-Case Handling in Low-Precision
Floating-Point Hardware

When implementing low-precision floating-point arithmetic on an FPGA, supporting
every special case defined by IEEE-754 may introduce a significant amount of
additional logic. This is especially relevant for very narrow formats such as F'P6,
where the arithmetic datapath is intended to remain compact. The implementation
considered in this thesis therefore adopts simplified behavior for underflow and
overflow conditions.

2.2.1 Underflow and Flush-to-Zero (FTZ)

In IEEE-754 arithmetic, values smaller than the minimum normalized value can be
represented as subnormal numbers. Subnormal numbers use an exponent field equal
to zero and do not include the implicit leading one in the mantissa. This extends
the representable range close to zero, but it also requires additional hardware
support.

Handling subnormal numbers may require leading-zero detection, conditional
normalization, and additional control logic. In a compact low-precision datapath,
this overhead can be undesirable, especially when the target operation is a short
vector dot product rather than a general-purpose floating-point computation.

For this reason, the implemented datapath uses a Flush-to-Zero (FTZ) policy.
When a result falls below the minimum normalized representable value, it is mapped
to zero instead of being represented as a subnormal number. This simplifies the
arithmetic logic, at the cost of losing very small values.

10
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2.2.2 Overflow and Saturation Arithmetic

Overflow occurs when the result of an operation exceeds the largest value repre-
sentable by the chosen floating-point format. In IEEE-754 arithmetic, overflow
may produce an infinity, depending on the rounding mode and operation. However,
very narrow formats used for compact inference-oriented datapaths may not reserve
encodings for all IEEE-754 exceptional values.

In this thesis, overflow is handled through saturation. When a result exceeds
the maximum representable magnitude of the selected F' P6 format, it is clamped
to the largest finite value with the corresponding sign. For example, in an E3M2-
like format, this corresponds to limiting the result to the maximum finite value
supported by that encoding.

This behavior keeps the datapath simple and avoids propagating infinities or
NaNs through the dot-product computation. At the same time, saturation is an
approximation: it changes the numerical result and should be considered part of
the quantization behavior of the implemented kernel.

2.3 Low-Precision Floating-Point Formats

Chapter 1 introduced quantization as a strategy for reducing memory traffic and
arithmetic cost. This section focuses only on the floating-point encodings relevant
to the implemented dot-product kernel.

A low-precision floating-point format is defined by the number of bits assigned
to the sign, exponent, and mantissa fields. With a fixed total bit-width, increasing
the number of exponent bits increases dynamic range, while increasing the number
of mantissa bits improves precision within each exponent interval.

2.3.1 FP8 and FP6 Encodings

Common F'P8 formats include EF4M3 and E5M2. The E4M3 format allocates
more bits to the mantissa and therefore provides finer precision, while E5M?2
allocates more bits to the exponent and therefore provides a wider dynamic range.

The same trade-off becomes more constrained in F'P6, where only six bits are
available. Two representative encodings are:

o E3M?2: one sign bit, three exponent bits, and two mantissa bits.
o E2M3: one sign bit, two exponent bits, and three mantissa bits.

This thesis uses F'P6 as a compact test case for implementing a low-precision
vector dot product in HLS. The purpose is not to evaluate the accuracy of F' P6
on complete neural-network models, but to study how arithmetic on packed 6-bit
operands can be implemented and optimized in hardware.

11
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2.3.2 Implications for the Dot-Product Kernel

The use of F'P6 affects the implementation in three main ways. First, multiple
operands must be packed into wider containers and then extracted before arithmetic.
Second, the multiplier must operate on reduced exponent and mantissa fields.
Third, the accumulation stage must handle the limited range of the format and the
simplified underflow and overflow behavior described in the previous section.
These aspects make the F'P6 dot product a useful kernel for studying the
interaction between low-precision formats and HLS-generated hardware.

2.4 High-Level Synthesis (HLS) Principles and
Directives

High-Level Synthesis (HLS) translates a C or C++ description of a computation
into RTL. In this thesis, HLS is used to describe the F'P6 vector dot-product kernel
and to explore how different directives affect the generated hardware. The same
functional code can lead to different datapaths depending on how loops, arrays,
and arithmetic operations are scheduled and mapped to hardware resources.

The implementation variants considered in this work are mainly based on three
HLS concepts: loop pipelining, loop unrolling, and array partitioning.

2.4.1 Loop Pipelining and Initiation Interval

Loop pipelining allows different iterations of a loop to overlap in time. Instead of
waiting for one iteration to complete before starting the next one, the hardware
can start a new iteration after a fixed number of cycles. This interval is called the
Initiation Interval (II).

An initiation interval of II = 1 means that the loop can accept a new iteration
every clock cycle. This is often desirable for throughput, but it is not always
achievable. Dependencies between loop iterations, limited memory ports, or long
arithmetic paths can force the HLS scheduler to use a larger II. In the dot-product
kernel, the accumulation step is especially important because each partial sum may
depend on the result of the previous addition.

2.4.2 Loop Unrolling for Spatial Parallelism

Loop unrolling exposes parallelism by replicating the operations of multiple loop
iterations. For a vector dot product, unrolling the loop over vector elements allows
several multiplications to be performed in parallel. A full unroll of a 6-element
vector can therefore map the six element-wise products to parallel hardware lanes,
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depending on the available resources and the scheduling decisions made by the
tool.

This can reduce latency and improve throughput, but it increases resource usage.
More parallel lanes generally require more arithmetic units, registers, and routing
resources. For this reason, unrolling is one of the main parameters explored in the
design-space exploration.

2.4.3 Memory Interface and Array Partitioning

Parallel computation is useful only if the operands can be supplied at the required
rate. If several unrolled operations need to read from the same array in the same
cycle, a memory with too few ports can become the bottleneck. This is a common
issue when arrays are mapped to block memories with a limited number of read
and write ports.

Array partitioning addresses this issue by splitting an array into smaller storage
elements, or in the case of complete partitioning, into individual registers. This
gives the unrolled operations independent access to different elements of the vector.
In the implemented kernel, array partitioning is used together with packed input
data to make the extracted F'P6 elements available to the parallel arithmetic lanes.

2.5 HLS-to-Implementation Design Flow

The implementation flow used for an HLS-based FPGA design is divided into
two main stages. The first stage is performed in Vitis HLS, where the kernel is
described in C or C++ and synthesized into RTL. The second stage is performed
in Vivado, where the generated RTL is mapped to the target FPGA fabric and
evaluated after logic synthesis and implementation.

2.5.1 Vitis HLS: Simulation, Synthesis, and RTL Genera-
tion

The workflow begins with C simulation, where the C/C++ implementation and
its testbench are executed to check functional behavior at the software level. This
step is useful for validating the arithmetic functions and the packing/unpacking
logic before hardware synthesis.

C synthesis then translates the C/C++ kernel into RTL. During this step, Vitis
HLS schedules operations over clock cycles, applies directives such as pipelining
and unrolling, and maps arrays and arithmetic operations to hardware resources.
The synthesis report provides estimates of latency, initiation interval, and resource
usage. These estimates are useful for design-space exploration, but they should
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be interpreted as pre-implementation results because they do not include the final
physical placement and routing delays.

C/RTL co-simulation can be used to compare the behavior of the generated RTL
against the original C/C++ model using the same testbench. Passing co-simulation
increases confidence that the synthesized RTL matches the tested software behavior,
although it does not replace exhaustive verification.

2.5.2 Vivado: Synthesis, Implementation, and Timing Anal-
ysis

After RTL generation, the design can be imported into Vivado for logic synthesis
and implementation. Logic synthesis maps the RTL description to FPGA primitives
such as LUTs, flip-flops, DSP blocks, and memories. Implementation then performs
placement and routing, assigning the synthesized logic to physical FPGA resources
and connecting them through the routing fabric.

The post-implementation timing report is particularly important for this thesis
because it determines whether the design meets the target clock period. Timing
closure is commonly evaluated using metrics such as Worst Negative Slack (WNS).
A positive WNS indicates that the implemented design satisfies the specified timing
constraint, while a negative WNS indicates that at least one timing path violates
the target clock period.

2.5.3 Bitstream Generation and Optional Board Validation

If the implemented design meets the required constraints, Vivado can generate
a bitstream to configure the FPGA. Depending on the experimental setup, the
generated hardware can also be tested on a board using a software interface, for
example through a Python-based framework. Such tests are useful for end-to-end
validation, but they include software and communication overheads that must be
distinguished from the hardware latency reported by HLS and Vivado.
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Chapter 3

Proposed Hardware
Architecture

This chapter describes the implementation of the F'P6 vector dot-product kernel
considered in this thesis. The design takes packed 6-bit floating-point operands
as input, extracts the individual elements, computes element-wise products, and
accumulates the results. The objective is not to implement a complete neural-
network accelerator, but to study how this representative low-precision kernel can
be expressed and optimized using HLS directives.

3.1 Packed Data Representation

The implemented kernel operates on short vectors of 6-bit floating-point values.
Since 6-bit elements do not match standard C/C++ or hardware interface word
sizes, the operands are stored inside wider integer containers. In particular, a group
of six 6-bit elements requires 6 x 6 = 36 bits and can therefore be stored inside a
64-bit container such as ap_uint<64>.

This representation avoids storing each 6-bit value in a separate byte or word,
which would waste storage bits and obscure the sub-byte nature of the format.
Packing the operands also makes the data layout explicit in the HLS code: each
element is located at a known bit range inside the container and can be extracted
using bit slicing.

The use of a 64-bit container should be interpreted as an implementation choice
for the explored kernel, not as a complete system-level communication strategy. The
impact of this representation on latency, resource usage, and timing is evaluated
through the synthesis and implementation results discussed in Chapter 4.
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Proposed Hardware Architecture

3.2 Element Extraction and Parallel Multiplica-
tion

After the packed operands are provided to the kernel, the individual 6-bit values
must be extracted before arithmetic can be performed. In HLS, this can be
expressed using bit-range selection, for example through the .range() method
available for arbitrary-precision integer types.

Because each element occupies a fixed position inside the packed word, the
extraction can be described without an iterative memory access pattern. The
resulting hardware is expected to be implemented mainly as combinational wiring
and selection logic, although its final timing impact depends on synthesis and
routing.

Once extracted, the vector elements can be processed either sequentially or in
parallel, depending on the applied HLS directives. Loop unrolling exposes the
element-wise multiplications as independent operations. For a 6-element vector,
a fully unrolled implementation exposes six products that can be scheduled in
parallel, subject to resource availability and HLS binding decisions.

Complete array partitioning can be used for local arrays that store the extracted
elements. This prevents the array from becoming a memory-port bottleneck and
allows the unrolled operations to access different elements concurrently.

3.3 Latency and Initiation Interval Metrics

The design-space exploration in this thesis compares implementation variants
using two main timing metrics reported by HLS: latency and Initiation Interval
(IT). Latency is the number of clock cycles required to complete one execution of
the kernel, while II is the number of cycles between the start of two consecutive
executions or loop iterations in a pipelined design.

For a pipelined loop, the total execution time depends on both the pipeline
depth and the achieved II. A simplified latency expression for a loop with trip
count (V) is:

Latencyop, ~ Lpipeline + (N — 1) x I (3.1)

where Lipeiine represents the latency needed to fill and drain the pipeline.

In practice, the reported latency and II depend on the structure of the HLS
code, the applied directives, loop dependencies, memory accesses, and operator
latencies. For this reason, the thesis does not rely only on an analytical model.
The exact values used for comparison are taken from the HLS and Vivado reports
in Chapter 4.
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Proposed Hardware Architecture

3.4 The Accumulation Bottleneck and Timing
Closure

After the element-wise multiplications are computed, the partial products must
be reduced to a single dot-product result. A direct implementation such as sum
+= products[i] creates a loop-carried dependency: each addition depends on
the result of the previous one. In HLS, this dependency can limit the achievable
Initiation Interval and increase the latency of the reduction stage, especially when
the adder has a multi-cycle implementation.

3.4.1 Balanced Reduction Tree

A common way to reduce this dependency is to replace the sequential accumulation
chain with a balanced reduction tree. Instead of adding one product at a time to
a running sum, products are grouped into pairs and reduced over multiple levels.
For a vector of length N, this changes the reduction structure from a linear chain
to a tree with depth proportional to log, V.

This structure is well suited to a fully unrolled dot-product kernel because the
multiplier outputs are available as independent values. The reduction can therefore
be described as a separate tree-style accumulation stage rather than as a loop with
a carried dependency.

In the explored implementation, the reduction tree is expressed in C++ and
guided using HLS directives:

o Function inlining (#pragma HLS INLINE): Inlining removes the function
boundary around the reduction helper, giving the scheduler more freedom to
optimize the surrounding datapath.

« Expression balancing and relaxed math options: When enabled, these
options allow the tool to reassociate floating-point expressions and implement
a more balanced reduction structure.

This optimization has an important numerical implication. Floating-point
addition is not strictly associative, so changing the order of additions can change
the exact rounded result. For the purposes of this thesis, the reduction tree is
considered as a hardware optimization for the dot-product kernel; the numerical
impact of reassociation is not evaluated as part of neural-network accuracy.

The final architecture explored in Chapter 4 combines packed element extraction,
unrolled multiplication, and tree-style accumulation. The achieved latency, Initia-
tion Interval, resource usage, and timing slack are therefore treated as empirical
results from the HLS and Vivado reports rather than guaranteed properties of the
source-level structure alone.
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Chapter 4

Experimental Results and
Hardware Evaluation

This chapter evaluates the proposed vector Multiply-Accumulate (MAC) kernel
using selected HLS and Vivado implementation results. The objective is to compare
how changes in precision, loop structure, unrolling, data packing, and reduction
strategy affect latency, Initiation Interval (II), resource utilization, and timing
closure. Instead of presenting every intermediate experiment, the Design Space
Exploration (DSE) traces the most relevant optimization milestones, starting from
a sequential baseline and ending with a packed, fully unrolled configuration that
reports an II of 1 under the selected implementation conditions.

4.1 Experimental Setup and Methodology

The hardware design was captured using C+4 and synthesized into Register-
Transfer Level (RTL) code utilizing Xilinx Vitis High-Level Synthesis (HLS) 2025.2.
The target hardware platform for all synthesis runs is the AMD Xilinx Kria KV260
Vision Al Starter Kit, specifically featuring the xck26-sfvc784-2LV-c SoC device.

To evaluate the architecture’s boundaries, the target clock period was aggressively
tightened for each configuration until timing closure was barely met. The primary
metrics extracted from the synthesis reports include:

o Latency: The number of clock cycles required to fill the pipeline and complete
the vector MAC operation.

o Initiation Interval (II): The number of clock cycles before the accelerator
can accept a new input vector.
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Figure 4.1: The AMD Xilinx Kria KV260 Vision Al Starter Kit utilized as the
primary hardware platform for the experimental evaluation. The board features the
Zynq UltraScale+ xck26 MPSoC, which tightly couples a quad-core ARM Cortex-
Ab3 processing system (PS) with a programmable logic (PL) fabric optimized for
high-performance, low-latency Edge Al acceleration [2].

» Resource Utilization: The allocation of Look-Up Tables (LUTs), Flip-Flops
(FFs), and Digital Signal Processing (DSP) blocks.

« Timing Closure: Evaluated through the Worst Negative Slack (WNS) metric
extracted from Vivado’s physical post-implementation timing reports.

4.2 DSE Phase 1: Precision and the Accumula-
tion Bottleneck

By default, when Vitis HLS encounters a loop containing arithmetic operations,
it attempts to automatically pipeline it. In a naive MAC implementation, the
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element-wise multiplication and the running accumulation are fused within the
same loop. While the multiplication is a relatively fast combinational operation,
floating-point addition is a complex, multi-cycle process. This creates a severe
loop-carried dependency: the accumulator cannot process the next element until
the previous floating-point addition is fully resolved.

Table 4.1 summarizes the initial exploration aimed at mitigating this arithmetic
bottleneck. Station 0 represents the naive sequential baseline where pipelining was
explicitly disabled (#pragma HLS PIPELINE off), while Station 1 illustrates the
compiler’s default behavior when left unguided.

Table 4.1: Baseline Exploration: Pipeline, Precision, and System Bottlenecks

Station | Configuration Target Clock | Loop Latency | Loop II | System II=Latency | Slack(ns) Vivado
0 Naive Baseline (Sequential, 32bit) 3 ns 108 18 110 +0.468
1 Default Baseline(Auto-Pipelined,32bit) 3 ns 83 13 95 +0.422
2 Pipelined (32bit, Target II=1) 10 ns 8 1 8 +0.316
3 Pipelined (32bit, Target I1=2) 8.5 ns 16 2 17 +0.328
4 Pipelined (16bit, Target II=1) 8.5 ns 8 1 8 +0.109
5 Pipelined (16bit, Target [1=2) 8 ns 16 2 17 +0.206

The naive sequential implementation (Station 0) easily meets timing at the
aggressive 3 ns target, but it suffers from severe throughput degradation, requiring
18 cycles per loop iteration and a total system II of 110 clock cycles. When explicit
pipeline directives are removed (Station 1), Vitis HLS attempts to auto-pipeline the
loop toward a default target of Il = 1. However, bounded by the multi-cycle latency
of the 32-bit floating-point adder, the scheduler is forced to accept a suboptimal
loop II = 13 and a system II of 95 cycles.

When explicitly forcing the 32-bit floating-point accumulator to achieve II = 1,
timing closure was only reported at a highly relaxed 10 ns clock target (Station
2). At 8.5 ns, the 32-bit datapath could only be implemented with a target II = 2
(Station 3), reflecting the physical routing and logic-level delay of the carry-chains.

To reduce the arithmetic cost of the accumulation path, the accumulator pre-
cision was transitioned to the 16-bit half format (Station 4). This configuration
successfully reports an II = 1 at an 8.5 ns target while maintaining positive physi-
cal slack (+0.109 ns). For this reason, the 16-bit accumulation configuration was
selected as the baseline for all subsequent spatial optimizations.

4.3 DSE Phase 2: Spatial Unrolling and Interface
Effects

While pipelining the MAC loop improved throughput, the datapath remained
constrained by the sequential nature of the accumulation loop. To expose more

20



Experimental Results and Hardware Evaluation

spatial parallelism, the loop was unrolled using the #pragma HLS UNROLL directive.
Table 4.2 details this structural shift.

Table 4.2: Spatial Unrolling and Manual Tree Exploration

Station | Configuration Target Clock | Loop Latency | Loop II | System II | Latency | Slack (ns) Vivado
6 Unroll Factor 2 (half, pipelined MAC 3.5 ns 38 11 48 48 +0.351
loop)
7 Max Unroll(Factor 6),no pipeline, combi- 3.5 ns - - 35 35 +0.183
nation Multiplication, Accumulator Tree
8 Max Unroll + Manual Tree + Pipeline 3.5 ns - - 6 25 +0.191
(Target 11=1)

By applying a maximum unroll factor (factor=6), the multiplier loop is removed
entirely, instantiating six independent combinational multipliers that execute si-
multaneously. To handle the parallel outputs, the linear accumulator was replaced
with a manually described binary reduction tree (Station 7). In the non-pipelined
version, the system II remains high (II = 35) because a new input cannot be
accepted until the full combinational and reduction path has completed.

Explicit pipelining was reintroduced in Station 8. Although the source-level
target was II = 1, the reported system II was 6. This indicates that, for this
version of the design, the fully unrolled arithmetic datapath was not the only factor
limiting throughput. The interface representation and the sequential protocol
overhead required to transfer six separate sub-byte input elements over a standard
bus severely bottlenecked the kernel, motivating the packed representation explored
in the next phase.

4.4 DSE Phase 3: The Final Architecture and
I/0O Packing

To eliminate the protocol serialization overhead associated with presenting six
separate sub-byte values to the kernel, a data packing strategy was implemented.
As detailed in Table 4.3, this approach combines the six 6-bit elements into a
unified container and uses explicit bit slicing inside the kernel.

Table 4.3: The Final Optimized Architecture

Station | Configuration Target Clock | System II | Latency | Slack (ns) Vivado

9 Final Architecture (Packed I/O, Array 4 ns 1 18 +0.206
Partition, INLINE, Unsafe Math)

At the software level, the host processor packs six 6-bit F'P6 elements into a
single 64-bit container (6 x 6 = 36 utilized bits). This makes the vector layout
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explicit and allows the entire array to cross the memory boundary in a single
transaction.

Inside the FPGA design, complete array partitioning was applied to the local
storage used by the unpacked elements. This prevents those arrays from becoming
memory-port bottlenecks and allows the unrolled operations to access all lanes
concurrently in zero clock cycles. The 64-bit container is directly sliced into six
6-bit fields using bit-range selection.

Finally, the manual adder tree was replaced with a parametric HLS-driven reduc-
tion. By applying #pragma HLS INLINE to the reduction function, the hierarchical
boundary around the helper function was removed, exposing its operations to the
surrounding scheduler. Concurrently, the unsafe math_optimizations option
was enabled, authorizing the compiler to ignore the strict non-associativity rules of
IEEE-754 floating-point arithmetic. Granted this freedom, the tool autonomously
synthesized a perfectly balanced, minimum-latency reduction tree.

The culmination of these techniques (packed input representation, partitioned
local storage, unrolled multiplication, and a compiler-guided reduction tree) pro-
duced the final measured configuration (Station 9). At a highly aggressive 4 ns
clock target (250 MHz), Vivado reports a positive slack of +0.206 ns, while HLS
reports a system II of 1 and a latency of 18 cycles. Under these reported conditions,
the pipeline fill latency corresponds to 72 ns, after which the hardware achieves an
ideal throughput of one valid dot-product result per clock cycle.

4.5 Resource Utilization and Power Consump-
tion Analysis

On FPGA platforms such as the Kria KV260, throughput improvements must
be evaluated together with their resource and power cost. Table 4.4 presents a
comparative summary of hardware resource allocation and estimated on-chip power
across the selected architectural stations. The metrics are extracted from Vivado
post-implementation reports after Place and Route (P&R).

A defining characteristic of the final architecture (Station 9) is the reported
reduction of BRAM usage to zero. Complete array partitioning removes the local
memory-port bottleneck for the unpacked element storage, at the cost of utilizing
distributed logic and registers.

The progression from the baseline to the fully unrolled architecture illustrates
the expected trade-off in spatial computing. Achieving a true II = 1 throughput
at 250 MHz requires instantiating parallel arithmetic lanes, which increases the
utilization of DSP slices (from 4 to 20) and LUTs (from 1255 to 2141). However, a
remarkable engineering insight emerges when comparing the power metrics: despite
increasing the system throughput by two orders of magnitude (from II = 110 in
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Table 4.4: Comparative Resource Utilization and Power Consumption on Kria

KV260

Station | Configuration LUTs | FFs | DSPs | BRAM | Total (W) | PS (W) | PL (mW)
0 Naive Baseline (Sequential, 32-bit) 1255 | 1764 4 3 2.78 2.42 59
1 Default Baseline(Auto-Pipelined,32bit) | 1141 | 1469 2 3 2.76 2.42 32
2 Pipelined II=1 (32-bit) 1368 | 1132 4 3 2.73 2.41 16
3 Pipelined I1=2 (32-bit) 1220 | 1196 2 3 2.73 2.41 15
4 Pipelined II=1 (half Precision) 1121 | 1036 4 3 2.73 2.41 14
5 Pipelined 1I=2 (half Precision) 1064 | 1081 2 3 2.73 2.41 15
6 Unroll Factor 2 1069 | 1166 2 3 2.74 2.42 23
7 Max Unroll (no pipeline) + Manual Tree | 1444 | 1573 8 3 2.75 2.41 35
8 Max Unroll (pipeline II=1)+ Manual | 1342 | 1603 4 3 2.75 241 33

Tree
9 Final Architecture (Packed, Unsafe | 2141 | 2327 20 0 2.79 2.41 59
Math, Tree)

Station 0 to II = 1 in Station 9) and multiplying the active DSP lanes fivefold,
the dynamic Programmable Logic (PL) power consumption remains identical at
59 mW. This efficiency is directly attributable to the sub-byte F'P6 datapath
and the removal of BRAM read/write dynamic overheads. Furthermore, the total
resource footprint remains a tiny fraction of the target xck26 device capacity,
preserving abundant silicon area for integrating the remaining neural network
layers.

4.6 Hardware Verification and End-to-End La-
tency

While static timing analysis and Vitis HLS reports provide hardware-level metrics,
exercising the generated IP from a System-on-Chip (SoC) environment introduces
software and communication overhead. The generated bitstreams were deployed to
the Kria KV260 board and checked using a Python-based PYNQ testing framework
running on the ARM Cortex-A53 processor.

A critical distinction must be made between hardware execution latency and
end-to-end system latency. For instance, in the final architecture, the reported
hardware pipeline latency is 18 cycles at a 4 ns target, corresponding to 72 ns under
timing-closed operation. However, the execution time recorded by the Python
driver in the Linux terminal was typically measured in tens of microseconds.

This discrepancy is expected because the end-to-end measurement includes more
than the datapath latency. It includes Python execution overhead, Linux scheduling
effects, data packaging routines, and communication between the processor system
and the programmable logic across the AXI4-Lite bridge.
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This result demonstrates that the optimized kernel latency reported by HLS and
Vivado does not directly translate into the same end-to-end application latency
when controlled through a high-level Python/PYNQ stack. Lower-overhead drivers,
bare-metal C/C++ execution, batching, or Direct Memory Access (DMA) engines
would be required to fully bridge this gap and expose the raw hardware throughput
at the application level.
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Chapter 5

Conclusion and Future Work

5.1 Conclusion

The deployment of Deep Learning models on resource-constrained platforms is
strongly influenced by the computational and memory cost of Multiply-Accumulate
(MAC) operations. Sub-byte floating-point formats such as OCP F P6 can reduce
storage and transfer requirements, but they also require custom hardware handling
because they do not map directly to standard arithmetic types or word sizes.

This thesis investigated the implementation of an F'P6 vector dot-product
kernel using Xilinx Vitis HLS targeting the Kria KV260 SoC. The explored design
combines a packed 64-bit input representation, bit-range extraction, complete
partitioning of local element storage, loop unrolling, and tree-style accumulation.

The results show that restructuring the accumulation from a sequential loop into
a tree-style reduction, together with packed input handling, substantially improves
the reported schedule for the explored kernel. The final measured configuration
reports a system Initiation Interval (II) of 1 at a 4 ns target clock with positive post-
implementation slack. These results demonstrate the feasibility of implementing
and optimizing this low-precision dot-product kernel on FPGA fabric, while leaving
broader neural-network integration and accuracy evaluation outside the scope of
this thesis.

5.2 Future Work

While the proposed architecture exposes substantial spatial parallelism for the
studied kernel, further optimizations can be explored to increase the arithmetic
density within the hardened DSP slices.

A promising avenue for future research is the investigation of DSP Operand
Packing techniques for sub-byte floating-point formats. Modern FPGA DSP
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blocks, such as the DSP48E2 in the Zynq UltraScale+ architecture, feature wide
input ports designed for higher-precision arithmetic (e.g., a 27 x 18-bit multiplier).
Because the F'P6 elements require significantly fewer bits, a single DSP slice may
be underutilized when mapped to one low-precision operation.

One possible direction is to investigate whether two independent low-precision
operands can be placed within the same DSP input word, separated by guard
bits, and multiplied against a shared operand without cross-term interference. For
example, one operand could be shifted toward the Most Significant Bits (MSB),
another placed near the Least Significant Bits (LSB), and zeros inserted between
them. Implementing this idea would require careful analysis of product bit growth,
rounding, sign handling, and HLS/DSP inference. If practical, this technique could
improve throughput per DSP block for similar low-precision kernels.
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