
Politecnico di Torino

Master’s Degree in ICT for Smart Societies
A.y. 2025/2026

Graduation Session July 2026

Centralized Resource Brokerage for
Multi-Cluster Kubernetes

A Secure, Reservation-Based Architecture with Automatic

Liqo Peering

Supervisors:
Prof. Fulvio Risso
Dr. Stefano Galantino
Jacopo Marino

Candidate:
Mohammadmahdi Azizian



Abstract

Organizations increasingly operate multiple Kubernetes clusters across data centers,
cloud providers, and edge locations. This multi-cluster paradigm introduces a
persistent inefficiency: resource fragmentation. At any moment some clusters sit
idle with surplus CPU and memory while others struggle under peak demand,
yet no standardized, lightweight mechanism exists for sharing resources between
clusters. Operators are forced to over-provision each cluster in isolation, leaving
average utilization between 20% and 50%.

This thesis designs, implements, and evaluates a multi-cluster Kubernetes
resource sharing platform built around a centralized broker and lightweight per-
cluster agents. Each agent collects its cluster’s real-time CPU, memory, and GPU
availability and publishes it to the broker, which maintains a federation-wide view of
spare capacity. When a user submits a resource request, the broker’s scoring-based
decision engine selects the provider that retains the most headroom after fulfillment
and returns the decision synchronously in the HTTP response. A Reserved field,
atomically updated before each reservation is confirmed, prevents the double-
booking of capacity under concurrent requests. All agent–broker communication
is secured with mutual TLS, where cluster identity is derived directly from the
client certificate Common Name, eliminating separate authentication infrastructure.
Once a reservation is granted, the requester agent automatically establishes Liqo
peering, creating a virtual node and encrypted WireGuard tunnel that make the
provider’s resources transparently schedulable.

The system was evaluated on a 96-core server using Kind clusters. The broker
scales to 100 connected agents on a single CPU core with constant memory, delivers
reservation decisions in roughly 433 ms, handles ten concurrent requests with zero
timeouts and zero double-bookings, and selects the optimal provider in every tested
scenario, while each agent consumes about 40 MB of memory and negligible CPU.
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Chapter 1

Introduction

Cloud computing has fundamentally changed how organizations deploy and manage
software. Containers, orchestrated by platforms such as Kubernetes, have become
the standard unit of deployment across industries ranging from financial services to
scientific computing; industry surveys report that the large majority of organizations
now use or evaluate Kubernetes, with most running it in production [3]. As
organizations mature in their cloud adoption, they increasingly operate not one
but multiple Kubernetes clusters—spread across data centers, cloud providers, and
edge locations—to achieve geographic proximity to users, regulatory compliance,
fault isolation, and team autonomy.

However, this multi-cluster paradigm introduces a persistent inefficiency: re-
source fragmentation. At any given moment, some clusters sit idle with surplus
CPU and memory, while others struggle under peak demand. Traditional ap-
proaches treat each cluster as an isolated silo, forcing operators to over-provision
capacity in every cluster to handle worst-case scenarios. Studies on cluster utiliza-
tion in large-scale deployments consistently show that average resource utilization
remains between 20% and 50% [4, 5], representing a significant waste of computing
infrastructure and energy.

The vision of a computing continuum—where resources flow seamlessly from
edge devices through on-premise clusters to public clouds—has gained traction in
both industry and the European research community, notably through initiatives
such as the FLUIDOS project [6]. Yet achieving this vision requires mechanisms
that can discover, match, and allocate resources across cluster boundaries in a
secure and consistent manner.

This thesis presents a system that addresses this gap: a multi-cluster Ku-
bernetes resource sharing platform with a centralized broker, lightweight
per-cluster agents, mutual TLS security, and automatic cluster peering through
Liqo.

A distinguishing feature of the design is its synchronous reservation protocol: a
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requesting cluster receives its allocation decision within the same HTTP request
that carries the reservation (sub-second end-to-end), while the chosen provider is
notified within a short polling interval. This single design choice—returning the
decision inline rather than through asynchronous reconciliation—is what makes
the end-to-end experience feel immediate, and it recurs as a theme throughout the
thesis.

1.1 Problem Statement
Despite the proliferation of multi-cluster Kubernetes deployments, there is currently
no standardized, lightweight mechanism for sharing resources between clusters. The
key challenges are:

1. Lack of global visibility. Each cluster’s scheduler sees only its own nodes.
There is no federation-wide view of which clusters have spare capacity and
which are under pressure.

2. No reservation mechanism. Even when spare capacity is identified, there
is no protocol to reserve it for a remote requester while preventing other con-
sumers from claiming the same resources—a classic double-booking problem.

3. Security at cluster boundaries. Clusters are typically managed by different
teams or organizations. Any inter-cluster communication must be mutually
authenticated and authorized, without requiring clusters to share credentials
or join a common identity provider.

4. Bridging decision and action. Deciding which cluster should provide
resources is only half the problem. The system must also establish actual
network connectivity between the requester and provider so that workloads
can be offloaded.

Existing solutions address parts of this problem. Kubernetes Federation
(KubeFed) enables multi-cluster workload distribution but does not provide a
resource marketplace or reservation semantics. Liqo enables peer-to-peer cluster
peering and pod offloading but relies on manual or static peering decisions rather
than dynamic resource matching. Neither system prevents race conditions when
multiple requests target the same provider simultaneously.

1.2 Research Questions
The challenges above motivate the following research questions, which the design,
implementation, and evaluation of this thesis set out to answer:

2
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RQ1 (Visibility and scalability). Can a single centralized broker maintain an
accurate, federation-wide view of resource availability across many clusters,
and how does its resource consumption scale as the number of participating
clusters grows?

RQ2 (Consistency under concurrency). Can resource reservations be granted
consistently when several requests compete for the same capacity—that is,
without ever double-booking the same resources—using only Kubernetes-native
concurrency primitives rather than an external coordination service?

RQ3 (Latency). What end-to-end latency is achievable for a reservation, and
how does a synchronous request–response protocol, in which the broker returns
its decision inline, compare to a conventional asynchronous, poll-based design?

RQ4 (From decision to usable resources). Once the broker has selected a
provider, can the network interconnection between requester and provider be
established automatically, so that the granted resources become schedulable
without manual operator intervention?

These questions are revisited in Chapter 5 (Section 5.10.3), where each is
answered against experimental evidence.

1.3 Objectives
The objective of this thesis is to design, implement, and evaluate a system that en-
ables automatic, secure, and consistent resource sharing across multiple Kubernetes
clusters. Specifically, the system must:

1. Collect resource advertisements. Design a centralized broker that re-
ceives and stores real-time resource metrics (CPU, memory, GPU) from all
participating clusters.

2. Match reservations to providers. Implement a decision engine that
evaluates available clusters based on a scoring algorithm and selects the
optimal provider for each resource request.

3. Prevent double-booking. Introduce a resource locking mechanism (the
Reserved field) that ensures consistency under concurrent reservation requests.

4. Secure all communication. Use mutual TLS (mTLS) with certificate-based
identity, where each cluster’s identity is derived from its certificate Common
Name (CN), eliminating the need for separate authentication tokens.
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5. Deploy lightweight agents. Build a per-cluster agent that monitors lo-
cal resources, publishes advertisements, receives instructions, and consumes
minimal CPU and memory.

6. Automate cluster interconnection. Integrate with Liqo to automatically
establish network peering between requester and provider clusters after the bro-
ker makes a decision, creating virtual nodes that enable transparent workload
offloading.

7. Evaluate the system. Conduct experiments measuring scalability, latency,
concurrency handling, decision accuracy, and resource tracking correctness.

1.4 Contributions
This thesis makes the following contributions:

• Centralized Broker Architecture. A Kubernetes-native broker that col-
lects cluster advertisements, processes reservation requests through a scoring-
based decision engine, and manages the complete reservation lifecycle (Pending
→ Reserved→ Active→ Released). The broker is implemented as a controller-
runtime operator with a REST API secured by mTLS.

• Reserved Field Mechanism. A race-condition prevention mechanism where
the broker atomically updates a Reserved field in the provider’s ClusterAd-
vertisement before confirming a reservation. This ensures that concurrent
requests see reduced availability and cannot double-book the same resources.
The agent preserves this field during advertisement updates through a two-step
read-then-write protocol.

• Scoring-Based Decision Engine. A cluster selection algorithm that filters
candidates by resource sufficiency and active status, then scores them based
on projected post-reservation utilization. The algorithm favors clusters that
retain the most headroom after fulfilling the request, distributing load across
the federation.

• mTLS Identity Model. A security model where cluster identity is derived
directly from the client certificate Common Name, managed by cert-manager.
This eliminates separate authentication infrastructure (tokens, API keys,
OAuth) and provides mutual authentication with minimal operational over-
head.

• Automatic Liqo Peering. An integration where the agent automatically trig-
gers liqoctl peer upon receiving a ReservationInstruction, establishing
encrypted WireGuard tunnels and virtual nodes without manual intervention.
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• Comprehensive Evaluation. Seven automated test scenarios measuring bro-
ker scalability (up to 100 clusters), reservation latency (sub-second end-to-end
with synchronous flow), concurrent request handling (zero double-bookings),
decision accuracy (optimal provider selected in every tested scenario), resource
exhaustion tracking, and agent startup time breakdown.

• Open-Source Implementation. The complete system is available as open-
source software, implemented in Go with Kubernetes CRDs, suitable for both
research and practical deployment.

1.5 Thesis Structure
The remainder of this thesis is organized as follows:

• Chapter 2: Background and Related Work. Provides the technical back-
ground on Kubernetes resource management, Custom Resource Definitions,
the controller-runtime framework, multi-cluster architectures, and existing
solutions including KubeFed, Liqo, and the FLUIDOS project. Identifies the
limitations of current approaches that motivate this work.

• Chapter 3: System Design. Defines the functional and non-functional
requirements, presents the hub-and-spoke architecture, describes the CRD-
based data model, the resource calculation formula, the decision algorithm,
the REST communication protocol, and the mTLS security model.

• Chapter 4: Implementation. Details the technology stack, project struc-
ture, and implementation of the broker (API server, authentication middleware,
reservation controller, decision engine) and agent (resource collector, HTTP
transport, synchronous reservation flow, instruction polling, Liqo integration).

• Chapter 5: Evaluation. Presents seven experimental tests conducted on
a 96-core server, measuring scalability (with resource exhaustion verifica-
tion), bandwidth, agent footprint, reservation latency, concurrent reservation
handling, decision accuracy, and agent startup time breakdown.

• Chapter 6: Conclusions. Summarizes the contributions, discusses limita-
tions, and outlines directions for future work.
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Chapter 2

Background and Related
Work

This chapter provides the technical background required to understand the design
and implementation of the proposed system. It covers Kubernetes fundamentals,
resource management, the extension mechanisms used to build the system, multi-
cluster motivations, and existing solutions. The chapter concludes by identifying
the gaps in current approaches that this thesis addresses.

2.1 Kubernetes Overview

Kubernetes [7] is an open-source container orchestration platform originally devel-
oped by Google and now maintained by the Cloud Native Computing Foundation
(CNCF). It automates the deployment, scaling, and management of containerized
applications across clusters of machines.

A Kubernetes cluster consists of a control plane and one or more worker
nodes. The control plane includes the API server (the central entry point for all
operations), etcd (a distributed key-value store for cluster state), the scheduler
(which assigns pods to nodes), and the controller manager (which runs reconciliation
loops). Worker nodes run the kubelet agent, a container runtime (e.g., containerd),
and kube-proxy for network routing.

The fundamental unit of deployment is the Pod: one or more containers
that share a network namespace and storage volumes. Higher-level abstractions—
Deployments, StatefulSets, DaemonSets—manage pod lifecycle, replication, and
updates.
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2.1.1 Resource Management in Kubernetes
Kubernetes manages compute resources (primarily CPU and memory) through a
system of requests and limits defined in each container specification.

• Requests specify the minimum resources a container needs. The scheduler
uses requests to determine which node has sufficient capacity to host a pod.
Resources specified as requests are guaranteed to the container.

• Limits specify the maximum resources a container may consume. If a container
exceeds its memory limit, it is terminated (OOMKilled). If it exceeds its CPU
limit, it is throttled.

At the node level, Kubernetes distinguishes between:

• Capacity: The total physical resources of the node (e.g., 4 CPU cores, 16
GiB memory).

• Allocatable: Capacity minus resources reserved for system daemons
(kubelet, kube-proxy, container runtime, OS). This is the resource pool
available for scheduling user pods.

The scheduler performs bin packing: it sums the resource requests of all pods
assigned to a node and ensures the total does not exceed the node’s allocatable
capacity. Crucially, the scheduler uses requests, not limits or actual usage, for
placement decisions. This means a node can be “fully allocated” (all allocatable
capacity claimed by requests) even if actual utilization is low.

Resource quantities in Kubernetes use standard units: CPU is measured in
millicores (e.g., 500m = 0.5 cores), and memory in bytes with standard suffixes
(e.g., 256Mi = 256 mebibytes).

2.1.2 Custom Resource Definitions
Kubernetes is designed to be extensible. Custom Resource Definitions (CRDs)
allow developers to define new resource types that behave like built-in resources
(Pods, Services, etc.) but carry application-specific data.

A CRD registration tells the Kubernetes API server to accept, store, and serve
a new resource type. For example, registering a ClusterAdvertisement CRD
enables commands like:

1 kubectl get clusteradvertisements
2 kubectl describe clusteradvertisement agent -cluster -1- adv
3 kubectl apply -f reservation .yaml

Listing 2.1: Interacting with a Custom Resource
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CRDs are stored in etcd alongside built-in resources and benefit from the same
mechanisms: RBAC authorization, watch/notification, resource versioning (for
optimistic concurrency control), and garbage collection.

Each CRD instance has a spec (desired state, set by the user or an external
system) and a status (observed state, set by the controller). This spec/status
separation is a core Kubernetes convention that enables the declarative reconciliation
model.

2.1.3 Controller Runtime and Kubebuilder
A controller is a loop that watches for changes to resources and takes action to
drive the actual state toward the desired state. This is the reconciliation pattern:
given the current state of a resource, determine what actions are needed and execute
them.

controller-runtime [8] is the official Go library for building Kubernetes con-
trollers. It provides:

• Manager: Manages shared dependencies (Kubernetes client, cache, scheme)
and runs all controllers.

• Reconciler interface: Defines a single Reconcile(ctx, Request) (Re-
sult, error) method that the developer implements.

• Informer cache: Maintains an in-memory cache of watched resources, reduc-
ing API server load.

• Leader election: Ensures only one controller instance is active in a multi-
replica deployment.

• Health probes: Exposes /healthz and /readyz endpoints.

Kubebuilder [9] is a scaffolding tool that generates the boilerplate code for
CRD type definitions, controller stubs, RBAC manifests, and Makefile targets.
Together, controller-runtime and Kubebuilder form the standard toolkit for building
Kubernetes operators in Go.

The reconciliation loop follows this pattern:

1. A change to a watched resource triggers the reconciler.

2. The reconciler fetches the current state of the resource from the API server.

3. It compares the current state to the desired state.

4. It takes corrective action (create, update, or delete dependent resources).
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5. It updates the resource’s status to reflect the new observed state.

6. It returns a result: either success (stop), requeue after a delay, or error
(immediate requeue with backoff).

This pattern is level-triggered, not edge-triggered: the reconciler acts on the
current state, not on the specific event that triggered it. This makes controllers
resilient to missed events, crashes, or restarts.

2.2 Multi-Cluster Architectures
Organizations adopt multi-cluster Kubernetes deployments for several reasons:

• Geographic distribution. Clusters are placed close to end users to reduce
latency. A global service might operate clusters in Europe, North America,
and Asia.

• Fault isolation. Separating workloads across clusters limits the blast radius
of failures. A misconfiguration in one cluster does not affect others.

• Regulatory compliance. Data residency requirements (e.g., GDPR) may
mandate that certain data is processed within specific geographic boundaries,
requiring dedicated clusters per region.

• Team autonomy. Different teams or business units may manage their
own clusters with independent upgrade cycles, security policies, and resource
quotas.

• Edge computing. IoT and edge scenarios deploy small clusters at edge
locations (factories, retail stores, vehicles) that interact with central cloud
clusters.

Multi-cluster architectures generally follow one of two patterns:

• Hub-and-spoke (also called fleet management): A central control plane
manages or coordinates multiple spoke clusters. This is the model adopted by
Kubernetes Federation, Rancher, and the system proposed in this thesis.

• Peer-to-peer: Clusters discover and communicate with each other directly
without a central coordinator. This is the model used by Liqo and service
meshes like Istio multi-cluster.

The hub-and-spoke model provides a global view of all clusters and simplifies
policy enforcement, but introduces a single point of coordination. The peer-to-
peer model is more resilient to central failures but makes global optimization and
consistent reservation difficult.
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2.3 Existing Solutions
2.3.1 Kubernetes Federation (KubeFed)
Kubernetes Federation v2 (KubeFed) [10] is a Kubernetes SIG project that enables
managing workloads across multiple clusters from a single control plane. Its core
concepts are:

• Federated Types: Templates that define how resources (Deployments, Ser-
vices, ConfigMaps) should be distributed across member clusters.

• Placement Policies: Rules that determine which clusters receive which
resources, based on labels, cluster selectors, or explicit lists.

• Override Policies: Cluster-specific modifications to the template (e.g.,
different replica counts per region).

KubeFed’s focus is on workload distribution: ensuring that a Deployment runs
in the correct set of clusters. It does not provide:

• A resource marketplace where clusters advertise available capacity.

• Reservation semantics that lock resources for a specific consumer.

• Dynamic provider selection based on real-time availability.

Furthermore, KubeFed requires all member clusters to be registered and managed
centrally, which may not be practical for loosely coupled federations where clusters
belong to different organizations.

2.3.2 Liqo
Liqo [11] is an open-source project developed at Politecnico di Torino that enables
transparent multi-cluster resource sharing. Its key mechanisms are:

• Peering: Two clusters establish a bidirectional relationship. One cluster (the
consumer) can offload pods to the other (the provider). Peering is initiated
via liqoctl peer or through CRD-based configuration.

• Virtual Nodes: When peering is established, Liqo creates a virtual node in
the consumer cluster that represents the provider’s resources. The Kubernetes
scheduler can place pods on this virtual node as if it were a real node.

• Pod Offloading: Pods scheduled on a virtual node are transparently created
on the provider cluster. Liqo handles network routing, service discovery, and
storage mapping.
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• Network Fabric: Liqo establishes encrypted WireGuard tunnels between
clusters, extending the pod network across cluster boundaries.

• Authentication: Liqo authenticates peering clusters using credentials ex-
changed during peering establishment. Recent Liqo releases adopt a declarative,
Kubernetes-native peering model based on certificate identities rather than
long-lived tokens.

Liqo’s strengths lie in its transparent pod offloading and network integration.
However, its peer-to-peer model has limitations for resource sharing at scale:

• No centralized decision-making: Each peering relationship is established
manually or statically. There is no mechanism to automatically determine
which cluster should provide resources based on current availability.

• No reservation semantics: When multiple consumers peer with the same
provider, there is no coordination to prevent over-subscription.

• O(n2) peering complexity: In a federation of n clusters, fully meshed
peering requires n(n− 1)/2 relationships, which becomes impractical beyond
a few dozen clusters.

2.3.3 FLUIDOS Project
FLUIDOS (Flexible, scaLable, secUre, and decentralIzeD Operating System) [6]
is a European Union Horizon Europe project that aims to create a “computing
continuum” spanning edge devices, on-premise infrastructure, and public clouds.
The project envisions a future where computing resources are traded and consumed
as a utility, similar to electrical power.

Key concepts from FLUIDOS relevant to this thesis:

• REAR (REsource Advertisement and Reservation): A protocol for
clusters to advertise available resources and for consumers to reserve them.
FLUIDOS provides a reference implementation of REAR; this thesis explores
an alternative, broker-centric realization of the same advertise-and-reserve
idea, trading the decentralized FLUIDOS model for a centralized coordinator
with explicit reservation locking.

• Node-level abstraction: Resources are abstracted as “flavours” that describe
computational capabilities without exposing infrastructure details.

• Decentralized discovery: FLUIDOS envisions a network of brokers that
can discover each other, though the current iteration focuses on single-broker
scenarios.
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This thesis is positioned as complementary to FLUIDOS: rather than competing
with the FLUIDOS REAR implementation, it investigates a centralized broker-
agent design point for the same advertise-and-reserve problem, contributing an
mTLS-secured control channel, a concrete scoring-based decision algorithm, an
explicit reservation-locking mechanism, and automatic integration with Liqo for
cluster interconnection.

2.3.4 Other Approaches
Several other projects address aspects of multi-cluster resource management:

• Admiralty [12]: A multi-cluster scheduling system that uses virtual nodes
(similar to Liqo) to enable cross-cluster pod placement. It focuses on scheduling
policies but does not implement resource reservation or a marketplace.

• Karmada [13]: A Kubernetes management system for multi-cloud and multi-
cluster scenarios, providing workload distribution, failover, and scaling. Like
KubeFed, it focuses on workload placement rather than resource trading.

• Clusternet [14]: Manages multiple clusters as if they were virtual nodes in
a parent cluster. It provides a unified API but does not address resource
reservation or dynamic provider selection.

• Virtual Kubelet [15]: A kubelet implementation that connects Kubernetes
to external APIs (e.g., Azure Container Instances, AWS Fargate). It enables
offloading to specific backends but does not provide federation-wide resource
matching.

2.4 Limitations of Current Approaches
Table 2.1 summarizes the capabilities of existing solutions compared to the system
proposed in this thesis.

It is important to clarify the entries marked via Liqo. This thesis does not
reimplement cluster peering, virtual nodes, or pod offloading: these capabilities
are provided by the integrated Liqo layer, which the system invokes automatically
once the broker has made a reservation decision. The contribution of this work is
therefore not these mechanisms in isolation, but the coordination layer on top of
them—resource advertisement, dynamic provider selection, reservation semantics,
and race-condition prevention—together with the automation that bridges a broker
decision to a concrete Liqo peering. Likewise, the “mTLS broker–agent channel” row
refers specifically to the REST control channel introduced by this work; Liqo secures
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Table 2.1: Comparison of multi-cluster resource sharing approaches

Feature KubeFed Liqo Karmada Admiralty This thesis
Resource advertisement – – – – ✓
Centralized broker ✓ – ✓ – ✓
Dynamic provider selection – – – – ✓
Reservation semantics – – – – ✓
Race condition prevention – – – – ✓
Cluster peering – ✓ – – via Liqo
Virtual nodes – ✓ – ✓ via Liqo
Pod offloading – ✓ – ✓ via Liqo
mTLS broker–agent channel – – – – ✓
Lightweight agent – ✓ – – ✓

its own control and data planes independently, but exposes no such broker–agent
protocol because it follows a peer-to-peer model.

The key gaps in existing approaches that this thesis addresses are:

1. No centralized resource coordination. None of the surveyed systems
provide a centralized point where all clusters’ available resources are collected,
compared, and matched to incoming requests using a scoring algorithm.

2. No reservation marketplace. There is no mechanism for a cluster to request
resources and receive a binding reservation that locks capacity on a specific
provider, preventing other consumers from claiming the same resources.

3. Race conditions not addressed. In systems that allow concurrent access
to shared resources (e.g., multiple consumers peering with the same provider),
there is no mechanism to ensure that the total reserved capacity does not
exceed what is actually available.

4. Gap between decision and action. Systems that perform resource matching
(if any) do not automatically establish the network connectivity needed to
actually use the matched resources. The system proposed in this thesis bridges
this gap by automatically triggering Liqo peering after the broker makes a
decision.

These limitations motivate the design of a system that combines centralized
brokerage (for global visibility and consistent reservations) with Liqo integration
(for transparent cluster peering and workload offloading), secured by mTLS with
certificate-based identity.
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Chapter 3

System Design

This chapter presents the architectural design of the multi-cluster Kubernetes
resource sharing system. We first define the functional and non-functional require-
ments, then describe the overall architecture, data model, resource calculation,
decision algorithm, communication protocol, security model, and the integration
with Liqo for automatic cluster peering.

3.1 Requirements
The system requirements are derived from the research objectives outlined in
Chapter 1 and the limitations identified in the state of the art (Chapter 2).

3.1.1 Functional Requirements
FR1 Resource Advertisement. Each cluster must periodically collect its local

resource metrics (CPU, memory, GPU) and publish them to the central broker.
The advertisement must reflect real-time values including allocatable capacity,
allocated resources, and any previously reserved quantities.

FR2 Advertisement Collection and Storage. The broker must receive ad-
vertisements from all connected agents, store them as Kubernetes Custom
Resources (ClusterAdvertisement), and maintain an up-to-date view of the
entire federation’s resource availability.

FR3 Reservation Processing. When a user creates a reservation request spec-
ifying the desired CPU and memory, the broker must evaluate all available
clusters through a decision engine and select the optimal provider.

FR4 Resource Locking. Upon selecting a provider, the broker must atomically
update the Reserved field in the provider’s ClusterAdvertisement to prevent
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other reservations from consuming the same resources. This ensures consistency
under concurrent requests.

FR5 Instruction Delivery. After a successful reservation, the broker must gen-
erate two instruction objects: a ReservationInstruction for the requester
(identifying the target provider) and a ProviderInstruction for the provider
(identifying the requester and reserved quantities).

FR6 Automatic Cluster Peering. Upon receiving a ReservationInstruction,
the requester agent must automatically establish network-level peering with
the provider cluster using Liqo, creating a virtual node that enables workload
offloading.

FR7 Resource Release. When a reservation expires or is explicitly released, the
broker must unlock the reserved resources by updating the provider’s Clus-
terAdvertisement, making those resources available for future reservations.

3.1.2 Non-Functional Requirements
NFR1 Mutual TLS Security. All communication between agents and the broker

must be authenticated and encrypted using mutual TLS (mTLS). Each cluster’s
identity is derived from its client certificate Common Name (CN), eliminating
the need for separate authentication tokens.

NFR2 Scalability. The system must support up to 100 simultaneously connected
clusters with sub-second reservation latency. The broker’s resource consump-
tion must scale at most linearly with the number of connected agents (and, as
Chapter 5 shows, sub-linearly beyond a few dozen agents).

NFR3 Consistency Under Concurrency. Multiple simultaneous reservation
requests must be handled without double-booking resources. The Reserved
field mechanism must guarantee that the same capacity is never allocated to
more than one requester.

NFR4 Lightweight Agent Footprint. Individual agents must consume minimal
resources (under 50 MB memory, under 5% CPU) to allow deployment on
resource-constrained edge nodes without impacting application workloads.

NFR5 Protocol Extensibility. The communication layer must be designed as a
pluggable interface, allowing future transport protocols (e.g., MQTT, gRPC)
to be added without modifying the core business logic.
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3.2 Architecture Overview
The system follows a hub-and-spoke architecture where a central broker co-
ordinates resource sharing among multiple Kubernetes clusters. Each cluster
runs an agent that communicates with the broker via HTTPS with mutual TLS
authentication. Figure 3.1 illustrates the high-level architecture.

REST API (mTLS)

Decision Engine

ClusterAdvertisements

Reservations

Metrics Collector

ResourceRequest

ReservationInstruction

Liqo Virtual Node

Metrics Collector

ProviderInstruction

Liqo

Broker ClusterRequester Cluster Provider Cluster
advertise / reserve
HTTPS · mTLS

advertise
poll instructions

Liqo peering (WireGuard)

Figure 3.1: System architecture. Agents publish resource advertisements to
the broker via HTTPS/mTLS. The broker processes reservations and delivers
instructions. The requester agent automatically peers with the provider via Liqo.

Before describing each component in isolation, it is useful to follow a request
end to end, as this single narrative captures the essence of the design:

1. Every agent periodically publishes its cluster’s available resources to the broker,
which stores them as ClusterAdvertisement objects, giving the broker a
federation-wide view of spare capacity.

2. A user on the requester cluster creates a ResourceRequest, declaring the
CPU and memory needed.

3. The requester agent forwards this to the broker over a single, mutually authen-
ticated HTTP call. The broker runs its decision engine, atomically locks the
chosen provider’s capacity via the Reserved field, and returns the decision in
the same HTTP response—so the requester learns its provider in sub-second
time, without polling.

4. The selected provider discovers its obligation within a short polling inter-
val (every five seconds), keeping providers eventually consistent without a
persistent push channel.

16



System Design

5. The requester agent then automatically triggers Liqo peering with the provider,
after which the provider’s resources appear locally as a virtual node and
standard Kubernetes scheduling can offload work onto them.

The asymmetry in step 3 versus step 4—synchronous for the requester,
lightweight polling for the provider—is the central design decision of this work
and is revisited in the communication protocol (Section 3.6) and the evaluation
(Chapter 5). The remainder of this section details the two components that realize
this flow.

3.2.1 Broker Component
The broker is the central coordination point of the system, deployed as a Kubernetes
controller-manager within its own cluster. It exposes a REST API server secured
with mutual TLS and manages the following responsibilities:

• Advertisement reception: Receives and stores resource advertisements
from all connected agents as ClusterAdvertisement Custom Resources.

• Reservation processing: When a Reservation is created, the broker’s
controller invokes the decision engine to select the best provider cluster.

• Resource locking: Updates the Reserved field in the selected provider’s
advertisement to prevent double-booking.

• Instruction generation: Returns a ReservationInstruction to the re-
quester synchronously in the reservation response, and exposes a GET /api/v1/
instructions endpoint for providers to poll for their ProviderInstruction
objects.

• Score calculation: Computes and maintains a score for each cluster adver-
tisement based on resource availability.

3.2.2 Agent Component
The agent is deployed in each participating cluster and operates as a Kubernetes
operator. It performs the following functions:

• Resource collection: Monitors local nodes and pods to calculate CPU,
memory, and GPU availability using the formula defined in Section 3.4.

• Advertisement publishing: Periodically sends the collected metrics to the
broker, preserving the Reserved field set by the broker to avoid overwriting
locked resources.
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• Synchronous reservation: When a user creates a ResourceRequest CRD,
the agent sends a POST /api/v1/reservations to the broker and receives
the reservation decision and instruction synchronously in the HTTP response.

• Instruction polling: A lightweight poller queries GET /api/v1/
instructions every 5 seconds to discover ProviderInstruction ob-
jects when this cluster has been selected as a provider.

• Instruction management: Creates local ReservationInstruction or
ProviderInstruction CRDs based on broker responses.

• Liqo peering: When a ReservationInstruction is received, the agent
automatically triggers liqoctl peer to establish network peering with the
provider cluster.

3.3 Data Model
The system uses Kubernetes Custom Resource Definitions (CRDs) as its primary
data model. CRDs extend the Kubernetes API with application-specific resource
types, allowing the system to leverage Kubernetes’ built-in reconciliation, watch
mechanisms, and RBAC. Figure 3.2 shows the relationships between the CRDs.

Advertisement
(agent cluster)

ClusterAdvertisement
(broker)

ReservationInstruction
(requester)

ResourceRequest
(requester)

Reservation
(broker)

ProviderInstruction
(provider)

publishes to

triggers

locks generates

generates

Figure 3.2: CRD relationships. The agent’s local Advertisement is published
to the broker as a ClusterAdvertisement. A ResourceRequest on the requester
cluster triggers a Reservation on the broker, which locks resources and generates
instructions for both sides.

3.3.1 ClusterAdvertisement
The ClusterAdvertisement CRD resides in the broker cluster and represents the
resource state of a remote cluster. Table 3.1 lists the specification fields.

18



System Design

Table 3.1: ClusterAdvertisement specification fields

Field Type Description
clusterID string Unique identifier for the cluster
resources.capacity ResourceQuantities Total physical resources of all nodes
resources.allocatable ResourceQuantities Capacity minus system-reserved re-

sources
resources.allocated ResourceQuantities Sum of all running pod resource re-

quests
resources.reserved ResourceQuantities Resources locked by broker reservations
resources.available ResourceQuantities Computed: allocatable − allocated −

reserved
timestamp Time Last update timestamp
cost CostInfo Optional cost per CPU/memory unit

Each ResourceQuantities struct contains cpu (in millicores), memory (in bytes),
and optionally gpu and storage fields, all using Kubernetes’ standard resource.
Quantity type.

The status fields include:

Table 3.2: ClusterAdvertisement status fields

Field Type Description
active bool Whether the cluster is available for

reservations
score string Computed availability score (0–100)
lastUpdateTime Time Timestamp of last status change
conditions []Condition Ready, Stale, or Overcommitted

3.3.2 Reservation
The Reservation CRD represents a resource request. Table 3.3 lists its fields.

A reservation progresses through a well-defined lifecycle, as shown in Figure 3.3.

3.3.3 Instructions
After a reservation reaches the Reserved phase, the system produces two instruction
objects to notify the involved clusters. The two instructions are delivered via
different mechanisms:
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Table 3.3: Reservation specification fields

Field Type Description
requesterID string Cluster ID of the requesting agent
targetClusterID string Auto-selected by broker (or manually

specified)
requestedResources.cpu Quantity Requested CPU (e.g., “500m”)
requestedResources.memory Quantity Requested memory (e.g., “256Mi”)
priority int32 Higher values indicate higher priority
duration Duration Optional reservation time limit

Pending Reserved Active Released

Failed

provider
selected

agent
confirms

released /
expired

no suitable
cluster

expired

Figure 3.3: Reservation lifecycle. A reservation transitions from Pending through
Reserved and Active to Released. If no suitable provider is found, it transitions to
Failed.

• The ReservationInstruction is returned to the requester synchronously
in the POST /api/v1/reservations HTTP response. The requester agent
creates the corresponding CRD locally upon receiving the response (sub-second
delivery).

• The ProviderInstruction is discovered when the provider agent polls GET
/api/v1/instructions (every 5 seconds). The provider agent then creates
the CRD locally.

ReservationInstruction resides in the requester’s cluster:
ProviderInstruction is created in the provider’s cluster:

3.3.4 ResourceRequest
The ResourceRequest CRD is the user-facing entry point for requesting resources.
It resides in the requester’s agent cluster and triggers the synchronous reservation
flow.
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Table 3.4: ReservationInstruction fields

Field Type Description
reservationName string Reference to the broker-side Reservation
targetClusterID string Provider cluster to peer with
requestedCPU string CPU quantity granted
requestedMemory string Memory quantity granted
expiresAt Time Reservation expiration time
status.delivered bool Whether Liqo peering was initiated

Table 3.5: ProviderInstruction fields

Field Type Description
reservationName string Reference to the broker-side Reservation
requesterClusterID string Cluster receiving the resources
requestedCPU string CPU quantity to reserve
requestedMemory string Memory quantity to reserve
expiresAt Time Reservation expiration time
status.enforced bool Whether the provider acknowledged the

instruction

Table 3.6: ResourceRequest fields

Field Type Description
requestedCPU string Requested CPU (e.g., “500m”)
requestedMemory string Requested memory (e.g., “256Mi”)
priority int32 Optional priority (higher = more impor-

tant)
duration string Optional reservation duration (e.g.,

“1h”)
status.phase string Current phase: Pending, Reserved,

Failed
status.targetClusterID string Provider cluster selected by the broker
status.reservationName string Broker-side Reservation name
status.message string Human-readable status message
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When a user creates a ResourceRequest, the agent’s ResourceRequestRec-
onciler sends a synchronous POST /api/v1/reservations to the broker. The
broker processes the request inline—running the decision engine, locking resources,
and creating the reservation—then returns the result in the HTTP response. The
agent updates the ResourceRequest status with the broker’s decision and creates
a local ReservationInstruction if the reservation was successful.

3.4 Resource Calculation
A central challenge in multi-cluster resource sharing is maintaining an accurate
view of each cluster’s available capacity. The system uses the following formula to
compute availability:

Available = Allocatable− Allocated− Reserved (3.1)

where:

• Allocatable is the sum of all ready nodes’ allocatable resources. This equals
the node’s total capacity minus resources reserved by the operating system
and Kubernetes system components (kubelet, kube-proxy, etc.).

• Allocated is the sum of all running and pending pods’ resource requests
(not limits). Init containers are handled separately: their resources are not
summed but the maximum across all init containers is taken, since they run
sequentially.

• Reserved is the sum of all active ProviderInstruction resources that have
been enforced and have not yet expired. This represents capacity locked by
the broker for other clusters’ reservations.

The Reserved field is the key mechanism for preventing race conditions. When
the broker selects a provider for a reservation, it atomically increments the provider’s
Reserved field. Subsequent reservation decisions see the reduced available capacity,
ensuring that the same resources are never double-booked. Figure 3.4 illustrates
this visually.

3.5 Decision Algorithm
The broker’s decision engine selects the optimal provider cluster for each reservation
request. The algorithm operates in three phases: filter, score, and select.
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Capacity

Allocatable system-reserved

Allocated Reserved Available

Allocatable = Allocated + Reserved + Available

Figure 3.4: Resource breakdown. Available capacity is what remains after
subtracting allocated (running pods) and reserved (broker-locked) resources from
the allocatable total.

3.5.1 Filtering
A cluster is excluded from consideration if any of the following conditions hold:

• Its clusterID equals the requester’s ID (a cluster cannot borrow from itself).

• Its status.active flag is false (the cluster is offline or stale).

• Its available CPU or memory is less than the requested quantities.

3.5.2 Scoring
Each remaining candidate cluster is assigned a score based on the remaining capacity
after fulfillment. The scoring formula is:

Ucpu = 1−
Availablecpu − Requestedcpu

Allocatablecpu
(3.2)

Umem = 1− Availablemem − Requestedmem
Allocatablemem

(3.3)

Score = (1− 0.5 · Ucpu) + (1− 0.5 · Umem) (3.4)
where Ucpu and Umem represent the projected utilization after fulfilling the request.
Lower utilization results in a higher score, meaning the algorithm favors clusters
that would retain the most headroom after the reservation. This strategy distributes
load across the federation and avoids concentrating reservations on a single cluster.

An optional cost penalty (multiplying the score by 0.9 if cost metadata is present)
and a priority bonus (priority× 0.01) are also applied.

Although each agent also collects and advertises GPU availability, the current
filtering and scoring consider only CPU and memory; GPU-aware matching is left
to future work (Section 6.6).
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3.5.3 Selection
The cluster with the highest score is selected as the provider. Algorithm 1 summa-
rizes the complete procedure.

Algorithm 1 Cluster Selection Algorithm
Require: Set of ClusterAdvertisements C, requester ID r, requested CPU qc,

requested memory qm, priority p
Ensure: Selected cluster c∗ or failure

1: bestScore← −1
2: c∗ ← nil
3: for all c ∈ C do
4: if c.clusterID = r then continue ▷ Skip self
5: end if
6: if c.active = false then continue ▷ Skip inactive
7: end if
8: if c.available.cpu < qc or c.available.memory < qm then continue ▷ Skip

insufficient
9: end if

10: Uc ← 1− (c.available.cpu− qc)/c.allocatable.cpu
11: Um ← 1− (c.available.mem− qm)/c.allocatable.mem
12: s← (1− 0.5 · Uc) + (1− 0.5 · Um)
13: if c.cost /= nil then
14: s← 0.9 · s ▷ optional cost penalty
15: end if
16: s← s + p · 0.01 ▷ priority bonus
17: if s > bestScore then
18: bestScore← s
19: c∗ ← c
20: end if
21: end for
22: if c∗ = nil then
23: return Failed ▷ No suitable cluster found
24: end if
25: return c∗

3.6 Communication Protocol
The broker exposes a REST API over HTTPS. Table 3.7 lists the available endpoints.
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Table 3.7: Broker REST API endpoints

Method Endpoint Description
POST /api/v1/advertisements Submit or update a cluster adver-

tisement. The broker preserves the
Reserved field.

GET /api/v1/advertisements/{id} Retrieve a specific cluster’s advertise-
ment (including the Reserved field
set by the broker).

POST /api/v1/reservations Create a reservation request. The
broker processes the request syn-
chronously and returns the reserva-
tion decision and instruction in the
response.

GET /api/v1/instructions Poll for provider instructions. Re-
turns pending ProviderInstruc-
tion objects for the calling cluster
(identified by mTLS certificate CN).

GET /healthz Health check endpoint (no authenti-
cation required).

The agent-broker interaction follows a synchronous request-response model
for reservations and a lightweight polling model for provider instructions. When a
user creates a ResourceRequest, the agent sends a POST /api/v1/reservations
to the broker, which processes the request inline—invoking the decision engine,
locking resources, and returning the reservation result and instruction in the HTTP
response. This eliminates polling latency for the requester: the instruction is
available immediately.

For provider clusters, a separate InstructionPoller queries GET /api/v1/
instructions every 5 seconds, discovering new provider instructions with minimal
delay. Agents continue to publish advertisements periodically (every 30 seconds)
to keep the broker’s resource view current.

Figure 3.5 shows the complete reservation flow.

3.7 Security Model
The system uses mutual TLS (mTLS) for all agent-broker communication. In
mTLS, both the client (agent) and the server (broker) present certificates signed
by a common Certificate Authority (CA), providing bidirectional authentication.
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Requester
Agent Broker Provider

Agent

POST /advertisements

POST /advertisements1 publish

2 user creates ResourceRequest

POST /reservations

Decision Engine
Reserved += requested

200 OK + ReservationInstruction

3 synchronous

GET /instructions

ProviderInstruction (every 5 s)4 provider poll

liqoctl peer (WireGuard)
5 auto-peer

Virtual Node created6 offload ready

Requester: < 1 s
end-to-end

Provider: ≤ 5 s
(poll interval)

Figure 3.5: Reservation flow sequence. The requester receives its instruction syn-
chronously in the POST /reservations response (step 3). The provider discovers
its instruction by polling GET /instructions every 5 seconds (step 4).

3.7.1 Certificate Management
Certificates are managed by cert-manager [16], a Kubernetes-native certificate
lifecycle manager deployed in the broker cluster. The CA hierarchy is:

1. A self-signed ClusterIssuer creates the root CA.

2. The root CA issues a server certificate for the broker (CN = liqo-resource-
broker).

3. The root CA issues a client certificate for each agent (CN = cluster ID, e.g.,
agent-cluster-1).

3.7.2 Identity Extraction
The broker extracts the cluster identity from the client certificate’s Common Name
(CN) field using a middleware layer. This eliminates the need for API keys, tokens,
or session management:
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ClusterID = Certificate.Subject.CN

When an agent with CN = agent-cluster-1 publishes an advertisement claim-
ing clusterID: agent-cluster-1, the middleware verifies that the certificate CN
matches the claimed identity, preventing impersonation.

3.7.3 TLS Configuration
The broker’s TLS configuration enforces:

• TLS 1.2 as the minimum protocol version.

• RequireAndVerifyClientCert policy, rejecting connections without valid
client certificates.

• The /healthz endpoint is exempted from client certificate requirements to
support load balancer health probes.

3.8 Liqo Integration
While the broker handles resource decision-making, the actual cluster interconnec-
tion is delegated to Liqo [11]. After the broker assigns a provider to a requester,
the requester’s agent automatically establishes Liqo peering.

3.8.1 Peering Trigger
The ReservationInstructionReconciler in the agent monitors for new Reser-
vationInstruction resources. When one appears with delivered = false, the
controller:

1. Locates the local and remote kubeconfig files based on the cluster IDs.

2. Executes liqoctl peer –kubeconfig <local> –remote-kubeconfig <re-
mote> –gw-server-service-type NodePort.

3. Waits for the peering to complete (up to 5 minutes).

4. Marks the instruction as delivered = true.
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3.8.2 Virtual Node
Upon successful peering, Liqo creates a virtual node in the requester’s cluster.
This virtual node appears alongside the physical nodes and advertises the resources
available from the provider cluster. Standard Kubernetes scheduling can then place
pods on the virtual node, which Liqo transparently offloads to the provider cluster
via an encrypted WireGuard tunnel.

This approach preserves the standard Kubernetes abstraction: from the user’s
perspective, the provider’s resources appear as a regular node, and no changes to
existing deployment manifests are required.
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Implementation

This chapter describes the implementation details of the broker and agent compo-
nents, the technology choices, project structure, and the integration with Liqo for
automatic cluster peering.

4.1 Technology Stack
Table 4.1 summarizes the key technologies used in the implementation and the
rationale for each choice.

4.2 Project Structure
The project is organized as a monorepo containing two independent Go modules:
the broker and the agent. In a production deployment these would be separate
repositories, but they are combined here to simplify testing and evaluation.

4.2.1 Broker Structure
liqo-resource-broker/
|-- api/v1alpha1/ # CRD type definitions
| |-- clusteradvertisement_types.go
| ‘-- reservation_types.go
|-- cmd/main.go # Entry point, flag parsing, server startup
|-- internal/
| |-- api/ # HTTP layer
| | |-- server.go # TLS server setup and route registration
| | |-- handlers/ # POST/GET handlers for each endpoint
| | ‘-- middleware/ # mTLS authentication, logging
| |-- broker/
| | ‘-- decision.go # Decision engine (filter, score, select)
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Table 4.1: Technology stack

Technology Version Rationale
Go 1.24 Primary language of the Kubernetes

ecosystem; strong concurrency, static
typing, fast compilation

controller-runtime 0.22 Standard framework for building Ku-
bernetes operators; provides reconcil-
iation loop, caching, leader election

Kubebuilder 4.x Scaffolding tool for CRD definitions
and controller boilerplate

cert-manager 1.x Kubernetes-native certificate lifecy-
cle management; automates CA cre-
ation and certificate rotation

Kind 0.20+ Kubernetes-in-Docker for local multi-
cluster testing

Liqo latest Multi-cluster peering via virtual
nodes and WireGuard tunnels

Docker 24+ Container runtime for Kind clusters

| |-- controller/
| | ‘-- reservation_controller.go # Reconciler for Reservation
| ‘-- resource/
| ‘-- availability.go # = Allocatable - Allocated - Reserved
‘-- config/

|-- crd/ # Generated CRD YAML manifests
‘-- certmanager/ # Certificate and Issuer definitions

4.2.2 Agent Structure
liqo-resource-agent/
|-- api/v1alpha1/ # CRD type definitions
| |-- advertisement_types.go
| |-- reservationinstruction_types.go
| |-- providerinstruction_types.go
| ‘-- resourcerequest_types.go # User-facing reservation trigger
|-- cmd/main.go # Entry point, flag parsing, controller setup
|-- internal/
| |-- controller/
| | |-- advertisement_controller.go # Reconciles Advertisement
| | |-- resourcerequest_controller.go # Sync reservation flow
| | |-- reservationinstruction_controller.go # + Liqo peering
| | |-- providerinstruction_controller.go # Provider instructions
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| | ‘-- instruction_poller.go # Polls GET /instructions every 5s
| |-- metrics/
| | ‘-- collector.go # Node/pod resource collection
| |-- publisher/
| | ‘-- broker_client.go # Legacy Kubernetes transport
| ‘-- transport/
| |-- interface.go # BrokerCommunicator interface
| ‘-- http/
| ‘-- client.go # mTLS HTTP client with retry logic
‘-- config/

‘-- crd/ # Generated CRD YAML manifests

4.3 Broker Implementation
4.3.1 API Server
The broker’s HTTP server is implemented using Go’s standard net/http package
with TLS configuration for mutual authentication. The server initialization proceeds
as follows:

1. Load the server certificate and private key from the filesystem.

2. Load the Certificate Authority (CA) certificate into a x509.CertPool.

3. Configure tls.Config with ClientAuth: tls.RequireAndVerifyClient
Cert and the CA pool as ClientCAs.

4. Register API routes on an http.ServeMux.

5. Apply the middleware chain: authentication first, then logging.

6. Start the HTTPS listener.

The middleware chain is applied in reverse order using a Chain function, ensuring
that authentication executes before the request reaches any handler.

4.3.2 Authentication Middleware
The authentication middleware extracts the cluster identity from the client certifi-
cate’s Common Name (CN):

1 func ValidateClientCertificate (next http. Handler ) http. Handler {
2 return http. HandlerFunc (func(w http. ResponseWriter , r *http.

Request ) {
3 if r.URL.Path == "/ healthz " {
4 next. ServeHTTP (w, r)
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5 return
6 }
7 if r.TLS == nil || len(r.TLS. PeerCertificates ) == 0 {
8 http.Error(w, " client certificate required ", 401)
9 return

10 }
11 clusterID := r.TLS. PeerCertificates [0]. Subject . CommonName
12 ctx := context . WithValue (r. Context (), ClusterIDKey ,

clusterID )
13 next. ServeHTTP (w, r. WithContext (ctx))
14 })
15 }

Listing 4.1: Client certificate validation middleware (simplified)

Downstream handlers retrieve the cluster ID from the request context. The
PostAdvertisement handler additionally validates that the clusterID in the
request body matches the certificate CN, preventing a compromised agent from
publishing data on behalf of another cluster.

4.3.3 Advertisement Handler
The PostAdvertisement handler receives a JSON-encoded advertisement from an
agent and creates or updates the corresponding ClusterAdvertisement CRD in
the broker cluster. A critical implementation detail is the preservation of the
Reserved field:

1. The handler fetches the existing ClusterAdvertisement (if any).

2. If found, it copies the existing Resources.Reserved value before overwriting
the resource fields with the new data from the agent.

3. The updated resource (with preserved Reserved) is written back.

This ensures that the broker’s resource locking decisions are not lost when an
agent publishes a routine advertisement update. Without this preservation, a race
condition would occur: the broker locks resources (sets Reserved), and then the
agent’s next publish cycle overwrites Reserved with zero, effectively unlocking
resources prematurely.

The advertisement name in the broker follows the convention <clusterID>-adv
(e.g., agent-cluster-1-adv).

4.3.4 Reservation Handler
The PostReservation handler processes synchronous reservation requests from
agents. When an agent sends a POST /api/v1/reservations with the requested
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CPU, memory, and priority, the handler:

1. Validates the request and extracts the requester’s cluster ID from the mTLS
certificate CN.

2. Creates a Reservation CRD in the broker cluster with phase Pending.

3. Invokes the decision engine’s SelectBestCluster method to find the optimal
provider.

4. If a provider is found, locks resources using RetryOnConflict and transitions
the reservation to Reserved.

5. Returns the reservation result (including the selected provider and reservation
name) in the HTTP response.

This inline processing ensures that the requester receives its instruction in a
single HTTP round trip, eliminating the need for a separate polling mechanism on
the requester side.

The GetInstructions handler serves the GET /api/v1/instructions end-
point. It lists all Reserved-phase reservations where the calling cluster (identified
by mTLS certificate CN) is the target provider, and returns them as a JSON array.

4.3.5 Reservation Controller
The ReservationReconciler is a Kubernetes controller that watches Reserva-
tion resources and drives them through their lifecycle. It implements the standard
controller-runtime reconciliation pattern. Whereas the synchronous handler of
Section 4.3.4 performs the initial decision-and-lock inline for agent-driven requests—
creating the Reservation already in the Reserved phase—the controller is respon-
sible for the subsequent lifecycle (expiry, release, and finalizer-based cleanup) and
for any Reservation created directly on the broker, for example during testing.
Both paths share the same decision engine and locking primitives, so a reservation
is never processed twice.

Reconciliation Logic

The reconciler handles each phase as follows:

• Pending: Invokes the decision engine’s SelectBestCluster method. If a
provider is found, the reconciler locks resources using retry.RetryOnConflict
to handle concurrent updates, then transitions the reservation to Reserved. If
no suitable cluster exists, the phase becomes Failed.
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• Reserved: Monitors for agent acknowledgment (via a status condition). If
the requester agent confirms activation, the phase transitions to Active. If the
reservation expires, resources are released and the phase becomes Released.

• Active: Monitors for explicit release signals or expiration. When either occurs,
the controller calls releaseResources to decrement the provider’s Reserved
field and transitions to Released.

• Failed / Released: Terminal states with no further action.

A Finalizer ensures that resources are properly released even if the reservation
is deleted directly:

1 if ! reservation . DeletionTimestamp . IsZero () {
2 if err := r. releaseResources (ctx , reservation ); err != nil {
3 return ctrl. Result {}, err
4 }
5 controllerutil . RemoveFinalizer ( reservation ,

ReservationFinalizer )
6 return ctrl. Result {}, r. Update (ctx , reservation )
7 }

Listing 4.2: Finalizer-based resource cleanup (simplified)

Resource Locking

The resource locking procedure uses Kubernetes’ optimistic concurrency control
via retry.RetryOnConflict:

1. Fetch the latest version of the target ClusterAdvertisement.

2. Verify sufficient resources are still available (another reservation may have
consumed them).

3. Add the requested quantities to the Reserved field.

4. Attempt to update the resource. If a conflict occurs (another concurrent
update changed the resource version), retry from step 1.

This approach guarantees consistency without requiring external locking mecha-
nisms.
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4.3.6 Decision Engine
The decision engine implements the algorithm described in Section 3.5. The key
implementation function is SelectBestCluster, which accepts the requester’s
cluster ID, requested CPU, requested memory, and priority, then returns the best
matching ClusterAdvertisement or an error.

The base score for display purposes (stored in ClusterAdvertisement.Status.
Score) is computed on a 0–100 scale:

BaseScore = Availablecpu

Allocatablecpu
× 50 + Availablemem

Allocatablemem
× 50 (4.1)

This provides a quick visual indicator of cluster health: a score of 100 means
the cluster is fully available, while 0 means it is fully utilized.

4.4 Agent Implementation
4.4.1 Resource Collector
The Collector struct is responsible for gathering accurate resource metrics from
the local cluster. It implements the CollectClusterResources method, which
performs the following steps:

1. Node enumeration: Lists all nodes and filters for ready nodes using the
NodeReady condition.

2. Capacity and allocatable: For each ready node, sums the Capacity (total
hardware) and Allocatable (capacity minus system reservations) values for
CPU, memory, and GPU.

3. Allocated resources: Lists all pods and sums their resource requests (not
limits). For init containers, the maximum across all init containers is used
rather than the sum, since init containers run sequentially. Pod overhead is
also included.

4. Reserved resources: Lists all ProviderInstruction CRDs that are en-
forced and not expired, summing their requested CPU and memory. This
accounts for resources locked by the broker for other clusters.

5. Available computation: Computes Available = Allocatable - Allo-
cated - Reserved, clamping negative values to zero.

The collector runs within the AdvertisementReconciler’s reconciliation loop,
triggered periodically by the configurable –advertisement-requeue-interval
(default: 30 seconds).
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4.4.2 HTTP Transport
The HTTPCommunicator implements the BrokerCommunicator interface, which
defines the protocol-agnostic contract for agent-broker communication:

1 type BrokerCommunicator interface {
2 PublishAdvertisement (ctx context .Context ,
3 adv *dto. AdvertisementDTO ) ([]* dto. ReservationDTO , error)
4 RequestReservation (ctx context .Context ,
5 req *dto. ReservationRequestDTO ) (* dto. ReservationDTO ,

error)
6 FetchInstructions (ctx context . Context ) (
7 []* dto. ReservationDTO , error)
8 Ping(ctx context . Context ) error
9 Close () error

10 }

Listing 4.3: BrokerCommunicator interface

The RequestReservation method sends a synchronous POST /api/v1/
reservations and returns the broker’s decision in the response. The FetchIn-
structions method performs a lightweight GET /api/v1/instructions to
discover provider instructions. The PublishAdvertisement method returns any
provider instructions piggybacked on the advertisement response, giving the
provider a second, opportunistic channel for instruction delivery in addition to the
dedicated poller. This interface enables adding new transport protocols (MQTT,
gRPC) without modifying the controllers.

mTLS Client Configuration

The HTTP communicator creates a TLS-configured http.Client with:

• Client certificate and key loaded from the filesystem.

• The broker’s CA certificate as the trusted root.

• TLS 1.2 minimum version.

• Connection pooling: 10 max idle connections, 90-second idle timeout.

• Request timeout: 30 seconds.

Reserved Field Preservation

Before publishing a new advertisement, the HTTP communicator first fetches
the current advertisement from the broker via GET /api/v1/advertisements/
{clusterID}. If the response contains a non-nil Reserved field, the communicator
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copies this value into the outgoing advertisement. This two-step process ensures
that the agent never accidentally overwrites broker-side resource locks.

Retry with Exponential Backoff

The doWithRetry method implements retry logic for transient failures:

• Maximum retries: 3 attempts.

• Initial backoff: 1 second, doubling each attempt, capped at 16 seconds.

• Only server errors (HTTP 5xx) and network errors trigger retries.

• Client errors (4xx) are not retried.

4.4.3 Synchronous Reservation Flow

The ResourceRequestReconciler watches for ResourceRequest CRDs created
by users. When a new request appears, the controller:

1. Calls RequestReservation on the BrokerCommunicator, which sends a syn-
chronous POST /api/v1/reservations to the broker.

2. The broker processes the request inline: running the decision engine, locking
resources via RetryOnConflict, and creating the Reservation CRD.

3. The broker returns the reservation result (including the selected provider and
reservation name) in the HTTP response.

4. If the reservation succeeded, the controller creates a local ReservationIn-
struction CRD and updates the ResourceRequest status to Reserved with
the target cluster ID.

5. If the reservation failed (no suitable provider), the status is set to Failed with
a descriptive message.

This synchronous design eliminates polling latency for the requester: the in-
struction is available immediately after the HTTP round trip, typically under 1
second.
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4.4.4 Instruction Polling
The InstructionPoller runs as a background goroutine that discovers provider
instructions for this cluster. It queries GET /api/v1/instructions every 5 seconds
(configurable via –instruction-poll-interval). The broker returns all Reserved-
phase reservations where this cluster is the target provider.

For each returned reservation, the poller creates a local ProviderInstruction
CRD if one does not already exist. This lightweight polling mechanism ensures
that provider clusters discover new instructions within at most 5 seconds of the
broker’s decision.

4.4.5 Instruction Controllers
Two controllers handle the locally created instruction CRDs:

• ReservationInstructionReconciler: Processes instructions on the requester
side. When a new instruction arrives (with delivered = false), the con-
troller triggers Liqo peering (described in Section 4.5) and marks the instruction
as delivered. It also monitors for expiration and marks expired instructions
accordingly.

• ProviderInstructionReconciler: Processes instructions on the provider
side. It logs the reservation details and marks the instruction as enforced.
The enforced instructions are included in the agent’s resource calculation
(Reserved component) via the Collector.

4.5 Liqo Integration
The Liqo integration bridges the gap between the broker’s resource decision and
the actual cluster interconnection. When the requester agent receives a Reserva-
tionInstruction, it automatically establishes peering with the provider.

4.5.1 Configuration
The agent accepts a –kubeconfigs-dir flag specifying a directory containing
kubeconfig files for all clusters in the federation. Each file is named <clus-
terID>.kubeconfig. This directory is populated during cluster setup (e.g., by
exporting kubeconfigs from Kind clusters).

If –kubeconfigs-dir is not set, Liqo peering is skipped and the instruction is
marked as delivered immediately. This allows the system to operate without Liqo
for testing or demonstration purposes.
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4.5.2 Peering Execution
The executeLiqoPeering method in the ReservationInstructionReconciler
performs the following steps:

1. Constructs the local kubeconfig path: <dir>/<ownClusterID>.kubeconfig.

2. Constructs the remote kubeconfig path: <dir>/<targetClusterID>
.kubeconfig.

3. Verifies both files exist and that liqoctl is available in the system PATH.

4. Executes liqoctl peer with a 5-minute timeout:

1 liqoctl peer \
2 --kubeconfig <local -kubeconfig > \
3 --remote - kubeconfig <remote -kubeconfig > \
4 --gw -server -service -type NodePort

Listing 4.4: Liqo peering command

The –gw-server-service-type NodePort flag is required for Kind clusters,
which do not support the LoadBalancer service type. In a cloud deployment, this
flag would be omitted or changed to LoadBalancer.

If peering fails, the controller returns a RequeueAfter: 30s result, causing
the reconciliation loop to retry. Upon success, the instruction’s delivered status
is set to true.

4.5.3 Result
After successful peering, Liqo creates the following resources:

• A virtual node in the requester cluster representing the provider’s resources.

• A WireGuard tunnel for encrypted network communication.

• Identity and authentication resources for cross-cluster API access.

From this point, standard Kubernetes scheduling can place pods on the virtual
node, and Liqo transparently offloads them to the provider cluster.

4.6 Testing
The implementation includes unit tests for the critical components:
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• Decision engine: Tests cluster selection with various resource distributions,
edge cases (single cluster, all clusters full, self-exclusion), and priority handling.
Uses mock ClusterAdvertisement resources with fake Kubernetes clients.

• Resource calculation: Tests the CalculateAvailable function with zero,
positive, and negative (clamped) scenarios, including the Reserved field.

• Authentication middleware: Tests certificate CN extraction, missing cer-
tificate handling, health endpoint bypass, and cluster ID context propagation.

• Metrics collector: Tests node enumeration, pod request aggregation (includ-
ing init container handling), and GPU resource tracking using fake Kubernetes
clients.

Integration testing is performed through the test-setup scripts described in
the test-setup/ directory, which create three Kind clusters (one broker, two
agents) and verify the complete reservation flow end-to-end. The evaluation suite
(Chapter 5) provides comprehensive system-level testing.
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Evaluation

This chapter presents the experimental evaluation of the system. Seven test
scenarios were designed to assess scalability, latency, concurrency handling, decision
accuracy, resource tracking, and agent startup time. All tests were executed on a
dedicated server using Kind clusters.

5.1 Test Environment
All experiments were conducted on a Politecnico di Torino server. Table 5.1 lists
the hardware and software specifications.

Table 5.1: Test environment specifications

Component Specification
CPU 96 cores
RAM 503 GB
OS Linux 4.4.0
Container runtime Docker 24+
Kubernetes Kind (Kubernetes in Docker)
Go 1.24

Each test creates the required number of Kind clusters (1 broker + N agents),
installs the CRDs, starts the broker and agents, and then performs the test scenario.
The system’s inotify limits were increased (fs.inotify.max_user_watches and
fs.inotify.max_user_instances) to support the large number of Kubernetes
watchers required by multi-cluster configurations.

The evaluation test suite is fully automated: each test is a self-contained shell
script that starts all components, executes the experiment, collects results into
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CSV files, and terminates cleanly. A shared library (lib.sh) provides common
functions for cluster creation, process management, and result collection.

5.2 Evaluation Metrics
The following metrics are measured across the test scenarios:

• Reservation latency: End-to-end time from ResourceRequest creation to
instruction delivery, broken into broker decision time, requester instruction
time, and provider instruction time (milliseconds).

• Broker resource usage: CPU percentage and memory consumption (MB)
of the broker process.

• Agent resource usage: CPU percentage and memory consumption of a
single agent process.

• Network bandwidth: Bytes sent between agent and broker during normal
advertisement publishing.

• Decision accuracy: Whether the broker selects the optimal cluster given
known resource distributions.

• Success rate: Percentage of reservations that reach Reserved phase without
timeout.

• Startup time: Time from agent startup to first advertisement visible on the
broker, broken into certificate generation, agent initialization, and advertise-
ment delivery phases.

5.3 Test 1: Broker Scalability
5.3.1 Objective
Measure the broker’s CPU and memory consumption as the number of connected
agents increases from 1 to 100. Additionally, verify correct resource tracking under
sustained load by creating reservations until cluster resources are exhausted.

5.3.2 Methodology
For each agent count (1, 2, 5, 10, 15, 20, 25, 30, 40, 50, 60, 70, 80, 90, 100), the
test starts the broker and the specified number of agents, waits for all agents to
register their advertisements, then measures the broker’s resource consumption.
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CPU usage is derived from /proc/PID/stat by reading the process’s user and
system CPU ticks at 5-second intervals and computing the percentage from the tick
delta. Memory is read from the VmRSS field of /proc/PID/status, which reports
the resident set size (physical memory held by the process). For each agent count,
the system is stabilized for 90 seconds, then 24 samples are collected over 120
seconds. Statistics (average, median, P95, max, min) are computed from these
samples.

At the maximum scale point (100 agents), a resource exhaustion sub-test cre-
ates 15 consecutive reservations of 500m CPU and 256Mi memory across two
provider clusters. This verifies that the Reserved field correctly tracks cumulative
reservations and that the decision engine distributes load evenly.

5.3.3 Results
Table 5.2 summarizes the broker’s resource consumption at selected scale points.

Table 5.2: Broker resource consumption vs. number of agents

Agents Avg CPU (%) Max CPU (%) Avg Memory (MB)
1 0.30 2.00 40.50

10 2.81 12.40 35.15
25 4.73 21.40 38.58
50 25.37 31.80 39.43

100 27.26 35.60 42.53
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Figure 5.1: Broker CPU scalability up to 100 agents.
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Figure 5.2: Broker memory scalability up to 100 agents.

5.3.4 Analysis

The broker’s CPU consumption grows roughly linearly up to ∼40 agents (∼0.2%
per agent). Between 40 and 50 agents it rises more steeply and then settles onto a
plateau of ∼27% of a single core that persists through 100 agents. We attribute
this transition to the fixed overhead of the controller-runtime informer cache and
its periodic resync: beyond a few dozen advertisements the reconciler spends a near-
constant fraction of a core re-processing cached objects, so each additional agent
adds little marginal cost. Importantly, the curve plateaus rather than continuing
to climb, which indicates that the broker is not saturated even at 100 agents. The
median closely tracks the average at every scale point, indicating stable behaviour
without outlier spikes, and memory remains constant at ∼35–43 MB regardless
of agent count, confirming that ClusterAdvertisement CRDs are held in etcd
rather than in process memory.

The resource exhaustion sub-test created 15 consecutive reservations across two
clusters, all successful with a balanced 8/7 distribution (Figure 5.3). This confirms
that the Reserved field correctly tracks cumulative reservations and the scoring
algorithm distributes load evenly.

5.4 Test 2: Agent Network Bandwidth

5.4.1 Objective

Measure the network traffic sent from a single agent to the broker during normal
operation (advertisement publishing).

44



Evaluation

agent-1 agent-2
0

2

4

6

8

10
8

7

R
es

er
va

tio
ns

se
rv

ed

Figure 5.3: Resource exhaustion sub-test: 15 consecutive reservations distributed
across two provider clusters (8/7 split) with zero failures.

5.4.2 Methodology
A single agent is started and connected to the broker. An iptables rule is
inserted on the loopback interface to count all TCP bytes sent from the agent
to the broker port (OUTPUT -o lo -p tcp –dport <BROKER_PORT>). Every 30
seconds (matching the advertisement cycle), the cumulative byte counter is read via
iptables -L OUTPUT -v -n -x and the interval delta is computed. This captures
all TCP payload including TLS overhead without modifying the application. The
observation window is 300 seconds (5 minutes).

5.4.3 Results

Table 5.3: Agent send bandwidth over 5 minutes

Metric Value
Total bytes sent 151,798 bytes (∼148 KB)
Average send rate ∼506 B/s
Duration 300 s

5.4.4 Analysis
The agent’s send traffic has three sources: the periodic advertisement (a ∼500-byte
JSON POST every 30 s, preceded by a small GET that retrieves the broker-managed
Reserved field), the instruction poll (GET /api/v1/instructions every 5 s), and
the TLS records and periodic handshakes that carry them. The first 30-second
interval is by far the largest (∼53 KB) because it includes the initial TLS handshakes
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Figure 5.4: Agent send bandwidth over 5 minutes.

and connection setup; steady-state intervals are much smaller (a few KB) but vary
as pooled connections are periodically re-established, which is why the five-minute
total (∼148 KB, ∼506 B/s) exceeds a naive projection from a single steady interval.
Even so, ∼506 B/s is a negligible footprint, well suited to bandwidth-constrained
edge links; it can be reduced further by lengthening the –advertisement-requeue-
interval or the instruction-poll interval.

5.5 Test 3: Agent Resource Footprint

5.5.1 Objective

Measure the CPU and memory consumption of a single agent process over time.

5.5.2 Methodology

A single agent is started and its CPU and memory are sampled at 5-second intervals
using the same mechanism as Test 1 (/proc/PID/stat tick deltas for CPU, VmRSS
from /proc/PID/status for memory). The agent is stabilized for 60 seconds
before measurement begins, then 60 samples are collected over 300 seconds (5
minutes). The extended observation period allows identification of patterns such
as Go garbage collection (GC) cycles, periodic advertisement spikes, and memory
stability over time.
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Table 5.4: Single agent resource consumption (5-minute window)

Metric Value
Average CPU 0.30%
Peak CPU 2.60%
Memory ∼40 MB (constant)

Average Peak
0

1

2

3

0.3

2.6

A
ge

nt
C

PU
(%

)

Figure 5.5: Agent resource footprint over 5 minutes. CPU shows periodic spikes
during advertisement publishing; memory remains constant.

5.5.3 Results

5.5.4 Analysis

The agent process consumes negligible CPU (∼0.30% average) with brief spikes
during advertisement publishing. The 4–5 visible CPU spikes in the observation
window (at ∼50 s, ∼110 s, ∼170 s, ∼270 s, ∼290 s) correspond to advertisement
publish events where the agent serializes its ClusterAdvertisement, performs a
TLS handshake, and sends an HTTP POST to the broker. These spikes are not
evenly spaced at 30-second intervals because the 5-second sampling window only
captures a spike when it overlaps with the brief publish burst (∼100–200 ms), and
the agent’s timer started before the measurement window.

The memory drop from 40.50 MB to 39.71 MB at ∼170 s is caused by a Go
garbage collection cycle reclaiming temporary allocations from previous adver-
tisement payloads. After GC, memory remains stable at the new level. The
lightweight footprint (∼0.30% CPU, ∼40 MB RAM) confirms suitability for
resource-constrained edge nodes.
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5.6 Test 4: Reservation Latency

5.6.1 Objective
Measure the end-to-end reservation latency with the synchronous request-response
architecture, from ResourceRequest creation to instruction delivery on both the
requester and provider agents.

5.6.2 Methodology
Ten consecutive reservation requests are created via ResourceRequest CRDs
on the requester agent cluster, each requesting 500m CPU and 256Mi memory.
Each trial records wall-clock timestamps (millisecond precision) at each phase
transition: (1) ResourceRequest creation, (2) broker decision and reservation
confirmation (the request reaches “Reserved” phase via the synchronous HTTP re-
sponse), (3) ReservationInstruction availability on the requester cluster, and (4)
ProviderInstruction delivery on the provider cluster via the 5-second instruction
polling mechanism. Trials are spaced 10 seconds apart to avoid interference.

5.6.3 Results

Table 5.5: Reservation latency timeline (10 trials)

Phase Time
Broker decision (resolve) 433 ms avg (183–797 ms)
Requester instruction (synchronous) 526 ms avg (274–894 ms)
Provider instruction (poll-based, 5s interval) 2,165 ms avg (966–2,762 ms)

5.6.4 Analysis
The synchronous request-response architecture eliminates polling latency for the
requester: the broker processes the reservation inline and returns the instruction
in the HTTP response. The requester instruction is available in ∼526 ms average
(only ∼93 ms overhead beyond the broker’s decision time).

For the provider, the instruction is discovered within one poll interval (≤5 sec-
onds) via the lightweight GET /api/v1/instructions endpoint; the measured
average of 2,165 ms is well below the theoretical 5-second maximum. Because the
provider is the last party notified, this figure also bounds the end-to-end latency
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Figure 5.6: Reservation latency timeline. The requester receives its instruction
synchronously (sub-second). The provider discovers its instruction within one poll
interval (≤5 seconds).

until both clusters hold their instructions: ∼2.2 seconds on average. By construc-
tion this is more than an order of magnitude faster than the earlier, fully poll-based
design, in which each side learned of a decision only on its next 30-second cycle, so
end-to-end delivery was on the order of 50 seconds (an analytical estimate from
the 30-second poll period, not separately measured in this suite). The synchronous
request–response path removes the requester’s poll entirely, and the dedicated
5-second instruction poll shortens the provider’s wait.

The bimodal resolve times (∼190 ms vs ∼795 ms) observed in the per-trial data
correlate with Go garbage collection cycles, which periodically pause the broker’s
HTTP handler.

5.7 Test 5: Concurrent Reservations

5.7.1 Objective
Evaluate the system’s behavior under concurrent reservation requests using the
synchronous ResourceRequest flow, measuring latency distribution and success
rate.

5.7.2 Methodology
A dedicated requester cluster sends concurrent ResourceRequest CRDs to trigger
simultaneous reservations. For each concurrency level (1, 2, 4, 6, 8, 10), 5 repetitions
are performed. Each repetition creates the specified number of ResourceRequest
resources simultaneously via parallel subshells, then records the resolve time per
request—defined as the duration from ResourceRequest creation until the broker
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returns a decision (the request reaches “Reserved” phase). This measures only
the broker’s decision speed, not the provider-side delivery. A 60-second timeout is
applied. Results are reported as median and variance instead of simple averages to
better characterize the latency distribution.

5.7.3 Results

Table 5.6: Concurrent reservation latency (5 repetitions per level)

Concurrent Median (ms) Variance Timeouts Double-book
1 201 0 0 0
2 552 153,484 0 0
4 712 91,811 0 0
6 768 71,316 0 0
8 777 49,159 0 0

10 795 56,578 0 0
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Figure 5.7: Concurrent reservations with synchronous flow. Median resolve time
across 5 repetitions per concurrency level.

5.7.4 Analysis
With a single request, resolution takes ∼201 ms. As concurrency increases, the
median rises because the broker must perform sequential CRD writes through
the Kubernetes API server—each reservation involves reading available resources,
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selecting a cluster, and writing the instruction CRDs. These write operations are
serialized at the etcd level, so concurrent requests effectively queue up.

The plateau at 6–10 concurrent requests (∼770–795 ms) occurs because
the Kubernetes API server reaches its maximum CRD write throughput. Beyond
4–6 simultaneous requests, the processing pipeline is fully saturated, so adding
more concurrent requests does not increase the median—they all complete within
the same processing window. The per-run variance is non-negligible, reflecting
jitter in the serialized Kubernetes API writes, but no request ever exceeds the
timeout.

• Zero timeouts across all 30 test runs (6 levels × 5 repetitions), confirming
reliable operation.

• Zero double-bookings, confirming the Reserved field mechanism prevents
race conditions.

5.8 Test 6: Decision Accuracy

5.8.1 Objective
Verify that the broker’s decision engine selects the optimal cluster under con-
trolled resource distributions, using the synchronous ResourceRequest flow from
a dedicated requester cluster.

5.8.2 Methodology
Three provider agent clusters are configured with distinct available capacity: agent-1
has limited capacity (smallest), agent-2 has medium capacity, and agent-3 has the
largest available resources (most free). A fourth cluster serves as the dedicated
requester. Five reservation scenarios are tested using ResourceRequest CRDs,
each repeated 5 times to confirm deterministic behavior.

5.8.3 Results
Overall accuracy: 5/5 scenarios pass with 100% consistency across all
25 individual trials (5 scenarios × 5 repetitions).

5.8.4 Analysis
The decision engine correctly selects the least-loaded cluster for every feasible
request, properly rejects requests that exceed all available capacity, and handles
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Table 5.7: Decision accuracy results

Scenario Request Expected Actual Pass Rate
Fit on any cluster 200m, 128Mi agent-3 (least loaded) agent-3 5/5
Medium workload 1 CPU, 512Mi agent-3 (least loaded) agent-3 5/5
Only fits on large 2 CPU, 1Gi agent-2 or agent-3 agent-2 5/5
Two consecutive 1 CPU, 512Mi ×2 Both succeed Both succeed 5/5
Exceeds all capacity 100 CPU, 500Gi Rejected Rejected 5/5
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Figure 5.8: Decision accuracy across the five reservation scenarios. Every scenario
passes in all five repetitions.

consecutive reservations without double-booking resources. The consecutive sce-
nario accounts for dynamic resource state changes from prior reservations—the
broker uses real-time available capacity including the Reserved field, so the optimal
choice may shift as resources are consumed.

5.9 Test 7: Agent Startup Time Breakdown

5.9.1 Objective
Measure the time from starting an agent to having its first advertisement visible
on the broker, broken down into phases to identify the contribution of external
components (certificate generation) versus the system’s own components.

5.9.2 Methodology
Each trial generates a fresh TLS certificate (via openssl), launches the agent
binary, and polls for the ClusterAdvertisement CRD to appear on the broker
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cluster. Wall-clock timestamps are recorded at each phase boundary across 5 trials.
The three phases measured are:

1. Certificate generation — openssl creates a signed client certificate for
mTLS.

2. Binary startup — The agent process starts and becomes healthy (responds
to /healthz).

3. First advertisement — The agent discovers local resources and publishes
its first ClusterAdvertisement to the broker via HTTP POST.

5.9.3 Results

Table 5.8: Agent startup time breakdown (5 trials)

Trial Cert Gen (ms) Binary Start (ms) First Adv (ms) Total (ms)
1 (cold) 3,044 17 42,324 45,389

2 919 19 94 1,037
3 (cold) 2,132 19 52,488 54,641

4 1,500 19 146 1,668
5 3,733 21 106 3,864

0 500 1,000 1,500 2,000 2,500 3,000 3,500 4,000

Trial 2

Trial 4

Trial 5

Time (ms)Certificate generation Binary startup First advertisement

Figure 5.9: Agent startup time—warm starts only (horizontal stacked bars
showing phase breakdown).

5.9.4 Analysis
Trials 1 and 3 are cold starts where the Kind cluster was still initializing its
internal components (API server, CoreDNS, etc.), causing the first advertisement
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to take 42–52 seconds. Excluding these, the warm-start results (trials 2, 4, 5)
show:

• Certificate generation: 0.9–3.7 s—the dominant phase, depending on system
entropy availability.

• Binary startup: ∼19 ms—consistently fast across all trials.

• First advertisement: ∼100–150 ms—time for the agent to discover resources
and POST to the broker.

Warm-start total: 1–4 seconds, with certificate generation accounting for
most of this time. Using pre-provisioned certificates (e.g., via cert-manager in
production) would reduce agent startup to under 200 ms.

5.10 Discussion
5.10.1 Summary of Results
Table 5.9 consolidates the key findings across all seven tests.

Table 5.9: Summary of evaluation results

Test Key Metric Result
1. Broker Scalability CPU per agent (up to 100) Linear to 8%@40; plateau ∼27%@100;

memory constant ∼40 MB
2. Agent Bandwidth Send rate (5 min) ∼506 B/s send-only (∼148 KB total)
3. Agent Footprint Memory (5 min) 0.30% avg CPU, ∼40 MB constant
4. Reservation Latency Requester e2e 433 ms resolve; 2.2 s provider end-to-

end
5. Concurrent Reservations 10 concurrent 795 ms median, 0 timeouts, 0 double-

bookings
6. Decision Accuracy Accuracy 5/5 scenarios pass (5 reps each)
7. Startup Time Agent portion ∼135 ms (cert gen dominates at ∼2 s)

5.10.2 Requirements Validation
The evaluation confirms that all requirements defined in Section 3.1 are satisfied:

• FR1–FR5: Tests 1 and 4 demonstrate the complete reservation flow from
advertisement publishing through resource locking to instruction delivery.
The resource exhaustion sub-test in Test 1 verifies correct Reserved field
management across multiple sequential reservations.
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• FR6 (Liqo peering): Verified through the test-setup integration scripts,
which confirm virtual node creation after automatic liqoctl peer invocation.

• FR7 (Resource release): The resource exhaustion sub-test in Test 1 demon-
strates correct Reserved field management and resource release.

• NFR1 (mTLS): All tests use mTLS-authenticated connections. Test 4
confirms identity-based authentication with per-cluster certificates.

• NFR2 (Scalability): Test 1 shows CPU scaling linearly up to ∼40 agents
and then plateauing (sub-linearly) through 100 agents, with constant memory.
Test 5 shows sub-second latency with 10 concurrent requests.

• NFR3 (Consistency): Test 5 confirms zero double-bookings under concur-
rent load with 5 repetitions per concurrency level.

• NFR4 (Lightweight agent): Test 3 confirms constant memory and negligible
average CPU over 5 minutes.

• NFR5 (Extensibility): The BrokerCommunicator interface is implemented
and demonstrated with HTTP transport.

5.10.3 Answering the Research Questions
The four research questions posed in Section 1.2 can now be answered directly from
the experimental evidence.

RQ1 (Visibility and scalability) — answered affirmatively. Test 1 shows
that a single broker sustains up to 100 connected clusters on one CPU core
(∼27% utilization) with memory that stays constant at ∼40 MB. CPU grows
linearly up to ∼40 agents and then plateaus, so the broker keeps an accurate
federation-wide view without resource consumption growing unboundedly with
cluster count.

RQ2 (Consistency under concurrency) — answered affirmatively.
Test 5 records zero double-bookings across all 30 concurrent runs, and the
Test 1 exhaustion sub-test allocates 15 consecutive reservations with a correct
cumulative Reserved count. Consistency is achieved using only Kubernetes
optimistic concurrency (RetryOnConflict) on the Reserved field, with no
external lock service.

RQ3 (Latency) — answered quantitatively. Test 4 measures a ∼433 ms bro-
ker decision and a ∼526 ms synchronous delivery to the requester—by con-
struction more than an order of magnitude faster than the prior poll-based
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design, in which delivery was tied to 30-second poll cycles (tens of seconds end-
to-end). The synchronous protocol therefore delivers the requester’s decision
in sub-second time; the provider remains within one 5-second poll interval.

RQ4 (From decision to usable resources) — answered affirmatively.
The integration scenario confirms that, once the broker selects a provider,
the requester agent automatically triggers Liqo peering and a virtual node
appears, making the granted capacity schedulable with no manual operator
steps.

5.10.4 Limitations
The evaluation has the following limitations:

• Single-machine deployment: All clusters run on the same physical server
using Kind. In a real multi-site deployment, network latency between clus-
ters would increase advertisement propagation time and instruction delivery
latency.

• Simulated resource diversity: Kind clusters have similar resource profiles.
Real deployments would feature heterogeneous clusters with different CPU
architectures, GPU availability, and memory configurations.

• Provider instruction polling: While the requester receives its instruction
synchronously (sub-second), the provider still relies on a 5-second polling
interval. A push-based notification mechanism (e.g., WebSocket or gRPC
streaming) would reduce provider notification to near-zero latency.

• Single broker: The broker is a single point of failure. High-availability
deployments would require leader election and state replication, which are
supported by controller-runtime but not evaluated here.

5.10.5 Comparison with Requirements
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Table 5.10: Requirements compliance matrix

Requirement Evidence Status
FR1: Resource advertisement Tests 1, 3, 7 ✓
FR2: Advertisement collection Tests 1, 4 ✓
FR3: Reservation processing Tests 4, 5, 6 ✓
FR4: Resource locking Tests 1 (exhaustion), 5 ✓
FR5: Instruction delivery Test 4 ✓
FR6: Automatic Liqo peering test-setup integration ✓
FR7: Resource release Test 1 (exhaustion) ✓
NFR1: mTLS security All tests ✓
NFR2: Scalability (≤100 clusters) Test 1 ✓
NFR3: Concurrent consistency Test 5 ✓
NFR4: Lightweight agent Tests 2, 3 ✓
NFR5: Protocol extensibility Interface design ✓
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Chapter 6

Conclusions

This chapter summarizes the work presented in this thesis, restates the contributions,
discusses the limitations of the current implementation, and outlines directions for
future research and development.

6.1 Summary
Multi-cluster Kubernetes deployments are increasingly common, yet they suffer
from resource fragmentation: some clusters have idle capacity while others face
resource pressure. This thesis presented a system that addresses this imbalance
through centralized resource brokerage with automatic cluster peering.

The system consists of two components: a broker that collects resource adver-
tisements from all participating clusters, processes reservation requests through a
scoring-based decision engine, and manages the reservation lifecycle; and an agent
deployed in each cluster that monitors local resources, publishes advertisements,
receives instructions, and automatically establishes Liqo peering with the assigned
provider.

The broker uses a Reserved field mechanism to prevent race conditions under
concurrent reservations: when a provider is selected, the broker atomically incre-
ments its Reserved field (reducing available capacity) before the reservation is
confirmed. This ensures that concurrent requests see accurate availability and
cannot double-book the same resources.

All communication is secured with mutual TLS (mTLS), where cluster identity
is derived from the client certificate’s Common Name. This model eliminates
the need for separate authentication tokens or shared identity providers, making
the system suitable for deployments where clusters belong to different teams or
organizations.

The experimental evaluation, conducted on a 96-core server with Kind clusters,
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demonstrated:

• Broker CPU scales linearly up to ∼40 agents and then plateaus (∼27% of one
core through 100 agents), with constant memory.

• Reservation requests are processed synchronously: the requester receives its
instruction in under 1 second.

• Provider instruction delivery via lightweight polling completes within 5 seconds.

• Up to 10 concurrent reservations are handled with zero timeouts and zero
double-bookings.

• The decision engine achieves high accuracy in selecting the optimal provider.

• A single agent consumes minimal memory and negligible CPU over a 5-minute
observation.

• Agent startup time is dominated by certificate generation, not the system’s
own components.

6.2 Contributions
The specific contributions of this thesis are:

1. Centralized broker architecture for multi-cluster Kubernetes resource
sharing, implemented as a Kubernetes operator with a REST API. The broker
collects real-time resource metrics, manages the reservation lifecycle, and
serves as the single source of truth for cluster availability.

2. Reserved field mechanism for race-condition prevention. The broker
atomically updates a Reserved field in the provider’s ClusterAdvertisement
upon each reservation, and the agent preserves this field during advertisement
updates through a two-step read-then-write protocol.

3. Scoring-based decision engine that selects the optimal provider by evaluat-
ing projected post-reservation utilization. The algorithm filters candidates by
resource sufficiency and active status, then ranks them by remaining headroom,
distributing load across the federation.

4. Certificate-based identity model using mTLS with cert-manager. Cluster
identity equals the certificate Common Name, providing mutual authentication
without additional infrastructure.
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5. Automatic Liqo peering integration. The agent’s ReservationInstruc-
tionReconciler automatically triggers liqoctl peer when an instruction
is received, creating virtual nodes and encrypted WireGuard tunnels without
manual intervention.

6. Comprehensive evaluation suite of seven automated tests covering scala-
bility (up to 100 agents), latency, concurrency, accuracy, resource exhaustion
tracking, and startup time breakdown, all with reproducible scripts and pub-
lished results.

7. Open-source implementation in Go, using standard Kubernetes tooling
(controller-runtime, Kubebuilder, CRDs), available for both academic research
and practical deployment.

6.3 Assessment of the Approach
Stepping back from the individual results, the central claim of this thesis is that a
centralized coordinator is a good fit for cross-cluster resource sharing, despite the
prevailing trend toward fully decentralized designs. The evaluation supports this
claim on three fronts. First, centralization is what makes consistent reservations
tractable: because every advertisement and every reservation passes through a
single point, the broker can reason about global availability and lock capacity
atomically, eliminating the double-booking that a peer-to-peer design would have to
solve with distributed consensus. Second, the cost of centralization proved modest:
a single broker absorbed 100 clusters on one CPU core with flat memory, so the
“single coordinator” is not a scalability bottleneck at the scale studied. Third, by
keeping all per-cluster state in Kubernetes Custom Resources rather than in broker
memory, the design inherits Kubernetes’ own durability, watch, and access-control
machinery for free.

The approach also has clear boundaries. A single broker is a single point of
failure (Section 6.5), and the scoring engine optimizes only for remaining headroom,
ignoring richer objectives such as locality or cost. These are deliberate simplifica-
tions that keep the core mechanism—advertise, decide, lock, instruct, peer—small
enough to reason about and to validate experimentally, and they map directly onto
the future-work directions below.

6.4 Design Decision: Synchronous Reservation
versus Polling

The most consequential design decision in this work was to make the requester’s
reservation synchronous: the broker runs the decision engine inline and returns the
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result in the same HTTP response, rather than creating a reservation object that
the agent later discovers by polling. It is worth examining this choice explicitly,
because it shaped both the architecture and the measured performance.

The original design used periodic polling on both sides: agents learned of
decisions only on their next poll cycle, which made end-to-end delivery take tens
of seconds and coupled latency to the poll interval. Moving the requester to a
synchronous request–response collapsed this to sub-second delivery for the requester
(Section 5.6)—more than an order of magnitude faster than the poll-based design—
because the decision, the resource lock, and the instruction are produced within a
single round trip. Crucially, this did not weaken consistency: the inline path still
performs the same RetryOnConflict update to the Reserved field, so concurrent
requests remain correctly serialized (Section 5.7).

The deliberate asymmetry is that the provider is still notified by lightweight
polling (every five seconds) rather than by a push channel. This is a pragmatic
trade-off: the requester is the latency-sensitive party—it is waiting to use the
resources—whereas the provider only needs to learn, soon, that some of its capacity
has been reserved. Polling keeps the provider side simple and stateless and avoids
maintaining long-lived server-initiated connections to every cluster. A fully push-
based provider notification (for example WebSocket or gRPC streaming) would
close the remaining gap and is identified as future work, but the synchronous-
requester / polling-provider split already delivers the property that matters most:
the party that blocks on the answer gets it immediately.

6.5 Limitations
The current implementation has the following limitations:

1. Single broker (no high availability). The broker is a single point of failure.
While controller-runtime supports leader election for multi-replica deployments,
the HTTP API server and decision engine have not been tested in an active-
passive configuration. A broker failure would prevent new reservations until
the process restarts, though existing peering relationships would be unaffected.

2. Provider instruction polling. Requester agents receive their instructions
synchronously in the HTTP response (sub-second), but provider agents still
rely on a polling mechanism (GET /api/v1/instructions every 5 seconds).
While this is a significant improvement over the original 30-second polling
interval, a push-based mechanism (WebSocket, gRPC streaming) would reduce
provider notification to near-real-time.

3. Single-resource scoring. The decision algorithm considers only CPU and
memory availability with equal weight. It does not account for network latency
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between clusters, energy cost, geographic proximity, or specialized hardware
(GPU models, FPGA). The scoring formula uses fixed weights rather than
configurable policies.

4. No reservation cancellation or modification. Once a reservation is
created, it can only expire or be deleted. There is no mechanism to resize
a reservation (e.g., increase CPU from 500m to 1 core) or transfer it to a
different provider without creating a new reservation.

5. Single-machine evaluation. All experiments were conducted with Kind
clusters on a single server. This environment does not reflect the network
latency, bandwidth constraints, and heterogeneous hardware of a real multi-site
deployment.

6. Static kubeconfig-based peering. The Liqo integration requires pre-
distributed kubeconfig files for all clusters. In a dynamic federation where
clusters join and leave, a more flexible discovery and authentication mechanism
would be needed.

6.6 Future Work
Several directions for extending the system are identified:

1. High availability and broker federation. Deploy the broker in a highly
available configuration with leader election and state replication. For large-
scale federations, multiple brokers could be organized hierarchically (e.g.,
regional brokers coordinating with a global broker), or in a peer-to-peer
topology where brokers exchange advertisements.

2. Push-based provider notification. Replace the provider instruction polling
(every 5 seconds) with WebSocket or gRPC streaming connections. The
requester already receives instructions synchronously (sub-second), but the
provider side could benefit from push-based notification to achieve near-zero
latency for both roles.

3. Advanced scheduling policies. Extend the scoring algorithm to incorporate
multiple objectives: network latency between requester and provider, energy
efficiency (prefer clusters powered by renewable energy), cost optimization
(prefer cheaper providers), data locality (prefer clusters in the same region as
the data), and hardware affinity (match GPU model requirements).

4. Multi-resource support. Extend the data model and decision engine to
handle GPU allocation (with model-specific matching), persistent storage
(with capacity and IOPS requirements), and network bandwidth reservations.
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5. Dynamic Liqo peering. Replace the static kubeconfig-based peering with
a dynamic mechanism where the broker facilitates mutual authentication
between clusters at peering time, potentially using short-lived tokens or
delegated certificates.

6. Reservation lifecycle enhancements. Add support for reservation mod-
ification (scaling up or down), migration (moving a reservation to a differ-
ent provider), and preemption (higher-priority reservations displacing lower-
priority ones).

7. Observability and monitoring. Integrate Prometheus metrics and Grafana
dashboards for real-time visibility into broker load, reservation throughput,
cluster utilization, and peering status across the federation.

8. Production deployment. Package the broker and agent as Helm charts for
standard Kubernetes deployment, with support for Kubernetes-native scaling,
rolling updates, and integration with existing cert-manager installations.

In conclusion, this thesis demonstrates that centralized resource brokerage combined
with automatic cluster peering is a viable and effective approach to multi-cluster Ku-
bernetes resource sharing. The synchronous request-response architecture delivers
sub-second end-to-end latency for requesters, while providers receive instructions
within 5 seconds via lightweight polling. The system handles concurrent requests
without double-booking and bridges the gap between resource allocation and actual
cluster interconnection through Liqo integration. The open-source implementa-
tion provides a foundation for both further research and practical deployment in
multi-cluster environments.
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Appendix A

Sample Manifests and API
Reference

This appendix collects representative Custom Resource manifests and a reference
for the broker’s REST API, complementing the data model presented in Chapter 3
and the implementation in Chapter 4.

A.1 ResourceRequest
A user triggers a reservation by creating a ResourceRequest on the requester
cluster (API group rear.fluidos.eu/v1alpha1). The agent’s controller forwards
it synchronously to the broker.

1 apiVersion : rear. fluidos .eu/ v1alpha1
2 kind: ResourceRequest
3 metadata :
4 name: my - request
5 namespace : default
6 spec:
7 requestedCPU : "500m"
8 requestedMemory : "256 Mi"
9 priority : 10

10 duration : "1h"

Listing A.1: Sample ResourceRequest manifest

After the broker responds, the agent populates the status sub-resource:
1 status :
2 phase: Reserved
3 targetClusterID : agent -cluster -2
4 reservationName : my -request -res
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5 message : " Reserved on agent -cluster -2"

Listing A.2: ResourceRequest status after a successful reservation

A.2 Reservation
The broker-side Reservation (API group broker.fluidos.eu/v1alpha1) can also
be created directly for testing, bypassing the agent:

1 apiVersion : broker . fluidos .eu/ v1alpha1
2 kind: Reservation
3 metadata :
4 name: test - reservation
5 namespace : default
6 spec:
7 requesterID : agent -cluster -1
8 requestedResources :
9 cpu: "500m"

10 memory : "512 Mi"
11 priority : 10

Listing A.3: Sample broker-side Reservation manifest

A.3 Broker REST API Reference
All endpoints except /healthz require a valid client certificate; the calling cluster’s
identity is taken from the certificate Common Name (Section 3.7).

Table A.1: Broker REST API summary

Method Path Purpose
POST /api/v1/advertisements Submit/update an advertisement

(Reserved preserved)
GET /api/v1/advertisements/{id} Read one cluster’s advertisement
POST /api/v1/reservations Create a reservation; decision re-

turned inline
GET /api/v1/instructions Poll for this cluster’s provider in-

structions
GET /healthz Health probe (no client certificate

required)
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Sample Manifests and API Reference

1 {
2 " requesterID ": "agent -cluster -1",
3 " requestedCPU ": "500m",
4 " requestedMemory ": "256 Mi",
5 " priority ": 10
6 }

Listing A.4: Example POST /api/v1/reservations request body

1 {
2 " reservationName ": "my -request -res",
3 "phase": " Reserved ",
4 " targetClusterID ": "agent -cluster -2",
5 " requestedCPU ": "500m",
6 " requestedMemory ": "256 Mi",
7 " expiresAt ": "2026 -06 -04 T12 :00:00 Z"
8 }

Listing A.5: Example reservation response

66



Bibliography

[1] Engineering Ingegneria Informatica S.p.A. Engineering Ingegneria Informatica
S.p.A. 2024. url: https://www.eng.it/ (visited on 12/01/2024) (cit. on
p. ii).

[2] European Commission. IPCEI-CIS AVANT: Important Project of Common
European Interest on Next Generation Cloud Infrastructure and Services.
Funded by the European Union under the NextGenerationEU programme.
2024. url: https://digital- strategy.ec.europa.eu/en/policies/
ipcei-cis (cit. on p. ii).

[3] Cloud Native Computing Foundation. CNCF Annual Survey. Cloud Native
Computing Foundation. 2023. url: https://www.cncf.io/reports/cncf-
annual-survey-2023/ (visited on 12/01/2024) (cit. on p. 1).

[4] Abhishek Verma, Luis Pedrosa, Madhukar Korupolu, David Oppenheimer,
Eric Tune, and John Wilkes. «Large-scale cluster management at Google
with Borg». In: Proceedings of the Tenth European Conference on Computer
Systems (EuroSys). 2015, pp. 1–17. doi: 10.1145/2741948.2741964 (cit. on
p. 1).

[5] Eli Cortez, Anand Bonde, Alexandre Muzio, Mark Russinovich, Marcus
Fontoura, and Ricardo Bianchini. «Resource Central: Understanding and
Predicting Workloads for Improved Resource Management in Large Cloud
Platforms». In: Proceedings of the 26th Symposium on Operating Systems
Principles (SOSP). 2017, pp. 153–167. doi: 10.1145/3132747.3132772
(cit. on p. 1).

[6] FLUIDOS Consortium. FLUIDOS: Flexible, scaLable, secUre, and decentral-
IzeD Operating System. European Union Horizon Europe research project,
Grant Agreement No. 101070473. 2024. url: https://www.fluidos.eu/
(visited on 12/01/2024) (cit. on pp. 1, 11).

[7] The Kubernetes Authors. Kubernetes: Production-Grade Container Orchestra-
tion. Cloud Native Computing Foundation. 2024. url: https://kubernetes.
io/ (visited on 12/01/2024) (cit. on p. 6).

67

https://www.eng.it/
https://digital-strategy.ec.europa.eu/en/policies/ipcei-cis
https://digital-strategy.ec.europa.eu/en/policies/ipcei-cis
https://www.cncf.io/reports/cncf-annual-survey-2023/
https://www.cncf.io/reports/cncf-annual-survey-2023/
https://doi.org/10.1145/2741948.2741964
https://doi.org/10.1145/3132747.3132772
https://www.fluidos.eu/
https://kubernetes.io/
https://kubernetes.io/


BIBLIOGRAPHY

[8] Kubernetes SIGs. controller-runtime: Go library for building Kubernetes
controllers. 2024. url: https://github.com/kubernetes-sigs/controlle
r-runtime (visited on 12/01/2024) (cit. on p. 8).

[9] Kubernetes SIGs. The Kubebuilder Book. 2024. url: https://book.kubebui
lder.io/ (visited on 12/01/2024) (cit. on p. 8).

[10] Kubernetes SIG Multicluster. Kubernetes Cluster Federation (KubeFed).
2023. url: https://github.com/kubernetes-sigs/kubefed (visited on
12/01/2024) (cit. on p. 10).

[11] Marco Iorio, Fulvio Risso, Alex Palesandro, Leonardo Camiciotti, and An-
tonio Manzalini. «Computing Without Borders: The Way Towards Liquid
Computing». In: IEEE Transactions on Cloud Computing. Vol. 11. 3. 2023,
pp. 2820–2838. doi: 10.1109/TCC.2022.3229163 (cit. on pp. 10, 27).

[12] Admiralty / Multicluster-Scheduler. Admiralty: A system of Kubernetes con-
trollers for multi-cluster scheduling. 2023. url: https : / / github . com /
admiraltyio/admiralty (visited on 12/01/2024) (cit. on p. 12).

[13] The Karmada Authors. Karmada: Open, Multi-Cloud, Multi-Cluster Ku-
bernetes Orchestration. Cloud Native Computing Foundation. 2024. url:
https://karmada.io/ (visited on 12/01/2024) (cit. on p. 12).

[14] The Clusternet Authors. Clusternet: Managing your Kubernetes clusters as
easily as visiting the Internet. 2023. url: https://github.com/clusternet/
clusternet (visited on 12/01/2024) (cit. on p. 12).

[15] The Virtual Kubelet Authors. Virtual Kubelet. Cloud Native Computing Foun-
dation. 2024. url: https://virtual-kubelet.io/ (visited on 12/01/2024)
(cit. on p. 12).

[16] The cert-manager Authors. cert-manager: X.509 certificate management for
Kubernetes. 2024. url: https://cert-manager.io/ (visited on 12/01/2024)
(cit. on p. 26).

68

https://github.com/kubernetes-sigs/controller-runtime
https://github.com/kubernetes-sigs/controller-runtime
https://book.kubebuilder.io/
https://book.kubebuilder.io/
https://github.com/kubernetes-sigs/kubefed
https://doi.org/10.1109/TCC.2022.3229163
https://github.com/admiraltyio/admiralty
https://github.com/admiraltyio/admiralty
https://karmada.io/
https://github.com/clusternet/clusternet
https://github.com/clusternet/clusternet
https://virtual-kubelet.io/
https://cert-manager.io/

	List of Figures
	List of Tables
	List of Acronyms
	Introduction
	Problem Statement
	Research Questions
	Objectives
	Contributions
	Thesis Structure

	Background and Related Work
	Kubernetes Overview
	Resource Management in Kubernetes
	Custom Resource Definitions
	Controller Runtime and Kubebuilder

	Multi-Cluster Architectures
	Existing Solutions
	Kubernetes Federation (KubeFed)
	Liqo
	FLUIDOS Project
	Other Approaches

	Limitations of Current Approaches

	System Design
	Requirements
	Functional Requirements
	Non-Functional Requirements

	Architecture Overview
	Broker Component
	Agent Component

	Data Model
	ClusterAdvertisement
	Reservation
	Instructions
	ResourceRequest

	Resource Calculation
	Decision Algorithm
	Filtering
	Scoring
	Selection

	Communication Protocol
	Security Model
	Certificate Management
	Identity Extraction
	TLS Configuration

	Liqo Integration
	Peering Trigger
	Virtual Node


	Implementation
	Technology Stack
	Project Structure
	Broker Structure
	Agent Structure

	Broker Implementation
	API Server
	Authentication Middleware
	Advertisement Handler
	Reservation Handler
	Reservation Controller
	Decision Engine

	Agent Implementation
	Resource Collector
	HTTP Transport
	Synchronous Reservation Flow
	Instruction Polling
	Instruction Controllers

	Liqo Integration
	Configuration
	Peering Execution
	Result

	Testing

	Evaluation
	Test Environment
	Evaluation Metrics
	Test 1: Broker Scalability
	Objective
	Methodology
	Results
	Analysis

	Test 2: Agent Network Bandwidth
	Objective
	Methodology
	Results
	Analysis

	Test 3: Agent Resource Footprint
	Objective
	Methodology
	Results
	Analysis

	Test 4: Reservation Latency
	Objective
	Methodology
	Results
	Analysis

	Test 5: Concurrent Reservations
	Objective
	Methodology
	Results
	Analysis

	Test 6: Decision Accuracy
	Objective
	Methodology
	Results
	Analysis

	Test 7: Agent Startup Time Breakdown
	Objective
	Methodology
	Results
	Analysis

	Discussion
	Summary of Results
	Requirements Validation
	Answering the Research Questions
	Limitations
	Comparison with Requirements


	Conclusions
	Summary
	Contributions
	Assessment of the Approach
	Design Decision: Synchronous Reservation versus Polling
	Limitations
	Future Work

	Sample Manifests and API Reference
	ResourceRequest
	Reservation
	Broker REST API Reference

	Bibliography

