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Chapter 1

Introduction

Gait impairment is a clinically observable motor manifestation of Parkinson’s dis-
ease and other neurological movement disorders. Gait assessment is used to exam-
ine motor control, coordination, balance, and postural stability. Parkinsonian gait
may involve reduced stride length, reduced arm swing, stooped posture, impaired
balance, and altered walking rhythm [I 2]. These features are also reflected in
structured clinical scales such as the Movement Disorder Society-sponsored revision
of the Unified Parkinson’s Disease Rating Scale (MDS-UPDRS), which includes mo-
tor examination items related to gait and postural stability [3]. Gait observation
can therefore support the description of visible motor performance, but it remains
one component of a broader clinical assessment rather than a standalone diagnostic
procedure.

Clinical assessment videos preserve the temporal progression of walking and pro-
vide information that cannot be captured by a single image or static note. They
record posture, limb movement, gait rhythm, and variation across multiple steps.
This is relevant because arm swing, stride regularity, body stability, and gait cycle
patterns are primarily dynamic features. Previous studies have used video record-
ings for Parkinson’s disease severity assessment and gait score estimation [4] [5, [6].
Most of this work, however, focuses on classification, score prediction, or quanti-
tative feature extraction rather than structured textual descriptions of visible gait
characteristics.

Vision-Language Models (VLMs) and Video Large Language Models (Video-
LLMs) extend visual analysis by generating natural language and following instruc-
tions that specify an output format [7, 8, 9]. Unlike conventional computer vision
methods that usually return labels, keypoints, embeddings, or numerical predic-
tions, these models can describe posture, stride, arm swing, stability, and rhythm
in textual or semi-structured form. Clinical gait description nevertheless differs
from general video captioning. Relevant observations may be subtle, localized, and
associated with specific motor features rather than broad scene-level events.

General video understanding models are commonly evaluated on action recog-
nition, event description, video question answering, and open-ended captioning.
Clinical gait video description instead requires attention to fine-grained movement
characteristics. Beyond identifying that a person is walking, the model must at-
tend to shortened stride, reduced arm swing, forward-leaning posture, gait stability,
and rhythm regularity. Previous Parkinson’s disease studies have examined pose
estimation, skeleton-based representations, silhouette-based features, and score pre-



diction [10, 11]. Less attention has been given to the behavior of general-purpose
Video-LLMs when producing clinical-style gait descriptions under different input
modalities, prompt formats, and generation settings.

Video-LLM outputs may also vary with decoding and video sampling parame-
ters. Temperature and top-p influence token sampling and may affect output diver-
sity, specificity, and stability [12, [13]. For clinical gait description, higher sampling
randomness may produce less consistent descriptions across repeated runs. Frame
sampling rate determines both sampling density and temporal coverage. When the
model has a fixed frame budget, increasing the frame rate reduces the duration of
the video segment available for inference and therefore does not necessarily provide
more useful information.

Prompt design is another experimental factor. Language models can be sensitive
to instruction wording, including in clinical applications where small prompt changes
may affect output structure and consistency [14] [15], [16]. This thesis considers three
prompt types. The Descriptive prompt requests an open-ended textual descrip-
tion, the Rating prompt requests structured scores for selected gait features, and
the Checklist prompt requires judgments on predefined observation items. These
prompts differ not only in format but also in the gait features they direct the model
to examine and in how uncertainty can be represented. Prompt variants are there-
fore compared alongside the main prompt types.

The thesis also compares RGB and skeleton-based input modalities. RGB video
retains body appearance, posture, background, and movement continuity. Skeleton-
based representations abstract the body into keypoints, emphasize motion structure,
and suppress much of the background information. Pose- and skeleton-based meth-
ods are widely used in gait analysis because they provide compact representations
of human movement [10, [I1]. However, skeleton videos remove visual cues available
in RGB recordings, and their quality depends on the accuracy and temporal stabil-
ity of pose estimation. Comparing the two modalities allows this thesis to examine
whether skeleton abstraction improves or reduces the usefulness of Video-LLM out-
puts in the current experimental setting.

This thesis presents a comparative study of Video-LLMs for clinical gait video
description. It does not aim to develop an automatic diagnostic system for Parkin-
son’s disease. Instead, it examines how generation parameters, input modalities,
prompt types, and prompt variants affect descriptions of visible gait features. The
evaluation considers description quality, output structure, stability across repeated
runs, and consistency with observable gait characteristics.

Clinical gait video description is defined here as the production of textual,
structured, or semi-structured descriptions of observable gait features from walk-
ing videos. The task covers features such as stride length, arm swing, posture,
stability, and rhythm. It does not infer a medical diagnosis or replace professional
judgment. Video-LLMs are therefore studied as supportive tools for organizing vis-
ible gait observations rather than autonomous clinical decision-making systems.
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Figure 1.1: Overview of the Video-LLM-based gait video description framework.

Figure [1.1] presents the experimental workflow. Clinical gait assessment videos
are prepared as RGB or skeleton-based inputs and combined with different prompts
and generation settings for Video-LLM inference. The resulting outputs are eval-
uated for description quality, structure, stability, and consistency with visible gait
features. Prompt variants are treated as refinements of the three main prompt types
rather than as a separate category.

The research questions are summarized in Table[I.1} They cover the main exper-
imental factors investigated in this thesis: generation parameters, input modalities,
prompt design, and task-specific limitations.



Table 1.1: Research questions and corresponding experimental focus.

Research Focus Related experiment
question
RQ1 How do generation parameters influ- Temperature, top-p, and

ence the quality and stability of gen- FPS comparison
erated gait descriptions?
RQ2 How do RGB and skeleton-based input RGB vs Skeleton com-
modalities compare for Video-LLM- parison
based gait description?

RQ3 How do prompt designs affect the Descriptive, Rating, and
structure, focus, and consistency of Checklist prompts, in-
model outputs? cluding prompt variant

comparison

RQ4 What limitations appear when apply- Case-level analysis and

ing Video-LLMs to clinical gait video limitation discussion
description in this experimental set-
ting?

The thesis makes four main contributions. First, it defines an experimental
workflow covering video preparation, prompt preparation, model inference, output
collection, and evaluation. Second, it compares temperature, top-p, and frame sam-
pling rate in terms of output quality and stability. Third, it compares RGB and
skeleton-based videos to examine how input modality affects the description of gait-
related features. Fourth, it evaluates Descriptive, Rating, and Checklist prompts,
together with variants involving prompt length and evidence requirements. These
experiments characterize how the selected design choices affect Video-LLM-based
gait description in this setting.

The generated descriptions, ratings, and checklist judgments require professional
interpretation and validation. Accordingly, the scope of this thesis is limited to the
use of Video-LLMs as supportive tools for organizing observable gait information.
The study provides an experimental basis for future work using larger datasets and
more clinically rigorous evaluation procedures.



Chapter 2

Background and Related Work

This chapter reviews the clinical and technical background of the thesis. It covers
clinical gait analysis and Parkinsonian gait, video-based and skeleton-based gait as-
sessment, Vision-Language Models (VLMs), Video Large Language Models (Video-
LLMs), and the prompting and decoding factors examined in the experiments. The
chapter concludes by identifying the research gap addressed in this thesis.

2.1 Clinical Gait Analysis and Parkinsonian Gait

Clinical gait analysis examines human walking patterns to assess motor function,
balance, coordination, and neuromotor control. Gait impairment is a clinically ob-
servable motor manifestation of Parkinson’s disease and related parkinsonian syn-
dromes. Parkinsonian gait can include shortened stride length, reduced arm swing,
shuffling steps, stooped posture, impaired postural control, and irregular walking
rhythm [I, 2]. These characteristics can be observed during clinical examination
and recorded in assessment videos.

Structured rating scales also include gait-related assessment. The Movement
Disorder Society-sponsored revision of the Unified Parkinson’s Disease Rating Scale
(MDS-UPDRS) provides a standardized framework for assessing the motor and non-
motor manifestations of Parkinson’s disease [3]. This thesis does not reproduce clin-
ical scoring. Instead, observable gait-related dimensions are used to guide prompt
design and output analysis rather than diagnostic decisions.

Table summarizes the nine gait-related observation items used in the final
Checklist prompt. These items are treated as task-specific visual features rather
than diagnostic criteria.

Gait abnormalities may appear as visible movement patterns, but clinically rel-
evant cues such as mildly reduced arm swing, shortened steps, or slight instability
can be subtle. A gait description model must therefore attend to fine-grained mo-
tor features rather than only recognizing the action of walking. This requirement
distinguishes clinical gait video description from general video captioning.

2.2 Video-based Gait Analysis

Video preserves the temporal progression of walking. Across multiple frames, it
captures changes in posture, limb movement, rhythm, and stability, allowing gait



Table 2.1: Observable gait-related dimensions used in the final Checklist prompt

and output analysis.

Dimension

Visible observation

Checklist item

Step height

Arm swing ampli-
tude
Arm swing symme-
try

Posture and trunk
alignment

Gait
pattern
Walking continuity

acceleration

Movement stability

Apparent  vertical  foot
clearance and whether the
feet remain close to the
ground during walking.
Degree of arm movement
during walking.

Difference between left and
right arm movement.
Forward trunk lean or a
stooped body posture dur-
ing walking.

Progressive shortening or
acceleration of steps.
Sudden interruption, hesi-
tation, or inability to con-
tinue stepping.

Apparent imbalance or in-
stability during walking and
related movements.

Reduced step height

Arm swing reduction
Arm swing asymmetry

Forward trunk lean or

stooped posture

Festinating gait

Freezing of gait episodes

Postural instability during
movement

Involuntary  move- Irregular involuntary move- Dyskinesias
ment ments observed during the

gait sequence.
Tremor Visible rhythmic shaking Tremor

during walking or standing
phases in the video.

cycle patterns, left-right coordination, arm swing, hesitation, and walking continuity
to be observed.

Previous work has used video for Parkinson’s disease severity assessment and
gait score prediction. Sibley et al. reviewed video-based analyses of Parkinson’s
disease severity and their use in motor assessment [4]. Eguchi et al. conducted a
retrospective study predicting Unified Parkinson’s Disease Rating Scale scores from
gait videos [5]. Lu et al. estimated MDS-UPDRS gait scores using computer vision
methods, producing clinical score categories rather than natural language descrip-
tions [6]. Their main objectives are score estimation, classification, or quantitative
assessment.

This thesis instead examines textual, structured, and semi-structured descrip-
tions of visible gait features rather than only labels or scores. Score prediction and
description models require different evaluation criteria. Score prediction is mainly
evaluated through numerical accuracy or classification performance. Video-LLM
descriptions additionally require evaluation of information content, structure, con-
sistency, stability, and agreement with observable or reference gait features.

RGB video retains body appearance, posture, movement continuity, clothing,
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and background. This representation preserves detailed visual information but also
contains scene elements that may not be relevant to gait. Alternatively, human key-
points can be extracted from individual frames to construct skeleton-based videos
that emphasize body structure and movement trajectories while reducing back-
ground information. The two modalities provide different visual information and
may be processed differently by Video-LLMs.

2.3 Computer Vision and Skeleton-based Repre-
sentations for Gait Analysis

Computer vision and deep learning methods have long been applied to human motion
analysis and clinical gait assessment. Typical pipelines include human detection,
pose estimation, keypoint tracking, temporal feature extraction, classification, and
regression. In Parkinson’s disease gait analysis, these methods commonly detect
gait impairment, estimate clinical scores, or quantify movement abnormalities from
visual data.

Skeleton representations are produced by applying pose estimation to video
frames and extracting keypoints such as the shoulders, elbows, hips, knees, and
ankles. Their temporal trajectories describe body posture and movement during
walking. He et al. proposed a multi-level 3D pose estimation framework for Parkin-
son’s disease gait detection from monocular video [11]. This work illustrates how
pose estimation can extract structured motion information from monocular video.

Other studies combine skeleton and appearance-based information. Zeng et al.
proposed a skeleton-silhouette fusion convolutional network for video-based quantifi-
cation of gait impairment in Parkinson’s disease [10]. The fusion approach suggests
that skeleton information may be complemented by silhouette or appearance-related
cues when quantifying gait impairment. This distinction supports the comparison
between RGB and skeleton-based video in this thesis.

Skeleton-based representations provide a compact description of human motion
while reducing the influence of background, clothing, lighting, and scene variation.
This may make leg movement, arm swing, and trunk posture easier to isolate. Their
quality, however, depends on pose estimation accuracy, which can be affected by oc-
clusion, camera angle, low resolution, motion blur, or unusual body posture. Skele-
ton rendering also removes body appearance, silhouette, and other visual cues that
may contribute to posture or stability assessment.

These limitations also apply when skeleton videos are provided to general-purpose
VLMs or Video-LLMs. Because these models are mainly pretrained on natural im-
ages or RGB videos, their visual encoders may be better adapted to natural visual
patterns than simplified skeleton renderings. Skeleton input may make movement
structure more explicit, but this does not ensure better Video-LLM output. RGB
and skeleton-based inputs are therefore compared to examine how input modality
affects generated gait descriptions in this experimental setting.



2.4 Vision-Language Models and Video Large Lan-
guage Models

Vision-Language Models (VLMs) connect visual inputs with natural language. Com-
mon tasks include image captioning, visual question answering, visual reasoning,
image-text retrieval, and instruction following. Unlike conventional computer vision
systems that return labels, bounding boxes, keypoints, or numerical predictions,
VLMs can generate natural language responses and adapt their format to user in-
structions. This output flexibility is relevant to gait video description, where visible
observations must be expressed in textual or structured form.

A major line of VLM research concerns large-scale alignment between visual
and textual representations. CLIP learned image representations through natural
language supervision from large collections of image-text pairs, enabling zero-shot
transfer to downstream recognition tasks [I7]. Later models extended image-text
alignment to generative and instruction-following tasks. BLIP-2 connected frozen
image encoders and frozen large language models through a lightweight Querying
Transformer, reducing the cost of end-to-end multimodal pre-training [18]. LLaVA
combined a visual encoder with a large language model and applied visual instruction
tuning for multimodal interaction [19]. Together, these models mark a shift from
image-text representation learning toward open-ended multimodal generation.

VLMs have also been adapted to biomedical and medical domains. General-
domain VLMs are not specifically optimized for biomedical images, clinical termi-
nology, or medical reasoning. BiomedCLIP was pretrained on biomedical image-text
pairs from PubMed Central and uses biomedical text representations for biomedi-
cal vision-language tasks [20]. LLaVA-Med extended visual instruction tuning with
biomedical figure-caption and instruction-following data to support conversation
about biomedical images [21]. These models support medical image understanding,
biomedical visual question answering, and image-text retrieval. They also indicate
that domain adaptation may be beneficial and that careful validation remains nec-
essary for medical applications.

Video Large Language Models extend VLMs from images to video. They must
represent temporal relationships across frames in addition to spatial visual con-
tent. VideoChatGPT introduced a video conversation framework for detailed video
understanding based on large vision-language models [7]. Video-LLaMA explored
instruction-tuned audio-visual language modeling [§], while Video-LLaVA studied
a unified representation for image and video inputs through alignment before pro-
jection [9]. These models generate text from video and follow natural language
instructions, making them relevant to tasks that require descriptions or structured
interpretation of dynamic visual content.

Qwen2.5-VL supports image and video understanding, instruction following,
and long-video comprehension [22]. LLaVA-OneVision targets visual task trans-
fer across single-image, multi-image, and video scenarios [23]. These models provide
the general-purpose video-language capabilities evaluated in this thesis.

Clinical gait video description differs from the tasks commonly studied with
VLMs and Video-LLMs. General VLM research often focuses on natural images,
visual question answering, captioning, and general visual reasoning. Medical VLM
studies mainly address biomedical images, medical visual question answering, radiology-
related tasks, and image-text retrieval. Video-based gait studies usually focus on



classification, score prediction, pose estimation, or quantitative impairment esti-
mation. The task considered here instead requires textual, structured, or semi-
structured descriptions of fine-grained gait features, including step height, arm
swing, posture, stability, rhythm, freezing-like interruptions, festination, dyskine-
sias, and tremor.

The suitability of general-purpose Video-LLMs for clinical gait description there-
fore remains unclear. General-purpose models are not specifically trained on clinical
gait videos, and their ability to identify subtle motor features requires evaluation.
Their outputs may vary with prompt design, frame sampling, generation parameters,
and input modality. Natural language responses may also contain unsupported or
overly general statements, particularly when the prompt does not require the model
to link its observations to visible evidence. These factors motivate controlled eval-
uation of model outputs before considering their use as supportive tools for clinical
video review.

2.5 Prompting Strategies for Structured Clinical
Observation

Prompt design can change the output produced from the same visual input. Studies
of general LLMs have shown that small changes in prompt formulation can affect
model behavior and output consistency [14]. Instruction wording can also influence
responses in clinical language model settings [15]. Similar sensitivity has been re-
ported for prompt and data perturbations in medical text classification [16]. This
sensitivity motivates the comparison of prompt types and variants in this thesis.

A Descriptive prompt generates open-ended natural language. It allows the
model to describe visible phenomena without a fixed response structure. For gait
videos, this may include step pattern, arm swing, posture, balance, and walking
rhythm. The open-ended format may reduce comparability across runs because the
model can focus on different aspects of the same video.

A Rating prompt produces a structured gait severity score. In the early experi-
ments, the model generated four feature-level scores that were combined into a total
score. Later experiments, including Prompt v1, Prompt v2, and Prompt v3, instead
required the model to output the total score directly. The concise numerical output
can be compared across generation settings, input modalities, and prompt variants.
These ratings are experimental outputs rather than validated clinical scores or di-
agnoses.

A Checklist prompt requires judgments on predefined observation items using
the categories YES, NO, or UNCLEAR. Some prompt variants also require the
model to provide visible evidence or a brief analysis supporting each judgment. This
structured format supports manual inspection and reduces ambiguity in the expected
response. However, it may oversimplify uncertain visual evidence. If UNCLEAR is
not used appropriately, the model may return definite judgments despite weak or
incomplete visual information.

Decoding parameters provide another source of output variation. Temperature
and top-p control token sampling. Top-p nucleus sampling restricts token selection
to a cumulative probability mass [12]. Temperature changes the relative distribution
of token probabilities and can affect output diversity and randomness [I3]. Temper-
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ature and top-p are therefore evaluated in terms of output quality and stability.

In this thesis, prompt variants are different formulations within the same prompt
type. They include shorter or more detailed instructions, prompts with or without
explicit evidence requirements, and different specifications of the expected output
structure. The variants are compared in terms of observation content, output struc-
ture, consistency with observable or reference gait features, and stability across
repeated runs. Prompt comparison therefore covers both the three main prompt
types and selected variants within each type.

2.6 Research Gap

Prior work has examined video-based Parkinson’s disease assessment, pose and skele-
ton representations for gait analysis, and general-purpose Video-LLMs for video
understanding. Video-based gait studies mainly estimate scores or quantify impair-
ment [4, 5], 6], while pose- and skeleton-based approaches extract structured motion
information [10} [IT]. Video-LLMs, in contrast, generate natural language responses
for broader video tasks [7, 8, @].

Several gaps remain for clinical gait assessment video description. First, most
video-based Parkinson’s disease studies focus on classification, score prediction, or
quantitative impairment estimation rather than structured textual description. Sec-
ond, general Video-LLMs are evaluated mainly on broad video understanding tasks
rather than fine-grained gait observations. Third, the effect of RGB and skeleton-
based input on Video-LLM gait descriptions remains unclear. Fourth, prompt design
and decoding parameters remain underexplored for this task.

This thesis investigates these gaps by comparing generation parameters, RGB
and skeleton-based inputs, prompt types, and prompt variants for clinical gait video
description. It does not aim to develop a diagnostic system. Instead, the comparison
examines output quality, structure, stability, and consistency with observable or ref-
erence gait features. The study characterizes the output behavior and limitations of
Video-LLMs when used as supportive tools for organizing visible gait observations.
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Chapter 3

Methodology

This chapter defines the task and describes the methodological components of the
workflow shown in Figure [I.1} It covers the input modalities, prompt types and
variants, model selection, generation parameters, evaluation strategy, and compari-
son dimensions. The dataset, implementation environment, software configuration,
and execution procedure are described in Chapter 4.

3.1 Overview of the Methodological Framework

The experimental framework follows a pipeline-based design. Clinical gait assess-
ment videos are prepared as either RGB or skeleton-based inputs. Each input is com-
bined with prompts that request one of three output formats: a free-text description,
a gait severity rating, or a checklist-style response. Variants within each prompt type
differ in instruction length, level of detail, expected output structure, and evidence
requirements. The selected Video-LLM processes the video and prompt, after which
the generated outputs are collected, parsed, and compared across experimental set-
tings.

The framework examines four main factors: generation parameters, input modal-
ity, prompt type, and prompt variant. Controlled configurations are used to study
their effects on output quality, structure, stability, and consistency with observable
or reference gait features.

The experiments are organized into two stages. The first is a parameter search
over temperature, top-p, and frame sampling rate, used to select a fixed inference
configuration. The second applies the selected configuration to comparisons of RGB
and skeleton-based inputs, prompt types, prompt variants, and case-level output
behavior. This staged design keeps the main comparison conditions consistent.

The methodology is not intended to identify a configuration for direct clinical
deployment. Its purpose is to examine how controlled changes in the experimental
setup affect Video-LLM behavior in clinical gait video description.

3.2 Task Definition

The task studied in this thesis is clinical gait video description. A model receives a
clinical gait assessment video and produces a textual, structured, or semi-structured
response describing visible gait-related features. The observation targets include
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step pattern, arm swing, posture, stability, rhythm, and other movement character-
istics visible in the video.

Table summarizes the input, model, prompt, output, objective, and scope of
the task.

Table 3.1: Task definition of clinical gait video description in this thesis.

Component Definition in this thesis

Input Clinical gait assessment video samples represented as RGB
videos or skeleton-based videos.

Model A Video-LLM or VLM used to generate text-based re-
sponses from visual input and task-specific prompts.

Prompt A textual instruction that guides the model to describe,
rate, or check visible gait-related features.

Output A generated gait-related response, including free-text de-
scriptions, structured ratings, or checklist-style outputs.

Main objective To compare how generation settings, input modalities,

prompt types, and prompt variants affect model-generated
gait descriptions.

Scope limitation The task focuses on visible gait observation and does not
aim to provide clinical diagnosis or replace professional
clinical assessment.

The outputs are treated as descriptions or structured representations of visible
gait characteristics rather than diagnostic conclusions. The model is prompted to
base its response on visible evidence when required by the prompt version. Disease
diagnosis, treatment recommendation, and clinical decision-making are outside the
scope of the study.

Unlike conventional classification, this task is not limited to a single class label.
Depending on the prompt, the output may be a free-text description, feature-level
ratings, an overall rating, or item-level checklist judgments. The task therefore
concerns video understanding and the organization of gait observations rather than
direct clinical decision-making.

Three output modes are considered. The Descriptive mode examines which
gait characteristics the model identifies in an open-ended response. The Rating
mode converts observations into a numerical severity score. The Checklist mode
requires explicit judgments on predefined gait items. These modes correspond to
the Descriptive, Rating, and Checklist prompts used in the experiments.

The Rating prompt changed during the experimental process. In the initial
experiments, the model produced four feature-level ratings that were combined into
a total score. In the later experiments, including Prompt v1, Prompt v2, and Prompt
v3, the model was instructed to output the total score directly. In both settings,
the score range was 0.0 to 3.5 with increments of 0.5. The scale was inspired by
structured motor assessment practices such as the MDS-UPDRS, but the generated
scores are experimental outputs rather than official MDS-UPDRS ratings or clinical
diagnoses [3].

The Checklist prompt also changed across experimental stages. The initial pa-
rameter search used seven observation items, while later experiments used an ex-
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panded nine-item checklist aligned with the expert reference outputs. Checklist
results are therefore interpreted within the corresponding seven- or nine-item set-
ting and are not treated as directly interchangeable.

3.3 Input Modalities

This thesis compares RGB and skeleton-based videos to examine how original visual
information and structured motion representations affect Video-LLM outputs.

RGB video preserves body appearance, posture changes, limb movement, walk-
ing rhythm, clothing, background, and part of the surrounding context. Because
general-purpose VLMs and Video-LLMs are commonly trained on natural visual
data, RGB input is close to the type of visual content processed during pretraining.
It may, however, contain scene information that is not directly relevant to gait.

Skeleton-based video is produced by extracting human keypoints from the orig-
inal frames and rendering them as a simplified body structure. This representation
emphasizes body geometry and motion trajectories while reducing the influence of
background, clothing, and appearance. Pose- and skeleton-based representations
have been used in previous studies of video-based gait assessment and Parkinsonian
gait analysis [11], [10].

In this thesis, two-dimensional keypoints are extracted from the RGB videos and
rendered into skeleton videos. Both modalities are then processed through the same
Video-LLM inference pipeline. This allows them to be compared using the same
prompts and generation settings.

Skeleton quality depends on the pose estimation process. Missing, occluded,
unstable, or incorrectly detected keypoints may distort the represented movement.
Skeleton conversion also removes body contours, appearance, foot-ground contact
cues, and scene context. The methodology therefore does not assume that skeleton-
based input is superior to RGB input; the two modalities are compared experimen-
tally.

3.4 Prompt Design

Prompt design is treated as a main experimental factor because different instructions
can direct the model toward different gait features and response structures. Previous
studies have reported sensitivity to prompt formulation in both general and clinical
language model settings [14] [15]. This is relevant to the present task because output
consistency, structure, and evidence grounding may depend on how the instruction
is written.

The experiments use three prompt types: Descriptive, Rating, and Checklist.
Variants within these types differ in prompt length, instruction detail, output con-
straints, and evidence requirements. Table summarizes the three prompt cate-
gories.
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Table 3.2: Summary of prompt types and output formats.

Prompt type Output format Purpose in this thesis
Descriptive Free-text gait de- To examine whether the model can
prompt scription generate a natural-language descrip-

tion of visible gait-related features,
such as step pattern, arm swing, pos-
ture, stability, and walking rhythm.
Rating prompt Feature-level or To provide a structured numerical out-
overall numerical put for comparison across experimental
rating, depending on settings. Earlier versions used feature-
the prompt version  level ratings, while later versions gener-
ated an overall gait impairment score.
Checklist Checklist-style To evaluate whether the model can
prompt response, such as address specific visible gait cues in a
YES/NO/UNKNOWNCconstrained format and reduce overly
with supporting evi- broad or unsupported descriptions.
dence

The Descriptive prompt requests an open-ended observation of the gait shown
in the video. It directs the model toward features such as step pattern, arm swing,
posture, stability, and walking rhythm without imposing a fixed response structure.
This format can capture a wider range of observations, but the generated text may
vary across repeated runs and is less straightforward to quantify.

The Rating prompt requests a structured severity score. During the initial ex-
periments, the model rated four gait dimensions and these values were combined
into a total score. Prompt v1, Prompt v2, and Prompt v3 instead request the over-
all score directly. Compared with free-text output, the numerical result is easier
to summarize across generation parameters, input modalities, and prompt variants.
Some Rating prompt versions also request a brief analysis or visible evidence to
reduce unsupported scoring.

The Checklist prompt requests item-level judgments using YES, NO, or UN-
CLEAR. The later nine-item version covers reduced step height, arm swing reduc-
tion, arm swing asymmetry, forward trunk lean or stooped posture, festinating gait,
freezing of gait episodes, postural instability during movement, dyskinesias, and
tremor. Some variants also require supporting evidence. The structured format
facilitates parsing and item-level comparison, while UNCLEAR allows the model to
indicate insufficient visual information.

The three prompt types support different forms of analysis. Descriptive prompts
are used for open-ended textual observation, Rating prompts for score-level compar-
ison, and Checklist prompts for structured judgments on predefined gait features.

Prompt formulations were revised during development to address outputs that
were too short, generic, or insufficiently supported. Table summarizes the main
variants.
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Table 3.3: Prompt variants used in this thesis.

Prompt vari-
ant

Description

Purpose

prompt_v1

prompt_v2

prompt_v3

One-shot
prompt

Standard long prompt
with relatively detailed
instruction.

Short-output prompt
with  stronger length
restriction.

Short-output prompt

with additional analysis
or evidence requirement.

Prompt with an addi-
tional example video and
its expert reference out-
put.

Used as the initial prompt version
for observing model behaviour un-
der a more detailed instruction for-
mat.

Used to examine whether shorter
and more focused instructions re-
duce verbose or overly generic out-
puts.

Used to test whether requiring vis-
ible evidence improves the struc-
ture and interpretability of gener-
ated outputs.

Used to examine whether an in-
context example improves output
alignment or introduces example
bias.

These variants refine the three main prompt types rather than define separate
task categories. Their comparison examines how prompt formulation affects output
content, stability, structure, and interpretability.

3.5 Model Selection

The selected model must process visual input and generate natural language or struc-
tured text. Model selection therefore considers visual-input support, instruction-
following ability, text generation, and feasibility under the available computational
resources.

Qwen2.5-VL-3B-Instruct is used as the baseline model for the main experiments
[22]. Tt supports vision-language instruction following and visual-input-based text
generation. Its model size also permits repeated inference across multiple videos,
prompts, modalities, and generation configurations under the available resources.

The study does not aim to rank existing VLMs or Video-LLMs. Qwen2.5-VL-
3B-Instruct provides a fixed baseline for controlled comparisons of generation pa-
rameters, input modalities, prompt types, and prompt variants.

A systematic cross-model comparison is outside the main experimental scope.
Such a comparison would require additional computational resources, consistent
deployment conditions, and a broader evaluation design. Cross-model evaluation is
therefore discussed as future work.

3.5.1 VLM Architecture and Video Input Processing

Vision-language instruction-following models generally combine a visual encoder, a
multimodal connector, and a large language model. The visual encoder converts
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image or video frames into visual representations. A projector or connector maps
these representations into a token space that can be processed by the language
model. The language model combines the visual tokens with the textual prompt
and generates an instruction-conditioned response.

In the baseline Qwen2.5-VL-3B-Instruct model, the sampled video frames are
processed by the visual encoding component to obtain visual representations. These
representations are converted into multimodal visual tokens and integrated with
the tokenized textual prompt. The language model then generates the response
autoregressively, conditioned on both the visual tokens and the textual instruction
[22]. In the experimental pipeline, video decoding, frame sampling, and multimodal
input preparation were handled through the Hugging Face Transformers interface
and qwen-vl-utils.

In this thesis, each video is converted into sampled frames according to the
selected frame sampling rate. RGB frames are sampled directly from the original
clinical gait video. For skeleton input, the RGB video is first converted into a
two-dimensional skeleton representation, after which frames are sampled from the
generated video. The resulting visual input is combined with a prompt requesting
a description, rating, or checklist response.

This architecture supports both visual observation and language-based organi-
zation. The video provides information about step pattern, arm swing, posture,
stability, and rhythm, while the prompt determines the requested response for-
mat. The same video can therefore produce different outputs depending on whether
the instruction requests an open-ended description, a numerical score, or item-level
checklist judgments.

The baseline model is general-purpose and is not trained specifically for clinical
gait assessment. Its responses may vary with prompt wording, frame sampling,
input modality, and decoding parameters. It is therefore used as an experimental
platform for studying model behavior rather than as a validated diagnostic model.
Generated outputs are compared with expert-provided references and interpreted
cautiously.

3.6 Generation Parameters

The experiments examine temperature, top-p, and frame sampling rate. Tempera-
ture and top-p control text generation, while frame sampling rate determines how
the source video is represented to the model.

Temperature modifies the token probability distribution during generation. Lower
values generally produce more deterministic outputs, while higher values increase
sampling variation. Top-p nucleus sampling restricts token selection to a cumula-
tive probability mass [12]. Both parameters may affect output diversity, stability,
and consistency [13]. Their effects are evaluated because repeated outputs should
remain reasonably stable under the same experimental condition.

Frame sampling rate controls sampling density and temporal coverage. A low
sampling rate may omit short gait events, whereas a higher rate provides denser
temporal sampling. However, when the input is limited by a maximum number
of frames, increasing FPS reduces the duration of the original video that can be
processed. FPS is therefore treated as an experimental variable rather than a fixed
preprocessing choice.
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The parameter search includes two parts. First, temperature and top-p are
evaluated using RGB video input with Descriptive and Checklist prompts. The
tested temperature values are:

T € {0.1,0.4,0.7}.

The tested top-p values are:
p € {0.5,0.7,0.9}.

This stage is used to select a fixed decoding setting for later experiments.
Second, after temperature and top-p are selected, the effect of frame sampling
rate is evaluated. The tested frame sampling rates are:

FPS € {15,20, 25,30, 35, 40, 45, 50, 55, 60}.

The maximum number of frames is set to 1200. Under this constraint, increasing
FPS provides denser sampling but reduces the maximum observable duration of the
original video. This trade-off is one reason why FPS is treated as an experimental
variable rather than as a fixed preprocessing choice.

To evaluate output stability, repeated runs are performed under the same config-
uration. This allows the study to compare not only the average quality of outputs,
but also the consistency of outputs generated under identical experimental settings.
In the later experiments, the selected configuration is temperature=0.1, top-p=0.5,
and 15 FPS.

3.7 Evaluation Strategy

The evaluation strategy focuses on output quality, structural clarity, stability, and
consistency with visible gait-related features. Since the task does not produce a
single type of output, the evaluation needs to consider the characteristics of each
prompt type.

The generated outputs are analyzed using task-oriented evaluation dimensions
defined for this thesis, as shown in Table [3.4f These dimensions are not intended
to represent clinical diagnostic criteria, but are used to compare the behavior of
model-generated gait descriptions.
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Table 3.4: Task-oriented evaluation dimensions used for output analysis.

Evaluation dimen-
sion

Definition in this thesis

Output quality

Stability

Completeness

Clinical-style  rele-
vance

Unsupported claim
risk

Overall appropriateness of the generated response, includ-
ing relevance to the visible gait content, clarity of expres-
sion, and absence of clearly unrelated information.
Consistency of model outputs across repeated runs under
the same experimental configuration. This dimension is
used to analyze whether the model produces similar ob-
servations when the input and settings remain unchanged.
Coverage of gait-related aspects requested by the prompt,
such as step and stride pattern, arm swing, posture, sta-
bility, and rhythm.

Degree to which the response focuses on gait-related ob-
servations that are meaningful in the context of clinical
gait assessment, without implying diagnostic validity.
Risk that the model introduces claims not directly sup-
ported by visible evidence in the video, especially disease-
level, severity-level, or diagnostic statements.

These dimensions allow the analysis to focus on the behavior of generated out-
puts while avoiding claims about diagnostic validity. In addition to these qualitative
dimensions, prompt-specific automatic metrics are used to compare different exper-

imental configurations. These metrics are summarized in Table [3.5

Table 3.5: Prompt-specific evaluation metrics used in this thesis.

Prompt type

Main metric

Interpretation

Descriptive

Rating

Checklist

Semantic similarity be-
tween the generated de-
scription and the expert
reference description.

Normalized distance
between the generated
overall score and the
expert reference score.

Checklist vector accu-
racy and item-level pre-
cision.

Used to evaluate whether the gen-
erated text is semantically close to
the expert-provided description. It
is treated as a text-level proxy rather
than a direct clinical correctness
measure.

Used to compare whether the gen-
erated score is close to the reference
score. A close score does not neces-
sarily imply correct feature-level in-

terpretation.
Used to compare
YES/NO/UNKNOWN  judgments

against expert reference items and
to inspect which gait-related signs
are recognized or missed.

For the Descriptive prompt, the evaluation focuses on whether the model covers
relevant gait-related features, such as stride length, arm swing, posture, stability,
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and rhythm, and whether the description is consistent with the visible information
in the video. Descriptive outputs may contain rich information, but they are more
difficult to quantify directly. Therefore, semantic similarity with the expert reference
description is used as the main automatic metric.

For the Rating prompt, the evaluation focuses on feature-level ratings, the over-
all score, and the supporting evidence provided by the model. The main numerical
metric is based on the distance between the generated overall score and the ex-
pert reference score. Since the score range is limited, a generated score can be
numerically close to the reference even when the detailed reasoning is incomplete.
Therefore, Rating results are interpreted as supporting numerical evidence rather
than as sufficient evidence of clinical observation ability.

For the Checklist prompt, the evaluation focuses on whether the YES, NO, or
UNKNOWN judgments are consistent with the expert reference and whether the
provided evidence supports the selected answer. Checklist outputs are converted into
vectors for comparison with reference vectors. In addition to overall vector accuracy,
item-level precision is used to examine which gait-related signs are recognized more
reliably and which signs are frequently missed.

To combine output quality and stability during parameter search, this thesis uses
an adjusted score:

Sadjusted =y —0,

where p is the mean score across repeated runs under the same configuration and o is
the corresponding standard deviation. This score gives preference to configurations
that obtain high average performance while also producing stable outputs. The
adjusted score is mainly used for parameter selection and configuration comparison,
not as a clinical performance metric.

In addition to adjusted score, best-value frequency is also examined. For each
video sample, the parameter value with the highest adjusted score is identified. The
frequency with which each parameter value is selected as the best value across all
samples is then counted. This provides another view of whether a parameter setting
is consistently strong across video samples or only performs well on average.

These evaluation methods are designed for experimental comparison rather than
clinical validation. Since the outputs are generated from a Video-LLM and compared
with expert-provided references, the results should be interpreted as evidence about
model behavior under different settings, not as proof of diagnostic reliability.

3.8 Comparison Dimensions

Based on the methodology described above, this thesis compares model behavior
along several dimensions. The first dimension is generation parameter comparison,
which examines the effects of temperature, top-p, and frame sampling rate. The
second dimension is input modality comparison, which compares RGB videos and
skeleton-based videos under the same or similar settings. The third dimension is
prompt design comparison, which analyzes differences among Descriptive, Rating,
and Checklist prompts, as well as the effects of prompt variants such as prompt
length and evidence requirements. The fourth dimension is case-level behavior,
which examines whether different video samples lead to different model output pat-
terns or failure cases.
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The main comparison dimensions used in the experiments are summarized in
Table [3.6l These dimensions provide the organizational basis for the Results and
Discussion chapters.

Table 3.6: Summary of experimental comparison dimensions.

Comparison di- Compared factors Purpose
mension

Generation parame- Temperature, top-p, and frame To examine how decod-
ters sampling rate. ing and video sampling
settings influence out-
put quality and stabil-

ity.
Input modality RGB video and skeleton-based To compare whether
video input. different visual repre-

sentations affect gait-
related descriptions.

Prompt design Descriptive, Rating, and Check- To analyze how in-
list prompts, including prompt struction format and
variants such as prompt length prompt formula-
and evidence requirement. tion influence output

structure, focus, consis-
tency, and evaluability.
Case-level behavior  Different clinical gait video sam- To identify sample-
ples with different visible gait dependent behaviors,
characteristics. difficult cases, and pos-
sible failure patterns.

Together, these comparison dimensions form the main structure of the experi-
mental analysis. By examining results from the perspectives of generation param-
eters, input modalities, prompt design, and case-level behavior, this thesis aims to
provide a clearer understanding of Video-LLM behavior in clinical gait assessment
video description. These dimensions also provide the organizational basis for the
Results and Discussion chapters.

It should be noted that numerical results from different prompt types are not
directly comparable because the prompts use different output formats and evaluation
metrics. Therefore, the comparisons in this thesis are mainly interpreted within each
prompt type or within the same prompt version. Cross-prompt comparisons are used
to describe output characteristics, structure, and evaluability rather than to produce
a single unified ranking.
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Chapter 4

Experimental Setup

This chapter describes the implementation of the experimental framework intro-
duced in Chapter 3. It covers the dataset, input preparation, model and prompt
configurations, parameter search, inference procedure, output storage, evaluation
protocol, and computational environment. These settings support the comparisons
of generation parameters, input modalities, prompt types, and prompt variants.

4.1 Dataset Description

The experiments were conducted on 17 clinical gait assessment videos from an in-
ternal laboratory dataset that is not publicly available. The recordings contain
different levels of visible Parkinsonian gait impairment. Each video is associated
with reference outputs provided by a clinical expert, which are used to compare the
model-generated responses.

The dataset ranges from normal or nearly normal gait to severe visible impair-
ment. The overall reference score ranges from 0.0 to 3.5, with lower values corre-
sponding to normal or mild gait changes and higher values indicating more evident
abnormalities. The references also include descriptive observations and item-level
Checklist judgments. These outputs serve as experimental references and are not
treated as independent diagnoses or complete clinical ground truth.

The original recordings are RGB videos. Skeleton-based inputs were generated
from them using a MediaPipe-based conversion script. Representative samples are
shown in Table [4.1] Anonymized video keys and compressed observations are used
instead of internal identifiers and full expert comments. The complete sample list

is provided in Appendix [A.1]
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Table 4.1: Representative video samples and reference visible gait annotations.

Video key Severity Compressed reference observa- Main checklist-
score tion based features
V0003 0rgh 0 Normal gait pattern with no obvious No main checklist fea-
visible abnormality. ture marked as visible.
V0001_-1rgb 0O Near-normal gait with reduced left Arm swing reduction;
arm swing. arm swing asymmetry.
V0002_1rgb 1 Mild gait changes with slightly re- Reduced step height;
duced step height and left arm swing arm swing reduction;
reduction. arm swing asymmetry;
slight trunk lean.
V00012rgh 2 Shorter steps with visible rigidity and Reduced step height
slight forward propulsion. or shuffling; arm

swing reduction; for-
ward trunk lean.
V00052rgb 3 Difficult walking with short steps, Reduced step height
shuffling, and festination-like pattern. or shuffling; arm swing
reduction; festinating

gait.
V0003_3_rgb 3.5 Extremely impaired walking with con- Reduced step height
tinuous freezing and festination. or shuffling; arm
swing reduction;

forward trunk lean;
festinating gait; freez-
ing of gait; postural
instability.

The recordings last approximately 30 seconds to two minutes. All videos use
a relatively consistent side-view perspective at approximately the patient’s height.
In a typical recording, the patient walks across the camera view and then returns.
Because Video-LLMs have input-length constraints, the amount of content available
to the model depends on the frame sampling rate and maximum frame count.

Because the videos are internal clinical data, no patient-identifiable information
is disclosed in this thesis. The videos are used only for experimental evaluation of
Video-LLM outputs on visible gait-related patterns.

4.2 Input Preparation

Two input modalities were used: the original RGB videos and skeleton-based videos
generated through pose estimation. Their comparison examines how original visual
content and simplified body-motion representations affect model outputs.

RGB videos were provided directly to the model. Frames were sampled according
to the FPS value of each configuration, with a maximum of 1200 frames. Because
the recordings have different durations, videos may be truncated when the number
of sampled frames exceeds this limit.

For the skeleton-based modality, MediaPipe was applied to the RGB recordings
to estimate two-dimensional body keypoints. The detected points were rendered
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as white skeletons on a black background. This representation emphasizes body
posture and motion trajectories while removing most appearance and background
information.

Figure illustrates the relationship between the original RGB input and the
skeleton-based input generated from the same video sequence.

RGB input used for
Original RGB clinical Video-LLM inference

gait videos

Skeleton-based video input

RGB frames not displayed
due to privacy restrictions

MediaPipe-based
pose estimation and
skeleton conversion

Anonymised body-motion representation

@ Al original videos were converted into 2D skeleton videos.
Slight pose jitter may appear in some frames.

Figure 4.1: Input preparation process for RGB and skeleton-based video modalities.
The original RGB videos were used for inference but are not displayed due to privacy
restrictions. Skeleton-based videos were generated from the RGB videos using a
MediaPipe-based conversion script.

Skeleton-based input was included as an alternative modality rather than an
assumed improvement over RGB. Pose estimation may introduce missing, unstable,
or incorrectly positioned keypoints. Visual inspection showed jitter and abnormal
skeleton poses in some samples, particularly during turns or joint overlap. Skeleton
videos may therefore clarify motion structure while also introducing estimation noise
and removing visual cues relevant to gait observation.

4.3 Model Configuration

Qwen2.5-VL-3B-Instruct was used as the baseline model for the core experiments [22].
As described in Section [3.5.1], it processes sampled frames together with a textual
instruction and produces Descriptive, Rating, or Checklist responses.

The experiments do not aim to rank existing VLMs or Video-LLMs. Instead,
the model provides a fixed baseline for studying how generation parameters, input
modalities, and prompts affect outputs in the clinical gait video description task.
Using one baseline also avoids additional variation from differences in model archi-
tecture, training data, and inference implementation.

A systematic cross-model comparison is outside the main scope of this thesis and
is considered future work.

4.4 Prompt Implementation

The experiments used three prompt families: Descriptive, Rating, and Checklist.
They correspond to open-ended descriptions, structured ratings, and item-level judg-
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ments. This section describes their implementation and expected outputs; the com-
plete templates are provided in the Appendix.

The Descriptive prompt asks the model to describe visible gait features, including
step or stride pattern, arm swing, posture, stability, and rhythm. Its longer version
requests observations with supporting evidence. The shorter version restricts the
response to one or two sentences to test the effect of output-length constraints.

The Rating prompt uses a scale from 0.0 to 3.5 in increments of 0.5. In the
early experiments, the model produced scores for Gait, Freezing of Gait, Postural
Stability, and Lower-limb Bradykinesia, which were aggregated by the evaluation
scripts. In the later versions, including Prompt v1, Prompt v2, and Prompt v3, the
model directly generated an overall score. This change removed variation introduced
by aggregating several model-generated component scores. Rating variants also
differed in response length and whether analysis or evidence was requested.

The Checklist prompt asks the model to judge predefined gait-related signs.
Outputs use the categories YES, NO, or UNCLEAR. Longer variants also request
supporting evidence, whereas shorter variants require only the categorical answers.
The initial parameter search used seven Checklist items, while later experiments
used the final nine-item version.

One-shot and two-shot prompt variants were also evaluated. When testing video
(i), the one-shot setting includes video (i43) and its expert reference as an example.
The two-shot setting includes videos (i+3) and (i+-6) with their corresponding refer-
ences. These examples are supplied only as in-context input; the model parameters
are not updated.

The long prompt with evidence is treated as the standard setting because it
does not impose a strict output-length limit and asks the model to support its
observations. Short prompts and one-/two-shot prompts are treated as variants
for examining output constraints, evidence requirements, and in-context examples
rather than as separate prompt categories.

4.5 Parameter Search Strategy

The main generation parameters studied in this thesis are temperature, top-p, and
frame sampling rate. The parameter search configuration is summarized in Table[4.2]
For each experimental configuration, the model was run 10 times in order to observe
both average performance and output stability.
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Table 4.2: Parameter search configuration used in the experiments.

Parameter Values Purpose

Temperature 0.1, 04, 0.7 To examine the effect of genera-
tion randomness on output qual-
ity and stability.

Top-p 0.5, 0.7, 0.9 To analyse how the nucleus sam-
pling range influences output fo-
cus, variability, and consistency.

Frame sampling 15-60 FPS, step size 5 To compare how different tempo-

rate FPS ral sampling densities affect the
model’s access to gait-related vi-
sual information.

Repeated runs 10 runs per configura- To estimate output stability un-
tion der the same experimental set-
ting.
Input modality RGB video, skeleton- To compare the effect of original
based video visual input and pose-based vi-
sual representation.
Prompt type Descriptive, Rating, To compare the influence of out-
Clinical Checklist put format and instruction struc-
ture.

The search was conducted in stages. Temperature and top-p were first tested to
examine the effects of decoding randomness and nucleus sampling. After selecting
the preferred values, they were fixed while frame sampling rates from 15 to 60 FPS
were compared.

The selected configuration was then used for comparisons involving short prompts,
one-/two-shot prompts, and skeleton-based input. This staged procedure limits the
computational cost while keeping later comparisons under a consistent inference
setting. Repeating each configuration 10 times allows both mean performance and
output variation to be measured.

4.6 Inference Procedure and Output Storage

Inference was executed through batch scripts. Each run contained one video input
and one text prompt. The video configuration included its local path, sampling rate,
maximum frame count, and resized resolution. Frames were resized to 280 x 280 to
meet model-input and resource constraints. The prompt was selected according to
the Descriptive, Rating, or Checklist condition.

The complete response from each inference run was stored in a JSON Lines
(.jsonl) file. Each record contains the video identifier, experimental configuration,
run identifier, and generated text. The configuration fields include input modality,
temperature, FPS, top-p, prompt type, and prompt version. As each configuration
was repeated 10 times, it generally produced 10 corresponding records.

A manifest file stored the input video paths, while a grid file defined the pa-
rameter combinations. Outputs were separated by video sample, with each file
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containing results from multiple configurations and runs. Post-processing scripts
read the .jsonl files, validated output formats, parsed the responses, and gener-
ated summary reports. Parsing failures were recorded for later inspection.

4.7 Evaluation Protocol

Expert-provided outputs were used as references. Because the three prompt families
produce different formats, separate parsing and comparison procedures were applied.
For each configuration, metrics were calculated over 10 repeated runs, including the
mean, standard deviation, and adjusted score.

For the Descriptive prompt, the model output is a natural language description.
The sentence-transformer model sentence-transformers/all-mpnet-base-v2 was
used to encode both the model output and the expert reference description into text
embeddings. Cosine similarity was then computed between the generated output
and the reference description. For the 10 repeated runs under the same configura-
tion, the mean, standard deviation, minimum, and maximum of semantic similarity
were calculated. To consider both average similarity and output stability, this thesis
uses the following adjusted semantic score:

Ssernantic = Hsemantic — Osemantic;

where fisemantic 18 the mean semantic similarity and ogemantic is the standard deviation
across repeated runs.

For the Rating prompt, the model output is a numerical score. In the earlier
prompt version, the model generated item-level scores for Gait, Freezing of Gait,
Postural Stability, and Lower-limb Bradykinesia, which were then aggregated by
scripts. In the optimized version, the model directly generated an overall score.
The reference output is an expert-provided overall score or item-level scores. The
predicted score was compared with the expert score using a normalized distance-
based accuracy:

Accuracy =1 — M,
Smax — Smin
where speq is the predicted score, sqo1q is the expert reference score, and the score
range is from sy, = 0.0 to spax = 3.5. The resulting accuracy is clipped to the
range [0, 1]. Similar to the Descriptive prompt, the mean, standard deviation, and
adjusted accuracy score were calculated over the 10 repeated runs:

Srating = Mrating — Orating-

For the Checklist prompt, model outputs were parsed into fixed-length checklist
vectors. YES and TRUE were mapped to 1, NO and FALSE were mapped to 0,
and UNKNOWN and UNCLEAR were mapped to -1. The generated vector was
then compared item by item with the expert reference checklist vector. The overall
checklist accuracy is defined as the number of correctly matched items divided by
the total number of checklist items:

Ncorrect
Nitems

Item-level precision was also calculated to distinguish true positives, false pos-
itives, true negatives, and false negatives for each gait sign. When no positive

Accuracycheckhst =
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prediction was generated for an item, the result was treated as non-informative
for positive-detection analysis. This analysis helps identify signs that the model
recognizes and cases in which high agreement is driven mainly by negative answers.
For all prompt types, evaluation considers both agreement with the expert ref-
erences and variation across repeated runs. The resulting metrics are experimental
proxies for comparing model behavior and are not clinical validation measures.

4.8 Implementation Environment

The experiments were implemented using a Python-based pipeline and were exe-
cuted across two environments. Model inference was performed in a GPU-based
HPC environment using an Apptainer container, while skeleton video generation
and output analysis were conducted in a local Conda environment.

For model inference, the Apptainer container used Python 3.10.12, PyTorch
2.5.14-cul24, Hugging Face Transformers 4.57.1, and qwen-vl-utils 0.0.14. These
components were used to load Qwen2.5-VL-3B-Instruct, prepare multimodal video-
text inputs, and run batch inference under predefined prompt and generation set-
tings. The experiments were submitted to the HPC GPU partition, but the exact
GPU model could not be retrieved at the time of final environment checking due to
scheduler availability limitations. Therefore, the GPU hardware is reported only as
the GPU-based HPC environment rather than as a specific device model.

Skeleton video generation and output analysis were performed outside the infer-
ence container. MediaPipe 0.10.21 was used in the local environment to generate
two-dimensional skeleton-based videos from the original RGB recordings. Sentence-
transformers 5.5.1 was used in the local environment to compute semantic similar-
ity between Descriptive outputs and expert reference descriptions. Custom Python
scripts were used to parse Rating and Checklist outputs, compute prompt-specific
metrics, and aggregate repeated-run results.

For each inference run, the input consisted of one video and one prompt. Raw
model outputs were stored in JSON Lines format, with each record containing the
video identifier, prompt type, prompt version, generation parameters, run identifier,
and generated text. The raw outputs were then processed by the evaluation scripts
to generate summary files and reports. Table summarizes the main software
components and their roles.
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Table 4.3: Computational environment and inference configuration.

Component Configuration

Inference environment GPU-based HPC environment with Apptainer-
based batch inference.

Inference software Python 3.10.12, PyTorch 2.5.14+cul24, Hugging
Face Transformers 4.57.1, and qwen-vl-utils 0.0.14.

Main model Qwen2.5-VL-3B-Instruct.

Local preprocessing MediaPipe 0.10.21 for generating 2D skeleton-based
videos from RGB recordings.

Local evaluation sentence-transformers 5.5.1 for semantic similarity

evaluation, together with custom Python scripts for
Rating and Checklist parsing.

Input processing RGB frame sampling and skeleton-based video
preparation.
Output storage Raw model outputs stored in JSON Lines format

and post-processed into summary files and reports.

The experiments were executed through batch scripts. Model outputs were
stored as . jsonl files, and post-processing results were saved as Markdown reports
and summary files. This organization allowed the raw outputs, parsed results, and
aggregated metrics to be inspected separately during the analysis.
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Chapter 5

Results

This chapter reports the experimental results for Qwen2.5-VL-3B-Instruct on 17
clinical gait assessment videos. The results are organized around generation param-
eters, prompt types, input modalities, prompt variants, and case-level observations.
Cross-model comparison is not treated as a main result in this chapter and is instead
discussed as a direction for future work.

Because the three prompt types produce different output formats, each is evalu-
ated using a prompt-specific metric. The Descriptive prompt is mainly evaluated by
semantic similarity against the expert-provided reference description. The Rating
prompt is evaluated by the normalized distance between the generated score and
the expert-provided score. The Checklist prompt is evaluated using checklist vector
accuracy and item-level precision. Numerical results are therefore compared only
within the same prompt type and prompt version. This chapter focuses on trends
within each prompt type, output stability, and observable differences under different
experimental settings.

Rating accuracy measures numerical proximity to the expert score but does not
establish correct feature-level interpretation. Rating results are therefore treated as
supporting numerical evidence rather than as sufficient evidence of clinical observa-
tion ability.

5.1 Overview of Experimental Results

The first experimental stage evaluated temperature and top-p using RGB input with
the Descriptive and seven-item Checklist prompts. Temperature values of 0.1, 0.4,
and 0.7 were combined with top-p values of 0.5, 0.7, and 0.9. Frame sampling was
initially examined mainly at 15 and 30 FPS.

The first stage of parameter search was used to identify suitable values for tem-
perature and top-p. The results showed that lower temperature and lower top-p
generally produced higher adjusted scores and more frequent best-value selections.
Based on the frequency of best values across individual video samples and the overall
adjusted scores, temperature=0.1 and top-p=0.5 were selected as the fixed settings
for later experiments.

After temperature and top-p were selected, the second stage examined the effect
of frame sampling rate. The tested frame sampling rates ranged from 15 FPS to
60 FPS, with a step size of 5 FPS. This stage was used to observe whether denser
frame sampling improved the model’s performance on dynamic gait information.
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The results showed that the differences between FPS settings were generally small,
and higher FPS did not consistently lead to better performance. Considering the
results across different prompt types and video samples, 15 FPS was selected as the
fixed frame sampling rate for later experiments.

Using the fixed parameter configuration of temperature=0.1, top-p=0.5, and 15
FPS, the thesis further tested other experimental factors, including the comparison
between RGB video and skeleton-based video, the comparison between standard long
prompts and short prompts, and the comparison between standard prompts and one-
shot prompts. In these experiments, the three prompt types, namely Descriptive,
Rating, and Checklist, were all included in order to observe how different output
formats behaved under different experimental settings.

It is also important to note that the number of Checklist items changed across
experimental stages. In the initial parameter search stage, the Checklist prompt
contained 7 observation items. After the best generation parameters were selected,
the checklist was expanded to 9 items in order to better align with the expert ref-
erence outputs. The later experiments, including short prompt, short prompt with
analysis, one-shot prompt, and input modality comparison, used the expanded 9-
item checklist. Therefore, Checklist results from the initial parameter search stage
and later comparison stages should be interpreted within their corresponding exper-
imental settings.

Table summarizes the main experimental stages and selected settings re-
ported in this chapter. Since different prompt types use different evaluation metrics,
the table is intended to provide an overview of the experimental outcome and fixed
settings rather than a direct ranking across prompt types.
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Table 5.1: Summary of main experimental stages and selected configurations.

Experimental Compared factors Selected or ob- Main result used
stage served setting for later analysis
Initial  parameter Temperature and Temperature = 0.1; Lower temperature
search top-p using RGB top-p = 0.5 and lower top-p
input and De- obtained higher
scriptive/Checklist adjusted scores and
prompts were selected for
later experiments.
Frame sampling Frame sampling rate FPS = 15 Increasing fps did
analysis from 15 fps to 60 not consistently im-

fps under the selected
temperature and top-
p setting using De-
scriptive, Rating, and
Checklist prompts
Prompt type analy- Descriptive, Rating,
sis and Checklist prompts

Input modality RGB video and

comparison skeleton-based video
under fixed generation
parameters

Prompt variant Standard long

comparison prompt, short prompt,
short prompt with
analysis, and one-shot
prompt

prove performance;
15 fps was selected
considering overall
results and input ef-
ficiency.
Prompt-specific evalu- The three prompt
ation metrics types showed differ-
ent output charac-
teristics and were
interpreted accord-
ing to their own
evaluation formats.
RGB and skeleton- Skeleton-based
based inputs both re- input did not
tained for comparison consistently outper-
form RGB input
and was treated as
a  complementary

modality.
Prompt-dependent Short and analysis-
trends based prompts

changed model

behaviour, while

one-shot prompting
introduced example
bias in some cases.

The following sections present these
generation parameter search.

results in more detail, starting from the

5.2 Results of Generation Parameter Search

The generation parameter search mainly involved temperature, top-p, and frame
sampling rate. The goal of this experiment was not to find the absolute best config-
uration among all possible settings, but to observe how different parameters affected
output quality and stability within a controlled experimental range, and to select a
fixed configuration for later comparison experiments.
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Table reports the aggregated adjusted scores for temperature and top-p val-
ues in the initial parameter search. Each cell in the original result sheet was first
converted into an adjusted score by subtracting the standard deviation from the
mean. The values in the table were then obtained by averaging the video-level ad-
justed scores across the 17 video samples. For each parameter value, the results
were aggregated over the remaining tested parameter settings.

Table 5.2: Aggregated adjusted scores for temperature and top-p values in the initial
parameter search.

Parameter Value Descriptive Checklist Observation

Temperature 0.1 0.5050 0.6285 Highest score for both prompt
types.

Temperature 0.4 0.4880 0.5938 Lower than temperature 0.1.

Temperature 0.7 0.4750 0.5426 Lowest score for both prompt
types.

Top-p 0.5 0.4994 0.6226 Highest score for both prompt
types.

Top-p 0.7 0.4894 0.5893 Lower than top-p 0.5.

Top-p 0.9 0.4793 0.5577 Lowest score for both prompt
types.

In addition to the aggregated adjusted scores, the best-value frequency was also
examined for each parameter value. Table shows how often each temperature or
top-p value achieved the highest adjusted score across the 17 video samples.

Table 5.3: Best-value frequency for temperature and top-p values across the 17 video
samples.

Parameter Value Descriptive Checklist Interpretation

Temperature 0.1 10/17 16/17 Most frequent best value.

Temperature 0.4 6 /17 0/17 Occasionally best for Descrip-
tive only.

Temperature 0.7 1/17 1/17 Rarely selected as best.

Top-p 0.5 12/17 14/17 Most frequent best value.

Top-p 0.7 5/ 17 1/17 Occasionally best for Descrip-
tive.

Top-p 0.9 0/17 2 /17 Rarely selected as best.

Based on both the aggregated adjusted scores and the best-value frequency, tem-
perature=0.1 and top-p=0.5 were selected as the fixed generation parameters for the
subsequent experiments. As shown in Tables and [5.3] temperature=0.1 achieved
the highest aggregated adjusted scores for both Descriptive and Checklist prompts
and was also the most frequent best value across individual video samples. Similarly,
top-p=0.5 achieved the highest aggregated adjusted scores and was most frequently
selected as the best top-p value. These results indicate that lower-randomness gen-
eration settings were more suitable for the later comparison experiments in this
experimental setting.
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Figure [5.1] provides a visual summary of the aggregated adjusted scores for tem-
perature and top-p values. The figure is intended to show the overall parameter-level
trend, while the exact values and best-value frequencies are reported in Tables [5.2
and 5.3l
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Figure 5.1: Aggregated adjusted scores for temperature and top-p values in the
initial parameter search. Each parameter value was aggregated over the remaining
tested parameter settings and then averaged across the 17 video samples.

After fixing temperature=0.1 and top-p=0.5, the effect of frame sampling rate
was evaluated from 15 fps to 60 fps. Table[5.4reports the aggregated adjusted scores
for each frame sampling rate and prompt type.

Table 5.4: Aggregated adjusted scores across frame sampling rates under the selected
temperature and top-p settings.

FPS Descriptive Rating Checklist Best-value frequency

15 0.5118 0.6658 0.5983 Descriptive: 5/17; Rating: 8/17;
Checklist: 16/17

20 0.5137 0.6363 0.6020 Descriptive:  3/17; Rating: 2/17;
Checklist: 0/17

25 0.5064 0.6235 0.5987 Descriptive:  3/17; Rating: 2/17;
Checklist: 1/17

30 0.5043 0.5950 0.5933 No best selection.

35 0.5079 0.6104 0.5908 Descriptive: 2/17; Rating: 1/17

40 0.5018 0.5938 0.5908 Rating: 1/17

45 0.5044 0.5949 0.5959 Descriptive: 1/17; Rating: 1/17

50 0.5039 0.5995 0.5936 Descriptive: 1/17

55 0.5063 0.6109 0.5933 Descriptive: 1/17; Rating: 2/17

60 0.5062 0.5977 0.5923 Descriptive: 1/17

The results did not show a stable trend that higher fps always improved perfor-
mance. For the Descriptive prompt, the differences across fps settings were small,
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and 20 fps achieved a slightly higher aggregated adjusted score than 15 fps. For
the Rating prompt, 15 fps achieved the highest aggregated adjusted score and was
also the most frequent best value across individual video samples. For the Checklist
prompt, 20 fps achieved a slightly higher aggregated score, but 15 fps was selected
as the best value in most individual video samples. Therefore, fps=15 was selected
for later experiments because it showed strong best-value frequency, especially for
Rating and Checklist outputs. It also provided a more efficient input setting under
the maximum frame constraint.

Figure |5.2| visualises the aggregated adjusted scores across frame sampling rates.
The figure complements Table by showing that increasing fps did not lead to a
consistent improvement across prompt types.
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Figure 5.2: Effect of frame sampling rate on aggregated adjusted scores under the
selected temperature and top-p settings. The vertical dashed line indicates the
selected frame sampling rate used in later experiments.

5.3 Effect of Prompt Type

Prompt-type results are interpreted separately because Descriptive, Rating, and
Checklist outputs use different formats and metrics.

The Descriptive prompt produced relatively rich outputs. The model usually de-
scribed walking performance, posture, arm swing, stability, and other visible aspects
of the video. However, because this prompt is open-ended, the model sometimes in-
cluded information that was not directly related to gait analysis, such as scene
descriptions, clothing, or bystanders. This type of output was useful for observing
what visual information the model noticed, but it was more difficult to quantify
directly and could vary in focus across repeated runs.

The Rating prompt was more suitable for statistical comparison. Since the model
was required to generate numerical scores, the outputs could be compared with
expert-provided overall scores or item-level scores. In the FPS experiment, the
Rating prompt provided relatively clear support for the 15 FPS setting. However,
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the Rating results also depended on whether the model correctly understood the
rating scale and whether it could map visible gait features to appropriate scores.
Since a close overall score did not necessarily mean that the item-level interpretation
was fully correct, Rating results should be interpreted together with other output
formats.

The Checklist prompt produced clearly structured outputs, which were conve-
nient for parsing and item-level analysis. Through YES, NO, and UNKNOWN
judgments, the model output could be converted into a checklist vector and com-
pared item by item with the expert reference vector. However, Checklist results were
also affected by the design of checklist items and the parsing logic. In the item-level
precision analysis, clear differences were observed among different observation items.
Some items were recognized more stably by the model, while others were marked as
NOT RECOGNIZED or NO DETECTION.

In the per-item checklist analysis, NO DETECTION means that the model did
not produce any positive prediction for a certain item, so effective precision could
not be calculated. NOT RECOGNIZED means that the model produced positive
predictions, but their precision was below the recognition threshold. Therefore,
although the Checklist prompt had strong structural advantages, its results need to
be understood together with item-level analysis rather than relying only on overall
checklist accuracy.

Overall, the three prompt types showed different strengths. The Descriptive
prompt was more suitable for observing the model’s open-ended description ability.
The Rating prompt was more suitable for score-level parameter comparison. The
Checklist prompt was more suitable for analyzing model judgments on specific gait-
related signs. In the following analysis, the results are interpreted according to
the characteristics of each prompt type, rather than treating the three prompts as
identical evaluation tasks.

5.3.1 Examples of Descriptive Outputs

To provide a more direct view of the model’s actual behaviour, Table [5.5| presents
three examples generated using the Descriptive prompt. The examples represent a
near-normal case, a moderately impaired case, and a severely impaired case. All
outputs were generated using RGB input, prompt v3, temperature = 0.1, top-p
= 0.5, and a frame sampling rate of 15 FPS. For each selected video, the output
with the highest semantic similarity to the corresponding expert reference among
the ten repeated runs is reported.

The examples show that the model could describe several visible gait-related
characteristics, including step height, rigidity, arm movement, posture, rhythm, and
stability. However, the generated descriptions did not always cover all reference
observations. In addition, some outputs introduced observations or interpretations
that were not explicitly included in the expert reference. Therefore, these examples
are presented to illustrate the content and behaviour of the generated text rather
than as evidence of complete agreement with the expert assessment.

The near-normal example, V0004_0_rgb, shows that the model described an up-
right posture, steady rhythm, and maintained stability. However, it also reported
slight gait asymmetry and noticeable hesitation, whereas the expert reference mainly
described normal gait with only very slight left-arm involvement. This illustrates
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Table 5.5: Examples of Descriptive outputs generated under the selected configura-
tion. The reported output for each video corresponds to the run with the highest
semantic similarity to the expert reference among ten repeated runs.

Video key  Compressed expert

reference

Selected model output

V0004_0_rgb Near-normal gait
with normal symme-
try, speed, and step

height, with only
very slight left-arm
involvement.

V0001_2_rgb Shorter steps with
rigidity and slight
forward propulsion,

Slight asymmetry in gait, with one leg slightly
ahead of the other. Arm swing is moderate, and
posture appears upright. Rhythm is steady, but
there is a noticeable hesitation in the walk. Stabil-
ity is maintained throughout the movement.

Normal speed, no festination, no freezing of gait.
Appreciable rigidity of both legs and reduced step
height.

without clear freez-
ing or festination.

V0002_3_rgh Extremely impaired
gait with very lim-
ited walking ability,
freezing, festination,
and instability.

The man’s gait is characterized by a slow and delib-
erate movement, with a noticeable lack of coordi-
nation and balance. His arms are often held close
to his body, and his steps are small and uneven.
The overall thythm is slow and labored, indicating
a potential issue with his motor control and coor-
dination.

that the model could introduce additional observations even in a case with limited
visible abnormality.

For the moderately impaired case, V0001_2_rgh, the model identified reduced
step height and bilateral leg rigidity and correctly reported no visible festination or
freezing of gait. These observations were broadly consistent with the expert refer-
ence. However, the generated description did not mention slight forward propulsion
and did not cover all gait-related features included in the reference.

For the severely impaired case, V0002_3_rgb, the model described slow and
laboured movement, small and uneven steps, reduced arm involvement, and impaired
balance. These observations reflected the overall severity of the visible movement
difficulty. Nevertheless, the output did not explicitly identify several reference signs,
including freezing, festination, and tremor. It also included a broader interpretation
related to motor control and coordination rather than remaining limited to direct
visual description.

Across the three examples, feature coverage and agreement with the expert refer-
ences remained incomplete, even when the best of ten repeated outputs was selected.

5.3.2 Frequency Analysis of Descriptive Outputs

To examine whether the model repeatedly focused on particular gait-related con-
cepts, a frequency analysis was performed on the Descriptive outputs. The analysis
used the outputs generated from RGB videos with prompt_v3, temperature = 0.1,
top-p = 0.5, and a frame sampling rate of 15 FPS. A total of 17 videos with avail-
able expert reference outputs were included. Ten repeated outputs were analysed
for each video, resulting in 170 Descriptive outputs.
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A rule-based concept normalisation procedure was used to group different textual
expressions referring to the same gait-related concept. Multi-word expressions were
identified before individual-word tokenisation so that phrases such as “reduced arm
swing”, “small steps”, and “wide-based gait” could be treated as unified concepts.
Related expressions were then mapped to common categories. For example, “short
steps”, “reduced stride length”, and “short stride” were grouped under step or stride
length. Similarly, expressions related to impaired balance or maintained stability
were grouped under stability and balance.

The frequency measure was calculated at the output level. A concept was
counted at most once within each generated output, even if it appeared multiple
times in the same response. Therefore, the reported percentage indicates the pro-
portion of the 170 Descriptive outputs in which a concept was mentioned. This
measure represents concept mention frequency rather than symptom prevalence or
clinical detection accuracy.

Figure [5.3| presents the 20 most frequently mentioned normalized concepts. The
most frequent concept was walking speed or pace, which appeared in 26.5% of the
outputs. This was followed by normal gait pattern at 23.5%, arm swing at 22.4%,
and stability and balance at 21.8%. Other frequently mentioned concepts included
step or stride length, posture, limp, and forward trunk lean.

Most frequently mentioned concepts in Descriptive outputs

walking speed or pace
normal gait pattern 23.5%
arm swing 22.4%
stability and balance 21.8%
step or stride length 20.0%
posture 18.8%
limp

forward trunk lean 14.1%
wide-based gait 12.9%
rigidity 11.8%
step height or foot clearance 11.8%

gait asymmetry 11.8%

Normalized term or concept

freezing of gait 11.8%

festination 11.8%

coordination 11.2%

hesitation 10.6%
upright posture 9.4%

arm swing reduction

arm swing asymmetry

gait initiation difficulty

0 5 10 15 20 25
Percentage of Descriptive outputs mentioning the term

Figure 5.3: The 20 most frequently mentioned normalized concepts across the 170

Descriptive outputs. A concept was counted at most once within each output, and
the percentage represents the proportion of outputs mentioning the concept.
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Several more specific gait-related signs appeared less frequently. Wide-based gait
was mentioned in 12.9% of the outputs. Rigidity, step height or foot clearance, gait
asymmetry, freezing of gait, and festination were each mentioned in 11.8% of the
outputs. Coordination and hesitation appeared in 11.2% and 10.6% of the outputs,
respectively. Arm swing reduction and arm swing asymmetry were each mentioned
in 5.9%, while gait initiation difficulty appeared in 4.1%. These values describe
how often the concepts occurred in the generated descriptions and do not indicate
whether the corresponding observations were clinically correct.

Figure shows the video-level mention rate for the 12 most frequent concepts.
Each cell represents the percentage of the ten repeated outputs for a video that men-
tioned the corresponding concept. The heatmap shows that the concepts reported
by the model differed across videos. Some videos were consistently associated with
a small number of concepts, whereas other videos produced descriptions covering a
broader set of gait-related observations.

Concept mention frequency across videos
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Figure 5.4: Video-level frequency map for the 12 most frequently mentioned con-
cepts. Each cell represents the percentage of the ten repeated Descriptive outputs
for a video that mentioned the corresponding concept.

Many video—concept combinations had mention rates of either 0% or 100%.
This indicates that, under the selected low-randomness generation configuration,
the model often maintained a similar descriptive focus across repeated runs for the
same video. However, intermediate values were also observed. In particular, some
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concepts were mentioned in only 10% to 70% of the repeated outputs for certain
videos, showing that the content of the Descriptive responses was not completely
fixed across runs.

The frequency distribution may reflect several combined factors. The reported
concepts may be influenced by the visible gait characteristics of each video, the
model’s language generation preferences, and the observation dimensions explicitly
emphasised in prompt_v3. In particular, the prompt directed the model to consider
features such as step or stride characteristics, arm swing, posture, rhythm, and
stability. Therefore, the observed frequencies should be interpreted as recurrent
concepts within this specific prompt and experimental configuration, rather than
as an independent measure of which gait characteristics the model considers most
clinically important.

5.4 Effect of Input Modality

After selecting the generation parameters, this thesis further compared two input
modalities: RGB video and skeleton-based video. This experiment used the fixed
configuration of temperature=0.1, top-p=0.5, and fps=15. The purpose of this com-
parison was to examine whether skeleton-based input changed the model’s output
compared with the original RGB video input.

Skeleton-based input did not consistently outperform RGB input across prompt
types or variants. The direction and magnitude of the difference depended on the
prompt version.

Table reports the aggregated adjusted scores for RGB and skeleton-based in-
puts across prompt variants. The comparison should be interpreted within the same
prompt type and prompt version, because different prompt types use different eval-
uation metrics. In addition, the Checklist setting differs between prompt versions,
so checklist scores across prompt versions are not treated as directly equivalent.

Table 5.6: Aggregated adjusted scores for RGB and skeleton-based input modalities
across prompt variants.

Prompt Prompt type RGB Skeleton Skeleton - RGB
version

prompt_v1 Descriptive 0.5118 0.3785 -0.1333
prompt_v1 Rating 0.6658 0.6831 +0.0173
prompt_v1 Checklist 0.5983 0.5505 -0.0478
prompt_v2 Descriptive 0.4563 0.5029 +0.0466
prompt_v2 Rating 0.6237 0.6554 +0.0318
prompt_v2 Checklist 0.6667 0.6079 -0.0588
prompt_v3 Descriptive 0.4484 0.4906 +0.0421
prompt_v3 Rating 0.6891 0.5835 -0.1056
prompt_v3 Checklist 0.6928 0.6928 0.0000

The results show that skeleton-based input did not consistently outperform RGB
input. Skeleton input improved Descriptive performance under prompt_v2 and
prompt_v3, but it reduced Descriptive performance under prompt_vl. For Rating
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and Checklist outputs, the effect of input modality also depended on the prompt
version.

For the Descriptive prompt, the effect of input modality depended on the prompt
version. Under prompt_vl, the old long-output prompt, RGB video clearly per-
formed better than skeleton-based video. In contrast, under prompt_v2 and prompt_v3,
skeleton-based video achieved higher Descriptive results than RGB video. Since this
trend appeared only under specific prompt settings, it should not be interpreted as
a stable advantage of skeleton input.

For the Rating prompt, RGB and skeleton inputs did not show a consistent
trend. Under prompt_vl and prompt_v2, skeleton-based video obtained slightly
higher Rating scores than RGB video. Under prompt_v3, however, RGB video
achieved a clearly higher result than skeleton-based video. Since Rating evaluation
only compares the overall score with the expert score, some high scores may reflect
numerical closeness rather than fully correct interpretation of specific gait features.
Therefore, the modality differences under the Rating prompt should be interpreted
cautiously.

For the Checklist prompt, the later 9-item checklist results also showed that
skeleton input did not provide a stable improvement. Under prompt_v2, RGB video
obtained higher checklist accuracy than skeleton-based video. Under prompt_v3, the
two input modalities produced very similar results. This suggests that, for checklist-
style outputs, skeleton-based input did not consistently improve the model’s judg-
ments on gait-related signs.

Overall, RGB video and skeleton-based video showed different result patterns.
RGB video performed better under some long-prompt and checklist settings, while
skeleton-based video performed better under some short descriptive settings. How-
ever, the effect of skeleton input was not stable. Therefore, in this experimental
setting, skeleton-based input should be considered a complementary input modality
rather than a direct replacement for RGB video. Possible reasons for this result are
discussed in Chapter [6]

5.5 Effect of Prompt Variants

Under the fixed parameter configuration, this thesis further compared different
prompt variants, including prompt_v1, prompt_v2, prompt_v3, and one-shot prompt.
Prompt_v1 is the old long-output prompt, prompt_v2 is the short-output prompt
with length restriction, and prompt_v3 adds an analysis or evidence requirement
to the short-output format. The one-shot prompt provides an additional reference
video and its expert reference output as an in-context example.

The zero-shot prompt variant results are mainly reflected in Table [5.6] which
reports prompt_v1, prompt_v2, and prompt_v3 under both RGB and skeleton-based
inputs. This section further describes these trends and discusses the one-shot prompt
separately.

First, the effects of long prompt, short prompt, and short prompt with analysis
were not consistent, but depended on both input modality and prompt type. For
the Descriptive prompt with RGB video, prompt_v1 achieved the best result, while
prompt_v2 and prompt_v3 obtained lower semantic scores. In contrast, the Descrip-
tive prompt showed a different trend under skeleton-based input, where prompt_v2
and prompt_v3 achieved higher descriptive semantic scores than prompt_v1l. This
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indicates that the effect of prompt length was not one-directional, but interacted
with input modality.

For the Rating prompt, there was no stable trend across prompt variants. Un-
der RGB video, prompt_v3 achieved a higher Rating result. Under skeleton-based
video, prompt_v1 achieved a higher Rating result. Since the Rating score may be
numerically close to the reference even when the detailed interpretation is not fully
consistent, this section does not over-interpret the relative performance of Rating
prompt variants. The Rating results are treated mainly as numerical observations
under different prompt settings.

For the Checklist prompt, prompt_v3 performed relatively well in the later 9-
item checklist setting. Compared with prompt_v2, prompt_v3 slightly improved the
result under RGB video and showed a clearer improvement under skeleton-based
video. This result indicates that the analysis or evidence requirement was associ-
ated with improved or maintained checklist performance in this setting. However,
this trend should still be understood together with item-level results and case-level
observations.

The one-shot prompt did not show stable improvement. In this setting, the
model received another video and its expert reference output as an example when
testing the current video. However, the outputs showed that the model did not
consistently improve its description of the target video. Instead, in some samples,
the generated output was affected by the provided example.

This example bias was especially visible in Descriptive outputs. Some one-shot
outputs were highly similar to the reference output of the provided example video,
rather than accurately describing the target video. A similar phenomenon was
also observed in Checklist outputs. In some cases, the model tended to produce
conservative all-zero checklist vectors. This could lead to relatively high checklist
accuracy for normal or low-positive cases, but poor performance for severe cases
with multiple positive signs.

Therefore, one-shot prompting was not selected as a main setting for later inter-
pretation. The later analysis focuses mainly on the standard long prompt and the
short or short-with-analysis prompt variants, rather than using one-shot prompting
as the main setting.

5.6 Case-level Observations

In addition to the overall statistical results, this thesis also examined several case-
level observations. This analysis helps show how the model behaves under different
severity levels and different gait-related patterns. It should be noted that this section
mainly describes observed phenomena, and the results of individual cases should not
be generalized to all videos.

Representative case-level observations are summarised in Table 5.7 The table
is intended to illustrate typical result patterns across severity levels, rather than to
generalise individual video results to the entire dataset.
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Table 5.7: Representative case-level observations from the experimental results.

Video key Reference Visible gait pat-

score

tern

Observed model behaviour

V0003_0_rgh

V0004.0_rgb

V0001_2_rgb

V0004_2_rgb

V0001_3_rgh

V0003_3_rgb

V0002_3_rgb

0.0

0.0

2.0

2.0

3.0

3.5

3.5

Normal gait pattern
with negative check-
list reference items.

Near-normal gait
with normal symme-
try, velocity, and step
height.

Short steps, rigidity,
and slight propulsion
without clear freezing
or festination.
Asymmetric  steps,
start hesitation,
slight festination,
and shuffling.

Severe
with

impairment
festination,
rigidity, tremor,
freezing episodes,
and instability dur-
ing turning.

Almost unable to
walk, with contin-
uous freezing and
festination.
Extremely impaired
gait with very limited
walking ability.

Checklist accuracy could be relatively
high when the model produced mostly
negative judgments, but this does not
necessarily indicate strong recognition
ability for abnormal signs.

Similar to other normal cases, the
model tended to perform better when
most reference items were negative.

The model could capture part of the
visible gait changes, but subtle abnor-
malities were not always described or
judged consistently.

Checklist outputs sometimes recog-
nised only part of the positive items,
showing difficulty with fine-grained
gait signs.

The Rating prompt could produce a
high overall score, but checklist-style
outputs could still miss specific posi-
tive signs.

The limited amount of effective walk-
ing information made output stability
more difficult under some settings.

Some descriptive settings produced
low semantic similarity, while certain
prompt or modality settings improved

the result.

The first group contains normal or nearly normal gait cases. For example, the
reference output of VO003_0_rgb is “Normal gait”, with an expert score of 0.0 and a
checklist vector in which all items are negative. Similarly, V0004_0_rgb is described
as normal in terms of symmetry, velocity, and step height. For these cases, if the
model tends to output mostly negative checklist judgments, checklist accuracy can
be relatively high. However, this high accuracy does not necessarily indicate strong
recognition ability for abnormal signs, because most items in the reference vector
are already negative.

The second group contains mild or moderate gait abnormalities. For example,
the reference output of VO001_2_rgb includes short steps, rigidity, and slight propul-
sion, but no festination or FoG episodes. The reference output of V0004 2 rgh
includes asymmetric steps, start hesitation, slight festination, and shuffling. The
case V0005_0_rgb is almost normal but includes turn hesitation and slight shuffling.
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These cases were more challenging for the model because the abnormal features
were more subtle and may appear only during specific phases of movement, such as
turning or initiation.

In these mild or moderate cases, the model outputs were more likely to be un-
stable. The Descriptive prompt sometimes captured part of the visible features, but
could miss subtle abnormalities. The Checklist prompt sometimes recognized only
part of the positive items. The Rating prompt could occasionally generate an overall
score close to the reference score, but this score did not always correspond to fully
accurate item-level understanding. Therefore, these cases reflect the limitations of
Video-LLMs in fine-grained gait observation.

The third group contains severe gait impairment cases. For example, VO001_3_rgb
is described as severely impaired gait with festination, rigidity, tremor, FoG, and a
fall during turning. The case V0002_3_rgh is described as extremely impaired gait,
with the patient almost unable to walk. The case V0003_3_rgb includes almost un-
able to walk, continuous freezing, and festination. The case V0005_2_rgb includes
walking difficulty, festination, short steps, and shuffling. These cases showed evi-
dent overall impairment, but the model did not always identify all specific abnormal
items consistently.

In severe cases, the Rating prompt sometimes generated a high overall score and
therefore achieved numerical accuracy close to the reference score. However, the
Checklist prompt could still miss certain positive signs, such as freezing, festination,
or postural instability. This indicates that even when the overall impairment was
visually evident, the model could still have difficulty distinguishing and localizing
specific gait-related signs. Therefore, severe cases were not necessarily easier for the
model to analyze in a structured way.

The fourth group includes difficult or unstable cases. For example, the reference
output of V0003_3_rgb indicates that the patient was almost unable to walk and
showed continuous freezing and festination. Since the amount of effective walking
information in this type of video was limited, the model had difficulty generating
stable descriptions aligned with the reference output under some settings. Another
example is V0002_3_rgb, which is described as extremely impaired gait and almost
unable to walk. In some Descriptive settings, this case obtained a low semantic sim-
ilarity, while the result improved under certain prompt or input modality settings.
These cases show that model output was affected not only by severity, but also by
the amount and clarity of observable motion information in the video.

In addition, some skeleton-based videos showed larger output variability, espe-
cially when turning movements or joint overlap caused jitter or abnormal skeleton
poses. At the Results level, this is recorded as an input-modality-related instability.
Possible reasons are further discussed in the Discussion chapter.

Overall, the case-level observations show that model behavior was not uniform
across different types of samples. Normal cases could obtain relatively high Checklist
scores because most reference items were negative. Mild and moderate cases more
clearly revealed the model’s difficulty in detecting subtle gait features. Severe cases
showed evident impairment, but the model could still miss specific positive signs.
Therefore, relying only on an overall score or overall checklist accuracy may not fully
reflect the model’s actual observation ability.
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5.7 Summary of Findings

For Qwen2.5-VL-3B-Instruct, temperature (=0.1) and top-p (=0.5) produced the
strongest parameter-search results within the tested range. FPS differences were
small, higher sampling rates did not consistently improve the metrics, and 15 FPS
was selected for the later experiments.

Different prompt types showed different characteristics. The Descriptive prompt
generated relatively rich natural language descriptions, but the output sometimes
included information not directly related to gait and was more difficult to quantify.
The Rating prompt was convenient for numerical comparison, but a close overall
score did not necessarily indicate that the detailed interpretation was fully correct.
The Checklist prompt had structural advantages and supported item-level analysis,
but its results were affected by the number of positive items, model output tendency,
and checklist item design.

The frequency analysis of Descriptive outputs further showed that the model
repeatedly referred to a limited set of gait-related concepts. Walking speed or pace,
normal gait pattern, arm swing, stability and balance, step or stride length, and
posture were among the most frequently mentioned concepts. The video-level fre-
quency map also showed that many concepts were either consistently mentioned or
consistently omitted across the ten repeated runs for the same video. However, these
frequencies may partly reflect the observation dimensions explicitly specified in the
Descriptive prompt and should not be interpreted as clinical detection rates.

The comparison between RGB video and skeleton-based video showed that skele-
ton input did not consistently outperform RGB input. Skeleton-based video per-
formed better in some short descriptive settings, but did not bring stable improve-
ments across other prompt types or prompt variants. RGB video still performed
better in some long-prompt and checklist settings. Therefore, in this experimental
setting, skeleton-based representation was more suitable as a complementary input
modality than as a direct replacement for RGB video.

The prompt variant experiments showed that output length restriction and anal-
ysis requirements changed model behavior. Short prompts did not always reduce
performance, and in the skeleton-based Descriptive setting they performed better
than the long prompt. The short prompt with analysis helped improve or maintain
the 9-item Checklist results. In contrast, the one-shot prompt did not show stable
improvement and produced example copying or example bias in some samples.

Case-level observations further showed that the model behaved differently across
severity levels. Normal or nearly normal cases could obtain relatively high Checklist
accuracy because most items were negative. Mild and moderate cases revealed the
model’s difficulty in detecting subtle gait features. Severe cases showed clear overall
impairment, but the model could still miss specific positive signs such as freezing,
festination, or instability.

Overall, the results suggest that the outputs of Video-LLMs were affected by gen-
eration parameters, prompt design, input modality, and case characteristics. These
findings provide the empirical basis for the discussion in the next chapter, where
possible reasons, limitations, and implications are examined in more detail.
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Chapter 6

Discussion

This chapter interprets the experimental findings reported in Chapter 5. It discusses
possible explanations for the observed parameter, prompt, and input-modality ef-
fects, together with their implications and methodological limitations. The discus-
sion is restricted to the current dataset, baseline model, and experimental design
and should not be generalized to all Video-LLMs or clinical gait analysis tasks.

6.1 Interpretation of Generation Parameter Ef-
fects

Lower temperature and top-p values produced higher adjusted scores and more
stable outputs in the initial parameter search. In this thesis, temperature=0.1 and
top-p=0.5 were selected as the fixed settings for the subsequent experiments. In a
task based on repeated descriptions of the same visual evidence, this pattern may
reflect the value of consistent generation over linguistic diversity.

Both temperature and top-p influence the randomness of the decoding process.
Temperature controls the sharpness of the token probability distribution, while top-
p, also known as nucleus sampling, restricts sampling to a subset of tokens whose
cumulative probability mass reaches a predefined threshold [12]. Empirical work has
also shown that sampling temperature can influence the behaviour and performance
of large language models in problem-solving tasks [13]. In open-ended generation
tasks, higher temperature or higher top-p may increase linguistic diversity. How-
ever, in clinical gait video description, excessive diversity is not necessarily desirable
because the model is expected to describe visible findings in a stable and repeatable
manner.

One possible explanation for the result is that the task requires conservative
reporting rather than creative text generation. Lower temperature and lower top-
p make the model more likely to select high-probability tokens and produce more
consistent expressions across repeated runs. This may reduce divergent descriptions,
unsupported claims, and variations in wording that are not directly related to visible
gait evidence. However, this does not mean that lower temperature improves the
model’s visual understanding ability. More precisely, in the current experimental
setting, lower temperature and lower top-p mainly improved output stability and
alignment with the expert reference outputs.

The effect of frame sampling rate also requires careful interpretation. Intuitively,
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a higher FPS may appear useful because it provides denser temporal information.
However, the results did not show a consistent improvement when FPS increased.
One important reason is the maximum frame limit used by the model. In this thesis,
the maximum number of frames was set to 1200. Under this limit, increasing FPS
reduces the time span of the video that can be observed by the model. For example,
at 60 FPS, 1200 frames cover at most 20 seconds of video, while at 15 FPS the same
frame budget can cover a longer walking sequence.

For clinical gait videos, temporal coverage may be more important than dense
frame sampling. In many samples, the patient walks across the camera view and
then returns. Some gait-related signs may appear during gait initiation, continuous
walking, turning, or return walking. If a high-FPS setting causes the model to
observe only an early segment of the video, it may miss later events such as turning,
hesitation, instability, or freezing-like interruptions. Therefore, under a fixed frame
limit, increasing FPS does not necessarily increase the amount of useful information.
It may instead reduce the completeness of the observed walking sequence.

Another possible factor is the way general-purpose Video-LLMs process temporal
information. Video-LLMs have shown the ability to generate text from video content
and follow natural language instructions [7, 8, [0]. However, they are not necessarily
optimized for fine-grained clinical temporal patterns such as gait cycle regularity,
turn hesitation, freezing episodes, or step-to-step variability. Some checklist items
in this thesis require temporal context rather than isolated visual recognition. If
the model cannot fully exploit fine-grained temporal information, providing more
densely sampled frames may not directly improve performance. For these reasons,
15 FPS appeared to provide a better balance between temporal coverage, input
efficiency, and model processing capability in this experimental setting.

6.2 Influence of Prompt Design on Model Out-
puts

Prompt design had a clear influence on the outputs generated by the model. This
thesis compared three main prompt types: Descriptive, Rating, and Checklist. It
also evaluated several prompt variants, including long prompts, short prompts, short
prompts with analysis, and one-shot prompts. The results indicate that prompt
types are not simply interchangeable, because they guide the model toward different
forms of observation, output structure, and evaluation.

This observation is consistent with previous findings that language models can be
sensitive to prompt formulation. ProSA, for example, studies prompt sensitivity in
LLMs and shows that changes in prompt wording can affect model behaviour [14].
In clinical settings, prompt sensitivity is particularly important because different
instruction phrasings may change the response style or decision behaviour of clinical
LLMs [15]. Similar concerns have also been reported in medical report classification,
where prompt and data perturbations can influence model outputs [16]. In this
thesis, the observed differences between Descriptive, Rating, and Checklist prompts
should therefore be understood as part of the model behaviour being evaluated,
rather than as a minor formatting issue.

The Descriptive prompt has the advantage of being open-ended. It allows the
model to freely describe visible phenomena in the video and can reveal which visual
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elements the model attends to. In some cases, the model generated rich descriptions
including stride, arm swing, posture, stability, and walking rhythm. This makes the
Descriptive prompt useful for exploring the model’s general observation ability.

However, the Descriptive prompt also has limitations. Since the output is not
strictly constrained, the model may describe information that is visible but not
directly relevant to gait analysis, such as the room, clothing, furniture, or bystanders.
In addition, descriptive outputs can vary in length and focus across repeated runs.
This affects semantic similarity evaluation, especially when the expert reference
description is short. A long model output may contain some correct gait-related
observations, but additional irrelevant details can still reduce the overall semantic
similarity. Therefore, Descriptive prompts are useful for observing what the model
can describe, but they are less suitable as a strict quantitative evaluation format.

The Rating prompt is useful because it produces numerical outputs that are easy
to summarize and compare. Once the model generates an overall score or item-level
scores, the result can be compared with the expert-provided score. This makes the
Rating prompt practical for parameter search and configuration comparison. It also
reflects the broader idea that clinical motor assessment often relies on structured
scoring systems, such as the MDS-UPDRS [3].

At the same time, the Rating prompt has important limitations. The score range
used in this thesis is from 0.0 to 3.5 with a step size of 0.5, which is relatively narrow.
Different gait patterns may therefore be mapped to the same or similar scores. More
importantly, an overall score can hide errors in the underlying interpretation. The
model may fail to identify specific signs such as freezing, festination, arm swing
reduction, or postural instability, while still producing a score close to the expert
reference. In such cases, high numerical accuracy does not necessarily indicate
reliable clinical observation. For this reason, Rating results should be treated as a
supporting metric rather than as sufficient evidence of model reliability.

Checklist prompts provided more explicit information about individual gait signs.
YES, NO, and UNCLEAR responses could be parsed and compared with the refer-
ence items, making missed and falsely detected signs more visible than in the overall
Rating score.

Checklist accuracy was influenced by label distribution. In normal or mildly
impaired samples, many reference items were negative. A model that frequently an-
swered NO could therefore achieve relatively high accuracy without showing reliable
recognition of positive signs. Item-level precision partly addressed this issue, but
precision alone did not capture missed abnormalities.

The UNCLEAR category was intended to represent insufficient visual evidence.
Appropriate use of this category could indicate uncertainty awareness, whereas
overuse would reduce the amount of usable information. Conversely, consistently
choosing YES or NO may create an appearance of certainty even when the video
is ambiguous. Future evaluation should therefore examine how often UNCLEAR is
used and whether its use corresponds to genuinely uncertain or incomplete visual
evidence.

One-shot prompting did not provide a consistent benefit. Some outputs closely
resembled the example reference rather than the target video, and some Checklist
responses became strongly conservative. One possible explanation is that the exam-
ple influenced both response style and content more than intended. More controlled
example selection and clearer separation between example and target observations
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may be needed before few-shot prompting can be evaluated more reliably.

6.3 Discussion of RGB and Skeleton-based Inputs

This thesis compared RGB videos and skeleton-based videos as two input modalities.
The motivation was to examine whether a simplified representation of body motion
could help the model focus more directly on gait-related movement. However, the
results showed that skeleton-based input did not consistently outperform RGB video.
This indicates that, for a general-purpose Video-LLM, a more structured visual
representation does not automatically lead to better clinical gait description.

Skeleton representation has the advantage of highlighting body keypoints and
motion trajectories. It reduces background and appearance information and focuses
the input on body structure and movement patterns. This is one reason why pose-
and skeleton-based representations have been used in video-based gait analysis and
Parkinson’s disease gait assessment [11, [10]. Under some short descriptive prompt
settings in this thesis, skeleton input performed better than RGB input, which may
suggest that skeleton representation can sometimes help the model produce more
movement-focused descriptions.

However, skeleton-based input also removes potentially useful visual information.
RGB videos contain body contours, real movement amplitude, foot-ground contact,
whole-body posture, subtle visual cues from limb movement, and scene context.
Although not all of this information is clinically relevant, some of it may help describe
posture, stability, step height, or movement quality. This point is also consistent
with the idea behind skeleton-silhouette fusion methods, where skeleton information
is combined with appearance-related cues for gait impairment quantification [10].
In this sense, the lower performance of skeleton input in some settings may reflect
information loss rather than a failure of skeleton representation in general.

Another limitation of skeleton-based input comes from pose estimation quality.
In this thesis, MediaPipe was used to generate 2D skeleton videos, so the skeleton
representation depends on the stability of keypoint detection and tracking. During
visual inspection, arm keypoints sometimes showed jitter or non-smooth movement
while the patient was walking. This may affect the model’s judgment of arm swing
reduction or arm swing asymmetry. Since arm swing is an important visible feature
in Parkinsonian gait observation [I 2], unstable arm keypoints may reduce the
reliability of skeleton-based input.

A further possible reason is that general-purpose Video-LLMs may be better
adapted to natural RGB videos than to black-background skeleton animations.
Many VLMs and Video-LLMs are mainly pretrained on natural images and videos.
Therefore, they may be more familiar with real human appearance and natural
scenes than with rendered skeleton videos. Although skeleton representation is com-
monly used in traditional action recognition and pose-based gait analysis, it does
not necessarily provide the same benefit for Video-LLMs.

These results do not imply that skeleton-based gait analysis is ineffective. They
show only that converting RGB recordings into rendered skeleton videos did not
consistently improve the outputs of the selected Video-LLM. In this setting, skeleton
video is better viewed as a complementary modality.

Future input designs could retain more information while reducing background
interference. Possible alternatives include person-centered crops, background re-
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moval, pose-guided RGB, combined RGB and skeleton inputs, or direct keypoint
trajectories. Smoothing and temporal filtering may also improve the quality of
skeleton sequences.

6.4 Relationship to Existing Video-based Gait As-
sessment Studies

The results of this thesis should also be interpreted in relation to previous video-
based Parkinson’s disease gait assessment studies. Existing works have shown that
video recordings can be used for Parkinson’s disease severity analysis, MDS-UPDRS
gait score estimation, and gait impairment quantification [4], 5 [6]. These studies usu-
ally formulate the problem as classification, regression, or quantitative assessment.
Their outputs are typically labels, scores, or impairment estimates.

In contrast, this thesis focuses on clinical gait video description using Video-
LLMs. The output is not only a numerical prediction, but also a textual, struc-
tured, or semi-structured description of visible gait-related features. This difference
changes the evaluation problem. A classification or regression model can be evalu-
ated with standard numerical metrics, while a description-oriented model must also
be evaluated in terms of textual relevance, evidence consistency, output structure,
and stability across repeated runs.

This distinction helps explain why the evaluation results in this thesis are more
complex than a single accuracy score. For example, the Rating prompt may pro-
duce a score close to the expert reference, but the accompanying reasoning may
still miss specific gait signs. Conversely, a Descriptive output may mention correct
observations but receive a lower semantic similarity score if it contains additional
information or uses different wording from the reference. Therefore, Video-LLM-
based gait description should not be evaluated only by one metric. A combination
of text-level, score-level, checklist-level, and manual review methods is more appro-
priate.

Compared with pose-based or skeleton-based methods, the Video-LLM approach
also has a different goal. Pose-based methods aim to extract structured movement
features and often use them for detection or score estimation [IT} [I0]. In this thesis,
skeleton-based video is used as one input modality to a Video-LLM, rather than as a
feature sequence for a task-specific gait model. Therefore, the findings do not imply
that skeleton-based gait analysis is ineffective. Instead, they indicate that simply
converting RGB videos into skeleton videos does not guarantee better performance
when the downstream model is a general-purpose Video-LLM.

The contribution of this thesis is therefore complementary to existing video-
based gait assessment studies. It does not replace task-specific gait scoring or pose-
based quantification methods. Instead, it investigates how Video-LLMs behave when
asked to describe visible gait features under different prompts, input modalities,
and generation settings. This provides a different perspective on clinical gait video
analysis, focusing on output format, interpretability, and stability rather than only
prediction accuracy.
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6.5 Reliability of the Evaluation Protocol

The evaluation in this thesis is based on expert-provided reference outputs, but it
should be understood as an experimental comparison rather than clinical validation.
The purpose of the evaluation is to compare model behavior across generation pa-
rameters, prompt designs, input modalities, and case-level conditions. It does not
prove that the model can perform reliable clinical diagnosis or clinical scoring.

For the Descriptive prompt, semantic similarity based on sentence embeddings
was used to compare model outputs with expert reference descriptions. This method
can measure textual semantic similarity to some extent, but it cannot fully deter-
mine clinical correctness. Two descriptions may be semantically close while differing
in important clinical signs. Conversely, a model output may contain correct observa-
tions but receive a lower score because it is longer or includes additional information
not present in the reference. Therefore, semantic similarity should be considered a
text-level proxy metric rather than a strict clinical correctness measure.

For the Rating prompt, the evaluation was based on the normalized distance
between the predicted score and the expert reference score. This approach is sim-
ple and useful for comparing configurations, but it has the limitation that a close
overall score does not necessarily imply correct interpretation. This is especially
relevant when the rating range is narrow. The model may produce a conservative
or accidental score close to the reference, even if the supporting reasoning is weak.
Rating accuracy should therefore be interpreted together with descriptive evidence
and checklist item-level results.

For the Checklist prompt, overall checklist accuracy also has limitations. Since
many checklist items are negative in normal or mild cases, a model that frequently
answers NO may obtain a high score without truly recognizing the relevant signs.
Positive sign detection is more informative for evaluating whether the model captures
gait abnormalities. Therefore, item-level analysis is necessary to understand which
clinical signs are recognized and which are missed.

However, item-level precision alone is not sufficient. Precision measures whether
positive predictions are correct, but it does not fully reflect missed positive signs.
Future evaluation should include recall, sensitivity, specificity, Fl-score, and bal-
anced accuracy. For clinical observation tasks, it is important not only to know
whether a positive prediction is correct, but also whether the model fails to detect
important abnormal signs.

Another limitation is that the reference outputs used in this thesis come from a
single expert rather than from a multi-rater consensus. These outputs provide an
important expert reference for comparison, but they should not be treated as com-
plete clinical ground truth. Different experts may judge subtle gait signs differently,
especially in mild or moderate cases. Future studies should involve multiple raters
and measure inter-rater agreement to establish a more robust reference standard.

Finally, not all model outputs were manually reviewed by clinical experts. The
evaluation mainly relied on automatic parsing and metric computation. This made
large-scale comparison more feasible, but it may miss some detailed errors, such
as unsupported claims, ambiguous wording, or inconsistencies between generated
evidence and scores. Therefore, the evaluation results should be interpreted as
experimental evidence about model behavior, not as clinical validation.
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6.6 Clinical Relevance and Potential Use

Although this thesis does not provide clinical validation, the results suggest that
Video-LLMs may have potential value for clinical gait assessment video description.
In the experiments, the evaluated model was able to generate natural language
descriptions, structured scores, and checklist-style judgments from video inputs and
prompts. This indicates that Video-LLMs may be useful for organizing visible gait
observations in clinical videos.

The potential clinical relevance of this work lies mainly in documentation and
review support. In a future clinical video review workflow, such models could be
explored as supportive tools. For example, a model could generate a preliminary
description of visible gait features, such as stride, arm swing, posture, stability,
and rhythm. A clinical expert could then review, correct, and refine the generated
output. In this role, the model would support documentation or annotation rather
than make independent clinical decisions.

This distinction is important. This thesis does not consider Video-LLMs as
replacements for clinicians, nor does it suggest that model outputs can be used
directly for diagnosis or treatment decisions. Descriptions, scores, and checklist
judgments generated by the model require professional verification. In Parkinsonian
gait analysis, some signs are subtle and must be interpreted together with patient
history, medication state, clinical scales, and direct clinical observation. Therefore,
Video-LLMs are more appropriately positioned as supportive tools for organizing
visible information, rather than as autonomous clinical assessment systems.

This cautious positioning is also consistent with broader discussions on medical
ATl and medical multimodal models. Medical vision-language models have shown
potential in biomedical image and language tasks, but their outputs still require
validation, domain adaptation, and careful clinical interpretation [21) 24, 25]. In the
context of clinical gait videos, the need for expert oversight is even more important
because visible gait signs may be subtle, context-dependent, and not fully captured
by short video segments.

From a research perspective, Video-LLMs may help convert video content into
textual or structured forms that are easier to review, search, and compare. For
example, in large collections of clinical videos, the model could generate preliminary
summaries or candidate checklist labels. Experts could then confirm or correct these
outputs. This human-in-the-loop setting may be more realistic than full automation
at the current stage.

Thus, the significance of this thesis is not to show that Video-LLMs can reliably
perform clinical gait assessment, but to demonstrate that their output behavior can
be systematically studied in this task. With improved prompts, input representa-
tions, evaluation methods, and model capabilities, Video-LLMs may become useful
assistive components in clinical video analysis workflows.

6.7 Limitations

This thesis has several limitations. First, the dataset is small. The experiments used
17 clinical gait assessment videos from an internal laboratory dataset. The videos
were recorded from a relatively fixed side-view perspective. Therefore, the findings
cannot be directly generalized to all clinical gait videos, such as videos recorded

52



from multiple views, different devices, different environments, different gait tasks,
or more complex clinical settings.

Second, the reference outputs were provided by a single expert. Although they
offer an important basis for comparing model outputs, they are not multi-expert
consensus annotations, and inter-rater reliability was not measured. For subtle gait
abnormalities, different experts may make different judgments. Future work should
involve multiple expert annotators to build a more stable reference standard.

Third, model selection and computational resources were limited. The main
experiments were conducted with Qwen2.5-VL-3B-Instruct. Due to GPU memory
and computational constraints, larger models were not fully evaluated in the core
experiments. Models at the 7B scale or larger may have stronger visual understand-
ing and language generation abilities, but they require more memory and longer
inference time. In addition, increasing the maximum number of frames may exceed
memory limits, which constrains the choice of video length and sampling strategy.
Therefore, the findings may be affected by model size and hardware conditions.

Fourth, skeleton-based input depends on the quality of pose estimation. Medi-
aPipe was used to convert RGB videos into 2D skeleton videos, but the preprocessing
step may introduce keypoint jitter, discontinuity, or local detection errors. In partic-
ular, arm keypoints sometimes moved unsmoothly during walking, which may affect
judgments related to arm swing. Moreover, skeleton representation removes body
appearance, body contour, foot details, and scene context. Therefore, the current
skeleton input cannot fully represent all information available in the original video.

Fifth, the evaluation methods are experimental proxy measures. Semantic simi-
larity for Descriptive prompts, normalized score accuracy for Rating prompts, and
vector accuracy for Checklist prompts cannot fully represent clinical correctness. In
particular, Rating and Checklist metrics may be affected by the score range, the
distribution of negative items, and model output tendencies. Since not all outputs
were manually reviewed by experts, some semantic errors or unsupported claims
may not be fully captured.

Finally, this thesis mainly evaluates one baseline model under a controlled ex-
perimental setting. Therefore, the findings may be affected by the visual encoder,
temporal processing ability, instruction-following behavior, and language generation
style of the selected model. Different VLMs or Video-LLMs may show different out-
put patterns under the same task. For this reason, systematic cross-model compar-
ison is treated as an important direction for future work rather than as a completed
part of the current experimental results.

6.8 Future Work

Future work can extend this study in several directions. First, the checklist de-
sign can be further refined. Some checklist items were more consistently recognized
by the model, while others often resulted in NOT RECOGNIZED or NO DETEC-
TION. Future studies could retain items that are visually clear and reliably detected,
while revising or removing items that are consistently not recognized. For subtle
or ambiguous items, the wording could be redesigned to better match visible video
evidence.

Second, prompt design can be improved. Future prompts could include more
explicit clinical terminology, gait feature definitions, and observation criteria. For
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example, the prompt could explain reduced step height, festination, freezing of gait,
arm swing reduction, and postural instability, and require the model to answer only
based on visible evidence. A small domain-specific knowledge base or retrieval-
augmented prompting could also help the model use more appropriate clinical ter-
minology and reduce irrelevant descriptions.

Third, more suitable input representations should be explored. Besides RGB
video and skeleton video, future work could test person-centered cropped videos,
background-removed videos, blurred-background videos, pose-guided RGB videos,
or keypoint sequence inputs. These representations may reduce background inter-
ference while preserving useful body-motion information. For skeleton input, more
stable pose estimation, keypoint smoothing, or temporal filtering could be used to
reduce arm jitter and discontinuous motion.

Fourth, stronger VLMs and Video-LLMs should be evaluated. Larger models,
longer video context, and stronger temporal reasoning ability may improve the anal-
ysis of clinical gait videos. However, this requires more powerful GPU servers and
more efficient inference frameworks. A systematic cross-model comparison is needed
to determine whether the findings observed with Qwen2.5-VL-3B-Instruct also ap-
pear in other models.

Fifth, the evaluation protocol should be improved. Future studies should include
multiple expert annotations and measure inter-rater agreement to obtain a more
reliable reference standard. In terms of metrics, future work should go beyond
overall accuracy and include sensitivity, specificity, precision, recall, F1-score, and
balanced accuracy, with particular attention to positive gait signs. Manual review
should also be included to examine generated evidence, unsupported claims, and
item-level reasoning.

Finally, future work can explore human-in-the-loop applications. The model
could first generate a preliminary gait description or structured checklist, and clinical
experts could then revise and confirm the output. This approach would make use
of the automatic description ability of Video-LLMs while preserving the central
role of expert judgment. For clinical gait video description, such an assistive and
collaborative workflow may be more realistic and appropriate than full automation.
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Chapter 7

Conclusion

This chapter concludes the thesis by summarizing the research objective, experimen-
tal design, main findings, and future directions. This thesis focused on the use of
Video-LLMs for clinical gait assessment video description, with particular attention
to the relationship between generation parameters, input modalities, prompt types,
prompt variants, and generated outputs. Instead of performing disease diagnosis,
the thesis investigated whether a Video-LLM can generate descriptive text, struc-
tured scores, or checklist-style judgments based on visible information in clinical
gait videos, in order to support the organization of gait-related observations.

7.1 Summary of the Thesis

Clinical gait assessment videos contain dynamic information related to stride, arm
swing, posture, stability, rhythm, and other visible movement patterns. These fea-
tures are relevant for observing Parkinsonian gait, but they are often more subtle
than the information required in general video understanding tasks. Therefore,
clinical gait video description requires attention not only to the general action of
walking, but also to fine-grained gait-related features.

This thesis first reviewed the background of clinical gait analysis, Parkinso-
nian gait, video-based gait analysis, skeleton-based representation, Vision-Language
Models, and Video Large Language Models. Based on this background, the thesis
defined clinical gait video description as a task in which a model produces textual,
structured, or semi-structured descriptions of visible gait-related features from video
input. This task was explicitly limited to visible observation and was not framed as
disease diagnosis or clinical decision-making.

A comparative experimental framework was then designed and implemented.
The framework included RGB and skeleton-based input modalities, three main
prompt types, several prompt variants, generation parameter search, repeated infer-
ence, output parsing, and comparison with expert-provided reference outputs. The
main experiments were conducted using Qwen2.5-VL-3B-Instruct and 17 internal
clinical gait assessment videos. Each video was associated with expert reference
outputs, including a descriptive reference, an overall score, and checklist labels.

The experiments first examined the effects of temperature, top-p, and frame
sampling rate. After selecting a fixed parameter configuration, the thesis compared
RGB and skeleton-based inputs, Descriptive, Rating, and Checklist prompts, and
different prompt variants such as long prompts, short prompts, prompts with anal-
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ysis, and one-shot prompts. The generated outputs were evaluated using prompt-
specific metrics, including semantic similarity for descriptive outputs, score distance
for rating outputs, and checklist-based analysis for structured judgments.

7.2 Main Findings

The first main finding is that lower-randomness generation settings were more suit-
able for this task in the current experimental setting. Temperature=0.1 and top-
p=0.5 generally produced stronger adjusted scores and more stable outputs than
higher-randomness settings. This suggests that, for clinical-style observation tasks,
stable and repeatable generation is more desirable than diverse language generation.

The second finding is that increasing the frame sampling rate did not consis-
tently improve performance. Under the maximum frame constraint used in the
experiments, higher FPS provided denser sampling but reduced the observable du-
ration of the input video. The results indicated that 15 FPS provided a suitable
balance between temporal coverage, input efficiency, and model performance in this
setting.

The third finding is that prompt type had a clear influence on model outputs.
The Descriptive prompt produced richer natural language descriptions, but its out-
puts were more open-ended and harder to quantify. The Rating prompt supported
numerical comparison, but a close overall score did not necessarily imply correct
feature-level interpretation. The Checklist prompt provided a structured format for
item-level analysis, but its results were affected by item design, negative-label dis-
tribution, and model output tendency. Therefore, the three prompt types should be
interpreted according to their different output formats and evaluation goals, rather
than through a single unified numerical ranking.

The fourth finding is that skeleton-based input did not consistently outperform
RGB video. Skeleton representation highlighted body keypoints and motion tra-
jectories, and it performed better in some short descriptive settings. However, it
also removed visual cues such as body contour, foot details, and natural appearance
information, and its quality depended on the pose estimation process. In this ex-
perimental setting, skeleton-based video was more appropriate as a complementary
input modality than as a direct replacement for RGB video.

The fifth finding is that prompt variants affected model behavior. Short prompts
and prompts with analysis changed the structure and focus of generated outputs,
and their effects depended on both input modality and prompt type. One-shot
prompting did not show stable improvement and introduced example bias in some
cases. This indicates that in-context examples and prompt formulation require care-
ful design for clinical gait video description.

The sixth finding is that model behavior varied across individual cases. Normal
or nearly normal videos could obtain relatively high Checklist accuracy when most
reference items were negative. Mild and moderate cases were more challenging be-
cause some gait-related signs were subtle or appeared only during specific movement
phases. Severe cases showed clearer overall impairment, but the model could still
miss specific positive signs such as freezing, festination, or instability. These obser-
vations show that overall score or overall checklist accuracy alone is not sufficient
to represent the model’s actual observation ability.
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7.3 Final Remarks and Future Directions

Overall, this thesis shows that Video-LLMs can generate different forms of gait-
related outputs from clinical assessment videos, including descriptive text, struc-
tured scores, and checklist-style judgments. These outputs can reflect some visible
gait-related features, but they are also strongly influenced by generation parame-
ters, prompt design, input modality, evaluation method, and sample characteristics.
Therefore, the results should be interpreted as an experimental study of model be-
havior rather than as evidence of clinical validity.

The main contribution of this thesis is a systematic comparison of design choices
for Video-LLM-based clinical gait video description. The thesis demonstrates that
model outputs are not fixed properties of the video alone, but are shaped by decoding
settings, visual representation, prompt structure, and case-level characteristics. This
finding is important because it shows that the use of Video-LLMs in clinical video
analysis requires careful experimental design, controlled evaluation, and cautious
interpretation.

At the same time, the thesis also highlights clear limitations. The dataset was
small and came from an internal laboratory setting. The reference outputs were
provided by a single expert rather than by a multi-rater consensus. The main
experiments were conducted with one baseline model, and the evaluation relied on
proxy metrics such as semantic similarity, score distance, and checklist accuracy.
These limitations mean that the findings cannot be generalized to all clinical gait
videos, all patient populations, or all Video-LLMs.

For this reason, Video-LLMs should not be considered diagnostic systems or
replacements for clinicians. In the context of this thesis, their more appropriate
role is as supportive tools for organizing visible gait observations. A possible future
workflow is human-in-the-loop: the model generates a preliminary description or
checklist, and clinical experts then review, correct, and confirm the output. Such a
workflow preserves the central role of professional judgment while exploring whether
Video-LLMs can reduce the effort required to organize and review clinical video
information.

Future work can extend this study in several directions. First, the dataset should
be expanded to include more videos, different camera viewpoints, different recording
environments, and more diverse gait patterns. Second, future studies should involve
multiple clinical experts and measure inter-rater agreement to build a more reliable
reference standard. Third, stronger VLMs and Video-LLMs should be evaluated to
determine whether the trends observed with Qwen2.5-VL-3B-Instruct also appear
in other models.

Future work should also improve input representation, prompt design, and eval-
uation metrics. Besides RGB and skeleton videos, future studies could explore
cropped videos, background-removed videos, pose-guided RGB videos, keypoint se-
quences, or motion feature inputs. Prompt design could include clearer gait feature
definitions, explicit evidence requirements, and better strategies for few-shot ex-
amples. Evaluation should go beyond overall similarity or accuracy and include
item-level sensitivity, specificity, precision, recall, F1-score, and balanced accuracy,
especially for positive gait signs.

In conclusion, this thesis provides an initial experimental analysis of Video-LLMs
for clinical gait assessment video description. The results suggest that Video-LLMs
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may provide a useful starting point for organizing visible gait observations, but their
outputs remain variable, prompt-sensitive, and dependent on input representation
and evaluation design. Therefore, future research should continue to study these
models under larger datasets, stronger validation protocols, and expert-in-the-loop
workflows before considering any clinical application.
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Appendix A

Additional Experimental
Information

Al

Table provides the complete list of video samples used in the experiments. Only
anonymised video keys are reported, and the original internal video identifiers are
not disclosed. The severity scores were provided by a clinical expert and range
from 0.0 to 3.5. The reference observations are compressed summaries of visible
gait-related characteristics rather than verbatim expert comments.

Complete Video Sample List

Table A.1: Complete list of video samples and reference vis-
ible gait annotations.

Video key Severity Compressed reference obser- Main checklist-
score vation based features
V0001.0rgh 2.0 Regular speed and symmetry with Arm swing reduction;
visible rigidity and slight forward arm swing asymmetry;
trunk posture. forward trunk lean.
V0001_1xrgh 0.0 Near-normal gait with reduced left Arm swing reduction;
arm swing. arm swing asymmetry.
V00012.rgb 2.0 Shorter steps with rigidity and Reduced step height
slight forward propulsion, without or  shuffling; arm
clear freezing. swing reduction;
forward trunk lean.
V0001_3rgb 3.0 Severely impaired gait with festi- Reduced step height
nation, freezing episodes, tremor, or shuffling; arm swing
and instability during turning. reduction; festinating
gait; freezing of gait;
postural  instability;
dyskinesias; tremor.
V0002 0rgh 1.0 Mild propulsion with no clear fes- Slight postural insta-

tination and slight instability dur-
ing turns.

bility during turning.
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Video key Severity Compressed reference obser- Main checklist-

score vation based features

V0002_1rgb 1.0 Normal walking speed with leg Reduced step height;
rigidity and mildly reduced step arm swing reduction;
height. arm swing asymmetry;

slight forward trunk
lean.

V00022rgh 2.0 Slightly reduced step height with Reduced step height;
asymmetric foot positioning and forward trunk lean or
stooped posture. stooped posture.

V0002_3rgbh 3.5 Extremely impaired gait with very Reduced step height
limited walking ability, freezing, or shuffling; arm
festination, and instability. swing reduction;

forward trunk lean;
festinating gait; freez-
ing of gait; postural
instability; tremor.

V0003_0_rgh 0.0 Normal gait pattern with no obvi- No main checklist fea-
ous visible abnormality. ture marked as visible.

V0003_1rgh 0.0 Normal gait with slightly reduced Arm swing reduction.
left arm swing.

V0003_3rghb 3.5 Almost unable to walk, with con- Reduced step height
tinuous freezing and festination. or  shuffling; arm

swing reduction;
forward trunk lean;
festinating gait; freez-
ing of gait; postural
instability.

V0004_0rgb 0.0 Normal gait in terms of symmetry, Very slight arm swing
walking speed, and step height, reduction; very slight
with very slight left arm involve- arm swing asymmetry.
ment.

V0004_-1rgb 1.0 Mild gait changes with slight turn Arm swing reduction;
hesitation and reduced left arm arm swing asymmetry;
swing. slight turn or start

hesitation.

V00042_rgbh 2.0 Asymmetric steps with start hesi- Reduced step height
tation, slight festination, and shuf- or shuffling; arm swing
fling. reduction; festinating

gait.

V0005.0rgh 1.0 Almost normal gait with slight Very slight reduced
shuffling and turn hesitation, step height or shuf-
without clear freezing. fling; arm  swing

reduction; forward
trunk lean.

V0005_.1rgbh 1.0 Mild or near-normal gait with no No main checklist fea-

major visible gait variation.

ture marked as visible.
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Video key Severity Compressed reference obser- Main checklist-

score vation based features
V00052rgh 3.0 Difficult walking with short steps, Reduced step height
shuffling, festination-like pattern, or shuffling; arm swing
and turn hesitation. reduction; festinating
gait.

A.2 Prompt Templates

This section provides the prompt templates used in the experiments. The prompts
are grouped by prompt version and prompt type. Three main prompt types were
used: Descriptive, Rating, and Clinical Checklist. Prompt version v1 used a longer
evidence-based format, while v2 and v3 used shorter and more constrained out-
put formats. The one-shot and two-shot settings were implemented by appending
example video-output pairs before the target video input.

A.2.1 Prompt Version 1

Prompt version 1 was the initial long-format prompt. It asked the model to provide
observations, interpretation, and evidence. For the Rating and Checklist prompts,
it also required structured output formats.

System Prompt

You are a clinical gait analyst. Use only visible evidence. If visibility is
insufficient, answer \insufficient evidence". Do not speculate. Do not provide
any diagnosis; only describe observable signs. Please respond in markdown,
with section titles:

## 1. Observation

## 2. Interpretation

## 3. Evidence

Descriptive Prompt

Task: Analyze this gait video and describe visible abnormalities (e.g.,
asymmetry, freezing, increased stiffness). Focus on spatio-temporal rhythm,
limb coordination, and trunk posture. If no anomalies are found, please also
explain.

Rating Prompt

Task: Analyze this gait video and provide both qualitative observations and an
MDS-UPDRS-1ike gait rating. Focus strictly on visible evidence.

Please complete the following steps:

1. Observation: Describe visible gait abnormalities (e.g., asymmetry, freezing,
reduced arm swing, shortened stride, increased stiffness). Focus on
spatio-temporal rhythm, limb coordination, turning, and trunk posture. If no
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abnormalities are visible, state so.

2. Interpretation: Summarize the functional implications of the observed gait
features without making any diagnosis.

3. Evidence: Cite specific visual moments that support your interpretation.

4. MDS-UPDRS-like Gait Rating:

- Provide a structured table with the following items:
® Gait (0{4)
® Freezing of Gait (0{4)
® Postural Stability (0{4)
e Lower-limb Bradykinesia (0{4)

- Use only what is visible in the video. If an item cannot be assessed, mark

it as \N/A { insufficient evidence".

- For each item, include:
e Score (0 = normal, 4 = severe)
® (One-sentence justification based on specific visual evidence.

Output format (markdown):
## 1. Observation

## 2. Interpretation

## 3. Evidence
- Bullet 1list of specific visual events

## 4. MDS-UPDRS-like Gait Rating
| Item | Score | Evidence |

| Gait | ... | ... |

| Freezing of Gait | ... | ... |

| Postural Stability | ... | ... |
| Lower-limb Bradykinesia | ... |

Clinical Checklist Prompt

Task: Analyze this gait video using a structured clinical checklist. Do NOT
provide a diagnosis; only describe observable gait features related to
Parkinsonian gait. Use only visible evidence. If visibility is insufficient,
answer ’UNCLEAR’.

Complete the checklist below. For each item, answer with one of:
- YES (clearly observed)

- NO (clearly absent)

- UNCLEAR (insufficient visibility)
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After each YES/NO/UNCLEAR, provide a brief, evidence-based justification
(1 sentence).

Output Format:
==== CLINICAL GAIT CHECKLIST ====

1. Reduced step height / shuffling steps
- Answer:

- Answer:

- Answer:

- Answer:

- Answer:

- Answer:

- Answer:

|
1
<
-
Q.
0]
B
()
]

==== IMPORTANT RULES ====

- Do NOT infer or guess.

- Only describe what is visibly present.

- If the video does not show a phase (e.g., turning, stopping), mark it as
UNCLEAR.

- Do NOT hallucinate unseen gait phases.

A.2.2 Prompt Version 2

Prompt version 2 was designed to reduce overly long or generic outputs. It used a
concise system instruction and strongly constrained the expected output format.

System Prompt

You are a clinical gait analyst. Use only visible evidence. If visibility is
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insufficient, answer ’insufficient evidence’. Do NOT speculate. Do NOT provide
diagnosis.

IMPORTANT: Keep output concise and strictly follow the required format.

Descriptive Prompt

Task: Summarize the visible gait characteristics in this video.

Content rules:

- Mention only visible evidence.

- Prioritize the most clinically relevant visible features among: step/stride, arm
- If gait appears normal, explicitly state that no clear abnormality is visible.

- If evidence is insufficient, state insufficient evidence.

- Do NOT provide diagnosis.

Output requirements:
- Write ONLY 1{2 short sentences.
- Do NOT include reasoning or evidence labels.

Rating Prompt

Task: Analyze this gait video and provide an overall gait impairment score.

Scoring rules:

- Range: 0.0 to 3.5

- Step: 0.5

- 0.0 = normal gait

- 3.5 severe impairment

- Use only visible evidence

Output requirements:

— Output ONLY the number

- Do NOT include explanation

- Do NOT include any text

- Follow the same output format as the provided example.

Clinical Checklist Prompt

Task: Analyze this gait video using a clinical checklist.

Output requirements:

- Answer each item with ONLY: YES, NO, or UNCLEAR

- Do NOT provide explanation

- Output MUST be wvalid JSON

Follow the same JSON format as the provided example.

Format:

{
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"Reduced step height": "YES/NO/UNCLEAR",

"Arm swing reduction": "YES/NO/UNCLEAR",

"Arm swing asymmetry": "YES/NO/UNCLEAR",

"Forward trunk lean or stooped posture": "YES/NO/UNCLEAR",
"Festinating gait": "YES/NO/UNCLEAR",

"Freezing of gait (FOG) episodes": "YES/NO/UNCLEAR",
"Postural instability during movement": "YES/NO/UNCLEAR",
"Dyscinesias": "YES/NO/UNCLEAR",

"Tremor": "YES/NO/UNCLEAR"

A.2.3 Prompt Version 3

Prompt version 3 retained the concise output style of prompt v2, but added clearer
content constraints, decision rules, and uncertainty handling. The purpose of this
version was to make the model focus more explicitly on visible gait evidence, reduce
unsupported interpretations, and distinguish more clearly between absent features
and insufficient visual evidence.

System Prompt

You are a clinical gait analyst. Use only visible evidence. If visibility is
insufficient, answer ’insufficient evidence’. Do NOT speculate. Do NOT provide
diagnosis.

IMPORTANT: Keep output concise and strictly follow the required format.

Descriptive Prompt

Task: Summarize the visible gait characteristics in this video.

Content rules:

— Mention only visible evidence.

- Prioritize the most clinically relevant visible features among: step/stride,
arm swing, posture, rhythm, stability.

- If gait appears normal, explicitly state that no clear abnormality is visible.

- If evidence is insufficient, state insufficient evidence.

- Do NOT provide diagnosis.

Output requirements:

- Write ONLY 1-2 short sentences.
- Do NOT include reasoning or evidence labels.

Rating Prompt

Task: Analyze this gait video and assign an overall gait impairment score.

Consider all visible gait characteristics before assigning the score.
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Relevant characteristics may include:

walking speed

stride length

step height

gait symmetry

arm swing

posture

balance and stability
gait rhythm

Use only visible evidence.
Do not speculate.
If visibility is insufficient, output UNCLEAR.

Scoring rules:

Range: 0.0 to 3.5
Step: 0.5

Output requirements:

Output ONLY the score

Do NOT provide explanation

Do NOT include any additional text

Follow the same output format as the provided example.

Clinical Checklist Prompt

Task: Analyze this gait video using a clinical checklist.

Decision rules:

Answer YES only when the feature is clearly visible.

Answer NO only when the feature is clearly absent.

Answer UNCLEAR when visibility, camera angle, duration, or body part
visibility is insufficient.

Do not infer symptoms from diagnosis or overall impression.

Judge each item independently.

Output requirements:

Output MUST be valid JSON
Use ONLY: YES, NO, or UNCLEAR
Do NOT provide explanation

Format:

{

"Reduced step height": "YES/NO/UNCLEAR",

"Arm swing reduction": "YES/NO/UNCLEAR",

"Arm swing asymmetry": "YES/NO/UNCLEAR",

"Forward trunk lean or stooped posture": "YES/NO/UNCLEAR",
"Festinating gait": "YES/NO/UNCLEAR",

"Freezing of gait (FOG) episodes": "YES/NO/UNCLEAR",
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"Postural instability during movement": "YES/NO/UNCLEAR",
"Dyscinesias": "YES/NO/UNCLEAR",
"Tremor": "YES/NO/UNCLEAR"

A.2.4 One-shot and Two-shot Prompt Construction

The one-shot and two-shot prompt settings were implemented by adding example
video-output pairs before the target video input. The same base user prompt was
used for the example videos and the target video. The examples were added as
previous user-assistant turns, where each example user turn contained an example
video and the prompt text, and the corresponding assistant turn contained the
expected expert output.

For the one-shot setting, one example video-output pair was added before the
target video. For the two-shot setting, two example video-output pairs were added
before the target video. No model training or parameter update was performed; the
examples were used only as in-context examples.

General Construction Logic

# n-shot example input

for v_path, v_output in examples:
# shot input
messages . append ({

"role": "user",
"content": [

"type": "video",

"video": f"file://{v_path}",
"max_frames": 300,
**xvideo_kwargs,

s
{

lltypell : Iltethl

"text": user_text + "\n\nThis is an example video with its expected
3

i9)

# shot output

messages . append ({
"role": "assistant",
"content": v_output

i9)

# target input

messages . append ({
"role": "user"
"content": [
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"type": "video",

"video": f"file://{video_path}",
"max_frames": 600,
**xvideo_kwargs,

3,
{
"type": "text",
"text": user_text + "\n\nAnalyze ONLY the current target video. Do not
+
1,
D
Explanation

In the example turns, the prompt text was followed by the sentence:
This is an example video with its expected output.

This sentence was used to indicate that the corresponding video and output
formed an in-context example. The expert reference output of the example video
was then inserted as the assistant response.

For the target video, the prompt text was followed by the instruction:

Analyze ONLY the current target video. Do not describe the example video.

This instruction was added to reduce the risk that the model would describe the
example video instead of the target video. Nevertheless, as discussed in the Results
and Discussion chapters, one-shot prompting still introduced example bias in some
cases.

Frame Allocation in In-context Prompting

In the n-shot setting, example videos and target videos used different maximum
frame limits. Each example video was limited to 300 frames, while the target video
was limited to 600 frames. This setting was used to reduce the total visual input
length while preserving more visual information for the target video.

Table A.2: Frame allocation used in one-shot and two-shot prompt construction.

Input type Maximum frames Role in prompt construc-
tion

Example video 300 Provides an in-context exam-
ple together with its expected
output.

Target video 600 Provides the current video to

be analyzed by the model.
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A.3 Checklist Items and Encoding Rules

This section describes the checklist items and encoding rules used for parsing Clinical
Checklist outputs. Two checklist versions were used in the experiments. The initial
checklist contained 7 items, while the later checklist was expanded to 9 items. The
expanded version was used in the later prompt versions and in the main checklist-
based analysis.

A.3.1 Initial 7-item Checklist

The initial checklist contained the following 7 gait-related observation items:

Table A.3: Initial 7-item checklist used in early experiments.
Index Checklist item

Reduced step height / shuffling steps

Arm swing reduction

Arm swing asymmetry

Forward trunk lean / stooped posture
Festinating gait

Freezing of gait (FOG)

Postural instability during movement

~N O T W N

This 7-item checklist was used in the earlier prompt setting. It focused on the
main visible gait features related to Parkinsonian gait, including step pattern, arm
swing, posture, festination, freezing, and instability.

A.3.2 Expanded 9-item Checklist

The later checklist was expanded to 9 items. Compared with the initial version, the
item names were standardized, and two additional items, Dyscinesias and Tremor,
were added.

Table A.4: Expanded 9-item checklist used in later experiments.
Index Checklist item

Reduced step height

Arm swing reduction

Arm swing asymmetry

Forward trunk lean or stooped posture
Festinating gait

Freezing of gait (FOG) episodes
Postural instability during movement
Dyscinesias

Tremor

© 00 1O U W=

The 9-item checklist was used in the later experiments because it provided a
more complete and standardized output structure. However, the checklist items
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were still used only for experimental comparison of visible video-based observations.
They were not intended to function as a complete clinical assessment scale.

A.3.3 Answer Encoding Rules

Checklist answers were encoded into numerical values for automatic comparison with
expert-provided reference vectors. The mapping rules are shown in Table

Table A.5: Encoding rules for checklist answers.

Answer Encoded value Interpretation

YES 1 The feature is marked as visibly
present.

TRUE 1 Alternative positive form, mapped to
the same value as YES.

NO 0 The feature is marked as visibly absent.

FALSE 0 Alternative negative form, mapped to
the same value as NO.

UNCLEAR -1 The feature cannot be determined from
the visible evidence.

UNKNOWN -1 Alternative uncertainty form, mapped

to the same value as UNCLEAR.

In the main parsing logic, YES and TRUE were mapped to 1, NO and FALSE
were mapped to 0, and UNCLEAR and UNKNOWN were mapped to -1. This
allowed the generated checklist outputs to be represented as fixed-length numerical
vectors.

A.3.4 Parsing Logic

The checklist parser first attempted to parse the model output as JSON. This was
especially relevant for prompt versions v2 and v3, where the Checklist prompt ex-
plicitly required valid JSON output. If JSON parsing succeeded and the output was
a dictionary, the parser extracted answers according to the expected checklist item
order. Missing keys were treated as UNCLEAR.

If JSON parsing failed, the parser used a fallback regular expression to extract
JSON-like answer values from the generated text. The fallback method searched for
values such as YES, NO, TRUE, FALSE, UNCLEAR, and UNKNOWN. The output
was accepted only when the number of extracted answers matched the number of
expected checklist items. Otherwise, the parsing process was treated as failed.

The general parsing logic is summarized below:

mapping = {
"YES": 1,
"TRUE": 1,
"NO": O ,
"FALSE": O,
"UNCLEAR": -1,
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"UNKNOWN": -1,

expected_keys = CHECKLIST_ITEM_NAMES

clean = text.strip()
clean = remove_json_code_block_wrapper (clean)

try:
data = json.loads(clean)
if isinstance(data, dict):
return [
mapping.get (str(data.get(key, "UNCLEAR")).strip().upper(), -1)
for key in expected_keys
]
except Exception:
pass

matches = re.findall(
r’ :\s*" (YES|NO|TRUE|FALSE | UNCLEAR | UNKNOWN) "’ ,
text,
flags=re.IGNORECASE,

if len(matches) == len(expected_keys):
return [mapping[m.upper()] for m in matches]

raise ValueError("Checklist parsing failed.")

This parsing design was used to support both strict JSON outputs and slightly
imperfect JSON-like outputs. However, outputs that could not be parsed into the
expected number of checklist answers were excluded from automatic checklist scoring
and required manual inspection or correction.

A.3.5 Vector Representation

After parsing, each checklist output was converted into a fixed-length vector. For
the 7-item checklist, the output vector had 7 elements. For the 9-item checklist, the
output vector had 9 elements. Each element corresponded to one checklist item in
the predefined order.

For example, a 9-item checklist output such as:

{
"Reduced step height": "YES",
"Arm swing reduction": "YES",
"Arm swing asymmetry": "NO",

"Forward trunk lean or stooped posture": "UNCLEAR",
"Festinating gait": "NO",
"Freezing of gait (FOG) episodes": "NO",
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"Postural instability during movement": "UNCLEAR",
"Dyscinesias": "NO",
"Tremor": "NO"

would be encoded as:
(1, 1, 0, -1, 0, 0, -1, 0, O]

The generated vector was then compared with the expert reference vector item
by item. This allowed the Checklist prompt to be evaluated using vector accuracy
and item-level analysis.

A.3.6 Checklist Accuracy

The overall checklist accuracy was calculated as the proportion of checklist items
that matched the expert reference vector:

Ncorrect
N; items ’

where Neomeet 1S the number of matched checklist items and Njiems is the total
number of checklist items.

For example, in the 9-item checklist setting, if 7 out of 9 generated answers
matched the expert reference vector, the checklist accuracy would be:

7
9

This metric was used as an overall checklist-level comparison measure. However,
as discussed in the main text, overall checklist accuracy can be affected by the dis-
tribution of negative items. Therefore, item-level analysis was also used to examine
whether the model could detect specific positive gait signs.

Accuracychecklist =

Accuracycheckiist =

A.3.7 Item-level Recognition Analysis

In addition to overall checklist accuracy, item-level recognition analysis was used
to examine the model’s behavior for each checklist item. This analysis considered
whether the model correctly identified positive signs and whether it tended to pro-
duce false positives or false negatives.

For each checklist item, the following categories were considered:
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Table A.6: Item-level recognition categories for checklist analysis.

Category Definition

True positive The expert reference marks the item as present, and the
model also predicts it as present.

False positive The expert reference marks the item as absent, but the
model predicts it as present.

True negative The expert reference marks the item as absent, and the
model also predicts it as absent.

False negative The expert reference marks the item as present, but the

model predicts it as absent or unclear.
Unclear prediction The model predicts UNCLEAR or UNKNOWN;, indicat-
ing insufficient visible evidence or uncertainty.

If the model never produced a positive prediction for a certain item across the
evaluated samples, that item was treated as having no positive detection in the
item-level recognition analysis. This was used to identify checklist items that were
consistently not recognized by the model.

A.3.8 Interpretation Caution

The checklist vectors and accuracy scores were used for experimental comparison
only. They should not be interpreted as clinical diagnostic results. In particular, high
checklist accuracy does not necessarily indicate strong clinical observation ability. If
most reference items are negative, a model that frequently answers NO may obtain
a high score without truly recognizing the absence of each sign.

For this reason, the checklist results in this thesis were interpreted together
with item-level analysis, prompt type, input modality, and qualitative observations.
The checklist evaluation was designed to support controlled comparison of model
behavior, rather than to provide clinical validation.
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