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Abstract

Automated code review with large language models is increasingly available through
hosted tools such as GitHub Copilot Code Review and Anthropic’s Claude Code. How-
ever, these systems are typically built on frontier-scale models and leave two practical
questions open: how to make LLM-generated review trustworthy enough to present di-
rectly to developers, and how to run automated review on infrastructure that is not
paid.

This thesis addresses both questions as engineering problems rather than as problems
that must wait for stronger models. It presents a multi-agent code-review framework for
GitLab merge requests, implemented in TypeScript and executed entirely on Groq’s free-
tier endpoint. The framework combines three main architectural choices: a coordinator
that routes each rule family to a focused agent through a static lookup table; a default
agent model (openai/gpt-oss-20b, 20B parameters) with selective escalation to a 32B
model when the output is ambiguous; and a mandatory grounding gate that drops any
finding whose evidence is not a literal substring of the diff or whose claimed line is not
sufficiently close to a changed line. Fach dropped finding is classified into one of four
typed reasons, making the gate a diagnostic mechanism rather than a simple binary filter.

The framework is evaluated on a closed-set rule corpus of 50 hand-crafted snippets
across seven rule families and on the full merge-request corpus of the host project. On
the closed-set benchmark, gpt-oss-20b reaches macro F1 = 0.88 on the multi-agent
path, while the same model in a monolithic single-prompt configuration drops to 0.65,
corresponding to a 27% relative loss. The degradation is monotonic across the four model
sizes tested and reaches 69% on the smallest model. On the host project’s merge requests,
the grounding gate drops 22% of raw agent-emitted findings, with each drop attributable
to a specific diagnosable failure mode.

Overall, the results suggest that, on this rule set, architectural specialization is more
important than parameter scale, and that a typed grounding gate is a portable method-
ological contribution for other LLM-based review systems.
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Chapter 1

Introduction

1.1 Motivation

Code review has remained a central practice across successive shifts in software engi-
neering, from mainframes to microservices, from waterfall development to continuous
deployment, and from open-source forges to large monorepositories. It serves at least
two important functions: it helps detect defects before they reach production, and it
facilitates the transfer of knowledge among team members. The first function is largely
mechanical, whereas the second is inherently social. Both require time and attention,
and both become more difficult as teams and codebases grow.

This naturally motivates the use of large language models for the more mechanical
aspects of review. Tools such as GitHub Copilot Code Review and Anthropic’s Claude
Code, together with a growing number of GitLab-integrated assistants, already place
style suggestions and defect reports directly onto pull requests and merge requests. The
models behind these systems are typically frontier-class LLMs, including systems in the
GPT-4 and Claude-3.5 family. What such tools demonstrate is technical feasibility rather
than a fully satisfactory deployment model: modern LLMs are capable, in principle, of
participating in code review.

However, two central questions remain open.

Trust. LLMs hallucinate. A review comment that points to a non-existent line, refers
to a variable that does not appear in the file, or flags a violation that the code never
committed is worse than silence. Such errors waste developer time and weaken confidence
in subsequent feedback from the system. Benchmark accuracy and production trust are
therefore not the same thing. In practice, even a small number of confidently incorrect
comments may have a disproportionate negative effect on user acceptance.

Cost. Frontier models are expensive to use at scale. Token-based pricing accumulates
across every diff, and then again across every team that adopts the tool. The result is an
ecosystem in which well-resourced organisations can afford a smooth review experience,
while students, open-source contributors, academic groups, and small teams operating
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under tight budget constraints often cannot. Hosted code-review services are generally
not designed with these users as their primary audience.

This thesis addresses both questions. It argues that LLM-assisted code review can be
made sufficiently trustworthy to present directly to developers, and that it can operate on
a free-tier endpoint without paid infrastructure. The central claim is that both trust and
affordability are primarily engineering problems, rather than problems that must wait for
a stronger model generation.

1.2 Problem and challenges

The technical problem addressed in this thesis is the following: to build a code-review
framework that operates on real GitLab merge requests, defaults to a small model hosted
on a free-tier endpoint, and produces output that developers can act on without having
to manually re-check every finding against the source.

Three constraints make this problem difficult.

Small models hallucinate more. For a fixed parameter budget, smaller models are
generally less reliable at remaining anchored to the provided context. A review prompt
that works on a frontier-class model may produce plausible-looking but incorrect findings
when transferred to a smaller model, for example by referencing lines that were never
touched by the diff. Replacing the model with a larger one would be the simplest fix,
but that would undermine the cost constraint that motivates this thesis. The framework
therefore requires a structural mechanism that can intercept hallucinated findings before
they reach the user.

Rule registries grow. A practical code-review tool must evaluate more than a single
rule. The project developed in this thesis defines seven rule families—naming, class
design, methods, OOP usage, collections, persistence, and a combined family covering
single responsibility, error handling, and readability—for a total of approximately two
dozen rules. Asking a single LLM call to triage all of them at once forces the model to
divide its attention across a large and heterogeneous rule space. As Chapter 6 shows,
this design choice introduces a substantial loss in accuracy.

Free-tier infrastructure is rate-limited. All models evaluated in this thesis are
hosted on the Groq free tier, which imposes a limit of 8,000 tokens per minute. A
framework that ignores this cap will quickly exceed it; a framework that respects it
must trade aggregate token usage against serialisation and latency. Furthermore, the
architectural response to the previous constraint—dispatching work to specialised per-
family agents—increases the token cost per merge request. As a result, the claim of
affordability must be demonstrated within the limits of the available budget rather than
assumed in advance.

The framework must address all three constraints simultaneously. It does so through
three coordinated design choices, each of which is later formulated as a research question
in Section 3.3 and examined through ablation experiments in Chapter 6.

6



Introduction

1.3 Proposed solution

The proposed framework is a multi-agent system organised into three layers.

A coordinator routes each rule family to a specialised agent through a static lookup
table. No LLM is used in the routing path. This fan-out mechanism is the main design
response to the problem of expanding rule registries.

The second layer consists of a set of per-family agents built on a shared factory. The
factory is responsible for prompt assembly, packing the diff to fit the model input budget,
issuing structured JSON-mode calls with retry and selective escalation, and normalising
the returned output. The default model is openai/gpt-oss-20b (20B parameters, hosted
on the Groq free tier). Escalation to qwen/qwen3-32b is reserved for ambiguous outputs,
low-confidence cases, or high-severity findings.

The third layer is a mandatory grounding gate. This layer discards any finding
whose evidence is not a literal substring of the diff, or whose claimed line is not within
a small neighbourhood of a changed line. Each discarded finding is labelled with one of
four typed reasons. This gate is the main design response to the problem that smaller
models hallucinate more frequently.

The framework is implemented in TypeScript, runs from a command-line interface,
and reads a YAML checklist to select the rule subset for a given review. Outputs are
written to local Markdown and JSON files. Automatic posting back to GitLab is outside
the scope of the MVP. Chapter 5 describes the implementation in detail.

1.4 Contributions

The thesis makes four contributions.

1. A multi-agent code-review framework for GitLab merge requests, implemented
in TypeScript over an OpenAl-compatible API and built around the three-layer ar-
chitecture introduced above. The framework runs entirely on the Groq free tier,
without paid infrastructure. It is described in Chapter 5.

2. A typed anti-hallucination layer. Every finding produced by the framework is
checked against the diff for file presence, evidence substring, and line proximity. Re-
jected findings are classified into four reason codes: fileMissing, evidenceEmpty,
evidenceMissing, and lineFar. This classification is more than a simple pass/fail
filter: it provides a diagnostic view of why a finding was discarded. Section 5.4
describes the mechanism, and Section 6.6 evaluates it.

3. An empirical case for specialisation over scale. Chapter 6 shows that openai/
gpt-oss-20b, when dispatched through per-family agents, outperforms both larger
models under the same architecture and the same model in a monolithic single-
prompt configuration. Under the monolithic setting, the relative drop is 27% for
gpt-oss-20b and as high as 69% for the smallest evaluated model (Table 6.6). In
the experiments reported here, this degradation is monotonic across the four tested
models.
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4. A reproducibility receipt. Every empirical table in Chapter 6 can be regenerated
from the benchmark output files in the repository using a single helper script,
eval/build-tables.ts. The closed-set rule corpus, the few-shot exemplars, the
monolithic baseline, and the end-to-end merge-request reviews are all included in
the accompanying repository.

Taken together, these contributions proceed from the largest artefact to the most
portable claim: first the framework itself, then the methodological component that other
LLM-based review systems could reuse, then the empirical finding, and finally the audit
trail that allows the reader to verify both.

1.5 Thesis structure

The rest of the thesis is organised as follows.

Chapter 2 surveys the related work: LLM-assisted code review, multi-agent prompt
orchestration, and grounding (in both the structural and retrieval-augmented senses). It
identifies the three positions in the literature that the contributions of A§1.4 are posi-
tioned against.

Chapter 3 states the problem formally and breaks the thesis claim into five research
questions, each paired with an operational success criterion that Chapter 6 then tests.

Chapter 4 is the methodology: the engineering design-science framing, the rationale
for each major design decision, the datasets, the labeling protocol, the metrics, and the
experimental controls that pin down determinism wherever the API permits.

Chapter 5 is the framework itself. Architecture, rule registry, LLM client, grounding
layer, agent factory, coordinator, aggregator, discussion layer, GitLab integration, and
CLI, in enough detail that the empirical claims in Chapter 6 can be reproduced from the
source.

Chapter 6 evaluates the framework against the research questions. Per-family F1
on the closed-set benchmark, zero-shot versus few-shot, multi-agent versus monolithic,
grounding-gate drop rates on real MRs, and end-to-end performance against hand-labeled
merge requests.

Chapter 7 interprets the results against the positions identified in Chapter 2, draws
out the practical implications for system designers, and looks at threats to validity in
depth.

Chapter 8 summarises the contributions, lists the most pressing items for future work,
and closes the thesis. A reproducibility appendix at the end of Chapter 6 walks through
how to regenerate every table from the data shipped in the repository.
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Chapter 2

Background

This chapter should provide all the required information for an engineer who does not
know anything about your thesis topic and would like to get the required background to
understand your work and contribution

2.1 Code Review: Concepts, Objectives, and Significance

Code review is a structured software engineering practice in which source code changes
are examined by one or more developers before the changes are integrated into the main
codebase. [1] Its main purpose is to evaluate the correctness, quality, readability, maintain-
ability, and consistency of the proposed implementation. [2] Although the exact workflow
may vary across organizations and repository platforms, the fundamental principle re-
mains the same: software changes should be inspected before they become part of the
shared codebase. [1]

The importance of code review extends beyond simple defect detection. During the
review process, developers may identify logical mistakes, unclear implementations, poor
naming decisions, duplicated code, unnecessary complexity, security concerns, and viola-
tions of project standards before these issues are introduced into the shared repository.
As a result, code review contributes to software reliability and helps reduce long-term
technical debt. [3] [2]

Code review also supports maintainability. Since reviewed code must be understand-
able not only to its original author but also to other contributors, developers are en-
couraged to write clearer implementations and justify their design choices. [?] This can
improve the long-term quality of the codebase, especially in projects that evolve over time
and involve multiple contributors. [4]

The main objectives of code review can be summarized as follows:

e Defect detection: reviewers can identify logical errors, incomplete implementa-
tions, duplicated code, and possible security concerns before the code is merged. [?]

e Maintainability improvement: reviewed code is expected to be readable, un-
derstandable, and easier to modify in future development phases. [1]
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« Knowledge sharing: review discussions help developers become familiar with
project architecture, coding conventions, design decisions, and implementation de-
tails outside their immediate area of responsibility. [?]

e Team coordination: review comments create a documented discussion around
proposed changes and help explain why certain implementation choices were ac-
cepted, modified, or rejected. [?]

e Consistency enforcement: reviewers help ensure that new code follows project-
specific guidelines, naming conventions, architectural principles, and repository
standards. [4]

e Integration control: in Git-based workflows, merge requests and pull requests
act as checkpoints where reviewers decide whether a proposed change is ready to
be integrated into the main branch. [5].

In modern Git-based development, code review is usually performed through merge
requests or pull requests. These mechanisms allow developers to propose changes on
separate branches and request feedback before integration. In this context, code review
operates not only as a technical quality check, but also as a coordination mechanism. [6]
The review process determines whether the proposed changes are ready to merge, what
concerns must be resolved, and how project standards are enforced across contributors. [?]

Despite these advantages, manual code review also introduces several practical chal-
lenges. It requires time, technical expertise, and familiarity with the affected part of the
repository. [5]. In large or fast-moving projects, reviewers may receive many merge re-
quests within short time periods, leading to review fatigue, delayed feedback, or shallow
inspection of the proposed changes. The quality of the review may also vary depend-
ing on the reviewer’s experience, workload, and understanding of the broader repository
context. [2]

These limitations motivate the use of automated and Al-assisted support for code
review. Such approaches aim to reduce reviewer workload, improve consistency, and help
identify potential issues more efficiently within large software repositories. [5] Recent
advances in artificial intelligence and machine learning have further expanded the pos-
sibilities for intelligent review assistance, motivating the development of more advanced
automated review systems. [7]

2.2 Git and Git-Based Collaborative Development Work-
flows

Modern software development is strongly influenced by distributed version control sys-
tems, particularly Git, which has become one of the most widely used tools for col-
laborative software engineering. Git allows developers to track changes in source code,
maintain version history, and coordinate development activities across teams working on
the same repository. [?] Unlike centralized version control systems, Git enables contribu-
tors to work independently on local branches before integrating their modifications into
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the shared project. This distributed model supports parallel development and provides
flexibility in large-scale software projects. [8]

In Git-based workflows, development is commonly organized through branches, com-
mits, pull requests, and merge requests. [?] Developers typically create feature branches
to implement new functionality, fix bugs, or refactor existing code without directly affect-
ing the main branch. Once the changes are completed, they are proposed for integration
through a pull request or merge request, where the modifications can be inspected, dis-
cussed, tested, and reviewed before acceptance. [1]

The main characteristics of Git-based collaborative workflows can be summarized as
follows:

e Branch-based development: developers can work on isolated branches and pro-
pose changes without immediately affecting the main branch. [9]

e Commit history: each commit records information such as the author, timestamp,
modified files, and associated code changes, making it possible to trace the evolution
of the repository. [10]

e« Merge requests and pull requests: proposed changes are reviewed before in-
tegration, allowing teams to discuss implementation choices, request modifications,
and approve or reject changes.. [9]

e Project transparency: review comments, approvals, discussions, and automated
checks create a documented history of why specific changes were accepted, modified,
or rejected. [11]

e Integration with DevOps pipelines: Git platforms often trigger automated
tests, static analysis, formatting checks, and deployment workflows when a merge
request or pull request is created or updated. [12]

¢ Quality control before integration: code review becomes part of a larger vali-
dation process in which human reviewers and automated tools work together before
changes are merged. [13]

This workflow creates a structured collaboration process that supports both software
quality assurance and development coordination. Instead of integrating code changes di-
rectly, teams can evaluate proposed modifications in isolation, discuss possible improve-
ments, and ensure that the new code satisfies project requirements before it becomes part
of the main codebase. [3]

Despite these advantages, Git-based collaborative development also introduces signif-
icant challenges for reviewers. Large repositories may contain thousands of files, multiple
active contributors, and frequent merge requests arriving simultaneously. A single merge
request can involve changes across several modules, dependencies, or abstraction layers,
requiring reviewers to understand both local modifications and the broader repository
context. [3]

In fast-moving development environments, reviewers may experience time pressure,
cognitive overload, or difficulty maintaining consistent review quality across all incom-
ing changes. Although Git platforms provide structured mechanisms for collaboration,

11
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the reviewer must still analyze the changed code, identify potential issues, interpret de-
sign decisions, and evaluate maintainability concerns. This process becomes increasingly
difficult as repositories grow in complexity and development cycles become shorter. [14]

These limitations motivate the exploration of automated and Al-assisted review ap-
proaches. Such approaches can support reviewers by analyzing merge requests, identify-
ing potential issues, summarizing changes, and improving the efficiency and consistency
of the review process. In the context of this thesis, Git-based workflows are especially
relevant because the proposed MVP is designed to operate on merge requests, extract
metadata and diffs, analyze changed code, and produce structured review support for
human reviewers. [15]

2.3 Traditional Code Review Methods and Their Limita-
tions

Before the rise of intelligent automated review systems, code review was primarily per-
formed through manual inspection methods. These approaches relied on developers or
dedicated reviewers examining source code changes in order to identify defects, maintain
coding standards, and improve software quality before integration into the production
codebase. Traditional review practices have existed for decades in software engineer-
ing and remain widely used in both industrial and open-source development environ-
ments. [16]

Traditional code review methods can be grouped into two main forms. The first is for-
mal code inspection, where developers follow predefined procedures, roles, and checklists
in structured review meetings. This type of review can be effective because it requires
systematic examination of the code, but it also involves significant coordination effort,
preparation time, and participation from multiple developers. The second is the more
modern lightweight pull request or merge request review, where reviewers inspect changes
asynchronously through platforms such as GitHub, GitLab, or Bitbucket. This approach
is more flexible and scalable for distributed teams because feedback can be provided
directly inside the development. [4]

The main strengths of traditional manual review can be summarized as follows:

¢ Human judgment: reviewers can understand architectural decisions, business
logic, domain-specific requirements, and contextual trade-offs that are difficult to
capture using purely rule-based techniques. [17]

e Design and maintainability assessment: experienced reviewers can evaluate
whether an implementation aligns with long-term maintainability goals, system
design principles, and project conventions. [18]

e Detection of subtle issues: human reviewers may identify conceptual problems,
unclear requirements, or ambiguous implementation choices that are not directly
visible from syntax alone. [19]
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e Knowledge sharing: review discussions help developers understand project ar-
chitecture, coding practices, and implementation decisions outside their own area
of responsibility. [20]

e Mentoring and team learning: senior developers can guide less experienced
contributors by explaining better coding practices, readability improvements, and
design alternatives. [19]

Despite these advantages, traditional manual review methods suffer from several lim-
itations, especially in large and fast-moving repositories. One major challenge is scalabil-
ity. Modern software projects may receive many pull requests or merge requests within
short time periods, making it difficult for reviewers to inspect every change carefully. Re-
viewers often need to analyze complex modifications under time constraints, increasing
the risk of missed defects, shallow feedback, or inconsistent review quality. [16] [21]

Manual review is also affected by reviewer fatigue and cognitive overload. Code
review requires concentration, technical reasoning, and contextual understanding of the
affected repository components. Long review sessions or repetitive inspection tasks may
reduce reviewer attention and increase the likelihood of overlooking important issues. In
addition, review quality may vary depending on the reviewer’s expertise, familiarity with
the repository, workload, and personal review style. As a result, different reviewers may
produce different conclusions for similar code changes. [20]

Another limitation is the difficulty of reasoning over repository-scale context. In
complex systems, understanding the impact of a change may require knowledge of depen-
dencies, related modules, architectural constraints, and downstream behavior across the
repository. Human reviewers may not always have enough time or contextual awareness
to evaluate these relationships fully during normal development cycles. [16]

These limitations motivate the use of automated review assistance. Early approaches
focused on static analysis tools, rule-based checking systems, and automated defect detec-
tion mechanisms. More recently, advances in artificial intelligence and machine learning
have introduced new possibilities for intelligent review support. These approaches aim to
reduce reviewer workload, improve consistency, and assist reviewers in identifying poten-
tial issues more efficiently. This progression from manual inspection toward automated
and Al-assisted review support provides the motivation for the LLM-based approach
investigated in this thesis. [21]

2.4 Artificial Intelligence for Code Review

The increasing complexity of modern software systems has motivated the use of artificial
intelligence techniques to support software engineering activities, including code review.
In software engineering, artificial intelligence generally refers to the use of computational
models, data-driven techniques, and automated reasoning methods to assist tasks that
traditionally required human expertise. Over the past decade, Al-based approaches have
been applied to several software engineering activities, including defect prediction, bug
localization, automated testing, vulnerability detection, code recommendation, software
maintenance, and review support. [22]
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One of the main motivations behind Al-assisted code review is the need to reduce the
effort and scalability limitations associated with manual review processes. As repositories
grow larger and development cycles become faster, reviewers may struggle to carefully
inspect every incoming pull request or merge request. Artificial intelligence techniques
can support reviewers by automatically analyzing code changes, identifying suspicious
patterns, detecting potential defects, and generating recommendations before the final
human decision is made. [23]

Al-assisted review systems are not intended to eliminate the role of the human re-
viewer. Instead, they aim to improve review efficiency by providing additional informa-
tion, prioritizing risky changes, and highlighting issues that may require closer inspection.
In this sense, Al-assisted review can act as an early support layer within the development
workflow. [23]

The main forms and benefits of Al-assisted code review can be summarized as follows:

e Rule-based and static analysis support: early automated review tools relied
on predefined rules, heuristic analysis, and static analysis to detect issues such as
unused variables, coding-standard violations, duplicated code, resource leaks, and
simple structural problems. [22]

¢ Machine learning-based support: machine learning approaches can learn pat-
terns from historical repository data and use them for tasks such as defect predic-
tion, risky-change detection, reviewer recommendation, and review-comment clas-
sification. [23]

o Consistency: automated systems can apply the same criteria repeatedly across
many merge requests without fatigue, helping reduce variability in review quality.
[24]

o Scalability: Al-assisted systems can process large numbers of changes more quickly
than manual inspection alone, which is useful in large or fast-moving repositories.
[22]

o Faster feedback: potential problems can be identified earlier, allowing developers
to revise code before a human reviewer spends time on the merge request. [24]

e Prioritization: Al-based systems can help identify risky files, suspicious changes,
or parts of the diff that may require closer human attention. [23]

Despite these advantages, traditional Al-assisted code review systems also have im-
portant limitations. Many machine learning approaches depend heavily on handcrafted
features, repository-specific training data, or predefined rule sets. As a result, their
ability to generalize across different projects, programming languages, or architectural
contexts may be limited. Some systems are effective at detecting syntactic problems
or simple defect patterns, but struggle with higher-level semantic reasoning tasks such
as maintainability assessment, responsibility separation, meaningful error handling, and
architectural consistency. [24]

14



Background

Another major challenge is explainability. Review findings generated by Al systems
are not always easy for developers to interpret or verify. Automated tools may produce
false positives, irrelevant warnings, or recommendations that lack sufficient evidence from
the changed code. If developers cannot understand why a finding was generated, they
may be less likely to trust or act on it. [22]

The limitations of traditional Al-assisted review systems have encouraged researchers
to investigate more advanced approaches capable of deeper semantic reasoning and nat-
ural language understanding. [15] Recent developments in Large Language Models have
significantly expanded the capabilities of Al systems in software engineering. These mod-
els can analyze source code, summarize changes, explain implementation behavior, and
generate human-readable feedback.

This evolution has led to growing interest in using Large Language Models as intel-
ligent assistants for automated and semi-automated code review workflows. Compared
with earlier Al-based approaches, LLM-based systems offer stronger natural language
interaction and broader code understanding capabilities. [15] However, they also intro-
duce new challenges, such as hallucinated findings, inconsistent outputs, and the need to
ground generated comments in concrete code evidence. These challenges are central to
the system investigated in this thesis. [22]

2.5 Large Language Models in Software Engineering and
Review Automation

Recent advances in artificial intelligence have led to the emergence of Large Language
Models (LLMs), which are capable of performing a wide range of natural-language and
code-related tasks. Large Language Models are deep neural network architectures trained
on large datasets containing natural language text, source code, documentation, and other
structured information. [25] Unlike traditional machine learning systems that often de-
pend on handcrafted features or narrow task-specific training, LLMs learn generalized
representations of language and programming patterns from large-scale data. This capa-
bility has significantly expanded the role of artificial intelligence within modern software
engineering [26]

In software development, Large Language Models have demonstrated strong capa-
bilities across many activities, including code generation, code completion, documenta-
tion synthesis, bug fixing, test generation, summarization, and question answering. By
learning patterns from large repositories and programming resources, LLMs can generate
human-readable explanations and reason about source code at a higher semantic level
than many earlier automated analysis techniques. [26]

The main uses and advantages of LLMs in software engineering and review automation
can be summarized as follows:

e Code generation and completion: LLMs can generate code fragments, complete
partially written implementations, and assist developers during routine program-
ming tasks. [26]
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e Code explanation and summarization: LLMs can explain existing implemen-
tations, summarize changed files, and describe the purpose of pull requests or merge
requests in natural language. [25]

e Bug fixing and test generation: LLMs can suggest possible fixes for defects and
help generate test cases based on source code or described requirements.

e Automated review support: LLMs can analyze changed code and identify po-
tential review concerns such as unclear naming, duplicated logic, missing error
handling, overly complex methods, or violations of responsibility separation. [25]

e Natural-language feedback: unlike many traditional automated tools, LLMs
can explain why a finding may be problematic and suggest possible improvements
in a form that is easier for developers to understand. [27]

o Flexibility across contexts: because LLMs are not restricted to fixed hand-
crafted rules, they can often adapt to different programming styles, repositories,
and review contexts more flexibly than earlier rule-based tools. [27]

These characteristics make LLMs particularly relevant for code review. Unlike tradi-
tional static analysis systems, LLMs can combine source code, naming conventions, com-
ments, surrounding textual context, and repository metadata when generating feedback.
This allows them to support not only syntactic checks, but also broader maintainability
and readability concerns that are difficult to capture using fixed rules alone. [28] For ex-
ample, LLMs may help detect unclear naming, duplicated logic, missing error handling,
overly complex methods, or violations of the Single Responsibility Principle.

Despite these advantages, LLM-based code review introduces several important chal-
lenges. One major issue is hallucination, where the model generates findings, explana-
tions, or recommendations that are unsupported by the actual source code. An LLM
may produce technically plausible comments even when the reported issue does not exist
in the changed code. This problem is especially critical in code review workflows because
incorrect findings may reduce developer trust and increase reviewer workload instead of
reducing it. [27]

Another limitation concerns contextual understanding and repository-scale reasoning.
Although modern LLMs can process large amounts of text and source code, their context
windows remain limited relative to the size of many real-world repositories. A merge re-
quest may depend on external modules, configuration files, architectural decisions, or his-
torical development context that is not fully available within the prompt. Consequently,
LLM-generated feedback may sometimes lack sufficient awareness of repository-wide re-
lationships or project-specific implementation constraints. [27]

The probabilistic nature of LLM outputs also creates challenges related to consis-
tency and reproducibility. The same merge request may produce different findings across
executions, prompts, or model configurations. In addition, larger models may introduce
significant computational cost, token usage, and latency, particularly when analyzing
large diffs or multiple files simultaneously. These operational considerations are impor-
tant in practical development environments where review systems must operate efficiently
within continuous integration and merge request workflows. [28]
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Because of these limitations, recent work has increasingly focused on structured and
grounded LLM-based review systems. Instead of relying on unrestricted free-form gen-
eration, such approaches attempt to constrain review output using predefined criteria,
evidence grounding, filtering mechanisms, and specialized review agents. The goal is
to combine the semantic reasoning capabilities of Large Language Models with improved
traceability, consistency, and reliability during automated merge request analysis. [28] [27]

This direction is central to the system investigated in this thesis. The proposed MVP
uses LLM agents to analyze merge request diffs according to predefined review criteria,
while generated findings are validated against concrete evidence from the changed code
before they are included in the final report. [28]

2.6 Cost-Efficiency Considerations and Lightweight LLM-
Based Review Systems

Although Large Language Models provide significant capabilities for intelligent code re-
view, their practical adoption in real-world development workflows introduces important
operational and economic challenges. LLM-based systems may require substantial com-
putational resources, large context windows, and repeated API calls during repository
analysis. When applied to Git repositories containing frequent merge requests and com-
plex diffs, these requirements can lead to increased execution cost, latency, and scalability
limitations. As a result, cost-efficiency is an important consideration in the design of Al-
assisted software engineering systems. [29] [30]
Several factors influence the cost and practicality of LLM-based code review:

o Token usage: LLM-based review systems process merge request metadata, changed
files, diff content, review criteria, prompts, and generated responses. Large merge
requests can therefore increase the number of input and output tokens required
during analysis. [29]

o Execution cost: many commercial LLM platforms charge according to token
consumption. Repository-scale review workflows can become expensive if large
models are executed repeatedly for every incoming pull request or merge request.
[29]

e Latency: large models may require considerable execution time, especially when
processing long prompts or generating detailed review reports. Excessive delay
can reduce workflow efficiency and discourage adoption in continuous development
environments. [30]

e Task complexity: not all review tasks require the same reasoning capability.
Local checks such as naming issues, commented-out code, debug statements, or
simple style violations may be handled by lightweight models, while architectural
consistency, responsibility separation, and meaningful error handling may require
stronger semantic reasoning. [31]
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e Prompt size: including unnecessary repository context increases token usage and
may reduce the relevance of the generated output. Diff filtering, changed-line extrac-
tion, and checklist-based prompting can reduce unnecessary prompt content. [32]

e Model selection: organizations may choose between cloud APIs, locally hosted
open-source models, hybrid architectures, or multi-agent configurations depending
on privacy requirements, latency constraints, repository size, and available infras-
tructure. [31]

These considerations motivate lightweight and modular LLM-based review architec-
tures. Instead of relying exclusively on a single large general-purpose model, a review
system can divide the review process into smaller specialized tasks. In this design, sim-
pler criteria can be assigned to lightweight agents, while more complex criteria can be
handled by stronger models or escalated only when necessary. This supports a more
cost-aware use of LLMs because larger or more expensive models are reserved for cases
where additional reasoning capability is justified. [31]

Another important strategy is to reduce unnecessary LLM processing through struc-
tured review pipelines. Techniques such as diff filtering, changed-line extraction, checklist-
based prompting, and evidence grounding can reduce the amount of irrelevant context
included in the prompt. By limiting the analysis to changed code and predefined review
criteria, the system can reduce token consumption and improve the relevance of generated
findings. [31]

Grounding mechanisms are particularly important in this context. They help ensure
that generated findings refer to concrete evidence in the merge request diff rather than un-
supported assumptions. This improves both reliability and efficiency because the system
avoids unrestricted free-form generation and reduces the number of irrelevant comments
shown to reviewers. [30]

These challenges are directly relevant to this thesis. The proposed MVP investigates
whether useful code review support can be achieved without relying exclusively on large
frontier-scale models. The system therefore adopts a lightweight multi-agent approach,
where review criteria are grouped into families and assigned to specialized agents. This
design makes it possible to use smaller or less expensive models for simpler checks, while
reserving stronger reasoning capabilities for review tasks that require deeper semantic
analysis. [32]

The goal is to support human reviewers with structured and evidence-grounded feed-
back while remaining practical for repeated use within Git-based collaborative develop-
ment workflows [32]
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Chapter 3

Problem Framing and Research
Questions

3.1 Problem framing

LLMs are being integrated into code review at a steady pace. GitHub Copilot Code Re-
view and an increasing number of GitLab integrations now place style fixes, bug reports,
and refactoring suggestions directly onto pull requests and merge requests. Chapter 2
surveyed this landscape, and two recurring concerns emerged.

1. Hallucination. LLM reviewers regularly emit findings that refer to identifiers, line
numbers, or code constructs that the diff does not contain. A reviewer who follows
one of these findings to its claimed location may find nothing there. In the best
case, this wastes time. In the worst case, the reviewer dismisses the suggestion as
obviously wrong and stops reading the next comments the tool emits.

2. Cost. The hosted services with the strongest reported review quality are typically
powered by large commercial models in the GPT-4 and Claude-3.5-Sonnet class.
For developers operating on free or low-cost infrastructure—a category that includes
most student projects, open-source contributors, and academic research groups—
such models are not always practically accessible, and their per-call cost makes
review on every merge request economically uncomfortable at scale.

The central question of this thesis follows directly from these two concerns:

Can a similarly useful review surface be produced by much smaller, free-tier-
hosted models, provided that the hallucination problem is addressed struc-
turally rather than by relying on raw model capability?

To answer this question, a framework was built and evaluated around three architec-
tural choices:

o a multi-agent fan-out, in which each rule family is reviewed by a focused agent
with a narrow prompt, rather than by a single prompt that covers every rule at
once;
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e a mandatory grounding layer that drops any finding whose evidence is not a
literal substring of the diff or whose claimed line is not near a changed line, thereby
turning hallucination from a quality concern into an enforceable safety constraint;

o asmall-model default with selective escalation, in which a 20-billion-parameter
free-tier model handles the common case and a larger model is invoked only when
the cheaper path returns ambiguous output.

The framework targets GitLab merge requests in the context of a single Politecnico
di Torino OOP course project. Its architecture, however, is intended to generalise to any
rule-driven code-review setting in which the rules can be enumerated.

3.2 Thesis claim

Small, free-tier-hosted large language models, when wrapped in focused per-
rule-family agents and gated by a literal-evidence grounding layer, can pro-
duce code reviews on real GitLab merge requests whose findings are (i) accu-
rate enough to be useful and (ii) trustworthy enough to be safe to surface to
a developer, without recourse to large hosted commercial models.

This claim is operationalised through the research questions in Section 4.2 and tested
by the evaluation reported in Chapter 6.

3.3 Scope and non-goals

The thesis is scoped narrowly on purpose, so that every claim in Chapter 6 is backed by a
defensible evaluation. The boundaries below are deliberate design decisions rather than
omissions.

In scope.

e GitLab as the merge-request platform, via the OpenAPI-compatible REST end-
point at git-oop.polito.it.

e Seven rule families, namely naming, class design, methods, OOP usage, col-
lections, persistence, and a combined family covering single responsibility, error
handling, and readability.

o Two production agents in the MVP (naming and srp-error-readability).
The other five families are validated on the closed-set benchmarks, but no MR-time
agents are shipped for them.

e Java- and TypeScript-shaped code, reflecting the languages used in the host
project. The framework is language-agnostic at the diff level, but its rule registry
is shaped for OOP-oriented languages.
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Out

3.4

One model provider (Groq, free tier) and five models spanning roughly two
orders of magnitude in parameter count.

Local file outputs only: out/<mr-iid>/review.md and review. json. Nothing
is written back to GitLab.

of scope (deferred to future work).

GitHub or any non-GitLab platform. The fetcher is structured so that an
adapter could be added, but only the GitLab implementation is provided.

Posting reviews back to the MR. This is outside the MVP scope. The artefact
is the local output files.

LLM-based routing. The coordinator dispatches to agents through a static
lookup over the rule registry. A learned router was considered and rejected for
the MVP.

Multi-labeler agreement (Cohen’s k). Closed-set and open-set labels are pro-
duced by the thesis author alone. Inter-rater reliability is a recognised limitation
and is discussed in Chapter 6, Section 6.8.

A cost-weighted F1 or formal Pareto analysis. Latency and token cost are re-
ported alongside F1 in Chapter 6, but they are not folded into a single scalar
objective.

A user study. No external developers were asked to evaluate the framework’s
findings. The end-to-end evaluation in Chapter 6, Section 6.7 measures agreement
against the author’s own labels.

Contributions

The thesis makes four contributions, ordered from artefact to method to data.

1.

A multi-agent code-review framework for GitLab merge requests (Chapter 5),
implemented in TypeScript over an OpenAl-compatible API. The coordinator, per-
family agent pattern, and aggregator with grounding gate are reusable across rule-
driven review settings.

A typed anti-hallucination layer (Chapter 5, Section 5.4) that classifies every
dropped finding into one of four reasons: fileMissing, evidenceEmpty, evidence
Missing, and lineFar. These typed reasons turn the gate from a binary safety
filter into a diagnostic instrument.

An empirical case for specialisation over scale (Chapter 6, Sections 6.3
and 6.5). On this rule set and these models, a 20B free-tier model dispatched
through per-family agents outperforms both the same model in a monolithic config-
uration and a 70B model on the same multi-agent path. The result is reproducible
from the benchmark data shipped with the thesis.
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4. A reproducibility package. Every table and figure in Chapter 6 can be regen-
erated from a single helper script, eval/build-tables.ts, which reads the raw
benchmark output files. The five closed-set benchmark datasets and the open-set
MR review outputs are included with the thesis artefact.

3.5 Definitions

A small set of terms carries a specific technical meaning throughout the thesis. These
are fixed here for consistency.

o Useful code review — a review whose findings (i) cite a rule that the developer
agrees is relevant to the diff, (ii) point to a location the developer can verify in the
diff, and (iii) contain enough explanation for the developer to decide what to do
without re-reading the rule definition. This is operationalised in Chapter 6 through
per-MR precision, recall, and F1 against hand labels.

¢ Grounding — the property that every finding is checked against the diff, before
reaching the user, against three structural conditions: file presence, evidence as a
literal substring, and line proximity to a changed line. The thesis uses the term in
this structural sense only, not in the retrieval-augmented-generation sense.

¢ Rule family — a group of related rules that share a prompt template, severity
scale, and agent. The thesis uses seven such families, listed in Chapter 5.

e Per-family agent — a worker process that owns exactly one rule family, makes
one LLM call per file (or per file batch), and returns a list of structured Finding
objects whose rule identifiers all belong to its own family.

o Small (large) language model — for the purposes of this thesis, small refers
to a model with parameter count strictly below 30B and reachable on Groq’s free
tier; large refers to GPT-4-class and Claude-3.5-class hosted models with parameter
counts in the hundreds of billions and per-call costs above one US cent. The five
models evaluated in Chapter 6 all fall into the small regime under this definition.

e Structured artefact — the output format produced by an agent in this framework:
a JSON object containing rule_id, evidence, lineHint or lineRange, severity,
and confidence fields, rather than free-form prose. The grounding gate operates
only on structured artefacts. No production agent emits free-form chain-of-thought.

Chapter 4 presents the methodology used to answer the research questions intro-
duced in Section 4.2. Chapter 5 describes the framework artefact that addresses them.
Chapter 6 reports the empirical evaluation.
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Chapter 4

Methodology

4.1 Research approach

This thesis follows an engineering design-science approach. The work is built around
a software artefact, namely a multi-agent code-review framework, and an evaluation of
that artefact against measurable claims. The framework is not treated as a hypothesis
to be proven in the abstract. Rather, it is a system whose usefulness is established by
running it on real merge requests and comparing the output against both a closed-set
benchmark suite and human-labelled ground truth.

Three principles guided the design. Each is in tension with an obvious alternative,
which is why they are treated here as methodological commitments rather than mere
implementation details.

1. Decompose by rule family, not by file. Each of the seven rule families (nam-
ing, class design, methods, OOP usage, collections, persistence, and the combined
SRP /error/readability family) is reviewed by a focused agent with a prompt re-
stricted to its rules. The alternative is a single prompt that covers every rule. That
alternative is implemented as the baseline in Chapter 6, Section 6.5.

2. Make grounding a required pre-verdict gate, not an optional metric.
Every finding emitted by an agent is checked against the diff before anything reaches
the user. A finding that fails the check is dropped, and the reason is logged.
Reporting grounding failures only as a post-hoc metric would not satisfy the thesis
claim that the output is trustworthy.

3. Default to a small, free-tier-hosted model and escalate selectively. Each
per-family agent runs the 20-billion-parameter openai/gpt-oss-20b by default and
only escalates to a larger model when the output is ambiguous or low-confidence.
Defaulting to the largest model would maximise per-call accuracy and defeat the
cost goal of the thesis.

Fach principle is testable. Sections 4.2 and 4.3 explain how each one is turned into a
research question and a measurable experiment.
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Five Grog-hosted models are evaluated across this chapter. They span roughly two
orders of magnitude in parameter count and are used in different roles in the framework.
Table 4.1 lists them.

Table 4.1: Models evaluated.

Model ID Parameters Role

llama-3.1-8b-instant 8B Smallest baseline

openai/gpt-oss-20b 20B Default agent model

qwen/qwen3-32b 32B Escalation model

llama-3.3-70b-versatile 70B Larger comparison

openai/gpt-oss-120b 120B Larger comparison (SRP /err/read corpus only)

4.2 Research Questions and Success Criteria

This section defines the research questions used to evaluate the proposed framework.
Since the research questions are directly tied to the experimental design, they are pre-
sented as part of the methodology. Each question targets either one architectural compo-
nent of the framework or one cost—quality trade-off implied by the thesis claim. For each
research question, the corresponding evaluation metric and success criterion are defined
before the results are reported in Chapter 6.

The thesis claim is decomposed into five research questions:

¢ RQ1 — Per-family competence. Can a small free-tier-hosted model, opera-
tionally openai/gpt-oss-20b, classify rule-family violations in isolation with us-
able accuracy?

« RQ2 — Prompt strategy. Does few-shot prompting with in-context examples
improve performance over zero-shot prompting enough to justify the additional
token and latency cost?

e RQ3 — Architectural value of fan-out. Does dispatching review tasks to per-
family agents outperform a monolithic single-prompt baseline over the same rule
set?

e RQ4 — Grounding gate effectiveness. Does the grounding layer drop unsup-
ported agent-emitted findings on real merge requests, and do its typed rejection
reasons identify diagnosable failure modes?

« RQ5 — End-to-end utility. On real GitLab merge requests, how well do the
framework’s surfaced findings align with human review labels, and what limitations
are observed on the available merge-request corpus?

Table 4.2 summarizes how each research question is operationalized in the evaluation.
The success criteria are intentionally operational rather than absolute. The goal is not
to prove that the framework can replace human reviewers, but to evaluate whether the
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Table 4.2: Research questions, evaluation metrics, and success criteria.

RQ Experiment Metrics Success criterion

RQ1 Closed-set per-family Precision, recall, F1, The default model
model evaluation. exact-match rate, should reach usable

parse-failure rate, latency, macro-F1 on the

and token usage. closed-set corpus, with
macro-F1 used as the
main decision metric.

RQ2 Zero-shot versus few-shot ~ AF1, token usage, Few-shot prompting is
comparison using the latency, and parse-failure  considered useful only
same model and rate. if it improves F1
rule-family setting. enough to justify its

additional token and
latency cost.

RQ3 Multi-agent fan-out Pooled F1, per-family F1, The multi-agent
versus monolithic prompt  precision, recall, latency, configuration should
comparison. and token usage. outperform the

monolithic baseline on
pooled F1 for the same
model and rule set.

RQ4 Grounding analysis on Raw findings, kept The grounding gate
real merge requests. findings, dropped should produce a

findings, drop rate, and measurable non-zero

typed rejection reasons. drop rate and the
rejection reasons should
correspond to
interpretable failure
modes.

RQ5 End-to-end evaluation on  Precision, recall, F1 The surfaced findings

the open-set
merge-request corpus.

against human labels,
per-MR results, and
qualitative error analysis.

should show practical
overlap with human
labels, while limitations
caused by the small
corpus are explicitly
characterized.
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proposed architecture provides useful, structured, and evidence-grounded review support.
Chapter 6 reports the results for each research question using the metrics defined here.

we

4.3 Framework design rationale

The five design decisions that matter most are catalogued below. For each, the alterna-
tive is named, the decision is stated, and the justification is given. These justifications
fall into three categories: engineering (deterministic behaviour, debuggability), empirical
(supported later in Chapter 6), and methodological (imposed by the thesis claim itself).
Table 4.3 puts the five decisions side by side so that the contrasts are visible at a glance;
the subsections that follow expand on each one.

Table 4.3: Framework design decisions at a glance.

Section Decision Rationale

4.2.1 Static rule-family routing A deterministic router was chosen instead of
an LLM-based router to keep the MVP
simple, predictable, and easier to debug.

4.2.2 Per-family fan-out The review is split by rule family instead of
using one monolithic prompt, allowing each
agent to focus on a narrower review task.

4.2.3 Mandatory grounding gate Unsupported findings are dropped instead of
only reported, so the final report contains
only comments grounded in the merge
request diff.

4.2.4 gpt-oss-20b default with The system avoids always using the largest
qwen3-32b escalation model by balancing reasoning quality,
latency, and execution cost.
4.2.5 Structured JSON artefacts Parseable JSON output was chosen instead

of free-form prose to support validation,
filtering, and failure analysis.

4.3.1 Static rule-family routing over an LLM router

The coordinator dispatches each checklist item to the agent for the item’s declared family,
through a static lookup table called AGENT_REGISTRY. The alternative would be to ask
an LLM to read the diff and decide which agents to invoke.

The static path was preferred on three engineering grounds. First, the rule-to-family
mapping is fully specified in the checklist YAML, so the routing decision is a lookup
rather than an inference. Second, the static path adds no LLM call to the critical
path. Third, routing errors, when they occur, can be debugged by reading a single
file (config.ts:RULE_REGISTRY) rather than by inspecting model output.

This is an engineering choice, not an empirical one. A learned-router baseline is not
evaluated in this thesis and is left as future work (Chapter 8, Section 8.2).
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4.3.2 Per-family fan-out over a monolithic prompt

The coordinator issues one LLM call per family (or, in the case of the SRP agent, one
per file inside a family), each with a system prompt restricted to that family’s rules.

The alternative is a single LLM call per diff with a system prompt covering every rule
across every family. This corresponds to the baseline configuration that arises when no
per-family decomposition is imposed, and it is implemented in monolithic-baseline-
runner.ts

The choice of per-family fan-out is justified empirically. Chapter 6, Section 6.5 com-
pares the two architectures head-to-head and reports the F1, token, and latency conse-
quences for four model sizes.

4.3.3 Mandatory grounding gate over post-hoc grounding metric

Every emitted finding is checked against the diff for three structural conditions before
reaching the aggregator. The file must exist in the diff. The evidence field must be
a literal substring of the diff (after newline and unified-diff-prefix normalisation). The
lineRange or lineHint must fall within a small envelope (NEAR_CHANGED_LINES = 3)
of a changed-line range.

A finding that fails any check is dropped with a typed reason: fileMissing, evidence
Empty, evidenceMissing, or 1lineFar.

The alternative would be to run the same checks as a post-hoc metric on the agent’s
output, without dropping anything. That alternative is incompatible with the thesis claim
that the framework’s findings must be safe to surface. The grounding gate is the central
anti-hallucination strategy of the work; Chapter 6, Section 6.6 reports its effectiveness on
real merge requests.

4.3.4 Small-model default with selective escalation

Every agent runs openai/gpt-oss-20b (20B parameters, free-tier on Groq) by default.
Escalation to qwen/qwen3-32b is triggered only by ambiguous output, large input, low
confidence (< 0.6), or high or critical severity.

Defaulting to the largest available model would maximise per-call accuracy but defeat
the cost goal in Section 3.1.

The choice between candidate small models was made by running the closed-set bench-
mark suite across all seven rule families. The results are reported in Chapter 6, Sec-
tion 6.3. The thesis therefore does not commit to gpt-oss-20b on theoretical grounds,
but on measured and reproducible grounds.

4.3.5 Structured artefacts over free-form chain-of-thought

Every agent returns a JSON object with explicit rule_id, evidence, lineHint or lineRange,
severity, and confidence fields. The alternative would be free-form prose with rule ci-
tations embedded inline.

The structured form was preferred for two reasons. First, the grounding gate re-
quires structured fields to operate, in particular the evidence substring check and the
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lineRange proximity check. Second, structured output allows the aggregator to dedupli-
cate and cluster findings without re-parsing model prose.

JSON mode on the Groq endpoint, combined with the three-attempt retry and the
structured repair hint described in Section 5.3, keeps parse-failure rates at 0-10% across
the corpora evaluated in Chapter 6, Section 6.3.1.

4.4 Evaluation design

The five research questions in Section 3.3 are answered against two datasets and two
kinds of metrics. Each architectural decision in Section 4.2 is mapped to at least one
experiment.

Table 4.4 pairs each design decision with the experiment that tests it.

Table 4.4: Mapping between design decisions and evaluation experiments.

Design decision Evaluation focus Reference

Fan-out vs. monolithic Comparison between the multi-agent RQ3, Ch. 6,

review architecture and a single monolithic Sec. 6.5
prompt.

Grounding gate Analysis of dropped findings, grounding RQ4, Ch. 6,
failures, and typed rejection reasons. Sec. 6.6

Small-model default Comparison of five models across review RQ1, Ch. 6,
families. Sec. 6.3

Structured artefacts Evaluation of parseable JSON output and Ch. 6, Sec. 6.3
parse-failure behavior.

Cost-efficiency goal Reporting of latency and token usage Ch. 6, Sec. 6.3-6.5

alongside review quality metrics.

4.4.1 Secondary experiments

Two further experiments cover secondary trade-offs that surfaced during framework con-
struction.

The short-versus-long prompt profile experiment tests whether listing the other
rule families as “background pressure” alongside the rules under review helps or hurts
F1. The agents support both profiles. The choice between them is made empirically in
Chapter 6, Section 6.3.4, and the default is recorded in src/cli.ts.

The zero-shot versus few-shot experiment asks whether in-context exemplars im-
prove the small-model defaults over the zero-shot baseline (RQ2 / Chapter 6, Section 6.4).
It is scoped to the two production agents (naming and srp-error-readability), match-
ing the MVP scope of the framework rather than the full seven-family registry.

4.4.2 RAQ5 success criterion

RQ5 asks whether the framework’s surfaced findings line up with what a human reviewer
would have raised. To make the question falsifiable, the chapter fixes two pragmatic
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thresholds in advance of the evaluation. Table 4.5 records them together with the rea-
soning that produced each value.

Table 4.5: RQ5 success thresholds fixed before evaluation.

Metric Threshold Interpretation

Macro precision >0.70 At least 70% of accepted findings should be
correct. This limits false positives and avoids a
tool that produces too many warnings for
developers to trust.

Macro F1 > 0.50 The framework should show a minimum
practical overlap with the human reviewer.
This rules out a system whose agreement with
human judgment is too weak to support review
assistance.

Both thresholds are pragmatic targets chosen by the thesis author, not values lifted
directly from the literature. The open-set corpus is small (four merge requests in the full
universe of the host project; see Section 4.4.2). The thresholds are therefore interpreted
as indicators rather than statistically significant tests, and this limitation is acknowledged
explicitly in Section 4.7.

4.4.3 Order of the Experiments

The experiments are organized as a top-down decomposition of the thesis claim. Each
step addresses one research question and motivates the next one. The first three exper-
iments use the closed-set corpus to evaluate model capability, prompting strategy, and
architectural design under controlled conditions. The last two experiments use open-set
merge requests to evaluate grounding behavior and agreement with human review labels.
Chapter 6 follows the same order.

Table 4.6: Order of the experiments.

Step RQ Dataset Evaluation focus

1 RQ1 Closed-set Evaluate whether the default small model
can perform the review task.

2 RQ2 Closed-set Compare zero-shot and few-shot prompting
to assess whether exemplars justify their
token cost.

3 RQ3 Closed-set Compare the multi-agent architecture with a
monolithic baseline using the same model.

4 RQ4 Open-set Measure grounding failures on real merge
requests using drop rates and typed rejection
reasons.

5 RQ5 Open-set Compare framework output with human

review labels using precision, recall, and F1.
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4.5 Datasets and Labeling Protocol

Two datasets are used in the evaluation, each serving a different purpose. The closed-set
dataset is designed for controlled evaluation of model and agent behavior, while the open-
set dataset is used to evaluate the complete framework on real merge requests. Table 4.7
summarizes the main differences between the two datasets.

Table 4.7: Overview of the evaluation datasets.

Property Closed-set dataset Open-set dataset
Source Hand-crafted synthetic code Real GitLab merge requests from
snippets $309769/1ooking
Size 50 snippets: 40 classification 4 merge requests with non-empty
snippets and 10 rubric snippets diffs
Purpose Controlled evaluation of rule End-to-end evaluation against
detection, model behavior, and human-labeled review findings
ablation experiments
Coverage All seven rule families The 10 MVP rules from the
naming and
srp-error-readability families
Labels Expected rule violations for each ~ Human labels containing rule ID,
snippet file, line, severity, and rationale
Storage eval/closed-set-data. json eval/human-labels/mr-

Main limitation

Synthetic data may not capture
all real-code noise

<iid>.yaml
Small sample size, limited to four
merge requests

In the closed-set dataset, each snippet is labeled with the expected rule violations
and is used to measure whether the model identifies the correct review criteria under
controlled conditions. In contrast, the open-set dataset contains real merge request diffs
and is used to compare the framework output against manually defined human review
labels. The two datasets are therefore complementary: the closed-set dataset supports
controlled comparison between models and configurations, while the open-set dataset
evaluates the practical behavior of the MVP in a realistic GitLab workflow. “

4.5.1 Closed-set rule corpus

The closed-set has 50 short, hand-crafted code snippets spread across the seven rule
families. The SRP /error/readability family contributes 10 cases; the four other family
groups contribute 10 each, for 40 classification items plus 10 rubric-scored items (see
Section 4.5 for the metric distinction). Each snippet was written to exercise a small
number of rules. Both positive (violating) and negative (clean) snippets are present in
each family, so the classifier is not biased toward over-prediction.

The full corpus is snapshotted to eval/closed-set-data.json. It is regenerated
by eval/snapshot-closed-set.ts from the embedded DATASET arrays in the original
benchmark runners, without modifying those runners.
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The closed-set is synthetic. That is a deliberate methodological choice. Per-rule
isolation is necessary to attribute a model’s failure to a specific rule rather than to general
code-comprehension noise. The open-set described in Section 4.4.2 covers the real-code-
style-variance gap.

4.5.2 Open-set MR corpus and labeling protocol

The open-set covers every merge request with a non-empty diff in the host GitLab project
$309769/1ooking. The corpus is small, because it is based on a single Politecnico OOP
course project, but it is the full universe of merge requests in the project rather than a
sample. This removes selection bias at the cost of a small n.

The labeling protocol is fixed in advance.

o The labeler is the thesis author. Inter-rater reliability is not measured (see Sec-
tion 4.7).

o A finding counts as a label only if the rule is in the rule registry (Chapter 5, Sec-
tion 5.2). Stylistic preferences not encoded in a rule are excluded by construction.

o Each label is (rule_id, file, line, severity, rationale). Line numbers re-
fer to the post-merge file, matching the convention of the framework’s grounding
layer.

o Labels are stored as YAML in eval/human-labels/mr-<iid>.yaml, generated as a
starter template by eval/make-label-template.ts. The template lists the MR’s
changed line ranges so that the labeler does not need to switch back to GitLab
while writing.

e Scoring against the framework’s output is done by eval/score-mr-labels.ts,
which matches (rule_id, file, line =42) and reports per-MR precision, recall,
and F1.

The +£2 line tolerance is intended to absorb whitespace shifts between agent output
and human labels without allowing adjacent findings to collide. It is stated explicitly here
so that the matching rule can be evaluated separately from the framework’s accuracy.

Three families of metrics are reported. Table 4.8 summarises which metric is reported
where and what it measures.

4.6 Metrics

Three families of metrics are reported in the evaluation: quality metrics, execution met-
rics, and grounding metrics. Quality metrics measure agreement with the reference la-
bels. Execution metrics measure the practical cost of running the framework. Grounding
metrics measure how many LLM-generated findings are rejected because they are not
sufficiently supported by the merge request diff. Table 4.8 summarizes the metrics used
in the experiments.
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Table 4.8: Overview of the evaluation metrics.

Metric

Used in

Meaning

Precision, recall, and F1

Exact-match rate

Rubric total score

JSON parse-failure rate

Mean latency

Mean token usage

Grounding-drop rate

Grounding-drop reasons

Closed-set classification
and end-to-end MR
evaluation

Closed-set classification

SRP, error-handling, and
readability rubric cases

All LLM calls

All LLM calls

All LLM calls

Open-set merge requests

Open-set merge requests

Measure agreement between
predicted findings and reference
labels. Values range from 0 to 1.
Measures whether the complete
predicted rule set exactly matches
the expected rule set. This is
stricter than F1.

Measures rubric-based answer
quality on a 0-100 scale, combining
decomposition, responsibility
identification, requirements, and
explanation quality.

Measures the fraction of model
responses that could not be parsed
into the expected schema after
retry attempts.

Measures the average wall-clock
execution time per model call.
Measures the average prompt and
completion tokens used by the
model.

Measures the fraction of
agent-generated findings rejected
by the grounding gate.

Reports the distribution of
rejection reasons, including
fileMissing, evidenceEmpty,
evidenceMissing, and lineFar.
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Set-based F1. For multi-label rule classification, both in the closed-set classification
snippets and in the end-to-end merge-request review, precision, recall, and F1 treat each
snippet’s predicted rule set as a multi-label prediction against the expected rule set. F1 is
the harmonic mean, macro-averaged across the snippets in the corpus. Exact-match rate,
defined as the fraction of snippets on which prediction equals expected element-wise, is
reported as a stricter sanity check.

Rubric score. The SRP/error/readability family uses a 0-100 rubric instead of set-
based F1, because its rules require structured reasoning about function decomposition
rather than label classification. The rubric is the sum of decompositionScore (0-40),
responsibilitiesScore (0-20), requirementsScore (0-30), and explanationScore
(0-10), computed by the runner at runner_sections_7_8.ts. The rubric is imperfect:
Chapter 6, Section 6.3.5 discusses how the total can mask weaknesses in the explanation
component. It is retained because it is the original metric against which the SRP family
was designed, and preserving it keeps comparability with that line of work.

Operational metrics. Alongside accuracy, every experiment also reports:
e mean latency in milliseconds per LLM call;
e mean tokens per call, split into prompt and completion;

e JSON parse-failure rate, defined as the fraction of LLM responses that did not parse
into the requested schema after three retry attempts;

o for the open-set, the grounding-drop rate together with its per-reason breakdown.

These metrics allow Chapter 6 to discuss cost—quality trade-offs rather than only
accuracy. Since the framework targets a cost-sensitive regime (Section 3.1), ignoring cost
would be a methodological gap.

4.7 Experimental Controls and Reproducibility

Determinism is enforced wherever the API and model configuration allow it. Kach LLM
call is executed using a fixed configuration for sampling, output format, retry behavior,
and escalation. These controls are used to reduce unnecessary variability between runs
and to make the evaluation as reproducible as possible. Table 4.9 summarizes the main
controls applied during the experiments.

One detail not captured in the table is run granularity: one run is performed
per (model, prompt-profile, mode, family) cell of the experimental grid. Each cell
processes all snippets in its corpus. Inter-run variance is bounded by the small empirical
study reported in Chapter 6, Section 6.3.2.

The Groq runtime is shared-tenant. JSON mode therefore exhibits limited non-
determinism even at temperature = 0. This constrains the precision of any single-run
reading to roughly +2 F1 points and 43 rubric points (Chapter 6, Section 6.3.2). Every
single-run number in Chapter 6 should be interpreted with that band in mind.
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Table 4.9: Experimental controls applied to LLM calls.

Control Setting Purpose

Temperature 0 Reduces sampling variability by
selecting the most likely completion
path.

Seed 42 by default Supports reproducibility where the

Response format

Retry attempts

Backoff policy

Parse-repair hint

Escalation trigger

Escalation target

JSON object

Maximum of 3 attempts

Exponential backoff: 1s,
2s, 4s
Added after parse failure

Low confidence, large
input, ambiguous output,
or high-severity finding
qwen/qwen3-32b

API and model backend expose seed
control.

Encourages schema-shaped output
that can be parsed and validated
automatically.

Handles transient API errors or
invalid model responses before
marking the call as failed.

Reduces repeated immediate retries
and helps avoid rate-limit failures.
Provides the model with explicit
feedback about the invalid response
so it can correct the output format.
Sends uncertain or difficult cases to
a larger model instead of accepting
weak output from the default model.
Defines the larger model used when
escalation is required.
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Reproducibility is treated as a first-class artefact. Every table in Chapter 6 can be
regenerated by running npx tsx eval/build-tables.ts, which reads the benchmark
output JSON and CSV files shipped with the thesis and reprints each table in plain text.
The numbers in the chapter and the helper output are checked against each other on
every revision. This is the thesis’s reproducibility package. It is not a claim that runs
will be bit-identical, but a guarantee that the numbers presented in the chapter are the
numbers recorded in the shipped files.
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Chapter 5

Framework Design and
Implementation

5.1 Architecture overview

The framework is implemented as a single linear pipeline, written in TypeScript and
exposed through a Node-based command-line entry point. The pipeline runs six stages
in order: fetch — summarise — dispatch — aggregate — write — publish to
GitLab.

Figure 5.1 presents the overall architecture of the framework. The pipeline begins with
the retrieval of merge-request diffs and metadata from GitLab, continues through static
coordination and per-family review agents, and then passes through prompt assembly,
LLM inference, grounding validation, and aggregation before producing the final review
artefacts. The figure also highlights the two main control mechanisms of the system:
selective escalation and grounding validation.

The entry point src/cli.ts parses the CLI flags, loads the checklist, calls fetchMR,
and passes the resulting Pul1Request object to runReviewPipeline. The pipeline itself is
implemented as a sequence of explicit phases in src/review-pipeline.ts. The control
flow is intentionally simple and reads from top to bottom in one file. This reflects a
deliberate preference for debuggability over extensibility.

The remainder of this chapter walks through each component in execution order,
starting with the rule registry, because it is the single source of truth on which the rest
of the framework depends. Table 5.1 maps each component to its source file in the
repository.

5.2 The rule registry and checklist

The rule registry is defined in src/config.ts:RULE_REGISTRY. It is implemented as
a single Record<string,RuleDefinition> containing ...every rule the framework can
reason about. Each entry contains four fields: the id, used in agent output and ground
truth; the family, used for static routing; a defaultSeverity; and a promptFragment,
which is injected verbatim into the agent’s system prompt. The MVP registry contains
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Figure 5.1: Overall architecture of the proposed multi-agent code-review framework.

Table 5.1: Components and their source files.

Component File Section
CLI entry point src/cli.ts §5.10
Review pipeline src/review-pipeline.ts §5.10
Rule registry + config src/config.ts §5.2
Checklist loader src/checklist.ts §5.2
LLM client src/1lm.ts §5.3
Grounding layer src/grounding.ts §5.4
Agent factory src/agents/base.ts §5.5
Naming agent src/agents/naming.ts §5.5
SRP /err/read agent src/agents/srp-error-readability.ts §5.5
Coordinator src/coordinator.ts §5.6
Aggregator src/review-aggregator.ts §5.7
Discussion layer src/discussion.ts §5.8
GitLab integration src/gitlab.ts §5.9
Output rendering src/review-output.ts §5.10
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10 rules across two families, namely naming (NS1-NS4) and srp-error-readability
(six rules). The other five families exist as AgentFamily values in src/types.ts and are
validated by the benchmark suite, but no live agents are shipped for them.

Table 5.2 lists the seven families and the rule identifiers they contain. The “Agent
shipped?” column marks the MVP boundary.

Table 5.2: Rule families in the registry.

Family Rules Count Status

Naming NS1-NS4 4 Live agent
included in the
MVP.

Class design CD1-CD3 3 Benchmark only.

Methods ML1-ML2 2 Benchmark only.

OOP 001-002 2 Benchmark only.

Collections CS1-CS4 4 Benchmark only.

Persistence P1-P2 2 Benchmark only.

SRP, error handling, and Six rules 6 Live agent

readability included in the
MVP.

Total - 23 10 live MVP
rules across 2
families.

Centralising the rule wording in RULE_REGISTRY is a methodological choice, not only
an architectural one. Chapter 4, Section 4.2.2 commits to per-family fan-out, which means
that the same rule definition must appear in two places: the agent’s system prompt
and the benchmark scorer’s ground truth. If these diverge, evaluation breaks silently.
The registry makes that constraint explicit. A wording change therefore occurs in one
file, while the agent factory in src/agents/base.ts imports its rule subset through
getRulesForFamily () instead of hard-coding the strings.

The user-facing input is the checklist, a YAML file specifying which rules apply to
a given review. The MVP ships with presets/mvp.yaml, a 10-item checklist covering
the two live families. Checklist loading is implemented in src/checklist.ts, which
parses the YAML with js-yaml, verifies that each item’s family belongs to the set of
seven allowed values, and cross-checks that any rule identifier present in RULE_REGISTRY
declares a matching family. Any mismatch causes a load-time exception. The framework
deliberately prefers early and explicit failure to late and surprising behaviour.

5.3 The LLM client and retry policy

Every LLM call goes through src/11m.ts:callJsonModel, a typed wrapper around the
OpenAl-compatible chat-completions endpoint exposed by Groq. The function signature
is:

export async function callJsonModel<T = unknown>(
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opts: JsonCallOptions<T>,
): Promise<JsonCallResult<T>>

The function accepts a model name, a system prompt, a user prompt, and an optional
validator for the parsed JSON. It also accepts an optional escalationModel and call-level
controls such as temperature, seed, and maxTokens.

Default values are taken from src/config.ts:LLM_DEFAULTS. This ensures that all
call sites share the same temperature and seed.

The retry policy consists of three attempts with exponential backoff (1 s, 2 s, 4 s).
Transient errors are caught and the request is reissued. If a JSON parse failure occurs,
meaning that the response is returned but does not parse into the requested shape, the
next attempt appends a structured repair hint:

messages.push ({
role: "user",
content: ‘Your previous reply was not valid JSON: ${repairHint}\n‘ +
"Reply again with ONLY a JSON object that matches the schema.",
3

The repair hint gives the model a concrete failure mode to correct, rather than forcing
it to infer the schema again. Chapter 6, Section 6.3.1 reports parse-failure rates between
0 and 10% across models and prompt profiles after this retry chain.

The escalation mechanism is intentionally minimal. On the final attempt, if opts.
escalationModel is supplied, the client swaps the model identifier and reissues the call
against that model. The result is then annotated with escalated = true so that the
aggregator can count escalations in the per-MR statistics.

The agent factory (src/agents/base.ts) always passes escalationModel: MODELS.
escalation, which defaults to qwen/qwen3-32b. Escalation is therefore uniformly avail-
able across all production agent calls.

5.4 The grounding layer

The grounding layer in src/grounding.ts is the framework’s main anti-hallucination
mechanism. It exposes two surfaces.

1. checkGrounding(finding, pr) — GroundingResult, a pure function that re-
turns { ok, reason?, reasonCode? 17 for a single finding. The discussion layer
uses this function to identify grounding-failure candidates for critique, and the ag-
gregator uses it through applyGrounding.

2. applyGrounding(findings, pr) — { kept, dropped, dropReasons }, which re-
moves findings that fail the gate, classifies each drop, and returns the kept findings
annotated with grounding metadata.

The four drop reasons are encoded as a discriminated union:

export type GroundingDropReason =
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"fileMissing"
"evidenceEmpty"
"evidenceMissing"
"lineFar";

Making the drop reason a typed enumeration rather than a free-form string is what al-
lows Chapter 6, Section 6.6 to report a distribution of drop reasons on real merge requests.
A free-form string would reduce the gate to a binary filter. The typed enumeration turns
it into a diagnostic instrument.

Table 5.3 describes each reason, the condition that triggers it, and the most likely

location of the fix.

Table 5.3: Grounding drop reasons.

Reason code

Condition

Interpretation

fileMissing

evidenceEmpty

evidenceMissing

lineFar

The finding refers to a file that is not
present in the merge request diff.

The evidence field is empty or
contains only whitespace after
normalization.

The evidence is not a literal substring
of the diff, either raw or
prefix-stripped.

The reported line range does not
overlap a changed line range within
the allowed envelope.

Fatal error; the agent
likely fabricated a file
path. The fix belongs
mainly in the agent
prompt.

Fatal error; no supporting
quote was returned. The
fix belongs mainly in the
agent prompt.

Indicates a hallucinated or
malformed quote. The fix
may require prompt
changes or model
escalation.

Indicates a misattributed
position. The fix belongs
mainly in the grounding
threshold configuration.

Three implementation details are worth highlighting.

Diff prefix stripping. The evidence substring check runs twice.

The first pass

searches the raw diff, which still includes the unified-diff prefixes +, -, and leading spaces.
The second pass searches the same diff after stripping those prefixes. This second pass is
necessary because models tend to quote source content rather than literal diff content.

Line proximity envelope.

The 1lineFar check uses the constant NEAR_CHANGED_LINES

= 3. The value represents a trade-off and is discussed in Chapter 6, Section 6.6.3.

Missing line information is tolerated. A finding with neither lineHint nor lineRange
is not automatically dropped. The evidence substring check is treated as sufficient posi-
tional proof when the quoted evidence is strong. The prompts still request line numbers
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in all cases, but the gate does not require them when the other evidence is adequate.

5.5 Agents

Every agent in the framework is created through a single factory, src/agents/base.ts:

createBaseAgent.

Two production agents instantiate this factory, and one of them

overrides part of the default flow. The factory’s responsibilities, in execution order, are:

1. filtering the checklist subset by family through getRulesForFamily() from RULE

_REGISTRY;

2. packing the merge request files into LLM-input batches by character budget (AGENT
_MAX _DIFF_CHARS, default 18000), using a greedy strategy;

3. assembling the system and user prompts;

4. invoking callJsonModel with the assembled prompts, the default model, and the

escalation model;

5. normalising the output by coercing severity values, clamping confidence to [0,1], dis-
carding findings whose rule_id does not belong to the family’s rule subset, and per-
forming per-call deduplication keyed by SHA1(ruleId, file, normalize(evidence)).

The two production agents differ only in batching strategy. Table 5.4 compares them.

“Jatex

Table 5.4: Comparison of the two production agents.

Property

naming

srp-error-readability

Implementation file
Rule coverage
Batching strategy
LLM calls per MR

Design rationale

Factory behavior

src/agents/naming.ts
Four naming rules: NS1-NS4.

Files are batched together,
subject to the diff budget.
Usually one call, unless the diff
exceeds the configured budget.
Naming rules can usually be
evaluated from identifiers and
local code context, so batching
reduces the number of calls.
Uses the default agent factory
behavior.

src/agents/srp-error-
readability.ts

Six rules covering SRP, error
handling, and readability.
Per-file fan-out: one LLM call
is issued for each changed file.
One call per changed file.

SRP and readability checks
require more focused reasoning
over individual files, methods,
or classes.

Overrides the default
diff-packing strategy.

The naming agent covers NS1-NS4. The srp-error-readability agent covers srp.breakdown,
srp.method_complexity, error.resources_closed, error.meaningful_exceptions,
readability.constants_over_magic_numbers, and readability.no_commented_code_

(193

or_debug.

41



Framework Design and Implementation

The naming agent is effectively a thin wrapper around createBaseAgent. It batches
all files together within the diff-character budget and issues one LLM call per batch.

The srp-error-readability agent differs by bypassing the generic diff packer and
issuing one LLM call per file. The reason is that the SRP family requires the model to
reason about the responsibilities of a single method or class. That reasoning degrades if
multiple files are concatenated into one prompt. Per-file fan-out preserves this reasoning
at the cost of additional LLM calls per merge request. It is the only place in the framework
where the agent structure departs from the factory default.

Adding a new agent requires registering a (family, runner) entry in src/coordinator.ts
:AGENT_REGISTRY and listing the family’s rules under that family in RULE_REGISTRY. The
factory handles the remaining logic.

5.6 The coordinator

The coordinator in src/coordinator.ts:runCoordinator handles the fan-out from the
checklist to the per-family agents.

Family grouping. Checklist items are grouped into a Map<AgentFamily,ChecklistItem[]>.
The mapping is static.

The family field is declared by the user in the checklist YAML, and the coordinator
never invokes an LLM to infer it. This corresponds to the design choice justified in
Chapter 4, Section 4.2.1.

Dispatch. Dispatch uses Promise.allSettled over the execution plan of (family,
agent, items) triples:

const settled = await Promise.allSettled(
plan.map(async (invocation) => {
const relevantFiles = filterFilesForFamily(invocation.family, pr.files);
const input: AgentInput = { pr, relevantFiles, ... };
return invocation.runner (input);
b,
)3

Using Promise.allSettled rather than Promise.all is deliberate. A single agent
failure, such as an unrecoverable API error or internal exception, should not block the
rest of the review. The aggregator then merges the successful results and records failures
in the per-agent statistics.

Unsupported families. Families declared in the checklist but not present in AGENT_
REGISTRY are surfaced as warnings rather than exceptions. Since the MVP ships only
two of the seven families as live agents, a checklist that includes rules from the other
five families should still produce a partial review instead of crashing. This is one of the
few places where the framework prefers graceful degradation to fail-fast behaviour.n to
fail-fast behaviour.
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5.7 The aggregator

The aggregator in src/review-aggregator.ts:aggregateReview runs four stages in
fixed order:
grounding — dedup — cluster — verdict.

The order is fixed because each stage assumes that the previous one has already run.
Table 5.5 summarises the four stages.

“‘latex
Table 5.5: Aggregator stages.
# Stage Purpose Recorded statistics
1 Grounding Validates raw agent findings groundingDropped;

against the merge request diff groundingDropReasons
and separates them into kept
and dropped findings.

2 Deduplication Removes repeated findings duplicatesDropped
after grounding, using the rule
1D, file, and normalized
evidence as the deduplication

key.
3 Cross-family Groups related findings across  Informational only
clustering rule families and annotates
them with a cluster identifier.
4 Verdict Produces the final review No additional count

outcome from the clustered
findings. Possible values are
approve, comment, and
request_changes.

Grounding. Grounding is implemented by calling applyGrounding. Dropped findings
are removed from the verdict path and accumulate in stats.groundingDropReasons by
reason code.

Deduplication. Deduplication uses a SHA1 hash over (ruleld,file,normalizeEvidence(
evidence)). The normalization step collapses whitespace and lowercases the result.

The selected fields make deduplication evidence-aware. Two findings with the same
rule and file are still kept as distinct findings if they point to different evidence. Dedu-
plication is performed after grounding because only grounded findings are worth dedu-
plicating.

Cross-family clustering. Cross-family clustering groups findings by (file, lineBucket)
using a bucket width of three lines. When two or more findings from different families
fall into the same bucket, the aggregator assigns them a shared clusterId and emits
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a clusters map alongside the per-file findings. This cluster annotation is used by the
discussion layer to identify cross-family disagreements worth critique.

Verdict computation. Verdict computation is based on simple severity thresholds.
If at least one critical finding is present, or if the review contains three or more high-
severity findings, the final verdict is request_changes. If the review contains at least one
high-severity or medium-severity finding, the verdict is comment. If no relevant grounded
findings remain, the verdict is approve. These thresholds are tunable in code but are
not exposed as CLI flags in the MVP. They represent a defensible default rather than a
learned policy.

Statistics. Statistics accumulate at every stage and end up in verdict.stats, defined
by the ReviewStats type in src/types.ts. They include the per-agent token and latency
breakdown, the total LLM call count, the escalation count, the groundingDropped count
with its per-reason breakdown, and the duplicatesDropped count. These statistics are
the source of the per-MR rows reported in Chapter 6, Sections 6.6 and 6.7.

5.8 The discussion layer

The discussion layer in src/discussion.ts is an optional second round of LLM calls that
re-examines a small set of suspicious findings. It runs between the coordinator and the
aggregator when the CLI flag ~discussion=on is enabled, which is the default setting.

Candidate selection walks the findings emitted by the coordinator and produces a
candidate set keyed by three trigger types, summarised in Table 5.6.
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Table 5.6: Discussion-layer candidate triggers in priority order.

Priority Trigger Condition and purpose

1 grounding_failure Triggered when checkGrounding() returns ok =
false. This gives the agent a chance to revise a
finding before the grounding gate drops it.

2 cross_family_cluster Triggered when findings from different families
refer to the same file and line bucket. This helps
detect overlap or contradiction between agents.

3 low_confidence Triggered when the reported confidence is below
0.6. This marks findings where the agent
explicitly expressed uncertainty.

The candidate set is capped at DISCUSSION_MAX_CANDIDATES, whose default value is 8.
For each candidate, the discussion layer asks one or more other family agents to concur,
dispute, or replace the finding. The original agent then produces a rebuttal that keeps,
retracts, or revises its claim. The full trace is stored in verdict.discussion and rendered
to out/<iid>/discussion.md.

The discussion layer is placed before the aggregator so that the grounding gate receives
the post-rebuttal findings rather than the raw agent output. A finding initially flagged for
grounding failure can therefore survive into the verdict if the rebuttal revises its evidence
into a literal substring of the diff. This is the only stage in the framework where the
model can repair a grounding failure before the gate is applied to the final result.

5.9 GitLab integration

src/gitlab.ts is the framework’s only platform integration. Its main exported functions
are fetchMR(ref, options) — PullRequest, listOpenMergeRequests(projectId) —
OpenMRSummary, and the helper extractChangedlLineRanges(unifiedDiff), which is
used by the grounding layer to populate FileDiff.changedLineRanges.

Pagination. The GitLab REST endpoint /merge_requests/<iid>/diffs is paginated.
The fetcher loops until it receives a partial page and accumulates diffs across pages.

Truncation. Two limits are applied: a per-file character budget (default 4000) and a
total character budget (default 24 000). When either is exceeded, the affected FileDiff
is flagged with truncated = true, allowing downstream components such as the agent
and grounding layer to distinguish real absence from text removed by truncation. These
defaults are configurable through environment variables in src/config.ts:env.

Hunk parsing. extractChangedLineRanges reads the @@ -a,b +c,d @@ headers of
a unified diff and produces a list of new-file line ranges modified by the diff. Adjacent
ranges are merged so that the grounding layer sees a compact representation. The output
is precisely the data structure needed for the lineFar check. The hunk parser and
grounding layer were therefore designed together.
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5.10 CLI, pipeline, and outputs
src/cli.ts exposes two subcommands. Table 5.7 lists their required and optional flags.

Table 5.7: CLI subcommands.

Subcommand Purpose Main usage
review Runs a one-shot review of a Requires a merge request identifier and
single merge request. a checklist path. Optional flags

configure output, model, profile,
discussion mode, and GitLab posting.

watch Runs a watcher that Requires a checklist path. Optional
periodically checks the project  flags configure the polling interval and
for new merge requests. reuse the optional settings of review.

Both subcommands call the same pipeline through src/review-pipeline.ts:
runReviewPipeline, which writes five output artefacts per merge request under out/<iid>/.
Table 5.8 summarises them.

Table 5.8: Output artefacts written per merge request.

Artefact Audience Content

review.md Developer Rendered verdict and grounded
findings.

review. json Tooling and evaluation = Full structured ReviewVerdict object.

request-summary.md Reviewer Merge request metadata and per-agent
statistics.

discussion.md Reviewer and Human-readable critique and rebuttal

debugging trace.
discussion. json Debugging Full-fidelity structured discussion trace.

The split between review.json and discussion. json is deliberate. review.json
is the stable evaluable surface, and every metric in Chapter 6 is computed from it.
discussion. json is the detailed trace used during framework development and is not
guaranteed to remain schema-stable.

The MVP does not post outputs back to the GitLab merge request. Keeping outputs
local is the scope decision stated in Chapter 3, Section 3.4.

A -post-to-mr flag exists for the review subcommand. It is implemented through
the GitLab helper updateMRDescription, but it is disabled by default and is not exercised
in the evaluation chapter.

The framework described in this chapter is the artefact evaluated in Chapter 6. Every
implementation choice described here has a corresponding methodological justification in
Chapter 4, Section 4.2, and where the choice was made on empirical grounds, a measured
outcome is reported in Chapter 6.
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Chapter 6

Evaluation

6.1 Evaluation Overview

The evaluation in this chapter follows the research questions defined in Chapter 3. Rather
than restating the full research-question list, this chapter operationalizes those questions
through the datasets, metrics, and experiments described below.

The chapter is organized as follows. Section 6.2 describes the datasets, metrics, and
experimental controls used across the evaluation. Section 6.3 evaluates per-family model
competence on the closed-set benchmark. Section 6.4 compares zero-shot and few-shot
prompting. Section 6.5 compares the multi-agent fan-out architecture with a monolithic
baseline. Section 6.6 analyzes the grounding gate on real merge requests. Section 6.7
evaluates the end-to-end pipeline on the available open-set merge-request corpus. Finally,
Section 6.8 discusses threats to validity and the limitations of the current evaluation. “*

6.2 Evaluation design

6.2.1 Datasets

Two datasets are used.

Closed-set rule corpus. The first dataset is a closed-set corpus of 50 short, hand-
crafted code snippets distributed across the seven rule families defined in Chapter 5 (see
src/config.ts:RULE_REGISTRY). Each snippet is tagged with a ground-truth list of rule
identifiers that the snippet is expected to violate. The closed-set is split across four
benchmark runners at the repository root, mirroring the partition of the rule families in
code.

These snippets are synthetic. They were written to exercise prototypical positive and
negative cases for each rule. This design is appropriate for clean per-rule attribution,
but it is also a limitation, since the corpus does not include naturally occurring real-code
noise. Section 6.8 returns to this point.
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Table 6.1: Closed-set benchmark runners and covered rule families.

Runner Rule family Rules covered Snippets
Runner A Naming and class design NS1-NS4, CD1-CD3 10
Runner B Methods and OOP ML1-ML2, O01-002 10
Runner C Collections and persistence CS1-CS4, P1-P2 10
Runner D SRP, error handling, and TS01-TS10 10
readability
Runner E Naming and class design repeat =~ NS1-NS4, CD1-CD3 10
run

Open-set MR corpus. The second dataset is an open-set corpus consisting of every
merge request with a non-empty diff in the host project s309769/1ooking. The project
contains four such MRs (iids 1, 2, 4, and 5; iid 3 is an empty draft and is excluded). All
four were authored during the development of the host project. Every MR is evaluated
rather than a sample, which removes selection bias within the project but does not change
the small size of the corpus.

For each MR, a label file was prepared under eval/human-labels/, intended to list
every rule violation that would be raised in a code review, keyed by (rule_id, file,
line +2). The rule definition in RULE_REGISTRY serves as the rubric for what counts as
a violation. Stylistic preferences not encoded as rules are excluded by construction.

Table 6.2: Merge-request corpus characteristics.

IID State Files Diff lines Title

1 closed 2 13 add the comment
2 merged 2 13 Fix/issues

4 closed 1 109 fix friend page

5 open 1 128 fix issues

The corpus is skewed toward small and medium merge requests; there is no large merge
request with more than 200 diff lines in the project. Therefore, the originally planned
size-by-bucket analysis is reduced to a small/medium comparison only. This is reported
as an external-validity limitation in Section 6.8.

6.2.2 Metrics

Closed-set classification metrics. FEach snippet is treated as a multi-label classifica-
tion instance: the predicted set of rule IDs is compared against the ground-truth set. For
each snippet, precision, recall, and F1 are computed, and these are then macro-averaged
across snippets. In addition, the evaluation reports:

o Exact-match rate, the fraction of snippets for which the predicted set exactly
matches the expected set;

e« JSON parse-failure rate, the fraction of LLM responses that do not parse into
the requested schema after three retry attempts;
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o Mean latency (ms) and mean total tokens (prompt + completion) per request.

SRP / error / readability metrics. The SRP / error / readability runner uses a
rubric-based score from 0 to 100 rather than set-based F1. The score is composed of:

o decompositionScore (0-40),

o responsibilitiesScore (0-20),
o requirementsScore (0-30),

o explanationScore (0-10).

This rubric is reported separately because it measures structured reasoning quality
rather than discrete label classification.

End-to-end MR metrics. For the merge-request runs, the planned end-to-end metric
is per-MR precision, recall, and F1 against human labels, matched by (rule_id, file,
line 42). The chapter also reports grounding-drop rate, per-agent token usage, and
wall-clock latency from stats in each out/<iid>/review. json.

6.2.3 Models, controls, and reproducibility

Five free-tier Grog-hosted models are evaluated, spanning roughly two orders of magni-
tude in parameter count.

Table 6.3: Models evaluated in Chapter 6.

Model ID Parameters Role in the MVP
1llama-3.1-8b-instant 8B Smallest baseline.
openai/gpt-oss-20b 20B Default agent model.
qwen/qwen3-32b 32B Escalation model.
llama-3.3-70b-versatile 70B Larger comparison model.
openai/gpt-oss-120b 120B Larger comparison model, used

only for the SRP,
error-handling, and readability
corpus.

The 120B model was tested only on the SRP / error / readability corpus; the other
benchmark runners had been finalised before the 120B endpoint became available on the
free tier. This asymmetry is stated explicitly rather than hidden.

All LLM calls go through src/11lm.ts:callJsonModel with the following controls:

e temperature = 0,

o a fixed seed (LLM_SEED, default 42),

e JSON mode through response_format: { type: "json_object" 1},
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e three attempts with exponential backoff on transient errors,

e one structured repair hint on JSON parse failure.

Each closed-set benchmark entry is a single run of 10 snippets per (model, prompt-profile,
family) combination. Two profile variants are tested: short (rule descriptions only) and
long (rule descriptions plus rationale paragraphs from RULE_REGISTRY). All benchmark
runs were performed on the Groq free tier between 2026-03-31 and 2026-05-20. This
limits absolute latency reproducibility because the runtime is shared, but does not affect
the logic of the F1 comparisons.

6.3 Closed-set rule-family benchmark

This section answers RQ1. The hypothesis is that openai/gpt-oss-20b achieves macro-
F1 > 0.80 across rule families, making it a viable default despite being substantially
smaller than the larger Grog-hosted models.

6.3.1 Headline: F1 by model

Table 6.4 reports precision, recall, F'1, exact-match rate, parse-failure rate, latency, and
tokens, macro-averaged across the 40 closed-set snippets covered by the four classification
runners (NS, CD, ML, OO, CS, P families), using the long prompt profile. SRP / error
/ readability is reported separately in Section 6.3.5 because of the different metric.

Table 6.4: Closed-set performance by model using the long profile.

Model P R F1 Exact Parse Latency Tokens
8B baseline 0.50 0.84 0.53 0.30 0.00 9175 1037
70B comparison 0.86 0.90 0.83 0.65 0.00 1868 931

20B default 0.90 0.88 0.88 0.78 0.03 8729 1410
32B escalation 0.86 0.85 0.82 0.65 0.05 12202 1350

Four observations follow from Table 6.4.

First, openai/gpt-oss-20b is the F1 leader at 0.88, ahead of the 32B Qwen (0.82)
and the 70B Llama (0.83). This is the central result for RQ1 and supports the use of
gpt-o0ss-20b as the default model.

Second, 1lama-3.1-8b-instant performs substantially worse at F1 = 0.53. Its pre-
cision/recall asymmetry (0.50 / 0.84) shows the failure mode clearly: it over-predicts,
keeping recall high while precision collapses.

Third, parse failures are very rare across all models (0.00-0.05), indicating that Groq’s
JSON mode, combined with the retry policy in src/11m.ts, is operationally reliable.

Fourth, gpt-oss-20b is markedly slower than the 70B Llama despite being smaller.
This appears to reflect runtime behaviour on Groq rather than parameter count. For the
framework, the practical implication is that latency budgets should be measured per call
rather than inferred from model size alone.

50



Evaluation

6.3.2 F1 by rule-family group

Table 6.5 breaks the F1 numbers down by family group to expose where each model
performs well or poorly.

Table 6.5: F1 by model and rule-family group using the long profile.

Model NS+CD ML+0O0O CS+P Macro avg.
8B baseline 0.44 0.67 0.57 0.56
70B comparison 0.76 0.93 0.87 0.85
20B default 0.88 0.90 0.88 0.89
32B escalation 0.76 0.83 0.93 0.84

The important point is that gpt-oss-20b does not exhibit a weak family on this
corpus. Its worst F1 is 0.88 and its best is 0.90. That uniformity matters for a framework
that statically routes by family and uses the same default model across all of them.

The two NS+CD runs provide a small empirical handle on single-run variance. For
gpt-o0ss-20b, F1 varies between 0.889 and 0.867, a spread of 2.2 points. For qwen/qwen3-32b,
the spread is larger. This is consistent with the observation that Groq JSON-mode gen-
eration is not perfectly deterministic even at temperature=0.

6.3.3 Latency—F1 frontier

The four competent-tier models trace a clear trade-off frontier when pooled closed-set F1
is compared against mean per-request latency. Table 6.6 lists both axes.

Table 6.6: Latency/F1 trade-off on the pooled closed-set using the long profile.

Model F1 Latency (ms) Pareto status

70B comparison 0.83 1868 Frontier: lowest latency among
competent models.

20B default 0.88 8729 Frontier: highest F1.

32B escalation 0.82 12202 Dominated by the 20B default
model.

8B baseline 0.53 9175 Dominated on F1.

For a practitioner operating on the free tier, the relevant choice is between the two
frontier models. The MVP chooses gpt-oss-20b because the target use case is asyn-
chronous review rather than interactive use, and the F1 advantage outweighs the latency
cost in that setting.

6.3.4 Short vs long prompt profile

Table 6.7 compares the two prompt variants for the chosen default model.
Longer prompts do not uniformly help. Naming and class design perform better with
the short profile, while methods/OOP and collections/persistence benefit modestly from
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Table 6.7: Short vs. long prompt profile for openai/gpt-oss-20b.

Family group Short F1 Long F1 A F1 Short latency Long
la-
tency

NS+CD, run A 0.93 0.89 —0.04 621 11508

NS+CD, run B 0.97 0.87 —0.10 2928 9701

ML+00O 0.87 0.90 +0.03 1846 7123

CS+P 0.82 0.88 +0.06 762 6584

the long profile. The MVP keeps -profile=long as the default because the gains on
ML+4+0OO and CS+P are stable, while the NS4+CD penalty remains small in absolute
terms. A per-family profile selector is a natural extension.

6.3.5 SRP / error / readability

The fifth runner uses a rubric (0-100) rather than set-based F1, since these rules require
structured reasoning about decomposition and explanation.

Table 6.8: SRP, error-handling, and readability rubric scores.

Model Total Decomp. Resp. Req. Expl.
20B default 92.7 36.5 20.0 26.6 9.6
8B baseline 90.5 37.5 20.0 27.0 6.0
32B escalation 86.4 34.5 20.0 22.3 9.6
70B comparison 85.7 35.5 20.0 20.6 9.6
120B comparison 83.3 31.0 20.0 22.3 10.0

All five models cluster within approximately nine points on the total score. gpt-oss-20b

leads this run. One subtlety matters: 11lama-3.1-8b-instant scores high overall but has
a much weaker explanation score. This means it can identify refactoring structure rea-
sonably well while still producing weaker review comments. For the framework, that is
an argument against using it as the default model, even though the headline rubric score
alone might look attractive.

6.3.6 Answering RQ1

RQ1 asked whether openai/gpt-oss-20b could clear macro-F1 > 0.80 across the rule
families. Yes. On the pooled 40-snippet classification corpus it reaches F1 = 0.88 (Ta-
ble 6.4), and each family-group score lies between 0.88 and 0.90 (Table 6.5). On the
rubric-scored SRP / error / readability family it reaches 92.7 (Table 6.8). The choice of
gpt-o0ss-20b as the default agent model is therefore empirically justified.
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6.4 Zero-shot vs few-shot

This section answers RQ2. The experiment extends the two MVP-relevant runners with
a few-shot mode that prepends two in-context exemplars to the system prompt. Only
openai/gpt-oss-20b with the long profile is evaluated, since this is the MVP’s default
model.

6.4.1 Closed-set rules (NS+CD)

Table 6.9: Zero-shot vs. few-shot on NS+CD using gpt-oss-20b.

Mode F1 Exact Tokens Latency (ms)
Zero-shot 0.900 1.00 1689 3883

Few-shot 0.900 1.00 2190 11639

A 0 0 +30% +200%

The headline result is a ceiling effect. On every successfully parsed case, gpt-oss-20b
already achieves exact-match classification under both zero-shot and few-shot. The appar-
ent F1 cap at 0.90 is caused by API-level failures rather than misclassification. Few-shot
therefore adds no measurable F1 on this corpus, while incurring a substantial token and
latency penalty.

6.4.2 Rubric-based rules (SRP / error / readability)

Table 6.10: Zero-shot vs few-shot on the SRP / error / readability rubric, gpt-oss-20b,
n = 9 successful cases.

Mode Avg. total Decomp. Resp. Req. Expl. Parse fail
zero-shot 90.7 36.7 20.0 24.4 9.6 0.10
few-shot 91.8 36.7 20.0 28.2 6.9 0.10

A +1.1 0 0 +3.8 -2.7 0

The rubric view shows a more mixed effect. Few-shot slightly improves total score
and requirement detection, but noticeably reduces explanation quality. In other words,
the exemplars sharpen label accuracy while flattening the explanation surface.

6.4.3 Takeaways

Three conclusions matter for the framework.

First, few-shot does not pay for itself on naming and class-design rules: the long zero-
shot prompt already saturates this corpus, and the additional token and latency cost is
not justified.

Second, few-shot slightly helps SRP requirement detection but weakens explanation
quality. The improvement is small in absolute terms and not unambiguously positive.
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Third, longer prompts broaden the failure surface on the Groq free tier. The parse
failures in this experiment correlate with prompt length, which makes this a production
concern rather than only a benchmarking detail.

6.4.4 Answering RQ2

RQ2 asked whether few-shot prompting improves F1 enough to justify its extra token
cost. No. On the NS4+CD corpus, the F1 delta is zero on all successfully parsed cases,
while token cost increases by about 30%. On the SRP rubric, the total score gain is
small and partly offset by weaker explanations. The MVP therefore keeps zero-shot as
the default.

“‘latex

6.5 Multi-agent Fan-out vs. Monolithic Baseline

This section answers RQ3, which asks whether dispatching review tasks to per-family
agents outperforms a single monolithic prompt that lists all rules at once. The hypothesis
is that per-family fan-out should perform better because each agent receives a narrower
and more focused review task, while the monolithic prompt requires the model to reason
over all 23 rules simultaneously.

Table 6.11: Multi-agent fan-out vs. monolithic prompt on the closed-set corpus.

Model Multi-agent F1 Monolithic F1 A F1 Monolithic
latency

8B baseline 0.559 0.172 —0.387 12447
ms/snippet

70B comparison 0.853 0.508 —0.345 6 646
ms/snippet

20B default 0.886 0.650 —0.236 7867
ms/snippet

32B escalation 0.842 0.647 —0.195 74957
ms/snippet

Table 6.11 shows that every model loses F'1 under the monolithic prompt. The abso-
lute F1 loss ranges from 0.195 to 0.387. The smallest model suffers the largest degrada-
tion, which supports the architectural argument behind the framework: when too many
heterogeneous rules are placed in a single prompt, the model has to distribute atten-
tion across a wider rule space and becomes less precise. For the MVP headline model,
gpt-o0ss-20b, F1 drops from 0.886 to 0.650, corresponding to a relative decrease of ap-
proximately 27%.

Table 6.12 further analyzes the monolithic baseline for openai/gpt-oss-20b. The
degradation is mainly visible in precision. The model still detects many true violations,
but it also introduces spurious labels from adjacent rule families. The largest collapse
occurs on CS+P, where the F1 score drops to 0.450. This suggests that collection and
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Table 6.12: Monolithic per-subgroup performance for openai/gpt-oss-20b.

Subgroup F1 Precision Recall Exact match
NS+CD 0.832 0.792 0.900 0.60
ML+0OO 0.667 0.633 0.750 0.50
CS+P 0.450 0.433 0.600 0.40
SRP, error, readability  0.619 0.658 0.683 0.30
All (n = 40) 0.642 0.629 0.733 0.45
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persistence rules are more easily confused or overlooked when they are mixed with a
larger heterogeneous rule set.

The cost comparison also shows why monolithic prompting is not a clear improvement.
Per call, the monolithic prompt uses more tokens because it includes the full rule set.
End-to-end, a hypothetical seven-family multi-agent deployment would require more calls
than a single monolithic prompt, so monolithic prompting may appear cheaper if only
the number of calls is considered. However, this reduction in calls comes with a large
accuracy cost. For gpt-oss-20b, the trade-off is approximately 27% relative F1 loss,
which is not acceptable for the rule set evaluated here.

The latency results also show unstable behavior for some monolithic runs. In partic-
ular, the qwen/qwen3-32b monolithic configuration reaches an average latency of almost
75 seconds per snippet. This suggests that large, ambiguous prompts can trigger longer
reasoning paths and less predictable execution time.

Overall, the multi-agent result is one of the strongest empirical arguments in the thesis.
The F1 drop under monolithic prompting is large, consistent across all tested models, and
especially severe in the small-model regime targeted by the framework. Therefore, static
rule-family routing is justified not only by engineering simplicity, but also by measured
accuracy and latency behavior.

RQ3 asked whether per-family fan-out outperforms a monolithic single-prompt base-
line on the same rule set. The answer is yes. Every model in Table 6.11 performs worse
in monolithic mode, with F1 losses between 0.195 and 0.387 absolute. The pattern holds
across all four tested model sizes.

6.6 Grounding gate effectiveness

This section answers RQ4. The grounding gate in src/grounding.ts drops every find-
ing that fails one of four checks: fileMissing, evidenceEmpty, evidenceMissing, or
lineFar.

6.6.1 Whole-corpus sample

All four non-empty MRs in the host project were run through the pipeline with the default
checklist on the long profile. Table 6.13 summarises the resulting grounding-drop counts.

Table 6.13: Grounding gate drops on the full merge-request corpus.

MR IID Raw Kept Dropped Drop rate
1 1 1 0 0%

2 1 1 0 0%

4 1 0 1 100%

5 6 5 1 17%

Total 9 7 2 22%

The gate drops 2 of 9 raw findings on this corpus, a 22% drop rate. Because the corpus
is very small, this is best read as a corpus-level observation rather than a production-rate
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estimate. What matters most is that the drops are typed and diagnosable.

6.6.2 Case study A: evidenceMissing (MR 4)

On MR 4, the agent emitted a multi-line evidence string that concatenated two real
violations into one malformed quote. The diff did contain both lines, but not the exact
concatenated string. The gate therefore fired evidenceMissing and dropped the finding.

This is precisely the kind of failure that benefits from typed reasons. A reviewer only
sees that the finding disappeared. The framework operator, by contrast, learns that the
model is merging adjacent evidence into one invalid quote. The likely fix lies in prompt
design, not in the grounding logic.

6.6.3 Case study B: lineFar (MR 5)

On MR 5, the agent flagged a real magic number whose evidence was present verbatim
in the diff, but the line lay outside the gate’s allowed proximity envelope of +3 lines from
any changed range. The gate dropped it as lineFar. This is the gentlest failure type:
the evidence is real, but the attribution is too far from the actual change.

6.6.4 Distribution of reasons

With only four MRs, the reason distribution is too small to support frequency claims. It is
still informative qualitatively. Neither fatal failure type (fileMissing, evidenceEmpty)
occurred on this corpus. The two observed drops were one malformed quote and one
positional misattribution. This is consistent with a model that is reasonably well anchored
at the file level but less reliable in evidence construction and local positioning.

6.6.5 What the gate cost the verdicts

On this corpus, removing the gate would not change MR 1 or MR 2. It would change
MR 4 by surfacing a malformed finding whose evidence the reviewer could not verify,
and it would add one spurious unchanged-context finding to MR 5. On this sample, the
visible harm prevented by the gate is concentrated in MR 4.

6.6.6 Answering RQ4

RQ4 asked whether the grounding layer drops a non-trivial fraction of findings on real
merge requests, and whether the typed rejection reason points to diagnosable failure
modes. Yes, with the caveat that the open-set corpus is too small to support a
precise rate estimate. On this corpus the gate drops 2 of 9 findings (22%), and both
drops are diagnosable from their typed reason codes.

6.7 End-to-end MR evaluation

This section addresses RQ5. The framework was run on every MR in the corpus, and
each run produced review. json and review.md outputs. The present submission reports
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the tool-side outputs completely and documents the human-vs-tool comparison protocol,
but does not yet complete the external hand-labelling needed to numerically test the RQ5
thresholds from Chapter 4.

6.7.1 Tool-side findings by MR

Table 6.14: Pipeline output per MR after grounding.

iid Files Diff lines Tool findings Verdict Latency (s) Tokens

1 2 13 1 approve 87 5424
2 2 13 1 approve 33 5433
4 1 109 0 approve 74 6573
5 1 128 5 comment 96 8348
Macro 1.75 72 6 445

Three patterns are visible on this four-MR corpus.

First, latency is roughly flat across the observed MR sizes. The largest MR completes
in 96 s and the smallest in 33 s, suggesting that fixed per-agent overhead dominates diff
size within this range.

Second, token cost grows only weakly with diff size. The main reason is that the long
system prompt dominates the prompt budget.

Third, the verdicts are conservative: three of four MRs receive approve, and only one
receives comment. This is consistent with the prompt instruction that false positives are
worse than false negatives, together with the effect of the grounding gate.

6.7.2 Human-vs-tool comparison

The full per-MR numeric comparison against external human labels is deferred to future
work. The scoring protocol is already implemented in eval/score-mr-labels.ts: a tool
finding counts as a true positive if a human label exists with the same rule_id, the same
file, and a line within +2. Label templates for all four MRs have been generated by
eval/make-label-template.ts and stored under eval/human-labels/.

What this submission can report is therefore limited to the tool-side findings and
qualitative case studies. The RQ5 success criteria from Chapter 4 (macro precision > 0.70
and macro F1 > 0.50) are not numerically tested here.

6.7.3 Two qualitative case studies

Successful case: MR 5, kept finding. On FindFriend.jsx, line 35, the agent
flagged console.log("DEBUG FindingFriend page rendered"); with rule readability.
no_commented_code_or_debug, severity low, and confidence 0.95. The evidence is verba-
tim from the diff, the line falls within the changed range, and the grounding gate retains
it. This is the kind of small, high-precision review comment the framework is intended
to surface.
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Unsuccessful case: MR 4, dropped finding. As discussed in Section 6.6.2, MR 4
contained a real violation that the model detected but quoted incorrectly. The ground-
ing gate dropped the finding as evidenceMissing, so the user-facing verdict remained
approve. This is a user-visible false negative caused by model formatting failure rather
than rule ignorance.

6.7.4 MR size effects

The present corpus splits into two small MRs (13 diff lines) and two medium MRs (109—
128 diff lines). Because no large MR exists in the project, the originally planned size-
degradation analysis cannot be completed at the high end. The only defensible claim
here is that, on this small corpus, the framework runs successfully across both small and
medium MRs, with moderate growth in tokens and latency.

6.7.5 Answering RQ5

RQ5 asked whether the framework’s surfaced findings line up with what a human re-
viewer would have raised, against the pragmatic thresholds fixed in Chapter 4. This
question is only partially addressed in the present submission. The tool-side
outputs are fully reported, but the external human-label comparison needed to test the
thresholds numerically is deferred to future work. The strongest defensible claim at this
stage is therefore that the pipeline runs successfully end-to-end on all four MRs and pro-
duces conservative, grounded outputs, but not yet that it meets the numeric agreement
thresholds for RQ5.

6.8 Reproducibility appendix

Every table in this chapter can be regenerated from the data files shipped with the the-

sis under benchmark_out/, benchmark_out_methods_oop/, benchmark_out/few_shot/,
benchmark_out/monolithic/, results/, and out/. The helper script eval/ build-tables.ts
reads these files and prints each table in plain-text form. The chapter numbers and the
helper output are checked against each other on every revision.
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Chapter 7

Conclusion and Future Work

7.1 Summary of contributions

This thesis set out to design a code-review framework that operates on real GitLab merge
requests, uses a small free-tier-hosted large language model as its default review agent, and
produces findings that developers can act on without manually re-checking every claim
against the source. The two main constraints motivating the work were trust, because
smaller models are more prone to hallucination, and cost, because frontier-scale models
are not freely available. Chapter 5 presented the resulting framework, Chapter 6 evaluated
it against the research questions introduced in Chapter 3, and Chapter 7 interpreted the
results in relation to the literature reviewed in Chapter 2.
Four main contributions emerge from this work.

1. A multi-agent code-review framework for GitLab merge requests. The
thesis presented a framework, implemented in TypeScript over an OpenAl-compatible
API, built around three core architectural choices: per-family fan-out, a mandatory
grounding gate, and a small-model default with selective escalation. The framework
runs end-to-end on Groq’s free tier without requiring paid infrastructure.

2. A typed anti-hallucination layer. The grounding gate was designed not only
as a safety mechanism but also as a diagnostic instrument. Every dropped find-
ing is assigned one of four typed reason codes—fileMissing, evidenceEmpty,
evidenceMissing, or lineFar. This makes it possible to localise likely fixes,
whether in prompt design, line-envelope settings, or diff handling, rather than
merely observing that a finding was rejected.

3. An empirical case for architectural specialisation over parameter scale.
On the closed-set benchmark, the 20B model openai/gpt-oss-20b, when dis-
patched through focused per-family agents, outperformed both larger models on
the same architecture and the same model in a monolithic configuration. For
gpt-o0ss-20b, moving from the multi-agent configuration to a monolithic prompt
produced a 27% relative drop in F1, while the degradation reached 69% on the
smallest model tested. The pattern was monotonic across all four evaluated model
sizes.
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4. A reproducibility package. Every table reported in Chapter 6 can be regen-
erated from the benchmark output files included in the repository using a single
helper script. The benchmark datasets and open-set merge-request review outputs
are distributed alongside the thesis.

Taken together, these contributions support the central claim of the thesis: useful
LLM-assisted code review does not necessarily require frontier-scale models, provided
that the surrounding architecture constrains the model appropriately and validates its
outputs before they are shown to developers.

7.2 Future work

The work has several limitations, many of which were already identified in Sections 3.4
and 6.8. The most important directions for future work are listed below in approximate
priority order.

e Inter-rater agreement on a held-out subset. Both the closed-set and the
open-set labels were produced by the thesis author alone. Adding a second grader,
even on a small held-out subset of snippets and merge requests, would provide a
quantitative bound on single-labeler bias through a measure such as Cohen’s k. This
is the most immediate way to strengthen the empirical validity of the evaluation.

o Expansion of the open-set corpus. The host project contains only four merge
requests with non-empty diffs. Extending the open-set evaluation to additional
projects, ideally beyond the OOP-course context, would expose the framework to
different code styles, rule distributions, and merge-request sizes. This would also
enable a more meaningful size-based analysis, which is currently limited to a small-
versus-medium contrast.

e Replication on a second model provider. All results in Chapter 6 were ob-
tained on Groq’s free-tier endpoint. Repeating the closed-set benchmark on another
provider, or on a self-hosted inference stack, would clarify how much of the observed
behaviour is model-specific and how much is provider-specific.

e Implementation of the remaining rule-family agents. The current MVP
ships two live agents, naming and srp-error-readability. The remaining rule
families were validated on the closed-set benchmark but were not implemented as
merge-request-time agents. Extending the framework to all families would allow
the full latency and token budget of the architecture to be tested under realistic
end-to-end conditions.

e Inter-agent call sharing. The framework currently trades cost for accuracy by
specialising calls per rule family. A useful next step would be to investigate whether
families that rarely interfere with one another could share calls without significantly
reducing F1. Such an experiment would directly test whether the token budget can
be reduced while preserving most of the benefit of specialisation.
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e Calibration and confidence reliability. Each finding produced by the frame-
work carries a confidence value in the interval [0,1], and the escalation mechanism
depends partly on this value. However, the evaluation does not test whether re-
ported confidence corresponds to empirical correctness. Reliability diagrams and
calibration analysis on the closed-set benchmark would indicate whether the current
escalation threshold is well tuned.

e Posting findings back to GitLab. The MVP keeps outputs local and writes
them to review files rather than directly to merge requests. Enabling this loop
in a real team environment would make it possible to observe whether developers
actually act on the framework’s findings, which would provide a stronger answer to
RQ5 than the current label-based setup.

¢ A learned router. Section 4.2.1 justified static routing on engineering grounds.
Whether a learned router could improve F1, latency, or token cost over the current
static mapping remains an open question.

¢ Multi-language support. The current rule registry is shaped primarily for
TypeScript-, JavaScript-, and Java-like OOP code. Extending the framework to
languages such as Python or Rust would test how well the architecture transfers
beyond the present coding style and rule assumptions.

7.3 Closing remarks

The central idea of this thesis is that the most effective way to make a small model
produce code reviews that developers can trust is not simply to increase model size, but
to constrain the model’s role within a carefully structured system. In the framework
presented here, most of that work is performed by the architecture: focused per-family
prompts narrow the task, and the grounding gate prevents unsupported findings from
reaching the user. Together, these mechanisms allow a 20B free-tier model to operate
as the default review agent in a setting where the literature often assumes GPT-4-class
systems.

The present MVP is limited in scope, and the evaluation corpus is necessarily small.
The most important open question is whether the same architectural argument continues
to hold on larger projects, larger merge-request corpora, and broader rule registries. The
future-work agenda outlined above is intended to address that question incrementally,
without requiring a redesign of the core pipeline.

If the thesis is reduced to one central technical claim, it is this: grounding is most
useful when treated as a typed pre-verdict gate rather than as a post-hoc metric. Of the
contributions presented in Section 8.1, this is the one most likely to remain valuable
beyond the specific framework and benchmark used here, because it can be adopted by
other LLM-based review systems without changing either the underlying model or the
prompt design.
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