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Abstract

Large Language Models (LLMs) have shown remarkable capabilities in gener-
ative tasks, but their application in data analysis and querying tasks is still limited
by issues such as hallucinations, restricted context windows, and lack of transpar-
ent reasoning. To address these challenges, this work investigates the integration
of Retrieval-Augmented Generation (RAG) with data provenance concepts to en-
hance the accuracy and explainability of querying using LLM in closed-domain
settings. We design and evaluate a customizable RAG pipeline over structured
datasets, including a university schema and a scaled version of the TPC-H bench-
mark. Our approach introduces provenance explanations, using witness sets to
justify query results, and explores iterative strategies to improve reasoning: (i)
an iterative RAG pipeline that refines answers across multiple steps, and (ii) a
plan generation method that decomposes complex questions into atomic substep
inspired by the Plan of SQL framework [27]. The evaluation combines ground
truth generated with ProvSQL [36] and experiments across different open-source
LLMs under various prompt configurations. Results show that while LLMs achieve
reliable answers on simple queries, explanations are often incomplete or incor-
rect, especially for queries involving joins. Iterative and plan generation strategies
improve both answer quality and explanation accuracy, particularly on complex
queries and larger schemas. This study demonstrates the potential of combining
RAG and reasoning based on provenance to improve explainable querying with
LLMs, highlighting both their strengths and current limitations in structured data
analysis and exploration.

Résumé

Les Large Language Models (LLMs) ont démontré des capacités remarquables
dans les tâches génératives, mais leur application à l’analyse et à l’interrogation
de données reste limitée par des problèmes tels que les hallucinations, la longueur
restreinte du contexte et le manque de raisonnement transparent. Pour relever ces
défis, ce travail étudie l’intégration de la Retrieval Augmented Generation (RAG)
avec les concepts de provenance des données afin d’améliorer la précision et l’ex-
plicabilité des requêtes utilisant les LLMs dans des contextes à domaine fermé.
Nous concevons et évaluons un pipeline RAG personnalisable sur des données
structurés, comprenant un schéma universitaire et une version réduite du bench-
mark TPC-H. Notre approche introduit des explications fondées sur la provenance,
en utilisant des witness sets pour justifier les résultats des requêtes, et explore des
stratégies itératives visant à améliorer le raisonnement : (i) un pipeline RAG itératif
qui affine les réponses au fil de plusieurs étapes, et (ii) une méthode de génération
de plan qui décompose les questions complexes en sous-étapes atomiques, inspi-
rée du cadre Plan of SQL [27]. L’évaluation combine un ground truth généré avec
ProvSQL [36] et des experiments menées sur différents LLMs open-source sous
diverses configurations de prompt. Les résultats montrent que, bien que les LLMs
produisent des réponses fiables pour des requêtes simples, les explications sont
souvent incomplètes ou incorrectes, en particulier pour les requêtes impliquant des
joins. Les stratégies itératives et de génération de plan améliorent la qualité des
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réponses et la précision des explications, notamment pour les requêtes complexes
et les schémas de grande taille. Cette étude met en évidence le potentiel de la
combinaison de RAG et du raisonnement basé sur la provenance pour améliorer
l’interrogation explicable avec les LLMs, tout en soulignant leurs forces et leurs
limites actuelles dans l’analyse et l’exploration de données structurées.
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1
Introduction

1.1 Context
Large Language Models (LLMs) are increasingly being used across various domains, including
text, image, and video generation, as well as data analysis and manipulation. However, when
it comes to data, it is crucial to ensure that the information being used is real and not randomly
generated.

Despite their vast potential in generative and Natural Language Processing (NLP) tasks,
LLMs still face challenges in closed-domain tasks and interpretability, which limits their appli-
cation in fields such as science and data analysis and manipulation [37]. Three main limitations
can be highlighted:

• Hallucination: LLMs often generate non-existent or misleading facts, which can lead to
serious consequences [18].

• Context Length: The input context length of LLMs is limited by the fixed length of
training sequences. Once this limit is exceeded, LLM behavior can become unpre-
dictable [45].

• Lack of Transparent Reasoning: LLMs are often considered black boxes. They strug-
gle to explain the reasoning process that leads from question to answer [25], especially
in complex questions.

In many real-world contexts, relying only on the internal knowledge of a Large Language
Model (LLM) is not enough; especially in domains where up-to-date or domain-specific infor-
mation is essential, or where outputs must be directly based on reliable and verifiable sources.
Since LLMs are trained on static data and cannot access new data after training, their responses
may be outdated, incomplete, or randomly generated (Hallucination).

To overcome these limitations, recent research has introduced Retrieval-Augmented Gen-
eration (RAG) [12] as a hybrid architecture that combines language generation with external
information retrieval. RAG enhances the factuality and relevance of generated outputs by re-
trieving contextually relevant documents. Unlike traditional generative models, which depend
exclusively on learned parameters, RAG models incorporate task-specific knowledge dynam-
ically. This makes them particularly well-suited for knowledge-intensive applications such as
open-domain question answering, document summarization, or legal and medical reasoning.
As shown in the Figure 1.1, the RAG approach typically consists of two main stages:

1



• Retrieval: Given the input query, the top-k most relevant documents are retrieved from
an external knowledge base.

• Generation: The LLM generates an answer based on both the input query and the re-
trieved context.

QUESTION RETRIEVAL

Top-k
documents

GENERATION

Extended
Prompt ANSWER

Figure 1.1: Architecture of the Retrieval-Augmented Generation (RAG) approach. Adapted
from: LangChain Documentation [22].

RAG models can enhance the performance of LLMs in various Natural Language Process-
ing tasks by reducing hallucinations and making the answers more accurate [24]. Modern
LLMs have a fixed maximum context window, beyond which their performance can degrade
significantly. Injecting large volumes of reference material directly into the prompt can easily
exceed this limit, or degrades attention focus.

RAG mitigates this issue by automatically retrieving only the most relevant documents from
an external source. This ensures that the context window is used efficiently, maintaining focus
and reducing noise.

However, RAG does not improve the explainability of the answer, nor does it provide in-
formation on how the answer was generated.

1.2 Scope and Objectives
This project aims to investigate a complementary approach to improving the transparency of
LLM outputs and the explainability by leveraging the concept of data provenance, which
originates from the database field. An example of the task is provided in the Figure Figure 1.2.

Data provenance [13] refers to how the result of a query is derived, tracking the trans-
formation process. In the context of database queries, it mainly explains how the result of a
query is computed, why each item appears in the output, and where the results come from. For
example:

How describes the sequence of operations that produce the final result, such as which joins,
filters, or aggregations were applied. For instance, if a query returns a list of customers with
orders above 1000 euro, the ’how’ explains the steps (joining Customers and Orders tables,
then filtering orders by amount).

Why explains why a particular record appears in the result, i.e., which input tuples justify
its presence. For example, a customer record appears in the result because there is at least one
matching order over 1000 euro.
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Where tracks the source data or tuples from which each output item was derived. For
instance, the specific rows in the Orders table that contributed to the final customer record.

We used the concept of data provenance to investigate the capability of LLMs to generate
explanations for querying tasks in closed-domain contexts. In closed-domain tasks [43], the
model is restricted to answering questions using only a specific, predefined context, such as
a passage, document, or a domain-specific dataset, provided together with the question. The
model is not expected to rely on any external or additional knowledge beyond this given context.
Otherwise, in open-domain tasks [43], there are no restrictions on where the model can obtain
information. It must find answers by retrieving relevant content from large, unbounded sources,
like the internet, or by relying on the knowledge encoded during pretraining .

In our project, the closed-domain is composed of CSV files corresponding to a dataset.
The main idea is to provide a RAG pipeline, investigating different approaches to under-

stand how to improve the LLMs explainability in a querying task, based on closed context.
In particular, we want to track how the answer is generated from the retrieved documents and
which of them are effectively used to generate the answer.

In which classroom (room number) is the Database Systems exam?

RetrievalUniversity
documents
embedded

Top-k relevant
documents

Prompt Extension

Classroom

row_number 1

id 2

building Main

room_number 102

capacity 60

Large Language Model

The database exam is in classroom number 102
The witness set associated is: 

{{classroom_1,course_1,exam_1}}

Course

row_number 1

id 102

course_name Database System

Exam

row_number 1

course_id 102

classrom_id 2

Figure 1.2: Example of the task.

1.3 Methodology and System Design

The project is structured into differents parts:

• Datasets and Query: To analyze the system’s performance on tabular data, two datasets
were created: The first one, the University dataset, was created with a simple schema
containing information about students, teachers, courses, enrollments, thesis, reasearch

3



areas, teachers reaserch areas, exams, classrooms, and grades. This dataset is small
enough to fit entirely in the LLM input prompt. The second one, is a version of TPCH
Dataset which size is around 0.1 GB. The TPC Benchmark-H (TPC-H) is a decision
support benchmark. The dataset contains information about customers, suppliers, parts,
orders, nations and regions. For both databases, one file of Natural Language questions
was created. All the questions avoid aggregations and complex transformations and are
divided by type according to the number of tables and joins required to answer them.

• Design Architecture: The base pipeline adopts a Retrieval-Augmented Generation (RAG)
approach. The initial design focused on selecting appropriate embeddings and a vector
store, followed by the definition of prompts to instruct the LLM to generate accurate
answers. Several parameters were tested, such as similarity search functions, embed-
ding models, LLM temperature and top-k value to evaluate their impact on the quality
of the output. Later, the prompt was extended to request explanations that justify the
presence of each item in the answer generated. The results on the baseline showed good
performance for questions involving a single table, whereas performance decreased for
questions requiring joins across two or more tables. For this reason, we implemented an
iterative RAG approach, where each question is processed through multiple steps. At
each step, both the retrieval and generation phases are executed, taking into account the
answer generated in the previous step. To further improve performance, an additional
approach was introduced by integrating a plan generator component into the iterative
pipeline. This approach was inspired by the Plan of SQL[27] framework proposed by
Nguyen et al. in their work on interpretable LLM-based table question answering. It
aims to decompose the original question into a sequence of atomic steps, each involving
a single table. For each step, both the retrieval and the generation phases are executed,
and only the final step’s output is considered as the answer. This decomposition allows
the system to focus on simpler sub-questions at each stage, targeting one table at a time
and producing intermediate results that guide the final answer.

• Evaluation: The ground truth file was created using ProvSQL [36], an extension in
PostgreSQL for provenance and probability management. This approach allowed us to
generate witness sets, a minimal subset of the input data (e.g., database tuples or docu-
ments) that is sufficient to produce a given output (e.g., an answer to a query or a result
tuple), correlated with the real answers for evaluating the outputs of the LLMs. This file
was also used to run experiments in which the LLM received in the prompt, the complete
set of documents relevant to the question, simulating a perfect retriever that supplies all
necessary information for generating the answer.

All phases of the pipeline were tested using a range of open-source LLMs, LLaMA 3 8B,
Mixtral 8x7B, and LLaMA 3 70B, provided by Ollama. This allowed for a comparative
analysis of how different architectures handle retrieval, provenance-based justification,
and multi-step reasoning.

1.4 Contributions and findings

The main project contributions are:
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• A customizable Retrieval-Augmented Generation (RAG) pipeline designed for explain-
able querying tasks over structured datasets.

• An integration of data provenance concepts (witness sets) into prompt engineering tech-
niques with LLMs.

• An iterative approach to querying tasks with dynamic prompt refinement.

• An iterative reasoning framework that decomposes complex querying tasks into stepwise
subquestions, inspired by "Plan of SQL" by Nguyen et al.[27].

• A comparison between several different open-source LLMs under different configura-
tions and prompt strategies.

Experimental findings show that on small and simple schema datasets, LLMs can generate
accurate and well-grounded answers if a good prompt is provided. For the answer part, the
performances are good, but the results on the explanation show that the LLM is not able to
provide the correct explanation for all question types. The most challenging questions were
those involving one or more joins. Both proposed strategies,the iterative approach and the plan
generation, help improve the model’s performance, particularly on these types of questions.
On larger datasets with more complex schemas, such as TPC-H, performance tends to be lower
compared to smaller datasets. However, the iterative strategies lead to some improvement. This
suggests that LLMs struggle to provide correct answers in a single step under closed settings,
but they can benefit from an iterative approach, which allows them to progressively refine both
their answers and explanations.

The code and experiments developed in this project are available at: https://github.
com/AleCicciarelli/RAG-with-LLM.

5

https://github.com/AleCicciarelli/RAG-with-LLM
https://github.com/AleCicciarelli/RAG-with-LLM




2
State-of-the-Art

2.1 Retrieval Augmented Generation

Large Language Models (LLMs) have shown remarkable performance across a wide range
of Natural Language Process tasks. However, their reliance on internal knowledge results in
several limitations, including hallucinations [18], outdated knowledge, and difficulties in ex-
panding or revising their memory. Retrieval Augmented Generation (RAG) [24] has emerged
as a solution to these issues by combining a retrieval component [20], which fetches relevant
information from external sources, with a generative model that conditions its output on the
retrieved documents. This architecture allows the model to access up-to-date and verifiable
information at inference time, improving factual correctness and interpretability in knowledge-
intensive tasks. Recent works have explored different dimensions of RAG. A significant exten-
sion of the RAG framework is represented by Atlas [17], a retrieval-augmented language model
designed for few-shot learning. Unlike traditional large language models that rely on internal
knowledge, Atlas leverages a large external retriever to separate memorization from general-
ization. In contrast to classical RAG, which concatenates retrieved documents, Atlas employs
a Fusion-in-Decoder (FiD) architecture: each document is processed independently and then
integrated in the decoder, improving reasoning quality when multiple documents are present.
This design allows smaller models with powerful retrieval to outperform much larger LLMs
that depend solely on parametric memory. Complementary to these advances, Mallen et al.
[26] investigate the limitations of RAG methods, analyzing when LLMs’ internal knowledge
is sufficient and when retrieval is necessary. Their findings highlight that RAG particularly
benefits questions about long-tail entities (which appear rarely in the training data), while for
well-known entities, retrieval can sometimes mislead models. To address this, they propose an
adaptive retrieval, a strategy that invokes external retrieval only when needed, using a heuristic
based on entity popularity and relationship types.

Our system is based on the RAG architecture but extends it by introducing the concept of
explanation. We incorporate data provenance rules, focusing on the witness sets that justify
each answer item. While traditional RAG pipelines generate a single output without explana-
tions, our system produces interpretable, answers supported by evidence. We also propose an
iterative pipeline. Each step is based on the answer generated in the previous step, and new
relevant documents are retrieved.

The interpretability of LLM outputs is a subject of growing importance. Recent research
has explored various methods to make LLMs’ reasoning more transparent. Zhang et al. (2023)
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propose ReAcTable [44], a novel framework that extends the ReAct paradigm to the domain of
Table Question Answering (TQA). This method integrates step by step chain of thought rea-
soning, external code execution (SQL and Python), and intermediate table generation, allowing
Large Language Models (LLMs) to iteratively manipulate and refine tabular data before pro-
ducing a final answer. The authors show that ReAcTable achieves state-of-the-art performance
on multiple TQA benchmarks (WikiTQ, TabFact, and FeTaQA) without requiring fine-tuning,
using only prompt-based inference.

A key strength of ReAcTable lies in its use of external tools and intermediate representa-
tions, enabling the model to deal with noisy or semantically complex tables through progressive
data transformation. Moreover, the authors incorporate multiple majority voting mechanisms
to improve robustness and mitigate LLM uncertainty.

2.2 Provenance
Data provenance, by explaining how the result of an operation is derived from its inputs, has
proven to be a crucial concept across a wide variety of applications. As highlighted by [13],
provenance enables fundamental functionalities such as debugging queries and transforma-
tions, assessing the trustworthiness of data, interpreting complex data processing pipelines, and
performing incremental maintenance of query results. It also supports explaining unexpected
query outcomes and reasoning about hypothetical changes to inputs and outputs.

These are the core provenance models: Lineage [6], based on data dependencies that track
data dependencies separately for each input relation of a query. Lineage focuses on identify-
ing the specific input tuples that contribute to each output tuple. It provides an efficient way
to trace data origin. The lineage is computed by breaking down the query into smaller parts,
then computing which tuples in subqueries contributed to each intermediate result, and finally
combining all their lineages to get the final answer. Why provenance [6], which captures sets
of input tuples (witnesses) that are sufficient to produce a particular output tuple. It reflects
the minimal explanations of why an answer exists. How provenance [8], which goes further
by expressing the precise combination and multiplicity of input tuples used to compute each
output. Where provenance [6], which focuses on the origin of individual data values. While
why-provenance captures the relationship between source and output tuples, where provenance
traces the exact source locations (specific rows in the input relations) from which output val-
ues are copied. This notion highlights the link between input and output attributes, but, unlike
why provenance, it is not invariant under query equivalence. Moreover, the article covers key
algorithms for provenance tracking, the computational complexity of various provenance mod-
els, and the integration of provenance computation into query engines and data management
systems.

One of the key techniques discussed in the article for tracking data provenance is the use
of semirings, an algebraic framework that provides a unified way to compute and represent
provenance information during query processing. A fundamental contribution in this field was
achieved through the provenance semiring framework [14], which models various forms of
provenance, including why-provenance. In this framework, relations are annotated with ele-
ments of semirings and relational algebra operators are mapped to semiring operations. Using
the semiring framework, each tuple in the database is bound with a provenance annotation. As
a query is executed, these annotations are propagated and combined according to the query’s
structure. What makes the semiring model powerful is that it defines two operations, addition
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and multiplication, to determine how provenance annotations should be handled at each step of
the query. Addition is used when a query operation (like a union) can produce the same output
tuple in multiple ways. In this case, the provenance of the output is the combination of the
alternative sources. Multiplication is used when the result depends on the combination of mul-
tiple input tuples (as in a join). Here, the provenance of the result reflects the joint contribution
of those inputs.

Our project is based on the notion of why-provenance. Why-provenance is a fundamental
provenance model originally introduced by Buneman et al. (2001) [6] to formalize the explana-
tion of query results based on the principles of sufficiency and minimality. In this framework,
the provenance of a query result is characterized by identifying subsets of the input database,
called witnesses, each of which alone suffices to produce that result. Witness sets are derived
from the semiring expression by enumerating the minimal input tuple combinations that are
sufficient to produce the output tuple. Each multiplicative term in the provenance polynomial
corresponds to one witness set. Formally, the set of witnesses for a tuple t in the output of a
query Q over a database D is defined as the collection of all subsets D′ ⊆D such that t ∈Q(D′).
Since this set can contain redundant witnesses that include unnecessary tuples, the notion of
minimal witnesses is introduced. Minimal witnesses are those subsets that are minimal un-
der set inclusion, meaning they do not contain any smaller witness that also produces t. This
minimality ensures the provenance explanations focus on essential and non-redundant parts of
the input data. We use this concept to enhance the interpretability of outputs produced by a
Retrieval-Augmented Generation (RAG) pipeline. We use the notion of witness sets, which act
as textual justifications for each item of an answer, effectively mapping the output back to its
supporting retrieved content.

2.3 Benchmark

In order to evaluate and compare systems, it is necessary to have standardised, reproducible
testing environments. Benchmarks play a crucial role in this context, providing shared datasets,
query workloads and evaluation metrics that allow researchers to assess the effectiveness, ef-
ficiency and scalability of different approaches under controlled, comparable conditions. Re-
viewing existing benchmark proposals is essential for understanding current evaluation stan-
dards, identifying gaps or limitations in testing real scenarios, and justifying design choices in
a work.

RelationalFactQA [35] is a benchmark designed to assess the factual retrieval capabilities of
LLMs cusing on structured, tabular outputs. The central task, called Relational Fact Retrieval,
requires the model to generate a structured table as an answer to a natural language or SQL
query, using only its internal knowledge. The dataset created includes 696 questions, each
associated with a natural language version, an equivalent SQL query, and an expected tabular
answer. The benchmark evaluates different prompting strategies, including direct prompting
and a Chain-of-Thought (CoT) method involving two step, in the first one the LLM retrieves
relevant data and in the second one, the LLM applies some relational algebra operation to
answer the query.

Despite using advanced prompting strategies, the results show that even strong LLMs un-
derperform on this task, with accuracy scores below 0.25. The CoT approach improves partial
recall but struggles with multi-cell generation and join operations.
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Unlike RelationalFactQA, which tests the ability of LLMs to recall facts from their internal
knowledge, our system explicitly avoids relying on internal knowledge. We instead focus on
retrieving external documents from real data sources. Furthermore, while RelationalFactQA
focuses only on the correctness of the final table, our approach emphasizes explanation via
witness sets.

Several other benchmarks have been proposed in related areas. RelBench [33] is a pub-
lic benchmark for predictive tasks over relational databases, designed to support research in
Relational Deep Learning (RDL) using graph neural networks. It provides databases and
tasks across diverse domains and scales, enabling systematic evaluation of models that com-
bine graph-based relational reasoning with deep tabular representations. RelBench emphasizes
end-to-end learning of entity-level features from raw tables, exploiting primary-foreign key
relationships and reducing the need for manual feature engineering. Its design allows the as-
sessment of models on relational reasoning, multiple joins, and structured prediction tasks,
making it particularly relevant for evaluating explainable retrieval and reasoning approaches
such as RAG systems over tabular data. Seq2SQL [46] introduces a deep neural network for
translating natural language questions into SQL queries, allowing the users to use it without
having a deep knowledge in SQL. During training, the model executes the generated queries on
the database and uses the correctness of the results as a reward signal to learn how to produce
better queries. It also takes advantage of SQL’s structured format to limit the space of possible
queries, making generation more efficient and accurate. Alongside the model, the authors re-
lease WikiSQL [46], a large-scale dataset containing 80654 annotated question-SQL pairs over
24241 Wikipedia tables, providing a rich resource for text-to-SQL learning and evaluation. In
the context of explainable tabular querying, WikiSQL and Seq2SQL highlight the importance
of structured reasoning and provide a foundation for evaluating models that generate relational
answers from natural language inputs.

2.4 Large Language Model Explainability
Large Language Models (LLMs) have demonstrated remarkable capabilities across various nat-
ural language tasks, including question answering, text summarization, and code generation.
However, their increasing complexity and black-box nature [25] have raised significant con-
cerns regarding their transparency, interpretability, and explainability. These three terms are
often used interchangeably, but they refer to different aspects: Trasparency [3] describes the
degree to which humans can naturally comprehend the internal functioning of an AI system .
Interpretability [3] refers to a human’s ability to trace and understand how a model produced
a given output. Explainability [2], in contrast, is the model’s ability to communicate clear and
understandable reasons for its outputs to a target audience .

In the context of LLMs, explainability and interpretability play a crucial role in ensuring
trust and understandability. This section explores the challenges and techniques associated with
LLM explainability, with a particular focus on tabular question answering.

Recent work on interpretable Table QA has introduced approaches that aim to improve the
interpretability of the LLMs answers. One such approach is the Plan-of-SQLs (POS) frame-
work [27], which decomposes a natural language query into a series of atomic steps in natural
language, which are then translated into SQL atomic operations. These SQL queries are exe-
cuted on the input table, producing intermediate outputs. An attribution map (adding an unique
index to the table) highlights which rows and columns were involved in generating each result,

10



enabling step-by-step interpretability. The system also includes a fallback mechanism based on
end-to-end LLMs in case of SQL execution errors.

Extending the concept of intermediate steps reasoning, Chain-of-Thought (CoT) prompt-
ing [42] demonstrated that LLMs can generate reasoning paths in natural language, making
their decision process more transparent. CoT encourages models to articulate intermediate
steps, which can serve as an implicit explanation. Zero shot CoT [21] further showed that
even without specific examples on the task, LLMs can produce reasoning chains by simply
adding the prompt "Let’s think step by step" before a question. These approaches illustrate
how intermediate reasoning can serve as an implicit explanation and enable more interpretable
outputs, even when training data is limited.

Inspired by these principles, our system generates a reasoning plan in natural language for
each step of the query process. Unlike POS, which relies on SQL execution and is limited to
single-table queries, our approach avoids SQL and is capable of handling multi-table questions
and joins. Furthermore, by leveraging witness sets [13], we provide fine-grained, cell-level
justifications for each answer, ensuring interpretability even in settings beyond the structured
SQL domain.
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3
Retrieval Augmented Generation pipeline for

Explainable Querying over Tabular Data

This chapter describes the architecture of the RAG pipeline developed for answering natural
language questions over structured tabular data. The system goal is not only to generate accu-
rate answers, but also to provide explanations for each answer.

To understand our work properly, we will focus on the foundational concepts that compose
the developed pipeline. We start describing Large Language Models (LLM) section 3.1 fol-
lowed by the Retrieval Augmented Generation (RAG) models section 3.2, and how we used
and adapted them in our work. Different techniques of prompt engineering are presented sec-
tion 3.4 to understand how they can impact the performance of the entire system. Furthermore,
we will provide a discussion on the methods and techniques employed to require explanations
subsection 3.4.1 for the provided answers.

In this project, our main objective is to enable the system to answer natural language ques-
tions by leveraging external structured data stored in multiple files. Specifically, we want to
pose a question to a Large Language Model (LLM) that does not have the data in its internal
knowledge, but instead relies on retrieving relevant information from external tabular sources.
The challenge lies in accurately identifying and extracting the pertinent data scattered across
these files, then generating a correct and precise answer.

Moreover, it is crucial not only to obtain the correct answer but also to provide a clear and
interpretable explanation that justifies why and how that answer was derived.

The problem we address is hence the following: given a natural language question and a
collection of structured tabular data files, the system must retrieve relevant information,
generate an accurate answer, and produce an explanation that clarifies the answer and its
provenance subsection 3.4.1.

For the scope of this internship, we focus on questions that can be converted into SQL
queries. Examples in Table 3.1.

3.1 Large Language Model

In order to better understand the system’s behaviour, we describe in detail the architecture
and capabilities of Large Language Models (LLMs), which constitute the foundation of its
reasoning and generation processes. We will also discuss how LLMs can be fine-tuned and
why this process is useful in closed-domain contexts.
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ID Question SQL
1 Which courses are taught in the Fall

semester?
SELECT course_name FROM course c
WHERE c.semester = ’Fall’

2 Which are the students (name, sur-
name) enrolled in Machine Learning
or Advanced Algorithm courses?

SELECT s.name, s.surname FROM
student s JOIN enrollment e ON
s.student_id = e.student_id JOIN
course c ON e.course_id = c.id
WHERE c.course_name IN (’Machine
Learning’, ’Advanced Algorithm’)

Table 3.1: Examples of natural language questions used in the project and their SQL transla-
tions

Language Models (LMs) [41] are deep learning models designed to process and generate
human language. Their core functionality is to predict the likelihood of word sequences and
generate coherent text given an input. Traditional LMs estimate the probability of a word
based on its preceding words. However, they struggle with rare or unseen terms and fail to
capture long dependencies. Recent advances in deep learning have led to the development of
Large Language Models (LLMs), such as GPT-3 (OpenAI) [4], GPT-4 (OpenAI) [1], PaLM
(Google) [9] and LLaMA (Meta) [38]. These models are built on the Transformer architecture
[40].

A Transformer model follows an encoder-decoder structure, using stacked self-attention
and point-wise, fully connected layers for both the encoder and decoder. The layers are six for
both encoder and decoder, each including a multi-head self-attention mechanism and a position-
wise feed-forward network. In the decoder there is also a third sub-layer which performs multi-
head attention over the output of the encoder stack. The architecture is shown in Figure 3.1.
This architecture allows the model to capture complex dependencies between tokens, and to
handle long dependencies in text. The core component is the scaled dot-product attention.
Given a query vector q ∈ Rdk , key vectors ki ∈ Rdk , and value vectors vi ∈ Rdv , the attention is
computed as:

Attention(Q,K,V ) = softmax
(

QK⊤√
dk

)
V

Here, Q, K, and V are matrices containing multiple queries, keys, and values, and dk is the
dimensionality of the keys. The division by

√
dk prevents the dot products from growing too

large in magnitude, which would push the softmax function into regions with extremely small
gradients, making learning difficult.

To allow the model to capture different types of relationships, the Transformer uses multi-
head attention, which runs multiple attention mechanisms in parallel:

headi = Attention(QW Q
i ,KW K

i ,VWV
i )

MultiHead(Q,K,V )=Concat(head1, . . . ,headh)W O where headi =Attention(QW Q
i ,KW K

i ,VWV
i )

Each head focuses on a different subspace of the input.
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Figure 3.1: Transformer Architecture

This enables the model to learn to predict the next token given its context, and generate
sequences token-by-token at inference time.

The Transformer applies attention mechanisms in three main contexts:

• Encoder Self-Attention: Each position in the input attends to all other positions to build
contextualized representations.

• Decoder Self-Attention: Similar to the encoder, but with a masking mechanism to pre-
vent attention to future tokens and preserve the autoregressive property.

• Encoder-Decoder Attention: The decoder attends to all positions of the encoder output,
enabling the model to align the generated output with the input context.

Thanks to this design, the Transformer architecture used in GPT [4], PaLM [9], LLaMA [38]
and other modern LLMs enables models to learn rich linguistic and semantic patterns across
large textual corpora with billions of parameters.

LLMs are typically trained in a self-supervised manner using various language modeling
strategies. This means that they don’t need labeled data, instead, they are trained by predicting
missing or next words in sentences. The different language modeling strategies are:

Autoregressive Language Modeling: The model predicts the next token given all previous
tokens (e.g., GPT models).
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Masked Language Modeling: Some tokens are masked during training and the model is
asked to predict them (e.g., BERT).

Unified Language Modeling: Combining both approaches to learn more flexibly.
Once pre-trained, LLMs can be adapted to different tasks through several strategies:
Fine-Tuning: Adaptation to specific downstream tasks using supervised data in addition to

the data used during the training of the LLM.
Instruction-Tuning: Fine-tuning on datasets containing natural language instructions paired

with input-output examples, improving zero-shot and few-shot generalization.
Alignment-Tuning (RLHF): Reinforcement Learning with Human Feedback (RLHF) is

used to align the model’s behavior with the human one.
A distinctive feature of LLMs is the in-context learning, where the model generates outputs

conditioned on input prompts without additional fine-tuning. This allows models like GPT-4
and LLaMA-3 to adapt dynamically to new tasks by interpreting instructions directly at in-
ference time. Interaction with LLMs often occurs via prompt engineering, see 3.4, where the
user writes input prompts to guide the model’s behavior. This interaction paradigm is especially
relevant in question-answering tasks over structured or unstructured data. The model leverages
the prompt and its internal knowledge or retrieved information to generate contextually appro-
priate responses. Despite their impressive capabilities, Large Language Models (LLMs) also
present several critical limitations. They are known to hallucinate, fabricating facts that are not
grounded in any real source [18] and often lack in tasks regarding a specific domain or up to
date knowledge, especially when handling highly specialized queries [19]. Since LLMs rely
on the internal knowledge encoded in their fixed neural weights during pretraining, they are in-
herently constrained by the static nature of that knowledge. This makes it difficult for them to
retain rare or fine-grained facts and to adapt dynamically to new data without retraining, which
is computationally expensive and technically demanding. In contrast, external knowledge re-
sides outside the model, typically in the form of external resources like vector databases, PDFs,
websites, and can be updated independently of the model’s parameters. These challenges high-
light the need for hybrid approaches that combine the generalization power of LLMs with the
flexibility of external knowledge access. To address these limitations, recent advances have
introduced Retrieval-Augmented Generation (RAG), a paradigm that integrates LLMs with ex-
ternal knowledge sources. The following section explores the RAG approach in detail and
its role in improving factual accuracy, adaptability, and interpretability in question answering
tasks.

3.2 Retrieval Augmented Generation

Retrieval Augmented Generation (RAG) is an architecture that aims to extend the internal
knowledge of an LLM with a external knowledge at inference time. In this way, an external
retrieval mechanism is used to enhance the internal memory of the model. [24] Large Language
Models rely only on their internal knowledge, on which they have been trained, this can lead
to the problem of hallucination (providing misleading or false facts, when no knowledge is
available to answer the prompt) [18]. To update the knowledge of the model, it has to be
retrained or fine tuned on the new data; to overcome this complex and long task, the RAG
architecture can retry external documents in real time.

The RAG model is composed by two main components: Indexing and Retrieval + Gener-
ation. The indexing component consists of the ingestion of data from an external source and
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the subsequent indexing and storage. Figure 3.2 explains how the Indexing part works.

Embeddings

Embeddings

Vector
Store

Loading
Data

Splitting Data
into Chunks

Embedding
Data

Store 
Embeddings

Figure 3.2: The data are loaded using a Document Loader, then they are splitted into smaller
chunks, using a Text Splitter. This aims to facilitate the searching phase and to handle the
problem of the limited context window of the LLMs. After this, an embedding model is used
to transform the data into a numerical vector representation that enables comparisons using
simple mathematical operations. The embedded documents are then stored into a vector store
that indexes embedding documents for similarity search. Adapted by: LangChain Documenta-
tion [22].

The retrieval component takes an input sequence x that is used to retrieve the top-k doc-
uments from the vector store. The documents are retrieved using a similarity search function
between the input x embedded and the documents embedded in the vector store. The Retriever
used is a dense passage retriever (DPR) [20], which receives a sequence of Documents and
index all of them in a low-dimensional and continuous space. This facilitates the retrieve of the
top k relevant documents based on the input question.

The retriever models the conditional probability of a document z given an input query x as
proportional to the exponential of the similarity between their vector representations. Formally,
this is expressed as:

P(z | x) ∝ exp
(

q(x)⊤d(z)
)
, (3.1)

where q(x) ∈ Rd and d(z) ∈ Rd denote the dense embeddings of the query x and the docu-
ment z, respectively [24]. The similarity is typically computed as the dot product between these
embeddings. This formulation reflects a softmax distribution over the entire document collec-
tion, where documents with embeddings more similar to the query receive higher probability
mass. In practice, this distribution is approximated by considering only the top-K documents
retrieved by nearest neighbor search in the embedding space.

The generator component is responsible for producing the output sequence y=(y1,y2, . . . ,yN),
conditioned on the input query x, the retrieved documents z, and the previously generated to-
kens y1:i−1.
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To incorporate both the original query x and the retrieved documents z, the input to the
generator is constructed by concatenating x and z into a single sequence.

Formally, the full conditional probability over the output sequence is factorized as:

pθ (y | x,z) =
N

∏
i=1

pθ (yi | x,z,y1:i−1) (3.2)

where θ denotes the parameters of the generator model, and N is the length of the output
sequence.

This equation describes the autoregressive generation process performed by the generator
component. Given an input query x and a retrieved document z, the generator produces the
output sequence y = (y1,y2, . . . ,yN) token by token. Each token yi is generated conditionally
based on the input x, the retrieved context z, and all previously generated tokens y1:i−1.

The joint probability of the full output sequence is thus factorized as the product of condi-
tional probabilities over each token. This formulation is typical of encoder-decoder transformer
architectures such as BART [23]. In practice, the generator component includes the invocation
of a Chat Model based on a Large Language Model.

3.3 System Architecture
We implemented a RAG architecture where the internal knowledge is the one of a pre-trained
large language model (LLM) accessed via Ollama (open-source platform designed for running
LLMs locally) [30], and the external knowledge consists of a dense vector store built over doc-
uments extracted from CSV files representing the two different datasets used. The retriever is
based on dense embeddings computed using the all-mpnet-base-v2 model from the Sentence-
Transformers library, and retrieval is performed using FAISS, a library for similarity search
and clustering of dense vectors. The LangChain framework was used for the implementation.
LangChain implements a standard interface for large language models and related technolo-
gies, such as embedding models and vector stores, and integrates with hundreds of providers.
[7]

3.3.1 Base Pipeline
For the base pipeline, the three main components of a RAG have been developed: Indexing,
Retrieval and Generator. The architecture is showed in Figure 3.3

The indexing part consists of loading the data from the CSV files using a CSV Loader,
each row is treated as an individual document. The documents are then embedded to obtain a
dense representation. The embeddings are computed using the all-mpnet-base-v2 model from
Hugging Face, which maps sentences and paragraphs to a 768-dimensional dense vector space
and can be used for tasks such as clustering or semantic search.[32]

Once vectorized, the vectors are stored in a FAISS (Facebook AI Similarity Search) index.
The The FAISS library facilitates the execution of fast approximate nearest neighbour (ANN)
searches, thereby enabling the rapid retrieval of top-k documents, even in cases where the
collection contains thousands of vectors. [11]

FAISS does not store the original documents directly. Instead, it maintains an index of their
vector representations. However, in frameworks such as LangChain[7], each vector is stored
together with metadata or a reference to the original document. This enables the retrieval of the

18



original textual content once a relevant vector has been found through a similarity search. The
data structure created using FAISS and the LangChain functions includes the following:

• A dense vector index storing the embedding of each document;

• A mapping between each vector and the original document content and metadata;

• An efficient search interface for computing top-k approximate nearest neighbours (ANN)
to a query embedding.

The retrieval part, at inference time, computes the dense vector embeddings for the ques-
tion received as input and retrieves the top-k most similar documents based on the similarity
search function. In our implementation, we use the Euclidean distance (also known as L2 dis-
tance) as similarity function. Although cosine similarity is often used in retrieval tasks, we
empirically observed better performance with L2 in our setting. This is likely due to several
factors: first, the embedding model used (all-mpnet-base-v2) does not produce normalized vec-
tors by default, making cosine similarity less reliable unless explicit normalization is applied.
Second, FAISS natively supports and optimizes for L2-based indexing, which ensures fast and
accurate nearest neighbour retrieval.

Once the documents are retrieved, the generation part is executed. Here we defined the
prompt for the LLM, and we invoke it, adding to the prompt the question and the context
(documents retrieved previously). Ollama is used to run the LLM locally. This allows us
to keep all the data locally, ensuring data privacy and avoiding external API calls, which is
important when dealing with sensitive or proprietary datasets.

The model generates one token at a time, conditioned on the input prompt and the previ-
ously generated tokens. The prompt template was designed section 3.4 to explicitly separate
the user’s question and the retrieved context, guiding the model to base its answer solely on
the retrieved information. The output format is specified by providing clear instructions in the
prompt, which is particularly important for structured outputs such as JSON.

Dataset construction

The data used in the pipeline is in the CSV format to simplify the indexing process within the
RAG pipeline and to ensure that only relevant, structured information is retained for retrieval.
We created CSV files derived from two databases: the University dataset and a version of
the TPC-H dataset [39]. Each CSV file refers to a single table in the original database. The
University dataset Figure 3.4 was created manually to simulate a simplified academic envi-
ronment. It consists of a collection of CSV files representing different entities related to a
university database schema.
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Figure 3.3: Baseline architecture showing indexing, retrieval, and generation components.
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Figure 3.4: University Database Schema

The schema is simple and small, containing relatively few rows(approximately 10 rows per
file), to facilitate rapid designing and debugging of the pipeline.

The TPC-H dataset is derived from the TPC-H benchmark [39], a decision support bench-
mark developed by the Transaction Processing Performance Council (TPC). The TPC-H schema
consists of 8 tables: two of them (region and nation) have a fixed size, while the remain-
ing six (lineitem, orders, part, supplier, customer, and partsupp) scale proportionally
based on a scale factor that controls the total size of the database. The dataset was generated
using a scale factor of 0.1, resulting in a database size of approximately 0.1 GB. Data was gen-
erated using the DBGEN tool, which ensures uniform distribution across tables. Then, the data
were exported in CSV format. The database contains the following tables:

• customer

• lineitem, contains information about the individual items within an order

• nation

• orders, contains the orders placed by customers

• part, contains information about the products (parts) sold

• partsupp, links parts (part) with their suppliers (supplier)

• region

• supplier

The schema is more complex than the other dataset and is bigger, to evaluate the pipeline.

3.3.2 Questions Construction

To evaluate the performance of the system on a set of natural language questions, a set of 50
English questions for both databases was constructed. These questions are structured ques-
tions that can be translated into SQL queries and were designed to simulate realistic questions
that users may ask when interacting with a database. Each question was annotated with a cor-
responding query type, based on the number of tables involved and the number of expected
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output rows (single or multiple rows). This classification facilitates systematic evaluation and
model comparison based on the question type.

The following question types were used:
Single table, single row: Questions that can be answered by querying a single table and

retrieving a single row.

• Example: “Which is the email of the student Giulia Rossi?”
SQL: SELECT email FROM student WHERE name = ’Giulia Rossi’;
Tables involved: student

Single table, multiple rows: Questions that can be answered by querying a single table
and retrieving multiple rows.

• Example: “Which students (name, surname) enrolled in 2020?”
SQL: SELECT name, surname FROM student WHERE enrollment_year = 2020;
Tables involved: student

Two tables, single join: Questions that involve joining two tables based on a foreign key
and return a single row.

• Example: “Which is the name of the department where the teacher Laura Bianchi teaches?”
SQL: SELECT d.name FROM teacher t JOIN department d ON t.department_id
= d.id WHERE t.name = ’Laura Bianchi’;
Tables involved: teacher, department

Two tables, single join, multiple rows: Similar to the previous type, but with multiple results.

• Example: “Which teachers (name, surname) are part of the Electronics department?”
SQL: SELECT t.name, t.surname FROM teacher t JOIN department d ON
t.department_id = d.id WHERE d.name = ’Electronics’;
Tables involved: teacher, department

Three tables, two joins: Questions involving at least two joins across three tables.

• Example: “What is the grade of Giulia Rossi for the Machine Learning course?”
SQL: SELECT grade FROM grade g JOIN student s ON g.student_id = s.id
JOIN course c ON g.course_id = c.id WHERE s.name = ’Giulia Rossi’ AND
c.name = ’Machine Learning’;
Tables involved: student, course, grade

3.4 Prompt Engineering
The use of prompt engineering is motivated by its advantages in terms of cost. Training a Large
Language Model, which often includes millions or even billions of parameters, requires signif-
icant computational resources. This process involves not only managing massive datasets but
also carefully adjusting the model’s internal parameters to ensure accurate predictions. How-
ever, limited access to computing power, GPUs, memory, or electricity, and low-quality or
biased data can greatly affect both performance and cost.

Given these challenges, prompt engineering has emerged as an essential technique for
enhancing the capabilities of pre-trained large language models (LLMs) and vision-language
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models (VLMs) without the need for retraining. It involves designing task-specific instructions,
known as prompts, to guide model output without altering the model’s internal parameters. This
technique provides a way to refine model outputs using well-designed instructions, allowing
models to perform well across a wide range of tasks and domains. This flexibility contrasts
with traditional approaches, which typically require retraining or fine-tuning to achieve task-
specific results. The most used techniques for prompt engineering across literature are the
following [34]:

• Zero-Shot prompting: [31] In this approach, the prompt is composed by a descrip-
tion of the task, without receiving labeled examples. So the model relies on its internal
knowledge to produce the output relevant to the task.

• Few-Shot prompting: [5] This approach introduces a few number of input-output ex-
amples within the prompt to help the model perform better in the task, compared to zero-
shot prompting, which offers no examples. However, this approach uses more tokens,
which can be limiting for tasks involving longer inputs. Additionally, the way examples
are selected and structured can influence the model’s behavior, consequently it is really
important to pay attention to the prompt definition.

• Chain-of-Thought (CoT) prompting: [42] This approach is designed to facilitate co-
herent and steb-by-step reasoning processes. It has been shown to produce more orga-
nized and thoughtful answers than standard prompts, imitating the way humans logically
break down problems. CoT involves prompting LLMs using a structured format: <input,
thoughts, output>, where the "thoughts" represent a series of coherent and intermediate
reasoning steps expressed in natural language that lead to the final answer.

In our system, we explored these different techniques with the aim of enhancing performance
and investigating the most suitable for our specific use case.

Specifically, zero-shot prompting was used as a baseline approach, where the model was
only provided with a task description and contextual information retrieved from the external
knowledge without any labeled examples. This allowed us to evaluate the model’s inherent
ability to interpret and answer natural language questions based solely on retrieved documents.

To improve accuracy, we then explored few-shot prompting, by adding a few exemplar
questions and corresponding structured outputs within the prompt. These examples were se-
lected to reflect the diversity of the tasks (e.g., different questions types) and were shown to
enhance the model’s ability to generalize, especially in cases involving more joins.

The prompt used for the few-shot prompting with two examples is the following:

Your task is to provide the correct answer(s) to this question:
QUESTION_HERE, based ONLY on the given context: CONTEXT_HERE.

IMPORTANT:

- Do NOT include introductory phrases or explanations.
VALID OUTPUT EXAMPLE (will be accepted):
‘‘‘json
{

"answer": ["<answer_1>", "<answer_2>", ...]
}
‘‘‘
EXAMPLE 1:
CONTEXT:
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- source: courses.csv, row: 0
(course_id:101, course_name:Machine Learning, ...)
- source: courses.csv, row: 3
(course_id:104, course_name:Advanced Algorithms, ...)
- source: enrollments.csv, row: 0
(enrollment_id:1, student_id:1, course_id:101, ...)
- source: enrollments.csv, row: 3
(enrollment_id:4, student_id:1, course_id:104, ...)
- source: enrollments.csv, row: 9
(enrollment_id:10, student_id:2, course_id:101, ...)
- source: students.csv, row: 0
(student_id:1, name:Giulia, surname:Rossi, ...)
- source: students.csv, row: 1
(student_id:2, name:Marco, surname:Bianchi, ...)

QUESTION:
"Which are the students (specify name and surname) enrolled
in Machine Learning or in Advanced Algorithm courses?"

EXPECTED ANSWER:
‘‘‘json

{
"answer": ["Giulia Rossi","Marco Bianchi"]
}

‘‘‘
EXAMPLE 2:
CONTEXT:

- source: departments.csv, row: 1
(department_id:2, department_name:Electronics, faculty:Engineering)

QUESTION:
"Which faculty does the Electronics department belong to?"

EXPECTED OUTPUT:
‘‘‘json
{

"answer": ["Engineering"]
}
‘‘‘

The prompt defines the task to execute: the model must answer using only the
information in the provided context and output a valid JSON object. Example 1
illustrates a question involving alternative conditions, where the answer requires
combining data from different CSV files (courses, enrollments, students). Exam-
ple 2 instead shows a question where the answer is found in a single row and single
table.

3.4.1 Explanation

To support explainability in the generated answers, our system integrates concepts from data
provenance, and in particular, focuses on why-provenance. Provenance, in the context of
databases [13], refers to the metadata that explains how and why a particular data item ap-
pears in the output of a query. Among the various types of provenance (why-, how-, and
where-provenance), we adopt why-provenance to provide justifications for the inclusion of
each output tuple.
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Why-provenance captures the minimal sets of input tuples that are sufficient to explain the
presence of a given output tuple. These sets are known as witness sets. Formally, for a query Q
and a database instance D, if a tuple t ∈ Q(D), then the why-provenance of t consists of sets of
input tuples from D such that, if those tuples alone were present in the database, t would still
appear in the query result.

Example 1: Selection Query on a Single Table
SELECT name FROM Customers WHERE regionkey = 2;

Customer Table
custkey name nation phone provsql

101 Bob 1 25-989-741-2988 customer_0
102 Alice 2 13-750-942-6364 customer_1
103 John 3 23-791-276-1263 customer_2
104 Emma 2 20-781-609-3107 customer_4

The highlighted rows are selected by the query. The resulting output and their why-provenance
are:

Output (name) Why-Provenance
Alice {{customer_1}}
Emma {{customer_4}}

Table 3.2: Alice is in the output because, in the customer table, there is a row (identified by
customer_1) that contains Alice and satisfies the condition. Same for Emma.

Example 2: Join Query on Three Tables
SELECT s.name
FROM Suppliers s
JOIN Nation n ON s.nation_key = n.nation_key
JOIN Region r ON n.region_key = r.region_key
WHERE r.name = ’EUROPE’;

Region Table

regionkey name provsql
1 AFRICA region_0
2 AMERICA region_1
3 EUROPE region_2
4 ASIA region_3
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Nation Table
nationkey name regionkey provsql

4 FRANCE 3 nation_0
5 GERMANY 3 nation_1
6 CANADA 2 nation_2

Supplier Table

name nationkey provsql
Supplier#000000001 4 supplier_0
Supplier#000000002 5 supplier_1
Supplier#000000003 6 supplier_2

The output of the query and its corresponding why-provenance are shown below:

Output (supplier name) Why-Provenance
Supplier#000000001 {{region_2, nation_0, supplier_0}}
Supplier#000000002 {{region_2, nation_1, supplier_1}}

Table 3.3: The Supplier#000000001 appears in the output because there is a corresponding
group of tuples (region_2, nation_0, supplier_0) satisfying the query conditions. Same for the
Supplier#000000002.

Example 3: Alternative Query
SELECT c.name
FROM Customer c
JOIN Orders o ON c.custkey = o.custkey
WHERE o.totalprice > 50000 OR o.orderdate < DATE ’1995-01-01’;

Customer Table
custkey name provsql

1 Alice customer_0
2 Bob customer_1
3 Carol customer_2
4 David customer_3

Orders Table
orderkey custkey totalprice orderdate provsql

100 1 60000 1996-03-15 order_0
101 2 30000 1990-07-12 order_1
102 3 80000 1997-08-20 order_2
103 3 20000 1992-11-05 order_3
104 4 10000 1998-04-21 order_4
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The output of the query and its corresponding why-provenance are shown below:

Output (customer name) Why-Provenance
Alice {{customer_0, order_0}}
Bob {{customer_1, order_1}}

Carol {{customer_2, order_2} ,{customer_2, order_3}}

Table 3.4: Carol appears in the output due to two distinct orders: one with high total price
(order_2), and one placed before 1995 (order_3). Each order satisfies a different disjunct,
leading to two witness sets. Alice and Bob appear for only one disjunct each.

In our system, we use why-provenance to enhance the generated answers with structured
explanations, showing not only the final result but also the supporting input data. Each answer
produced by the model is accompanied by a why field containing the witness_sets.

To produce ground truth provenance data, we used ProvSQL, a PostgreSQL extension
that annotates query results with provenance information [36]. This enabled the automatic
extraction of witness sets for each query in our dataset, which we used for both adding examples
in the prompt and evaluation. The ground truth file was also used to test the system with a
perfect retrieval: we extracted from the file the exact rows relevant for each query (the rows
that the LLM needs to provide the answer) and we passed these rows to the generate part,
simulating a perfect retriever. The format for LLM outputs is structured as follows:

{
"answer": [

{
"answer": [

"Physics"
],
"why": [

"{{teachers_1,departments_3}}"
]

}
]

}

Prompt extension

The previous prompt was extended, including the request for why-provenance using the syntax
of witness sets. Here is the prompt used:

Your task is to provide the correct answer(s) to this question:
QUESTION_HERE, based ONLY on the given context: CONTEXT_HERE.

For each answer, explain WHY it appears using **Witness Sets**:
minimal sets of input tuples that justify the result.
Format of Witness Sets (as strings):
- If there is ONE relevant tuple set: "{{<table_name>_<row>}}"
- If there are MULTIPLE: "{{<table_name>_<row>},{<table_name>_<row>},...}}"
IMPORTANT:
Return ONLY the JSON output, with no explanation, no introductory sentence,
and no trailing comments.
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If your output is not a valid JSON block in the format described,
it will be discarded.
If the answer is not present in the context, return an empty array.

INVALID OUTPUT EXAMPLE (will be discarded):
The answer is: {"answer": [...], "why": [...]}
VALID OUTPUT EXAMPLE (will be accepted):
‘‘‘json
{

"answer": ["<answer_1>", "<answer_2>", ...],
"why": ["{{<table_name>_<row>},{<table_name>_<row>}}",
"{{<table_name>_<row>}}", ...]

}
‘‘‘

EXAMPLE 1:
CONTEXT:
- source: customer.csv , row: 14322
(<col_a>:<val_a>,..., c_nationkey : 2, ...)
- source: orders.csv, row: 137
(o_orderkey : 546, ..., o_totalprice : 20531.43, ...)
- source: customer.csv, row: 101
(<col_a>:<val_c>, ...,<c_nationkey : 2, ...)
- source: orders.csv, row: 78528
(o_orderkey : 314052, ..., o_totalprice : 20548.82, ...)

QUESTION:
"Which orders (o_orderkey) done by a customer with nationkey = 2
have a total price between 20500 and 20550?"

EXPECTED OUTPUT:
‘‘‘json
{

"answer": ["546", "314052"],
"why": [

"{{customer_14322,orders_137}}",
"{{customer_101,orders_78528}}"

]

}
‘‘‘
EXAMPLE 2:
CONTEXT:

- source: suppliers.csv, row: 4
(..s_name: "Supplier#000000005",...,s_phone: "21-151-690-3663")

QUESTION:
"What is the phone number of the supplier named ’Supplier#000000005’?"

EXPECTED OUTPUT:
‘‘‘json
{

"answer": ["21-151-690-3663"],
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"why": [
"{{supplier_4}}"

]
}
‘‘‘

"""

The prompt defines the task to execute: the model is required to return not only the
correct answers for the question from the given context, but also the justification of
each answer through Witness Sets. Example 1 shows a question involving conjunc-
tive conditions (all of them must be satisfied simultaneously), where the answer
requires combining data from different tables (customer and orders). Example 2
illustrates a question involving a single table and a single row (suppliers, 4).

3.4.2 Iterative Approach

In our initial experiments, we found that using a standard RAG approach often led to incomplete
or inaccurate answers and related explanations, especially for questions involving multiple joins
across tables. Large Language Models (LLMs), when presented with a partial view of the data
without understanding how they are related, frequently struggle to infer the correct join paths
or to combine information across relations in a meaningful way.

For example, consider a query like:

"Which suppliers operate in Europe and have supplied parts with a cost above
100?"

Answering this question correctly requires combining data from at least three tables: Region,
Nation, and Supplier, followed by a join with Partsupp. A single retrieval step might only
return information from one or two of these tables, leaving the model unable to construct a
complete answer or explanation.

To overcome this, we design an iterative RAG pipeline Figure 3.5 where the question is
decomposed into a sequence of sub-questions or intermediate steps. At each step, the system
retrieves the most relevant information from the corpus, feeds it to the LLM, and proceeds
to the next subtask based on the updated context. This iterative process allows the system to
progressively collect and integrate evidence from multiple sources, making it more effective in
handling questions requiring one or more joins. In the iterative setting, the pipeline repeatedly
performs retrieval and generation steps for a fixed number of iterations (empirically set to 5).
After each round, the generated answer is appended to the prompt for the next iteration. This
enables the system to progressively refine the result and collect more relevant documents from
the knowledge base.

While the base RAG pipeline works well on simple queries involving one or two tables,
it tends to miss key supporting tuples in the remaining types of queries. Increasing the top-k
value for retrieval often introduces noise. Instead, the iterative approach dynamically adjusts
the context by analyzing what was retrieved and generated at each step. This helps maintain a
compact but semantically relevant context.

The core of the iterative system is a loop over the RAG graph, defined using LangGraph.
Each iteration comprises:
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1. A Retrieval step, using the current question (possibly augmented with the previous an-
swer) to fetch the top-k most similar documents from the FAISS index.

2. A Generation step, where a prompt is constructed using the original question, (possibly
the previous answer generated), the current retrieved context, and an instruction tem-
plate. The output is expected in a structured JSON format, including the answer and a
justification using witness sets such as in the base pipeline.

Question

RetrievalFAISS
vector
store

Prompt Extended

LLM

Answer

k = 10

START

MAX 
iteration?

Save Results

END

Yes

Update k :
k = k + len(witness

sets)

No

Question = Question +
Previous Answer

Figure 3.5: Iterative RAG Algorithm with Dynamic k and Prompt Update
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To improve retrieval across steps, the k parameter is incrementally adjusted using the num-
ber of tuples used in the previous explanation (i.e., witness sets). This value is identified as
∆k.

Let W be the list of witness sets returned by the model in the previous iteration, where
each witness set is a string of the form {{table_row1, table_row2, ...}}. We extract
all unique table-row identifiers and increase k accordingly. The pseudo-code is provided in
Algorithm 1

This value ∆k is added to the k of the previous iteration, i.e., knext = kcurrent +∆k.
This strategy ensures that the context window expands proportionally to the number of

distinct rows the model relies on, without resorting to arbitrary increases.
The loop stops after a fixed number of steps. Each iteration updates the internal state, which

contains:

• original_question: The base user query.

• current_question: Augmented version incorporating prior answer.

• context: Retrieved documents for that step.

• answer: Structured prediction with explanation.

• k: Adaptive retrieval window.

Algorithm 1 Adaptive k increment based on witness sets
Require: W : list of witness set strings
Ensure: ∆k: number of unique tuples to add to k

1: for all w ∈W do
2: Extract all substrings matching regex (\w+_\d+) in w
3: for all id ∈ extracted substrings do
4: if id /∈ S then
5: Add id to S
6: ∆k← ∆k+1
7: end if
8: end for
9: end for

10: return ∆k

3.4.3 Plan Generator for Retrieval Augmented Generator

One limitation of the iterative approach is the lack of a predefined mechanism to determine the
number of reasoning steps required to answer questions.

For example, in our baseline iterative approach, we manually set the maximum number of
loops to five. If the question requires more than five reasoning steps, the system cannot com-
plete the full chain of reasoning and may produce incomplete or incorrect answers. Conversely,
for simpler questions, running five loops can be redundant and inefficient.

To overcome this challenge, we drew inspiration from recent research on plan-based rea-
soning [27], introducing a plan generator that decomposes a natural language question into a
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sequence of atomic natural language reasoning steps. This structured plan guides the system in
iteratively retrieving and generating answers for each sub-question, allowing more flexible and
transparent reasoning.

The pipeline consists of three main phases:
Plan Generation: Before attempting to answer a question, the system invokes an LLM to

generate a plan. This plan is a list of atomic natural language steps that incrementally lead to
the final answer.

Iterative Retrieval and Generation: For each step in the plan, the system performs a
retrieval of the top-k relevant documents such is done as for the baseline. The LLM is then
prompted to generate an answer based solely on the retrieved context.

Loop Refinement: The output of each step is used to refine the context and reformulate
the question for the next step. This enables chained reasoning, splitting the initial question into
simpler sub-questions.

This is the prompt given to the LLM for the plan generation phase:

Based on the schema below and this question: {question},
generate a plan of natural-language, atomic steps to
answer the question.

The plan should be a list of minimum steps, each
step should be a single action that can be executed
to answer the question.

SCHEMA:
{schema}

The plan should be in the following format without any
additional text or explanation including the square
brackets:

[
"Step 1: <action description>",
"Step 2: <action description>",
...

]

This is an example of the plan generation task:

Question: Which are the students (name, surname) enrolled in
Human-Computer Interaction or Digital Signal Processing?

LLM response:
[

"Step 1: Retrieve all courses with names ’Human-Computer
Interaction’ or ’Digital Signal Processing’ from the
COURSES table.",
"Step 2: Retrieve the course_id from the results of Step 1.",
"Step 3: Retrieve all enrollments with course_id from the results
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of Step 2 from the ENROLLMENTS table.",
"Step 4: Retrieve the student_id from the results of Step 3.",
"Step 5: Retrieve the name and surname of students with
student_id from the results of Step 4 from the STUDENTS table."

]
Plan of 5 steps generated.

3.4.4 Chain Of Thought
To further address the limitations observed in both the iterative approach and the plan-based
strategy, we explored the use of Chain-of-Thought (CoT) [42] prompting. Unlike previous
methods that rely on a fixed number of loops or predefined plans previously generated, CoT
leverages the model’s own internal reasoning capabilities by encouraging it to generate inter-
mediate reasoning steps in natural language before producing a final answer.

This approach has shown promising results in various reasoning tasks and is particularly
well suited for relational data. In relational settings, answering a question often requires inte-
grating information across multiple tables, attributes and relationships. CoT helps the model
think incrementally, tracing through the relational structure and making the reasoning process
more interpretable.

In our experiments, we used the DeepSeek r1 70B [10] language model to perform multiple
shot CoT prompting. The model was given a natural language question and the schema of the
dataset, to have a complete view of the problem. This method allows the model to dynami-
cally decide the number of reasoning steps, and to adapt its depth of reasoning based on the
complexity of the question without requiring manual limits or external planning components.
Example: Reasoning with DeepSeek-R1

The following example illustrates how DeepSeek-R1 generates a step-by-step reasoning
process to answer a natural language question using structured data context. This output style
is known as Chain-of-Thought (CoT) reasoning.

— Question 47 —
Which are the students (name, surname) enrolled in Human-Computer Interaction
or Digital Signal Processing?

Answer:

<think>
Okay, so I need to figure out which students are enrolled in
either Human-Computer Interaction or Digital Signal
Processing based on the given context.
Let me break this down step by step.

First, I’ll look at the courses mentioned. From the
context, there’s a course with ID 110 named
"Human-Computer Interaction" and another with ID
105 called "Digital Signal Processing". So, any
student enrolled in either of these two courses
is relevant.
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Next, I need to check the enrollments. The enrollments
table has rows that link students to
courses. Let me go through each enrollment row:

1. Enrollment row 6: Student ID 5 is enrolled in
course 110 (Human-Computer Interaction) on 2022-02-14.
2. Enrollment row 4: Student ID 4 is enrolled in
course 105 (Digital Signal Processing) on 2020-08-25.
3. Enrollment row 8: Student ID 9 is enrolled in
course 110 again, but wait, looking at the

students table, I don’t see a student with ID 9.
Hmm, maybe that’s an error or perhaps the
student isn’t listed here. So I can ignore this
one since there’s no corresponding student data.

4. Enrollment row 7: Student ID 8 is enrolled in course
110 on 2021-01-10. Again, checking the

students table, there’s no student with ID 8, so
this might be irrelevant or an error.

So, focusing on enrollments that have matching student
IDs:

- Student ID 5 is enrolled in Human-Computer Interaction.
- Student ID 4 is enrolled in Digital Signal Processing.

Now, I’ll look up these student IDs in the students table
to get their names and surnames.

For Student ID 5: The row 4 in students shows Elena
Gonzalez. So her full name is Elena Gonzalez.

For Student ID 4: Row 3 in students shows Lucas Schmidt.
His full name is Lucas Schmidt.

Wait, but earlier I thought about enrollment row 8
(student 9) and row 7 (student 8), but since
those students aren’t present in the provided context,
they can’t be included. So only student
IDs 5 and 4 are valid.

Therefore, the students enrolled in either of the two
courses are Elena Gonzalez and Lucas Schmidt.
</think>

This example shows a model response with explicit chain of thought. The
model identifies the two relevant courses from the context, interprets the ques-
tion as allowing alternative conditions, scans the enrollments to find matches,
discards entries whose student records are not present in the context, and maps
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the remaining student IDs to names in the students table, retrieving Elena Gon-
zalez and Lucas Schmidt. The chain of thought also shows correction when
encountering missing IDs.

Structured Output:

{
"answer": ["Elena Gonzalez", "Lucas Schmidt"],
"why": [

"{{courses_9,enrollments_6,students_4}}",
"{{courses_4,enrollments_4,students_3}}"

]
}

3.4.5 Fine tuning
One of the main challenges encountered during the experiments was the inconsistency of the
model outputs with the required structured format. Specifically, models often failed to produce
valid JSON blocks that conformed to the expected schema, such as missing keys, malformed
brackets and the witness sets syntax. This lack of format alignment led to a significant number
of unusable responses.

To address this issue, we performed a focused fine-tuning step targeting output formatting
behaviour only. We used a dataset composed of (prompt, response) pairs where the instruction
clearly defined the expected JSON format, and the output strictly followed it. This fine-tuning
was performed on the open-source LLaMA 3 8B Instruct model, using the LoRA adaptation
(Low-Rank Adaptation of Large Language Models) [16]. Due to limited computational re-
sources, we opted to fine-tune the LLaMA 3 8B model rather than larger variants such as the
70B version. The training was fast, as the examples were small and the objective was limited
to syntactic alignment rather than reasoning improvement.

This fine-tuning improved the model’s ability to generate well-structured JSON outputs, but
it was still insufficient for the explanation part, where the syntax of the witness sets was not
always correctly followed.
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4
Experiments

4.1 Experimental Setup
All experiments were conducted on four different open source Large Language Models (LLMs),
each with distinct sizes and architectures:

• LLaMA 3 8B [28]: A smaller variant of the LLaMA family with 8 billion parameters,
offering a trade-off between performance and computational efficiency.

• Mixtral 8x7B [29]: A mixture-of-experts model that dynamically activates two of eight
available 7B sub-models per forward pass, designed to reduce inference cost while main-
taining strong performance. Mixtral includes eight separate 7B-sized transformer "ex-
perts," and during inference, only two of them are activated per forward pass.

• LLaMA 3 70B [28]: A transformer model with 70 billion parameters, known for its
strong reasoning and language understanding abilities.

• DeepSeek R1 70B [10]: A model with 70b parameters optimized for reasoning with
Chain-of-Thought (CoT) capabilities, designed to achieve competitive performance in
both natural language understanding and structured reasoning tasks.

The models were run locally using the Ollama framework[30], which allows for private
and efficient inference without external API dependencies. The temperature used for the ex-
periments is 0. The temperature is a parameter that influences the model’s output, determining
whether the output is more random and creative or more predictable. A higher temperature will
result in lower probability, i.e more creative outputs. A lower temperature will result in a higher
likelihood, i.e more predictable outputs. To study the effect of retrieval size, we varied the top-
k parameter in the dense similarity search. This parameter controls the number of documents
retrieved from the vector index for each question. We experimented with different k values to
observe the influence of context size on both answer accuracy and explainability.

The dense retriever was based on the FAISS index with L2 distance over all-mpnet-base-v2
embeddings [32], as described in subsection 3.3.1.

4.1.1 Fine-tuning Setup
As introduced in subsection 3.4.5, one of the main challenges of the pipeline was the inability
of LLMs to consistently generate structured outputs. To address this issue, we performed a fine-
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tuning step aimed at improving the ability to be aligned with the output structure, rather than
improving reasoning ability. We selected the LLaMA 3 8B Instruct model as the base, since
its smaller size made fine-tuning feasible given the limited computational resources available.
Larger variants such as the 70B model were excluded for efficiency reasons. Fine-tuning was
conducted using the LoRA (Low-Rank Adaptation of Large Language Models) technique [16].
This approach injects a small number of trainable parameters into the transformer’s attention
layers, reducing the memory and time requirements compared to full fine-tuning. Training was
performed using the unsloth library [15], with 4-bit quantization enabled to further reduce
GPU memory usage.

The training dataset consisted of (prompt, response) pairs in JSONL format, where
the prompt defined a QA task and the response was conformed to the required JSON schema
(with correct keys, brackets, and witness set syntax). To create the dataset, we started from
the ground truth file, which contained the correct answer and why fields for each query. Each
instance was built with:

• a fixed prompt template instructing the model to return only valid JSON with answers
and witness sets;

• an instruction field encoding query metadata (e.g., whether the query contained OR op-
erators or how many joins were involved);

• the expected output, containing the correct answer array and why witness sets.

An example of one row of the dataset created:

{"prompt": "Metadata: OR present = ..., joins = ... \n\n Your task is ...",
"output": "{\n \"answer\": [\"...\"],\n \"why\": [\"...\"] }"}

Training was run for 3 epochs with a batch size of 2, gradient accumulation of 4, and a maximum
sequence length of 4096 tokens. LoRA parameters were set to rank r = 64, α = 16, and dropout 0.05.
The training used bf16 precision when supported and was executed on a single GPU. Checkpoints were
saved at each epoch and the final adapter was stored separately from the base model. For inference,
the LoRA adapter was merged with the base LLaMA 3 8B model. The fine-tuned model (denoted as
llama8b-ft) was then integrated into the pipeline. The JSON validity of the generated outputs was
automatically verified after decoding.

This setup ensured that the model consistently produced syntactically valid JSON objects with lim-
ited impact on explanation correctness.

4.1.2 Evaluation Protocol
To quantitatively assess the system, we used a ground truth file generated with ProvSQL [36], which
includes:

• the correct answer(s) for each question,

• the corresponding witness sets, used for evaluating the explanation.

Each of the three pipeline variants : Base, Iterative, and Plan Generator, was executed five times
for each model. This repetition was necessary due to the inherent non-determinism of LLMs, aiming to
reduce the randomness of the results.

Final results are reported as the average across the five runs, in order to reduce variance and obtain
more robust conclusions.
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To assess the performance of our pipeline in both answer correctness and explanation quality, we
used classical classification metrics: accuracy, precision, recall, and F1-score. These metrics were
computed for each individual element of the answer array (and similarly for the explanation set) as a
distinct prediction.

This evaluation framework treats the output as a set of items (e.g., IDs, witness sets), and compares
it to the ground truth using set operations.

Let:

• Apred : the set of predicted sub-answers (or witness sets),

• Atrue: the set of ground truth sub-answers (or witness sets),

• T P: number of true positives, i.e., elements in Apred ∩Atrue,

• FP: number of false positives, i.e., elements in Apred \Atrue,

• FN: number of false negatives, i.e., elements in Atrue \Apred .

We then compute the metrics as follows:

Accuracy =
|Apred ∩Atrue|
|Apred ∪Atrue|

(4.1)

Precision =
T P

T P+FP
(4.2)

Recall =
T P

T P+FN
(4.3)

F1-score = 2 · Precision ·Recall
Precision+Recall

(4.4)

These metrics were computed separately for:

• the predicted answers (field "answer"),

• the predicted explanations or witness sets (field "why").

By evaluating at the item level rather than whole string equality, we are able to provide a more robust
evaluation, especially when answers include multiple elements or partial matches.

We computed the metrics globally and per question type to better understand on which question
type the models are weaker and stronger.

4.1.3 Results

Baseline Results

Figure 4.1 shows the F1 scores for the base pipeline (without iteration), evaluating the performance of
four different models: Llama8B, Mixtral8x7B, Llama70B, and Deepseek70B. The analysis is divided
into two categories: "Answer" (Figure 4.1a) and "Explanation" (Figure 4.1b). The results are compared
against two baselines: the k = 10 and the FRC (full relevant context), indicated by dashed lines on the
plots. The plot on the left, (a) Answer, shows the models’ performance in generating correct answers.
Here, Deepseek70B and Llama70B demonstrate high performance with F1 scores of 0.7852 and 0.7386,
respectively, outperforming the smaller models. This indicates their effectiveness in producing correct
answers. The plot on the right, (b) Explanation, presents the F1 scores for the why provenance expla-
nations. In this category, the F1 scores are generally lower across all models, highlighting the greater
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challenge of generating correct explanations. Llama70B emerges as the best performer with an F1 score
of 0.4596, while Mixtral8x7B shows the lowest performance at 0.2623. The FRC pipeline remains the
one allowing better performance, showing that the retriever performance influences the global perfor-
mance of the pipeline. The results suggest that while large language models are proficient at generating
answers, providing accurate and coherent explanations remains a more difficult task.

(a) Answer (b) Explanation

Figure 4.1: Baseline approach

Iterative Results

The plots compare the iterative approach across four LLMs: LLaMA 3 8B, Mixtral 8x7B, LLaMA 3
70B, and DeepSeek R1 70B (the latter with CoT enabled).The pipeline was evaluated with two retrieval
settings: a fixed k = 10 and a dynamic k, where k increases based on the number of documents retrieved
in the previous iteration (Algorithm 1). As an upper bound reference, we also included the Full Relevant
Context (FRC), which simulates a perfect retriever. In this variant, the exact documents required to
answer each question, identified using the ground truth file, were provided directly to the model, enabling
us to isolate and assess the impact of retrieval quality on overall performance. The performance of all
models and their variants is influenced by question complexity. As the number of tables and joins
increases, the F1 score for answers and, even more drastically, for explanations, decreases. The FRC
variant stands out for consistently superior performance, maintaining higher F1 scores in more complex
scenarios, unlike the k dyn and k 10 variants, which show significant drops. Although all models follow
this trend, larger models like llama 70b and deepseek 70b generally perform better on more difficult
tasks compared to the smaller llama8b and mistral8x7b models. Finally, a crucial observation is that
generating correct explanations proves to be a challenging task than simply producing the correct answer.

Figure 4.2 shows F1 scores over iterations for the four LLMs evaluated on Answer (left) and Expla-
nation (right). Three variants are compared: fixed k = 10 (orange dashed), dynamic k (green dotted),
and the FRC baseline (blue solid). The FRC baseline remains stable across iterations, while dynamic k
tends to maintain or slightly improve performance compared to fixed k, which often declines over time.
DeepSeek and Mixtral show the steepest degradation under fixed k, whereas LLaMA 3 70B demon-
strates more stable trends, especially in the Answer category. Overall, DeepSeek achieves better results
for the Answer category, except in the dynamic k setting, while LLaMA 3 70B performs best for the
Explanation category. Figure 4.3 shows F1 scores over iteration for single table single row questions.
The plot shows that all models, particularly the llama 70b and deepseek 70b, perform exceptionally well
with an F1 score of 1.0 for the FRC variant. The k 10 variant also achieves near-perfect F1 scores.
The k dyn variant, while still performing well, shows slightly more variability. This suggests that for
simple queries involving a single table and a single row, the models are highly accurate. Figure 4.4
shows F1 scores over iterations for single table multiple rows questions. The F1 for the FRC and k 10
variants remain high, often close to 1.0, especially for llama 70b and deepseek 70b. However, the k dyn
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variant shows a noticeable drop in performance, particularly for the llama8b and deepseek70b models,
where the F1 score falls below 0.6. This indicates that the complexity of retrieving multiple rows can
impact certain variants and models. Figure 4.5 shows F1 scores over iterations for two tables single row
questions. The plot demonstrates a clear drop in performance compared to the single table scenarios.
The FRC variant for deepseek 70b maintains a high F1 score of around 0.6 to 0.7, but other models and
variants struggle. The k dyn variant’s performance is particularly low, often below 0.5. The scores for
the Explanation are also very low across all models, suggesting difficulty in providing correct reasoning
for these queries. Figure 4.6 shows F1 scores over iterations for two tables multiple rows questions. The
performance generally decreases further. For example, deepseek 70b k dyn variant drops to an F1 score
of less than 0.2. Llama70b and llama8b show more stable performance for the FRC and k10 variants but
still don’t reach the high scores of the single table tasks. The Explanation scores are consistently very
low, often close to 0.0, highlighting the challenge of generating correct explanations for more complex
queries. Finally, Figure 4.7 shows F1 scores over iterations for three tables questions. The plot reveals
the most significant performance degradation. The F1 scores for the Answer are generally low across
all models and variants. The FRC variant shows the most stable performance, but even it often falls
below 0.8. The k dyn and k 10 variants perform poorly, with some scores dropping below 0.2. The
Explanation scores are almost universally at 0.0, indicating that the models are unable to provide any
correct explanations for queries involving three tables and two joins.
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Figure 4.2: Global results
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Figure 4.3: Single table single row results
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Figure 4.4: Single table, multiple rows results
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Figure 4.5: Two tables, single row results
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Figure 4.6: Two tables, multiple rows results
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Figure 4.7: Three tables results

Fine Tuning Results

The plot presents the F1 scores for two models, the base llama8b and its fine-tuned version, llama8b-
ft, across different iterations. The models are evaluated on both Answer and Explanation generation
for three variants: k dyn, k 10, and FRC, such as in the iterative approach. The fine-tuning on the
output format has had a mixed effect. The fine-tuning seems to have provided an initial boost to the F1
scores for answers across all variants. However, the performance of the FRC variant is better for both
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generating answers and explanations. The F1 scores jumped from around 0.63 to 0.8273, indicating that
the model is now much better at both tasks when following the FRC format.

Contrary to expectations, the fine-tuning has not improved the performance for the k dyn and k 10
variants. In fact, it seems to have degraded their ability to generate both correct explanations. This
suggests that the fine-tuning process, while effective for the FRC format, may have negatively impacted
the model’s performance on the other formats. This could be due to an overfitting on the FRC format,
causing the model to lose some of its original capabilities with the k din and k 10 variants.

Figure 4.8: Global F1 scores over iteration comparing llama 8b and llama 8b fine-tuned for the
output format.

4.2 Discussion
The experimental results highlight several key insights regarding the performance of RAG pipelines for
explainable querying on tabular data.

Overall, larger models such as LLaMA 3 70B and DeepSeek R1 70B outperformed smaller ones
(LLaMA 3 8B and Mixtral 8x7B) in both answer and explanation. However, the quality of the explana-
tion remained lower than the accuracy of the answer across all models, showing that even large LLMs
struggle to produce the correct provenance.

The comparison of retrieval settings revealed that the Full Relevant Context (FRC) variant provides
a clear upper bound on pipeline performance. Both fixed k and dynamic k strategies achieved reasonable
accuracy for simple queries (single table, single row), but their performance degraded significantly on
queries with more tables and multiple rows . This emphasizes that retriever quality is crucial: even
bigger LLMs cannot generate correct answers when the retrieved evidence is incomplete or noisy.
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The iterative approach showed mixed benefits. For queries including more joins, dynamic k was
sometimes helpful, but often less stable than fixed k, leading to performance drops across iterations.
This suggests that while iterative refinement has potential, its effectiveness depends heavily on retrieval
reliability and model robustness.

A consistent finding is the discrepancy between answer accuracy and explanation accuracy. While
answers often reached high F1 scores (especially under FRC), explanations rarely exceeded 0.5 and
frequently dropped to near zero for queries with more joins. This confirms that LLMs still struggle with
explanation generation, requiring better prompt design, fine-tuning or different iterative approaches.

Fine-tuning the LLaMA 3 8B model only on the output format improved performance under the
FRC variant, improving both answer and explanation F1 scores. However, it unexpectedly reduced
performance under fixed k and dynamic k. This suggests a risk of overfitting to a particular retrieval
setting.
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5
Conclusion

This project investigated the design, implementation, and evaluation of a Retrieval Augmented Gener-
ation (RAG) pipeline for explainable querying over tabular data. By leveraging semantic embeddings
and large language models, the system was able to retrieve relevant contextual information and generate
answers with structured explanations in the form of witness sets. The experimental results highlighted
both the potential and the current limitations of this approach: while the pipeline demonstrated capa-
bilities in aligning answers with evidence, it also exposed challenges related to retrieval quality, output
consistency, and robustness across different models.

An important finding was the gap between the results for the Full Relevant Context (FRC) setting
and other retrieval variants. This result underlines the impact of retrieval in the pipeline: when models
are provided with all relevant information, their ability to produce accurate answers and explanation
improves substantially. However, in realistic scenarios, the perfect retrieval is rarely feasible, so it
is important to explore which solutions can come as close as possible to the performance of perfect
retrieval.

Another important finding is the sensitivity of LLM to prompt design. Even minimal modifications
in the prompt formulation were observed to significantly impact model performance, highlighting the
need for more systematic studies on prompt robustness and optimization. This suggests that the ef-
fectiveness of RAG systems cannot be evaluated solely on retrieval and model choice, but must also
consider the interaction between prompt design and the reasoning abilities of the model.

In addition, the experiments with iterative pipelines showed that iterative reasoning can provide
benefits by refining retrieval and generation over multiple steps. However, further research is required
to determine how to best structure and control these iterations in order to fully leverage their potential
without introducing inefficiencies or error propagation.

5.1 Future Work
A natural extension of this work would be to establish a benchmark for evaluating explainable querying
over tabular data, enabling comparisons across models, retrieval strategies, and explanation quality. In
addition, future experiments could investigate fine-tuning models on the entire task rather than focusing
solely on improving the output format. Such fine-tuning could incorporate both the reasoning steps and
retrieval dependencies involved in answering questions, potentially improving model robustness, factual
accuracy, and the alignment between generated answers and explanations.

Furthermore, given the large performance gap observed between the Full Relevant Context setting
and other retrieval variants, future research could explore alternative retrieval techniques, such as hy-
brid dense/sparse methods, dynamic query expansion, or query reformulation, to reduce this gap and
enhance pipeline performance. In particular, sparse retrieval (e.g., BM25 or keyword-based techniques)
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can complement dense vector search by improving coverage of rare terms or numeric attributes that
embeddings often overlook. Hybrid methods that combine dense semantic similarity with sparse lexical
matching could therefore achieve more balanced performance. Additionally, dynamic query expansion
and reformulation strategies, where the initial user question is iteratively rephrased to better align with
the structure of the dataset, may help retrieve more relevant documents and mitigate the risk of partial
or misleading evidence.

Finally, another possible improvement is the integration of retrieval models specifically optimized
for structured data, such as graph methods, which may better capture relational dependencies than other
embedding models. Combining such retrieval enhancements with fine-tuning would contribute to the
development of RAG systems that are more robust, transparent, and optimized across the entire pipeline.
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A
Appendix

All the code developed during this internship is publicly available on GitHub at: https://github.
com/AleCicciarelli/RAG-with-LLM. The repository contains a full implementation of the Retrieval-
Augmented Generation (RAG) pipeline, including:

• Datasets: University dataset, TPC-H subset, and natural language questions;

• Embedding generation and similarity-based retrieval modules;

• Base and iterative RAG pipelines, as well as the plan-generation component;

• Evaluation scripts using ProvSQL to generate ground truth and witness sets;

• Prompt configurations and experiment definitions for different LLMs and settings.

The pipeline was implemented in Python 3.11. Primary dependencies include:

langchain
langchain-huggingface
langchain-community
langgraph
pydantic
faiss-cpu
sentence-transformer
ollama

A.1 Pipeline Overview

The pipeline consists of three main stages:

1. Indexing CSV documents with embeddings

2. Retrieval of relevant documents for each question

3. LLM answer generation with Witness Sets explanations
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A.1.1 Indexing

CSV files are loaded and embedded using Hugging Face embeddings:

embedding_model = HuggingFaceEmbeddings(
model_name="sentence-transformers/all-mpnet-base-v2"

)
vector_store = FAISS.from_documents(documents, embedding=embedding_model)
vector_store.save_local("faiss_index")

If the index already exists, it can be loaded:

vector_store = FAISS.load_local(
"faiss_index", embedding_model, allow_dangerous_deserialization=True

)

A.1.2 Retrieval

Top-k relevant documents are retrieved using FAISS, the similarity function used is the L2 distance:

def retrieve(state: State):
retrieved_docs = vector_store.similarity_search(state["question"], k=10)
return {"context": retrieved_docs}

A "perfect context" can also be constructed from the ground truth:

context_docs = get_rows_from_ground_truth(gt_source_info, csv_folder=csv_folder)

The following pseudocode illustrates how the pipeline extracts rows corresponding to Witness Sets from
CSV files:

1 def get_rows_from_ground_truth(ground_f2 , csv_folder):
2 documents = []
3 seen_entries = set()
4

5 for witness_set in ground_f2:
6 for entry in extract_table_rows(witness_set):
7 if entry not in seen_entries:
8 seen_entries.add(entry)
9 table , row_idx = parse_entry(entry)

10 row_data = read_csv_row(csv_folder , table , row_idx
)

11 documents.append(Document(content=row_data ,
metadata ={table , row_idx }))

12 return documents
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A.1.3 LLM Answer Generation
Ollama LLMs are used to generate structured JSON outputs:

llm = ChatOllama(model="deepseek-r1:70b", temperature=0)
final_prompt = raw_prompt.replace("QUESTION_HERE", state["question"])
final_prompt = final_prompt.replace("CONTEXT_HERE", docs_content)
response = llm.invoke(final_prompt)

JSON parsing is performed with Pydantic:

class AnswerItem(BaseModel):
answer: List[str]
why: List[str]

parser = JsonOutputParser(pydantic_schema=AnswerItem)
parsed_output = parser.parse(response.content)

A.2 Fine-Tuning with LoRA
The fine-tuning process leverages unsloth and LoRA adapters. Key steps include:

• Loading a base model (e.g., meta-llama/Meta-Llama-3-70B-Instruct) and tokenizer.

• Configuring LoRA adapters on projection layers.

• Formatting the dataset in instruction-style JSONL.

• Training with SFTTrainer, saving the LoRA adapter for inference.

Listing A.1: Snippet of fine-tuning LoRA setup
1 model = FastLanguageModel.get_peft_model(
2 model ,
3 r=64,
4 lora_alpha =16,
5 target_modules =["q_proj","k_proj","v_proj","o_proj"],
6 lora_dropout =0.05,
7 bias="none"
8 )
9

10 dataset = load_dataset("json", data_files=dataset_path , split="
train")

11 dataset = dataset.map(lambda ex: {"text": f"{ex[’prompt ’]}<|eot_id
|>\n{ex[’output ’]}<|eot_id|>"})

12

13 trainer = SFTTrainer(
14 model=model ,
15 tokenizer=tokenizer ,
16 train_dataset=dataset ,
17 args=training_args ,
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18 )
19 trainer.train()
20 model.save_pretrained(adapter_output)

A.2.1 Dataset Construction for Instruction-Tuning
The original ground truth is processed to create instruction-tuned JSONL suitable for model fine-tuning.
Key steps:

• Load the original ground truth JSON.

• Combine each prompt with metadata (e.g., number of joins, OR operators).

• Convert into JSONL with "prompt" and "output" fields.

Example of entry in the dataset
{
"prompt": "Return ONLY the JSON output, with no explanation,
no introductory sentence, and no trailing comments.
\nIf the answer is not present in the context, return an empty
array.\n\n",
"instruction": "Metadata: OR present = NO, joins = 0",
"answer": {

"answer": [
"giulia.rossi@student.edu"

],
"why": [

"{{students_0}}"
]

}
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