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Abstract

In large-scale systems engineering, Natural Language (NL) is the preferred medium for
documenting requirements, because it facilitates communication between stakeholders
with diverse technical backgrounds. To manage the ambiguity of NL, industry standards
like the International Council on Systems Engineering’s (INCOSE) Guide to Writing
Requirements (GtWR) establish formal frameworks to ensure that requirements are ex-
pressed with sufficient quality in order to support the downstream development processes.
Moreover, the GtWR mandates the use of a glossary of domain-specific or project-specific
terms to be referred by the requirements to ensure a consistent and clear use of the vo-
cabulary.

However, maintaining these glossaries manually in large-scale industrial projects is
labour intensive, error-prone, and difficult to scale, often resulting in a failure to consis-
tently apply the relative INCOSE recommendations during the Elicitation and Analysis
phases of Requirement Engineering (RE).

To address these challenges, this work proposes a Retrieval Augmented Generation
(RAG) solution that automates the consultation of project glossaries, as well as the
automatic replacement of the terminology used within a requirement formulation when
potentially ambiguous.
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Chapter 1

Introduction

During the process of building complex systems, engineers keep track of the stakeholders’
needs through a set of requirements — i.e., formalised descriptions of the system that
serve as blueprint for the end product. The process of gathering and managing these
requirements is called Requirements Engineering (RE). It typically comprises five phases
(Nuseibeh and Easterbrook 2000):

1. Elicitation: Engaging with stakeholders through interviews and workshops to find
out their needs.

2. Analysis and Negotiation: Assessing requirements for feasibility and resolving
conflicts between stakeholders to reach a consensus on the system scope.

3. System modeling: Creating abstract representations of the system to bridge the
gap between requirements and design.

4. Validation and Verification: Ensuring the requirements are accurately techni-
cally respected, both from the technical and user’s needs point of view.

5. Management: Overseeing changes to requirements throughout the system lifecy-
cle.

While all the mentioned phases are vital, this research focuses primarily on the early
stages of Elicitation and Analysis. A significant challenge during these phases is the lin-
guistic ambiguity inherent to Natural Language (NL). To mitigate this, the International
Council on Systems Engineering (INCOSE), through the technical publication Guide to
Writing Requirements (GtWR) (Wheatcraft, Zinni, and Dick 2022), provides a compre-
hensive framework for producing precise, high-quality requirements. This standard in-
troduces a set of 42 rules specifically designed to enforce key requirements characteristics
— such as necessity, clarity, singularity, and verifiability — inherited from international
standards like the ISO/IEC/TEEE 29148 (Section 2.1.2). However, because engineering
terms often carry domain-specific meanings that differ from common usage, a subset of
these 42 rules (Section 2.1.3) cannot be effectively enforced by applying the rule alone.
For this reason, one of the critical tools mandated in the INCOSE Guide is the Glossary.
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Introduction

Without one, the Elicitation and Analysis phases are subjects to an increasing number
of misinterpretations, since different stakeholders may use the same term to describe
different concepts, or different terms to indicate the same specific meaning.

Nevertheless, maintaining a manual glossary in large-scale projects is labour intensive
and error-prone. This work addresses this problem by proposing a Retrieval Augmented
Generation (RAG) solution that facilitates the creation and consultation of project glos-
saries, ensuring that the INCOSE rules that rely on the consultation of the glossary are
consistently applied. In order to produce this solution, an initial study on the State
of the Art (SOTA) in Natural Language Processing was conducted, focusing on Large
Language Models (LLM) and their pairing with RAG architectures. The proposed sys-
tem is designed as an extension module of the elicitation tool "DeepFElicit" introduced by
Arnaudo et al. (2026). This tool provides support in the early phases of requirements
engineering by guiding stakeholders through an iterative process that transforms raw
needs into finalized requirements. To do so, it leverages an LLM acting as a Requirement
Engineer to apply a subset of INCOSE rules that do not require a glossary, per GtWR.
Whenever a requirement is processed, each rule evaluates it for potential violations and
suggests corresponding improvements. Throughout this process, the user is prompted
to accept changes or provide clarifications, ensuring the output aligns with their original
intent. Building upon this architecture, the RAG extension proposed in this work enables
the system to increase the number of verifiable rules, thereby producing higher-quality
requirements, according to INCOSE’s GtWR.

The following chapters will go through the details of the implementation, and are
organised as follows:

e Chapter 2: Provides the necessary background on RE and the technical foun-
dations of LLM and RAG required to understand the proposed solution. It also
contains a review of related works in the field.

e Chapter 3: Details the architecture of the developed system, describing the algo-
rithms and logic used to automate glossary creation and consultation.

¢ Chapter 4: Describes the methodology used to test the system and presents the
numerical results, highlighting the efficiency and accuracy of the tool.

e Chapter 5: Summarises the findings of this research and discusses potential direc-
tions for future developments.



Chapter 2

Background and Related Work

This chapter establishes the theoretical and technical groundwork necessary to under-
stand the work and contributions of this manuscript. The discussion progresses from the
fundamentals of Requirements Engineering and the mathematical representation of text
through embeddings to the evolution of neural architectures and Large Language Models.
It concludes with a review of related literature and existing industry solutions to provide
a comprehensive context for the proposed system.

2.1 Requirements Engineering

RE is a fundamental activity within the system development lifecycle. While its place-
ment varies — acting as a preliminary phase in linear models like Waterfall (Royce 2021)
or as a continuous, iterative process in Agile (Beck et al. 2001) methodologies — its
purpose remains to be the bridge between stakeholder needs and the final technical im-
plementation.

2.1.1 Requirements Engineering Phases

Regardless of the methodology, the RE process is generally structured into five distinct
phases (Nuseibeh and Easterbrook 2000) aimed at transforming vague stakeholder needs
into verifiable specifications:

1. Elicitation: This phase involves active engagement with stakeholders to discover
system requirements. The term elicitation is used rather than gathering because
requirements are rarely lying on the surface; they must be drawn out through inter-
views and workshops. Challenges here include tacit knowledge, where stakeholders
assume certain domain-specific rules are common knowledge, or conflicting state-
ments among stakeholders that create an incomplete picture of the system scope.

2. Analysis and Negotiation: Starting from the by-product of the previous step,
this phase consists in analysing the requirements, to determine the necessary specs
that the system must respect to cater to the stakeholders’ requests. The deliverable
of this phase changes based on the development process that is being adopted: in
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Waterfall (Royce 2021), a Software Requirement Specification (SRS) document is
produced, while in Agile (Beck et al. 2001) this results in a product backlog of user
stories.

3. System modeling: In this phase, requirements are translated into abstract tech-
nical representations, such as the Unified Modeling Language (UML) (Selic et al.
2015) notation, to serve as a blueprint for development. While this process is ef-
fective when dealing with clear specifications, it becomes highly error-prone if the
source requirements are poorly formulated or ambiguous in their natural language
expression. In such cases, any lack of precision in the textual documentation can
easily propagate into the technical diagrams, leading to flawed architectural designs.

4. Verification and Validation: This phase ensures the integrity and relevance of
requirements. Verification checks whether the requirements identified in previous
steps are being correctly implemented, through the execution of a set of tests. The
validation step involves simulations that make sure the final product addresses the
users’ needs. A system may successfully pass verification by meeting all documented
specifications, yet fail validation if those specifications do not accurately reflect the
users’ original requests.

5. Management: This last phase is a process that spans out through the entire life-
cycle of the developed system. It consists in tracking the status of current require-
ments and handling changes as the project evolves, to ensure that documentation
consistently matches the system’s actual state.

2.1.2 ISO/IEC/IEEE 29148

The ISO/IEC/IEEE 29148 (ISO/IEC/IEEE 2018) standard, developed collaboratively by
the International Organization for Standardization (ISO), the International Electrotech-
nical Commission (IEC), and the Institute of Electrical and Electronics Engineers (IEEE),
establishes a framework for engineering processes throughout the systems and software
life cycle. While the standard offers numerous foundational contributions to systems
engineering, this work focuses specifically on the set of characteristics for a well-formed
requirement. Specifically, to properly support downstream development phases, each
individual requirement must be:

Necessary: The requirement defines an essential capability, characteristic, constraint,
or quality factor whose omission would result in a deficiency. If temporary, it must
include an expiration date.

Example: "The user dashboard shall display real-time global financial market
analytics."

Analysis: Suppose that the stakeholders’” immediate objective is to launch a
Minimum Viable Product (MVP) focused strictly on domestic payments; this
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2.1 — Requirements Engineering

advanced global analytics feature is completely unnecessary for the current
scope.

Appropriate: The requirement is articulated at the correct level of abstraction, with
the necessary level of detail, for the specific entity it describes.

Example: "The autonomous vehicle shall detect lane markings in adverse
weather conditions with a reliability that outperforms current industry stan-
dards."

Analysis: This statement would be good for a stakeholders need statement,
but not as a requirement, since engineering and testing teams cannot build
or verify software against an unquantified baseline like "outperforms current
industry standards." To make this appropriate for a system-level document,
engineers must analyse current sensor capabilities and transform it into a mea-
surable technical target.

Unambiguous: The phrasing is precise, ensuring that the requirement is subject to only
one possible interpretation.

Example: "The system shall log sensor telemetry during the calibration cycle."

Analysis: The linguistic trap here is relative the word during. It is entirely
unclear whether the data should be logged as a single snapshot at the moment
of initiation, continuously sampled at a specific rate throughout the cycle, or
compiled as a summary upon completion. To resolve this ambiguity, the word
"during" must be replaced by precise event triggers or sampling rates.

Complete: The requirement encompasses all necessary capabilities and constraints for
the entity without requiring external documentation.

Example: "The telemetry subsystem shall transmit data packets back to the
ground station at a frequency of [TBD]."

Analysis: The inclusion of the /TBD] (To Be Defined) placeholder means the
requirement is fundamentally incomplete. It cannot be implemented or verified
by an engineer because a critical operational parameter is completely missing
from the text.

Singular: The requirement addresses only one specific capability, characteristic, or con-
straint, avoiding the combination of multiple distinct needs.

Example: "The system shall authenticate user credentials within 2.0 seconds,
initiate a daily database backup at midnight, and display the user interface
using a dark mode theme."

Analysis: This example combines three completely unrelated capabilities into
a single requirement sentence. They share no common triggers, utilise entirely
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separate software components, and occur at completely different times.

Feasible: The requirement can be realised within the constraints of available resources
and at an acceptable level of risk.

Example: "The mobile application shall dynamically translate spoken user in-
put into 500 distinct global languages in real-time without requiring an internet
connection or exceeding a total app install size of 5 Megabytes."

Analysis: This requirement is unfeasible due to resource and storage con-
straints. Storing the offline machine-learning linguistic models and voice-
synthesis libraries for hundreds of languages requires gigabytes of data. De-
manding all of this functionality within a strict 5 MB storage limit makes the
requirement unrealistic given current technological constraints.

Verifiable: The requirement is phrased in a way that its implementation can be proven
through test, demonstration, inspection, or analysis.

Example: "The backup system shall optimise database queries so that the
system runs extremely fast under heavy user loads."

" n

Analysis: The expressions "optimise”, "extremely fast”, and "heavy user loads
are non-verifiable because they do not define explicit, measurable thresholds.
Without a designated baseline (e.g., specifying an exact response time in mil-
liseconds under a specific number of concurrent users), it is impossible to run
a technical test that conclusively proves the system has achieved the desired

n

state.

Correct: The requirement provides an accurate representation of the specific stakeholder
need from which it was derived.

Example: "To comply with European Union GDPR privacy regulations, the
system shall broadcast all user healthcare profiles publicly on the company
website."

Analysis: In this case, the requirement mandates a massive public data leak
while claiming to comply with a strict privacy regulation (GDPR). The require-
ment fails because it does not accurately translate the privacy source constraint
it was derived from.

Conforming: The requirement adheres to the specified standard template, style guide-
lines, and grammar established for the project.

Example: "The autonomous vehicle shall activate the emergency brakes when
a forward obstacle is detected."

Analysis: Suppose that an organisation’s style guide strictly mandates a spe-
cific pattern for event-driven requirements: “When <condition clause>, the
<subject clause> shall <action verb clause> <object clause>.”. In the exam-
ple, by placing the condition at the end of the sentence instead of the beginning,
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| the requirement violates the mandatory structural template.

2.1.3 INCOSE

To standardise the quality of NL requirements, the INCOSE GtWR (Wheatcraft, Zinni,
and Dick 2022) adopts the exact same set of quality characteristics defined by the
ISO/IEC/IEEE 29148 (ISO/IEC/IEEE 2018) standard. Built upon this foundational
framework, the INCOSE Guide introduces a practical set of 42 rules designed to enforce
these quality features. Table 2.1 maps these rules directly to their corresponding quality
characteristics.

Characteristics Associated Rules

Necessary R20, R30
Appropriate R2, R3, R31
Unambiguous R1, R2, R3, R4, R5, R6, R7, R8, R9, R10, R11, R12, R13, R14,

R15, R16, R17, R18, R19, R22, R23, R24, R28, R32, R33, R34,
R35, R36, R37, R40

Complete R1, R2, R6, R7, R9, R11, R23, R24, R25, R27, R33, R34, R35,
R39, R40, R41

Singular R9, R18, R19, R20, R21, R22, R23, R39

Feasible R26, R33

Verifiable R1, R2, R3, R4, R5, R6, R7, R8, R9, R10, R11, R12, R13, R15,
R16, R17, R18, R24, R26, R27, R28, R32, R33, R34, R35

Correct R1, R6, R11, R12, R14, R16, R26, R27, R32, R33, R36, R38

Conforming R1, R12, R18, R30, R36, R37, R38, R39, R40, R41, R42

Table 2.1: Set of INCOSE rules. R4, implemented in this work, supports the achieve-
ment of unambiguous and verifiable requirements.

Several of the 42 rules defined by the framework rely on a formalised glossary to
ensure effective application. By serving as a centralised source of truth for project-specific
terminology, a glossary mitigates the risk of divergent interpretations among stakeholders.
Within the INCOSE framework, the following ten specific rules (Wheatcraft, Zinni, and
Dick 2022) depend directly on this centralised reference:

e R3 - Appropriate Subject and Verb: Mandates that the subject and verb must
align with the specific entity that is mentioned in the requirement.

e R4 - Defined Terms: Requires that "all terms, entities, and data types" (Wheatcraft,
Zinni, and Dick 2022) referenced within a requirement must be explicitly defined
in a shared project glossary.

« R13 - Use Correct Spelling: Requires that the requirement statements are free
of any typos.

e R23 - Supporting Diagram, Model, or ICD: Whenever a requirement refers
to intricate functions, a graphical support in the form of a diagram, model, or ICD
should be included.
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e R27 - Explicit Conditions: Whenever a requirement depends on specific situa-
tions or triggers, these must be clearly stated rather than assumed.

e R29 - Classification: Requires sorting each requirement into distinct groups based
on the particular system feature or issue it focuses on.

 R36 - Consistent Terms and Units: Requires using the exact same names and
technical units across all documents, aligning them with the project glossary.

e R37 - Acronyms: If abbreviations or short forms are introduced, they must
maintain the exact same meaning across all system documents and models.

« R39 - Style Guide: Every requirement must follow a shared writing manual to
ensure a uniform tone and format across the project.

e R41 - Related Needs and Requirements: Mandates that interconnected spec-
ification statements are grouped together.

The work presented in this work focuses specifically on the implementation of INCOSE
Rule R4: Defined Terms. Additionally, since acronyms represent a specific subset of
domain-specific entities, ensuring that every short-form or abbreviation is tracked and
verified against the centralized project glossary falls naturally under the scope of the
developed RAG solution. By validating that all entities within a requirement statement
are formally defined, the system implicitly implements Rule R37: Acronyms as well,
preventing the introduction of unmapped or ambiguous abbreviations.

2.2 Artificial Neural Networks

Artificial Neural Networks (ANN) are computational models inspired by the biological
structure of the human brain. They consist of layers of interconnected artificial neurons,
each performing a weighted sum of its inputs followed by a non-linear transformation.

The most fundamental architecture is the Feed Forward Neural Networks (FFNN),
characterised by a unidirectional flow of information. A FFNN is typically composed of
three main components:

1. Input Layer: Receives the numerical representation of data (i.e., embeddings
discussed in Section 2.3).

2. Hidden Layers: Intermediate layers that extract features from the data. The
depth and width of these layers determine the network’s capacity to learn complex
patterns.

3. Output Layer: Produces the final prediction, such as a classification label or a
probability distribution.

During a forward pass, each neuron calculates its activation y; as:
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2.2 — Artificial Neural Networks

n
Y =0 (Z WL + bj> (21)
i=1

where x; represents the inputs from the previous layer, wj; denotes the weight con-
necting input ¢ to neuron j, b; is the bias term unique to neuron j, and o is a non-linear
activation function. These are essential, as they allow the network to approximate com-
plex, non-linear functions that a simple linear model could not capture.

To train an ANN, the backpropagation algorithm, originally popularized by Rumel-
hart, Hinton, and Williams (1986) is performed. It updates the network’s weights and
biases to minimise a loss function, £, which quantifies the discrepancy between the net-
work’s predicted output and the ground truth. The algorithm operates in three sequential
phases:

1. Loss Computation: The output of the final layer is evaluated against the target
labels using a task-specific loss function, such as Cross-Entropy for classification or
Mean Squared Error for regression.

2. Gradient Calculation: The algorithm computes the gradient of the loss function
with respect to each weight and bias in the network. This is done by recursively
applying the chain rule of calculus from the output layer back toward the input
layer:

oL _ oL 8yj aZj

8w]’i N 87% . (‘)zj 8w]~i (2.2)

where z; = > (wj;x;) + bj represents the net weighted input to the neuron.

3. Parameter Update: Once the gradients (%) are calculated, an optimisation
algorithm adjusts the parameters in the opposite direction of the gradient to reduce
the overall error:

oL

—_— 2.
a@wﬁ (2.3)

Wy — Wj; —
where a denotes the learning rate, a hyper-parameter controlling the step size of
each update.

2.2.1 Recurrent Neural Networks

While FFNNs are powerful for static data, they lack the presence of an internal memory
to process sequential data where the order of inputs — such as words in a requirement —
is critical. This limitation led to the development of Recurrent Neural Network (RNN)
(Schmidt 2019). These networks are characterised by recurrent connections that allow
information to persist across timesteps. In an RNN, each unit receives a current input
x¢ and the hidden state from the previous step h;_1, which serves as a representation of
all previously encountered data. The unit then produces an output 3 and updates its
internal representation to a new hidden state h;.

To learn, RNNs utilise a variation of the Backpropagation algorithm (Rumelhart,
Hinton, and Williams 1986) known as Backpropagation Through Time (BPTT) (Werbos
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1990). In BPTT, the network is "unrolled" across all timesteps, and the gradient is cal-
culated by propagating errors back from the final output to the very first unit. However,
this process frequently triggers the vanishing gradient and exploding gradient problems
(Pascanu, Mikolov, and Bengio 2013): if the weights are small, the gradient diminishes ex-
ponentially as it moves back through time, preventing the model from learning long-term
dependencies; conversely, if weights are too large, the gradient can grow uncontrollably.
Furthermore, standard RNN architectures require the input and output sequences to be
of equal length and suffer from a lack of parallelisation, as each step ¢ depends on the
completion of step ¢t — 1.

To overcome the constraint of fixed input-output sizes — a necessity for tasks like
machine translation where sentence lengths vary across languages — the Encoder-Decoder
architecture was introduced (Cho et al. 2014). This architecture employs two distinct
RNNs: the Encoder, which compresses the input sequence into a fixed-length context
vector, and the Decoder, which uses this middle-ground representation to generate the
final output sequence.

To address the vanishing gradient and the limitation of short-term memory, the Long
Short-Term Memory (LSTM) (Hochreiter and Schmidhuber 1997) architecture was pro-
posed. It introduces the concept of gates and a dedicated cell state (C), which acts as a
long-term memory that the network can read from or write to. The flow of information
is regulated by three specific gates:

e Input Gate: Determines which portions of the new input should be integrated
into the cell state.

e Forget Gate: Identifies which information in the cell state is no longer relevant
and should be discarded.

¢ Output Gate: Decides which parts of the current cell state should be exported to
the hidden state and the final output.

Despite these architectural advancements, the fundamental bottleneck remains: the
sequential nature of these models prevents parallelisation, making them computationally
expensive to scale for the massive datasets required by modern LLMs.

2.2.2 Transformers

The solution to the sequential bottleneck of RNNs was the introduction of the Trans-
former architecture (Vaswani et al. 2023). Rather than processing tokens step-by-step, it
introduced the mechanism of Self-Attention, which allows the model to analyse all tokens
in a sequence simultaneously.

To implement this mechanism, the input embeddings are linearly projected into three
distinct vectors for each token: Queries (@), Keys (K), and Values (V). Conceptually,
the attention mechanism calculates the relevance of every word in a sequence relative to
all other words through a three-step mathematical process:

1. The dot product of the queries and keys (QK”) measures the semantic alignment
between each pair of tokens.
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2. This score is divided by \/d; — where dj, is the dimension of the key vectors — to
prevent extremely large values that could cause vanishing gradients during training.
A softmax function is then applied to convert these scaled scores into a probability
distribution.

3. Finally, these weights are multiplied by the value vector (V'), producing a weighted
representation where each token’s output is enriched by relevant information from
the entire sequence.

Formally, this operation is expressed as:

vy

To allow the model to focus on different aspects of the sequence, Multi-Head Attention
is utilised. This involves running multiple independent attention heads in parallel; their
individual outputs are subsequently concatenated and linearly projected to form the final
contextualised vector.

Because the Transformer processes tokens in parallel, the architecture inherently lacks
a mechanism to track word order. Positional Encodings address this limitation by inject-
ing a unique, position-dependent vector into each input embedding before it enters the
network, allowing the model to preserve the sequential structure of the language.

KT
Attention(Q, K, V') = softmax (Q > 174 (2.4)

2.3 Embeddings

Machine Learning (ML) algorithms can’t directly process raw text. Historically, Natural
Language Processing (NLP) systems represented words as atomic units using one-hot
encoding. In this schema, each word in a vocabulary V is assigned a vector of length
|V| containing zeros at every position, except for a single index unique to that word.
However, such sparse representations are poorly suited for complex linguistic tasks for
two primary reasons:

1. As the vocabulary V grows, the vector space becomes too large.

2. All the vectors of the vocabulary are orthogonal to one another, which does not
allow to discover semantic relationships between two different words.

To address these limitations, modern systems utilise dense embeddings (Mikolov et al.
2013). They are n-dimensional vectors of numbers where n << |V|. An important feature
of embeddings is their ability to map similar concepts to proximal locations in the vector
space. By preserving these semantic relationships, systems can quantify the similarity
between terms using metrics such as cosine similarity (see Section 2.3.1).

In this work, embeddings are utilised within the RAG system to represent the terms
defined in the glossary. By embedding both the ambiguous terms in the requirements and
the glossary terms, the system can enforce INCOSE Rule R4 (Defined Terms). Specifi-
cally, this allows the system to detect when a requirement utilises non-standard or ambigu-
ous terminology and automatically suggest the mathematically closest, project-approved
synonym from the glossary based on their semantic proximity.
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2.3.1 Cosine similarity

One common metric to compare two dense embeddings is cosine similarity, which mea-
sures the angle 6 between to vectors A and B:
A-B

The result of 2.5 is a number in the range [—1,+1]: —1:

e -1: The two vectors are diametrically opposed, which means they have opposite
meanings.

e 0: The two vectors are orthogonal, and there is no correlation between them.

e +1: The two vectors have the same orientation, signifying maximum similarity.

2.3.2 MaxSim

A significant limitation of traditional dense embeddings is the information bottleneck
that occurs when an entire phrase or document is compressed into a single n-dimensional
embedding vector. This global averaging often leads to the loss of granular details,
particularly in longer sequences. To mitigate this, the Maximum Similarity (MaxSim)
operator (Khattab and Zaharia 2020) evaluates similarity at the token level rather than
the sequence level when comparing two sentences.

Consider a query @ represented by a set of token embeddings (q1,q2,...,qn) and a
document D represented by (dy,ds,...,d,). For each token in the query, the MaxSim
algorithm identifies the maximum cosine similarity score across all tokens in the target
document. The overall relevance score Sg p, is then calculated as the sum of these
maximum similarity values:

n

- as(as - d¥
Sq.p = ;ryg(ql dj) (2.6)
By allowing each token query to be evaluated independently with the most relevant
part of the document, this late-interaction approach preserves the contextual meaning of
all the individual terms in a phrase.

2.4 Large Language Models

A Language Model (LM) is a probabilistic system trained to predict the likelihood of a
sequence of tokens. Historically, these models were limited to statistical n-grams, which
estimated the probability of a subsequent word based strictly on a fixed window of n — 1
preceding words. These approaches lacked the capacity to capture true semantic rela-
tionships. The transition toward modern, large-scale language models (LLMs) began
with a fundamental shift in data representation: the introduction of dense word embed-
dings (Mikolov et al. 2013) (Section 2.3). By mapping discrete text to continuous vector
spaces, embeddings provided a mathematical format that captured semantic similarities
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geometrically. To process these dense vectors, the field initially used RNNs (Rumelhart,
Hinton, and Williams 1986) and LSTMs (Hochreiter and Schmidhuber 1997) (Section
2.2.1). However, the sequential nature of RNNs prevented parallel training and strug-
gled with long-range dependencies—limitations that ultimately led to the contemporary
standard: the Transformer paradigm (Section 2.2.2). While the original Transformer
was proposed as an encoder-decoder structure for translation, the architecture can be
deployed in one of three configurations depending on the specific task:

e Encoder-only: These models, such as Bidirectional Encoder Representations from
Transformers (BERT) (Devlin et al. 2019), are designed to read and analyse an
entire block of text all at once. Because they can look forward and backward at the
same sentence simultaneously, they build a deep understanding of how words relate
to each other. This configuration is excellent for tasks that require comprehension
rather than writing, such as sorting text into categories, or analysing sentiment.

o Decoder-only: Used in models like the Generative Pretrained Transformer (GPT)
(Radford, Narasimhan, et al. 2018) family, this variation is optimized for generating
new text from scratch. It works by always predicting what the single most likely
next word should be. Once it chooses that word, it adds it to the sentence and
repeats the process.

o Encoder-Decoder: Models like T5 (Raffel et al. 2023) keep the original archi-
tecture; the encoder generates an intermediate representation, and the decoder
generates new text based on it. This approach is effective for tasks where one piece
of text is completely re-written into another, such as language translation or text
summarisation.

2.4.1 Prompt Engineering

To effectively guide an LLLM behaviour without altering its underlying weights, In-Context
Learning (ICL) was introduced (Radford, Wu, et al. 2019). ICL is a unique capability
of modern LLMs that allows them to learn new tasks simply by looking at examples
provided in the input prompt, instead of undergoing a retraining process. This capability
was demonstrated by the GPT-2 architecture (Radford, Wu, et al. 2019), which managed
to outperform highly specialised, custom-trained models across several benchmark tests
just by being given clear text examples.

Prompt engineering is the active practice of designing and optimising these text inputs
to maximise the quality of the model’s output. In this work, prompt engineering is vital
to ensure that the model understands how to accurately enforce the INCOSE R4 rule. In
particular, two prompting techniques are relevant to this work:

o Few-Shot Prompting: Introduced by Brown et al. (2020), this technique involves
providing the model with a small set of input-output examples within the prompt.
This approach is leveraged in Listing A.1 (where the examples are omitted from the
text due to their length) to help the model identify violations of INCOSE’s R4 rule,
and in Listing A.4 to provide guidance on how to score a requirement. The first
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set of examples was directly extracted from INCOSE’s GtWR, while the second
set was sourced from current literature and technical guidelines (Wheatcraft, Zinni,
and Dick 2022; Krishna et al. 2024; F.-L. Li et al. 2024; Vogelsang et al. 2025;
Gartner and Gohlich 2024).

o Chain of Thought (CoT): Proposed by Wei et al. (2023), CoT encourages the
model to generate intermediate reasoning steps before arriving at a final conclusion.
By decomposing the validation process into a logical sequence of thoughts, the
model is less likely to overlook important information and is able to provide a
robust justification for its responses. This technique is explicitly implemented in
the evaluation prompt in Listing A.4, which forces the model to formulate and
output its internal reasoning prior to assigning a final score.

2.5 Retrieval Augmented Generation

Despite their capabilities, LLMs suffer from two limitations that affect their reliability:

1. Hallucinations: Due to their probabilistic nature, LLMs may generate incorrect
information that looks plausible (Huang et al. 2025).

2. Knowledge cut-off: An LLM internal knowledge is frozen at what it learned dur-
ing training. Integrating new information requires retraining, which is not feasible
for models that count for billions of trainable parameters.

RAG (Lewis et al. 2021) addresses these challenges by providing the LLM with a
knowledge base to ground its responses. This reduces hallucinations by constraining the
generated text to adhere to the provided context, and bypasses knowledge cut-off by
allowing the injection of up-to-date information.

A standard RAG architecture typically consists of three main stages:

1. Indexing: External documents are partitioned into smaller chunks, converted into
vectors using an embedding model, and stored in a Vector Database.

2. Retrieval: When a user issues a query, the system embeds the query into the same
vector space and identifies the most relevant document chunks.

3. Generation: The retrieved chunks are concatenated with the original user query
into an augmented prompt. This context is then fed to an LLM, which synthesises
a coherent answer based on the provided context.

The quality of the LLM responses is heavily influenced by the accuracy of the re-
trieval phase, which can be handled in different ways, depending on accuracy and latency
requirements.

In this work, RAG is implemented to ensure adherence to a unified terminology de-
rived from a domain-specific glossary stored in a separated database. This approach
directly addresses the LLM’s knowledge cut-off, as the model lacks prior exposure to
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this internal glossary during training. Furthermore, to complement the retrieval mecha-
nism and minimise the risk of hallucinations, few-shot prompting is integrated into the
workflow (Section 2.4.1).

2.5.1 Semantic Search

Semantic Search makes use of dense vectors (Section 2.3) that represent data by making
use of all their dimensions, most of which have non-zero values. This enables semantic
matching, that allows to retrieve relevant documents, despite not having exact lexical
matches, through cosine similarity (Section 2.3.1). Nonetheless, these vectors present
two challenges:

1. Memory overhead: They require a lot of storage. For instance, 5 million doc-
uments represented by 1536-dimensional float32 vectors require approximately 30
GB of memory.

2. Computational complexity: Finding the exact nearest neighbour performing an
exhaustive search requires a linear scan (O(N)), which is latency-expensive.

To mitigate search costs, vectorial databases implement a HNSW (Malkov and Yashunin
2018) index, which is a graph implementation of the Approximate Nearest Neighbour
(Approximate NN) (Indyk and Motwani 1998) family of algorithms, that trades-off speed
with accuracy. It works by organising vectors in layers - as shown in Figure 2.1, and
whenever a search operation is requested, they are traversed:

e The search start from an entry point. Since the first layer is very sparse, all the
nodes can be explored.

e Once a local minimum is found in the current layer, the search drops to the corre-
sponding node in the lower, denser layer.

e This process repeats until the bottom layer, which contains all the nodes, but only
a small fraction is explored, with the search being guided by the upper levels.

2.5.2 Keyword Search

Keyword Search makes use of sparse vectors that, unlike dense embeddings (Section
2.3), they have a dimensionality equal to the size of the vocabulary |V|, with the vast
majority of entries being zero; each non-zero dimension typically corresponds to a specific
term’s weight or frequency. While these models excel at lexical precision, their inability
to capture semantic context leads to relevant documents being missed because they use
different terminology than the query.

Within sparse retrieval, two distinct methodologies are commonly employed:

o Traditional models like Best Matching 25 (BM25) (Robertson and Zaragoza 2009)
use term-frequency techniques in order to retrieve the best relevant documents.
These are highly efficient, require no training, and maintain the same level of per-
formance for different domains.
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Entry
point

Layer 2
L1 Local
minimum
Layer 1
Layer 0

Figure 2.1: Overview of the Hierarchical Navigable Small World (HNSW) hi-
erarchical structure. The search begins at a top-layer entry point and traverses down
through increasingly dense layers until the Nearest Neighbour (NN) to the Query is found
in the base layer (Layer 0). At each step, the searching area shrinks.

o Learned models, like Sparse Lexical and Expansion Model (SPLADE) (Formal,
Piwowarski, and Clinchant 2021), use the transformer architecture to try to over-
come the limitation of traditional models through term expansion. Instead of only
weighting words in the text, they also try to predict relevant terms that do not
appear in the original document. This operation comes at the cost that the model
requires domain-specific fine-tuning. Moreover, they are typically slower and not
always produce better results than traditional models.

2.5.3 Late-interaction Search

While standard Semantic Search (Section 2.5.1) relies on single-vector representations,
Late-interaction Search adopts a more granular approach, enabled by the MaxSim oper-
ator described in Section 2.3.

Instead of aggregating token representations beforehand, this retrieval approach —
introduced in Contextualized Late-Interaction over BERT (COLBERT) (Khattab and
Zaharia 2020) — keeps a contextualised embedding for every token in both the query
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and the document. When a query is executed, the system computes MaxSim (Equation
2.6) to produce a final rank.

This method yields higher accuracy compared to traditional Semantic Search (2.5.1)
and Keyword Search (2.5.2), as it preserves precise token matches. However, this in-
creased precision comes at the cost of significantly larger storage requirements - since
every document requires a matrix of vectors rather than a single one - and higher com-
putational latency during the retrieval phase.

2.5.4 Hybrid Search

In an effort to improve retrieval performance (Thakur et al. 2021), hybrid search can be
employed. This approach is typically structured as follows:

1. Semantic (Section 2.5.1) and Keyword (2.5.2) Search are executed in parallel to gen-
erate an initial set of candidate documents. This ensures that the system captures
both high-level semantic context and exact keyword matches.

2. Because sparse scores and dense scores exist on different numerical scales, they
cannot be compared directly. Reciprocal Rank Fusion (RRF) (Cormack, Clarke,
and Buettcher 2009) is used to merge these results by considering only the rank
of the documents in each list, rather than their raw scores. The RRF score for a
document d is calculated as:

RRF(d) = ZR k+1r(d) (2.7)

where R is the set of rankers, r(d) is the rank of the document in a specific ranker,
and k is a constant (typically 60) used to mitigate the impact of low-ranked outliers.

3. The top-k candidates from the fused list are then re-ranked through Late-Interaction
Search (Section 2.5.3). The reason why this operation is done last is that, despite
being more accurate, it is also computationally expensive. The final ranking will
be the output of the retrieval process.

2.5.5 HyDE

While hybrid search (Section 2.5.4) can be leveraged when a single retrieval strategy fails
to meet system constraints, searching is still sensitive to the semantic asymmetry between
short user queries and information-rich documents. To bridge this query-to-document
gap, Gao et al. (2022) proposed the Hypothetical Document Embeddings (HyDE) ap-
proach. This technique leverages the generative capabilities of an LLM to produce a
hypothetical document that expands the context of the starting query. This generated
text is then encoded into an embedding vector — alongside the query — to search the
vector database. Although the hypothetical document may contain factual hallucinations
or incorrect details, they demonstrated that this semantic structure effectively identifies
the correct neighbourhood within the stored embedding space.
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2.6 LLMs in Requirement Engineering: State-Of-The-Art

The recent systematic literature review conducted by (Hemmat et al. 2025) provides a
comprehensive overview of the integration of LLMs within the field of software require-
ments engineering. The authors initially identified 287 relevant studies through a broad
database search; after a multi-stage filtering process — including duplicate removal and
manual inspection of abstracts and conclusions — the final analysis was synthesised from
29 articles.

The review categorised these studies based on their input types. A significant majority
of the analysed systems (21 out of 29) focuses on processing NL inputs to automate
tasks ranging from requirements elicitation and analysis to code generation. Within this
broader context, six studies were identified as specifically targeting the improvement of
requirements quality and analysis — the same focus of this work:

o Belzner, Gabor, and Wirsing (2023) demonstrate the utility of LLMs across the
entire Software Development Lifecycle (SDLC), with a specific emphasis on the
early stages of requirements engineering, using a Search-and-Rescue simulation as a
case study. Initially, the model is employed for scenario-based elicitation, identifying
critical operational parameters such as search strategies, hardware constraints (e.g.,
sensor and camera specifications), and performance indicators like rescue efficiency
and time-to-completion. Subsequently, the LLM is tasked with generating UML
Class Diagrams to model the scenario’s domain entities and their relationships.
Finally, the model is prompted to derive both unit and system-level test cases,
ensuring that the initial requirements are traceable to the final validation phase.

Despite its comprehensive view of the software lifecycle, a major limitation of this
approach is its strict reliance on the internal knowledge of the generative model,
which increases the risk of hallucinations and syntax inconsistencies. Furthermore,
the requirement analysis process operates without a formal alignment with rigorous
standards (such as INCOSE). In contrast, this work implements a RAG architecture
to enforce terminological compliance, ensuring that requirements are aligned before
any downstream development begins.

o Krishna et al. (2024) investigated the efficacy of LLMs in generating comprehen-
sive SRS documents by comparing the performance of OpenAl’'s GPT-4 (OpenAl,
Achiam, et al. 2024) and Meta’s CodeLlama-34B (Roziere et al. 2024). The study
started by evaluating two distinct generation paradigms: a single-shot approach
and an iterative-conversational approach involving multiple interactions between
the user and the model; ultimately, they decided to proceed with the former. The
generated documents were then subjected to a blind evaluation by four experts from
both academia and the software industry. To systematically assess the quality of
the generated SRS, the evaluators graded the outputs according to eight distinct
software engineering criteria using a 5-point Likert scale, detailed in Table 2.2.

The analysis of the experts’ evaluations, based on these metrics, revealed a trade-off
between the two models: while CodeLlama-34B tended to produce more exhaustive
and complete documents, GPT-4 favored conciseness, occasionally omitting critical
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Scope Criterion Description
‘é Unambiguous A requirement can be interpreted in only one
% way.
5 Understandable A reader can easily understand the SRS doc-
g ument with no additional context.
0 Correctness A requirement accurately represents the fea-
oo ture/function.

Verifiable Techniques exist for verifying that the require-

ment is satisfied.

_5.: Internal Consistency No subsets of requirements contradict each
B other.
g Non-redundancy Each requirement is unique.
g Completeness The system is completely described.
g Conciseness The document delivers information without
A being too verbose.

Table 2.2: SRS Evaluation Criteria used by Krishna et al. (2024).

functional details. Conversely, GPT-4 demonstrated a lower rate of hallucinations,
especially when dealing with larger contexts.

This observed trade-off between completeness and conciseness is a direct symptom
of relying entirely on unconstrained single-shot generation. The methodology pro-
posed in this work actively addresses this issue. Instead of forcing the model to
guess technical details from its pre-trained weights, our architecture anchors the
generation process to a RAG system, effectively mitigating omissions without sac-
rificing structural conciseness.

Rahman and Zhu (2024) introduced GeneUS, an automated tool powered by GPT-
4 designed to derive user stories from existing, often unstructured, requirements
documents. In order to improve the results of the tool, the authors introduced
the Refine and Thought (RaT) prompting technique, a specialised evolution of the
CoT method (Section 2.4.1). It works in two stages: initially, the model performs a
review to filter noise (e.g., malformed text or irrelevant metadata) from the source
document, followed by a think phase where the model tries to generate the artifacts.
The implementation workflow begins with the extraction of functional and non-
functional requirements from the source documentation, utilising RaT to ensure
that only pertinent information is passed to the generation stage. Subsequently,
the model synthesises user stories and derives corresponding test cases based on the
acceptance criteria found in the requirements document. To validate the system,
the authors conducted a survey among 50 developers in the USA to evaluate the user
stories generated from seven requirements documents through a 5-point Likert scale,
across four dimensions (Table 2.3): Readability, Understandability, Specifiability,
and Technical Accuracy.

25



Background and Related Work

Scope Criterion Description
Q1. Readability How readable are the user-stories?
5 Q2. Grammatical Correctness How grammatically correct are they?
@ Q3. Spelling Accuracy Rate the spelling accuracy.
g Q4. Redundancy Are they too verbal or redundant?
Q5. Test Case Readability How readable are the test cases?
B Q1. Semantic Accuracy Rate the semantic meanings accuracy.
g Q2. Language Clarity Rate the clarity of language.
E Q3. Comprehensibility How comprehensible were the stories?
é Q4. Understanding Obstacles Did you encounter any difficulties?
5 Q5. Objective Confidence Confident in understanding objectives?
Q1. Effort Estimation Contains sufficiently specific information?
g Q2. Acceptance Criteria How well-specified are criteria?
;é Q3. Missing Details Were any essential details missing?
c;éf Q4. Test Scenarios How well-specified are scenarios?
Q5. Story Breakdown Confident in breaking down stories?
% Q1. Corner Cases How well do test cases perform?
% Q2. Best Practices Complies with best practices?
;:6 Q3. Technical Translation Translates statements to technical language?
é Q4. Constraints Outline Adequately outlines constraints?
= Q5. Ambiguity Check Any ambiguities or inconsistencies?

Table 2.3: RUST Survey Questionnaire used by Rahman and Zhu (2024).

While the tool achieved a high median score of 4 out of 5, the analysis revealed that Specifi-
ability and Technical Aspects scored lower than the more linguistic metrics, suggesting that
while LLMs excel at formatting and phrasing, they still face challenges with deep technical
precision.

On the one hand, GeneUS presents significant advantages: its RaT prompting technique
successfully isolates semantic noise. On the other hand, the main bottleneck of this approach
is its static, black-box execution paradigm, which leaves the burden of error correction en-
tirely to manual post-processing. Our work departs from this execution model by leveraging
the interactive human-in-the-loop interface proposed by Arnaudo et al. (2026). This allows
stakeholders to dynamically review and steer the model’s choices in real-time, preventing
technical drift rather than simply correcting it in the post-processing phase.

Xie, Yoo, et al. (2025) conducted a large-scale comparative study to evaluate the proficiency
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of 13 different LLMs in generating software requirements from existing software comments
or documentation. The authors benchmarked these models against three specialised, state-
of-the-art traditional tools: JDoctor (Blasi, Goffi, et al. 2018), DocTer (Xie, Y. Li, et al.
2022), and CallMeMaybe (Blasi, Gorla, et al. 2023). The study utilised the original datasets
from these tools to compare their performance. The findings revealed that the majority of
the tested LLMs significantly outperformed the traditional rule-based and heuristic-driven
solutions, showing an improvement in accuracy ranging from 5.6% to 10.5%. Among the
open-source candidates, CodelLlama-13B emerged as the top performer. Notably, while
commercial models such as GPT-3.5 and GPT-4 achieved comparable results to CodeLlama-
13B, the authors highlighted that the open-source alternatives provided a more cost-effective
solution without compromising on the quality of the generated requirements.

However, extracting specifications from software artifacts like documentation and code com-
ments represents a bottom-up approach that can inherit the terminological inconsistencies
found in the source text. This work adopts the inverse, top-down strategy: rather than
deriving specifications from potentially flawed downstream artifacts, our system uses a vali-
dated project glossary to constrain and guide the formulation of the requirements, ensuring
terminology standardisation at the source.

o Luitel, Hassani, and Sabetzadeh (2024) investigate the use of BERT for enhancing require-
ments completeness by predicting missing technical information within a specification. The
authors leverage the Masked Language Modeling (MLM) technique, fine-tuning the model
to reconstruct complete requirements from partially obscured versions. This approach treats
the problem of requirements completion as a sequence-filling task, where the model must
rely on its learned domain knowledge to infer the missing tokens. The methodology was
evaluated using a subset of 40 documents from the PUblic REquirements (PURE) dataset
(Ferrari, Spagnolo, and Gnesi 2017). To establish a rigorous benchmark, the performance
of the fine-tuned BERT was compared against three baseline heuristics:

1. A random selection from a list of common English terms.

2. A frequency-based approach using TF-IDF scores derived from a domain-specific cor-
pus.

3. A synonym-based retrieval method using cosine similarity (Section 2.3.1) on disclosed
terms to find replacements for the hidden ones.

The experimental results demonstrated that BERT achieved an accuracy of 12% in pre-
dicting the exact missing terms. While this figure highlights the difficulty of the task, the
model outperformed all three baselines. The TF-IDF approach (Baseline 2) proved to be
the second most competitive.

While Luitel, Hassani, and Sabetzadeh (2024) focus is on recovering omitted terminology
within incomplete NL requirements via MLM, our research approaches the enhancement of
requirements documents from a fundamentally different perspective. Instead of performing
an a posteriori completion of partial sentences, our work leverages a human-in-the-loop
paradigm that allows users to supply missing context through an interactive conversation
with an LLM. Furthermore, our methodology actively integrates a glossary to steer this
process.

Cavalcanti et al. (2026) introduced the LLM-Assisted VOcabulary HArmonization
(LAVOHA) method, designed to resolve terminological inconsistencies when constructing
an ontology from multiple, often conflicting, data sources. The method addresses the
challenge of vocabulary collision, where the same term t is defined differently across

27



Background and Related Work

various technical documents. The LAVOHA workflow begins with the identification of a
target term ¢ and a set of candidate synonyms @;. A RAG system is then employed to
retrieve the most relevant existing definitions D = {dy,ds,. .. .4 D|} from the available
corpus. Finally, an LLM is prompted to synthesise a unified definition based on the set
{t,Q¢, D}, effectively reconciling the discrepancies between sources into a single entry.
To validate the framework within the cybersecurity domain, the authors compared three
scenarios:

1. Using an LLM to produce an harmonised definition, without LAVOHA.
2. Using an LLM to produce an harmonised definition, with LAVOHA.
3. A human-provided definition.

The study tested two models, GPT-40 (OpenAl, : et al. 2024) and DeepSeek-V3
(DeepSeek-AT et al. 2025). In both instances, the integration of the LAVOHA method
resulted in higher cosine similarity scores relative to the human-provided ground-truth.
Furthermore, between the two models, GPT-40 maintained a slight competitive edge. A
fundamental distinction emerges when comparing the objective of Cavalcanti et al. (2026)
to the architecture proposed in this manuscript, both methodological intent and target
audience. While LAVOHA operates strictly upstream to solve a data consolidation prob-
lem — synthesising a unified glossary from conflicting NL sources — this work operates
downstream, utilising a pre-validated glossary to assist during the requirements elicita-
tion phase. Furthermore, LAVOHA is designed as a tool intended to support domain
experts and ontologists during early conceptualisation phases. In contrast, the architec-
ture developed in this work targets a broader spectrum of stakeholders: by accessing
the glossary through NL interactions with an LLM, it allows non-technical users to also
handle it.

A closely related approach to the automated elicitation of requirements is explored
by Gudder et al. (2025), who introduce an LLM-powered assistant designed to guide
stakeholders through the translation of NL requirements into structured specifications.
Like the baseline tool utilised in this work (Arnaudo et al. 2026), their framework leverages
INCOSE’s GtWR to identify violations and recommend improvements on a subset of the
42 total rules. Additionally, the authors use International Requirements Engineering
Board (IREB)’s handbook (Biithne and Herrmann 2024) to classify each requirement
into distinct categories. The authors explicitly acknowledge the limitations of evaluating
requirements without contextual domain knowledge, highlighting the integration of a
glossary as a possible direction for future work. The RAG architecture presented in this
work addresses the gap, enables the enforcement of INCOSE’s rule that require a glossary.

Transitioning from academic literature to industry solutions, The REUSE Company
(2024) offers Knowledge Manager (KM), a commercial tool designed to manage and
apply engineering knowledge. While sharing a similar high-level objective with this work
— namely, the creation, management, and enforcement of a project glossary — KM
employs a different approach. The platform divides the requirements definition process
into five distinct layers:
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e Glossary: The foundational layer consists of knowledge base prefilled with generic
English terminology. Users can expand this repository with domain-specific terms
manually as the project evolves or by importing existing documentation.

e Architectures: Newly created terms are automatically clustered into semantic
groups.

o Patterns: To ensure syntactic consistency, requirements must conform to prede-
fined grammatical templates. These can be manually defined, extracted automati-
cally from well-formed requirements or adopted from standard libraries included in
the software, such as the National Aeronautics and Space Administration (NASA)
System Engineering Handbook (National Aeronautics and Space Administration
2016), or the INCOSE’s GtWR,, which is also the standard used in this work.

¢ Formalisation: Once a requirement successfully matches an approved pattern, it is
saved using a System Representation Language (SRL). This conversion is required
for the final evaluation step.

e Reasoning: Utilising a rule-based engine, the software evaluates the formalised
requirement against defined quality metrics and provides suggestions for improve-
ment.

A fundamental difference between KM and the methodology proposed in this work
lies in the underlying technological paradigm. While KM relies on deterministic NLP
and rule-based engines, this work heavily leverages the generative reasoning capabilities
of LLMs to assist stakeholders in the definition of system requirements, and consequently
implements a RAG system to make the LLMs generations adhere to the established
glossary.

Despite the significant advancements in the integration of LLMs within the require-
ments engineering domain, two gaps remain that this work seeks to address:

1. Across the reviewed literature, the glossary is either absent or treated as a passive
product of the engineering process. In studies like Cavalcanti et al. (2026), the focus
is on reconciling existing definitions, while in other works, glossaries are extracted
from finalised documents. Utilising a glossary to actively assist in the requirements
generation phase is a feature currently confined to a few commercial software KM,
such as The REUSE Company (2024).

2. While tools like GeneUS (Rahman and Zhu 2024) and the work of Krishna et al.
(2024) evaluate outputs through human expert surveys, these evaluations are often
subjective and case-specific. There is an absence of LLM frameworks that align their
validation logic with universal industry standards, such as the INCOSE’s GtWR.

This work bridges these gaps by proposing a system where the glossary is an active
support artifact. By leveraging RAG, the system dynamically retrieves terminological
constraints to inform the LLM during the authoring process. In addition, the generated
requirements are constructed and evaluated following the guidelines of the INCOSE’s
GtWR.
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Chapter 3

System Design

This chapter presents the system design of the proposed RAG architecture for auto-
mated glossary compliance. The goal is to define the general architecture and component
interactions. The remainder of this chapter is organised as follows.

First, Section 3.1 introduces the conceptual architecture, outlining the high-level work-
flow of the solution. Next, Section 3.2 details the selected technologies, justifying the spe-
cific libraries, databases, and models integrated into the pipeline. The detailed internal
architecture, is then presented in Section 3.3.

3.1 Conceptual Architecture

Before diving into the details of the software components, it is important to focus on
the way the system works. A more in-depth description of the system will be provided
in Section 3.3. Figure 3.1 outlines a high-level behavioural representation of the system
through a state machine.

The execution sequence is composed of five phases, which correspond directly to the
state transitions visualised in the diagram:

1. Terms identification: A user submits a candidate natural language system re-
quirement statement. The system instantly parses the text to identify all the terms
that require a definition, according to INCOSE’s rule R4 (Section 2.1.3).

2. Contextual Term Enrichment: The identified terms are associated with a def-
inition based on their contextual meaning. This acts as an advanced semantic
query-expansion mechanism — inspired by HyDE (Section 2.5.5) — before inter-
acting with the glossary’s vector space.

3. Semantic Search Execution: The enriched term embedding representations are
forwarded to the storage interface. The system executes a semantic search across
the existing project glossary to discover possible matches. The retrieval mechanism
compiles a ranked T'op — K collection of recommended term substitutions.

4. Filtering: The collection of T'op — K candidate matches is filtered by keeping only
the most relevant ones, producing a refined selection of alternatives.
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Figure 3.1: Glossary State Machine. Starting from the stakeholder’s raw requirement,
the system analyses the phrasing to extract a list of terms that need to be defined (list
A), adds a contextual definition to each one of them (list B), and retrieves K glossary
matches for each one (list C). Afterwards, the terms and their matches are filtered (list
D) to ease the work required to the user, and the remaining replacements are returned
to DeepElicit (Arnaudo et al. 2026).

5. Feedback and User Choice: In the final stage, the filtered candidates are re-
turned to the user interface. This allows the stakeholder to retain full agency on
choosing whether to apply the substitutions and which proposed modifications to
reject, guaranteeing that the final requirement set conforms completely to the stan-
dardised vocabulary.

3.2 Selected Technologies

This section details the programming language, orchestration strategy, artificial intelli-
gence models, and storage solutions that form the backbone of the system described in
Section 3.1.

First, Python (Python Software Foundation 2025) was chosen as the primary pro-
gramming language due to its extensive ecosystem, mature libraries, and integration
with ML frameworks. Furthermore, while third-party orchestration frameworks such as
LangChain (Chase 2022) are widely adopted for LLM applications, this implementation
relies entirely on native Python code. This architectural decision stems from the fact
that the system was designed with a focus on portability and compliance with restrictive
corporate environments, where the use of external software components may be limited.
This approach ensures that the core components, models, and libraries remain lightweight,
highly flexible, and easily adaptable to enterprise security policies.

Regarding the Artificial Intelligence stack, Google’s gemini-2.5-flash (Comanici
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et al. 2025) was selected as the core LLM, in line with DeepElicit (Arnaudo et al.
2026). To support the RAG pipeline, dense semantic representations are generated using
the gemini-embedding-2 model (Team et al. 2025), which at the time of writing, ex-
hibits top-tier retrieval capabilities on the Massive Text Embedding Benchmark (MTEB)
(Muennighoff et al. 2023).

Finally, for the database backend, multiple storage solutions were evaluated to deter-
mine the optimal trade-off between retrieval accuracy and operational latency. While a
detailed empirical analysis — comparing ChromaDB (Chroma Core 2026), PostgreSQL
(ParadeDB, Inc. 2026), and Qdrant (Qdrant Solutions GmbH 2026) — is provided in
Chapter 4, Qdrant (Qdrant Solutions GmbH 2026) was ultimately selected as the vector
database at the core of the retrieval system.

Nevertheless, the architecture is designed to be highly modular, allowing for the seam-
less integration of alternative storage solutions. This is achieved by decoupling the core
application logic from the specific database implementation through an interface. Conse-
quently, integrating a new vector database requires only implementing these predefined
interface methods for the target technology, enabling system expansion or benchmarking
with different storage engines without modifying the underlying codebase.

3.3 Internal Architecture

To implement the conceptual pipeline described in Section 3.1, the system is designed
following a modular software architecture. Figure 3.2 illustrates the logical components of
the system, their dependencies, and the data exchanged across the component boundaries:

1. Requirement Ingestion: The pipeline is initialised when a raw natural language
string is submitted to the system.

Running Example — Ingestion:

The following raw natural language requirement is submitted to the system:

"System Initialization is entered when the system is powered up for the first time, or
when a power on reset exception is received by the software.”

2. Few-Shot Phrase Extraction: The requirement text is immediately forwarded
to the ModelWrapper, which handles the abstraction layer for the LLM backend.
The model is driven by a specialised system prompt (Listing A.1) designed to iso-
late potential glossary and language quality violations. To achieve this, the system
prompt embeds a curated collection of few-shots examples. This choice over tradi-
tional NLP heuristic approaches was deliberate, as conventional automated glossary
terms extraction techniques often rely on syntax-driven techniques, such as noun
phrase extraction, coupled with heuristics or statistical term-frequency clustering
(Arora et al. 2014). While highly deterministic, these traditional approaches re-
strict their extraction footprint strictly to nouns and compound nominal entities.
Conversely, compliance with INCOSE Rule R4 demands a deeper semantic eval-
uation that extends beyond nominal tracking, as ambiguities can surface within

33



System Design

FILTERED

AMBIGUOUS TERMS

AMBIGUOUS TERMS
AND ° filter_glossary_terms ° AT
SUBSTITUTIONS

SUBSTITUTIONS

Raw requirement
USER REQUIREMENT ° R4 ° ModelWrapper

Candidate subs

l ‘ Candidate subs
RagManager 0 GeneralEmbedder
B
Embeddings
Embeddings
QdrantAdapter Glossary
Database
Top K matches

Figure 3.2: Internal Architecture of R4 implementation. The diagram shows the
dependencies between the scripts, the LLM-based extraction layer, and the dense vector
search infrastructure.

other components of a phrase, such as verbs (e.g., "confirm”, "monitor"), or system
operational states (e.g., "trusted"). By including these examples directly within
the system prompt, the model is provided with a baseline to recognize a hetero-
geneous spectrum of terms. Derived directly from INCOSE’s GtWR (Wheatcraft,
Zinni, and Dick 2022), the structure of these examples is detailed in the following
representative samples:

Few-Shot Example 1

Unacceptable Requirement: "The accounting system shall confirm the customer
identity"
Ambiguous Terms: accounting system, confirm, customer identity

Rationale:

e accounting system: This is ambiguous. Which system is "the accounting
system"? Is this a specific software application, a subsystem, or an organi-
sational function?

e confirm: What does "confirm" mean here? Does it mean validate, authenti-
cate, or simply acknowledge? What constitutes a successful confirmation?

o customer identity: What attributes constitute a customer identity? Which
identifier is authoritative — name, account number, biometric? Must it be
verified against an external authority?
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Few-Shot Example 2

Unacceptable Requirement: "The security system shall categorise each user as
EITHER trusted OR not trusted"

Ambiguous Terms: security system, trusted, not trusted
Rationale:

o security system: This is unacceptable because it is ambiguous. Which sys-
tem is the security system? Does it include identity management, access
control, and audit logging?

e trusted: This is unacceptable because it is ambiguous. What criteria must
be met for a user to be classified as trusted? Is trust static or can it be
revoked dynamically?

e not trusted: This is unacceptable because it is ambiguous. What distin-
guishes a not-trusted user from a trusted one? What actions are permitted
for a not-trusted user?

The language model is instructed to process the requirement text and to output a
strictly structured JSON array. Each element within this structured array conforms
to the following schema:

e violation: The exact substring or ambiguous term that requires formal defi-
nition.
e rationale: A justification explaining the nature of the violation.

e possible_definition: A contextually synthesised plausible definition de-
rived by the model from the source requirement.

This completed key-value structure is passed back upstream to the orchestrator
model.

Running Example — Few-Shot Extraction:
Guided by the few-shot examples, the LLM flags "power on reset". The ModelWrapper
outputs the following JSON snippet:

e violation: "power on reset"

e rationale: "This is unacceptable because it is ambiguous. Which reset sequence
is "power on reset"? Is this a standard low-level processor hardware reset, a
partial software interrupt trigger, or a full cold boot lifecycle?”

e possible_definition: "A hardware exception triggered when power is initially
applied or cycled, causing the processor to reset to its initial state."

3. Dense Vector Extraction: The RagManager routes the violations to the fea-
ture extraction layer. Operating through the GeneralEmbedder interface, Google’s
gemini-embedding-2 model (Team et al. 2025) processes each candidate term. It
maps the semantic properties of the text into a dense, high-dimensional vector
space, generating a query vector:
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Running Example — Dense Vector Extraction:
The string "power on reset" is converted by the embedder into the 1536-dimensional
vector ﬁpower on reset-

4. Search: The RagManager transfers the query vectors to the QdrantAdapter, which
serves as an interface to decouple the pipeline from the underlying storage technol-
ogy.

5. Database Lookup: The adapter passes the query vector down to the physical
instance. The Qdrant (Qdrant Solutions GmbH 2026) engine performs a vector
similarity search using an HNSW index (Section 2.2), isolating the top-K closest
neighbouring points that match the profile of the candidate violation.

Running Example — Database Lookup:
Using Tpower on reset and setting K = 5, the HNSW index queries the vector database
and retrieves the 5 closest terms alongside their official glossary definitions:

(a) Power on reset: A reset of an entire channel caused by initially applying power
or cycling power.

(b) Initial Synchronization (ISYNC): The process by which network elements
achieve synchronization at power up.

(¢c) Exceptions: External signals, errors, or unusual conditions during instruction
execution. When they occur, processor state is saved in registers and execution
jumps to a predefined exception vector.

(d) Start-up: The period from applying power or asserting reset until the 50 Hz
interrupt is enabled, including activities such as IBIT, ISYNC, TNR, processor
synchronization, and communication initialization.

(e) Hardware Exceptions: Any processor exception not mapped to a VaWorks
signal.

6. Return: The retrieved points are returned upstream to the R4 orchestrator.

7. Filter: Before presentation, the retrieved points are filtered to include only can-
didate substitutions with a plausible match. This is performed through an LLM,
prompted with Listing A.2. This passage was introduced to lighten the end user’s
decision-making process regarding term substitution. This is particularly important
for violations that lack a corresponding entry in the glossary, as proposing a term
replacement with irrelevant target proposals would only cause confusion. Addition-
ally, when a match is found, the system presents only the most relevant candidate
substitutions rather than returning a fixed top-K list.
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Running Example — Filtering:

The filtering LLM evaluates the 5 candidates against the original requirement context.
It discards "ISYNC', "Ezceptions”, "Start-up', and "Hardware Exceptions'. It isolates
and retains only the exact corporate vocabulary alignment token: "Power on reset’.

8. Presentation: This information is subsequently presented to the user. Under this
Human-in-the-Loop paradigm, the stakeholder retains full deterministic control,
possessing the agency to manually accept or reject the system-generated glossary
recommendations.

Running Example — Presentation:

The user interface flags the original string "power on reset" and presents its ratio-
nale. It proposes the official glossary term "Power on reset” alongside its approved
project definition. The user accepts the substitution, ensuring vocabulary alignment.
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Chapter 4

Experimental evaluation

This chapter presents the empirical evaluation of the proposed RAG architecture for auto-
mated glossary compliance. The primary objective is to validate the system’s capabilities
through a structured benchmarking pipeline.

To provide a rigorous and comprehensive analysis, the remainder of this chapter is
organised sequentially. First, Section 4.1 defines the goal of the evaluation and outlines
the fundamental research questions that drive this study. Next, Section 4.2 describes the
evaluation metrics chosen to answer these questions and measure system performance.
The architectural components, including the evaluation datasets and the technical envi-
ronment, are then presented in Section 4.3. Following the setup, Section 4.4 explains the
execution protocol and the procedural steps followed during the tests. Finally, Section 4.5
presents the empirical results, providing a formal analysis and a technical interpretation
of the findings, while Section 4.6 provides two execution examples.

4.1 Research Questions

The primary objective of this evaluation is to analyse the performance, efficiency, and
architectural impact of the proposed system. To break down this goal, the evaluation
framework addresses four core research questions:

1. RQ1: How effective is our implementation at identifying violations to INCOSE’s
rule R4 (Section 2.1.3) within a given requirement formulation?

2. RQ2: Which retrieval paradigm is most effective for technical glossary alignment
between Dense (Section 2.5.1) and Hybrid Search (Section 2.5.4)7

3. RQ3: How do different vector databases - between Qdrant (Qdrant Solutions
GmbH 2026), ChromaDB (Chroma Core 2026), and PostgreSQL (ParadeDB, Inc.
2026) - compare in terms of operational latency when employed in the use case
presented in this work?

4. RQ4: To what extent does the integration of a proactive glossary improve the
overall quality of generated requirements?
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4.2 Metrics

4.2.1 RAQ1: Violation Identification

To assess how effectively the system identifies violations of the INCOSE rule R4, the
evaluation is divided into two distinct checkpoints along the pipeline.

Initially, we evaluate the performance immediately following the Few-Shot Phrase
Extraction phase. At this stage, we employ recall to measure the model’s capacity
to extract all true positive violations from the raw requirement text, and precision to
quantify the accuracy of the identified candidate terms, ensuring the extraction layer does
not introduce excessive noise.

Subsequently, these metrics are re-evaluated after the Filter phase. This secondary
evaluation verifies that the downstream filtering mechanism is not overly aggressive, en-
suring that it successfully reduces the cognitive load for the end-user without inadver-
tently eliminating valid violation matches.

4.2.2 RQ2: Retrieval Paradigm

To evaluate the accuracy and ranking quality of the retrieval configurations during the
Search and Database Lookup phases, three standard information retrieval metrics are
employed over an evaluation window of K = 5:

« Hit@K: Measures the proportion of queries for which the correct ground-truth term
from the glossary is successfully retrieved within the top K results. It is formally
defined as:

1N
Hit@K = > I(target € Top-K;) (4.1)
i=1
where N denotes the total number of queries under consideration, and Z is the
indicator function that outputs 1 if the condition is satisfied and 0 otherwise.

e« Mean Reciprocal Rank (MRR)@k: Calculates the average of the reciprocal
ranks of the first correct result, penalising the architecture when the correct term
is placed lower in the ranking. The metric is computed as follows:

1
rank;

1 N
MRROK = — %" (4.2)
NI =

where N is the number of queries, and rank; represents the position occupied by
the correct term within the Top-K window.

Example: Consider the following Top-5 of candidates for the substitution of the term
System Initialisation:

— Hardware Exceptions: Any processor exception not mapped to a VrWorks
signal.

— Start-up: The period from applying power or asserting reset until the 50 Hz
interrupt is enabled, including activities such as IBIT, ISYNC, TNR, processor
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synchronisation, and communication initialisation.

— Link: A one-way point-to-point connection between the transmitter in one Net-
work Element and the receiver in another.

— Initial Synchronisation (ISYNC): The process by which network elements
achieve synchronisation at power up.

— Working group TNR routine: A software-commanded function where syn-
chronised NEs search for and synchronise with a lost NE.

Supposing that the correct substitution is Start-up, which has rank 2, the result is:

MRRQK = =0.5

e B
N |

o Normalized Discounted Cumulative Gain (NDCG)@k: Evaluates the qual-
ity of the ranking by applying a logarithmic discount to correct terms positioned
lower in the retrieval window. Unlike other metrics, NDCG assigns a relevance score
to each entry (e.g., 0 for non-relevant terms and 3 for highly relevant terms), ei-
ther manually by a human, or programmatically through cosine similarity (Section
2.3.1). The normalised metric is defined as:

DCGQK

ND K=—7"— 4.
cGa IDCGQK (4:3)
where DCGQK is defined as follows:
K
rel;
DCGQK = —_— 4.4
; logy(i + 1) (44)

with rel; representing the relevance score of the value at position ¢. The formula for
IDCGQK is exactly the same, however the terms are ordered by relevance scores,
and it represents the maximum score obtainable:

ideal
rel;

logy (i + 1) (45)

K
IDCGQK ="
=1

Example: Example: Consider the following Top-5 of candidates for the substitution
of the term System Initialization, along with their relevance scores (rel;) computed
via cosine similarity:

— Hardware Exceptions (rely = 0.15): Any processor exception not mapped to
a VeWorks signal.

— Start-up (relo = 0.88): The period from applying power or asserting reset until
the 50 Hz interrupt is enabled, including activities such as IBIT, ISYNC, TNR,
processor synchronisation, and communication initialisation.

— Link (rels = 0.02): A one-way point-to-point connection between the transmitter
in one Network Element and the receiver in another.

— Initial Synchronisation (ISYNC) (rely = 0.65): The process by which net-
work elements achieve synchronisation at power up.
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— Working group TNR routine (rels = 0.31): A software-commanded function
where synchronised NEs search for and synchronise with a lost NFE.

The relevance vector obtained from the system ranking is rel = [0.15, 0.88, 0.02, 0.65, 0.31].
To evaluate the NDCG@Q5, the calculation is performed as follows:

1. Calculation of DC'G@b5: The logarithmic position discount is applied to each
relevance score according to Equation 4.4:

5
rel;
DCG@5 = —
; logy(i + 1)
015 n 0.88 n 0.02 n 0.65 n 0.31
log,(2) log,(3) logy(4)  logy(5)  logy(6)
N 0.15 + 0.88 " 0.02 n 0.65 + 0.31
T 1.585 2 2.322  2.585
~ 0.150 + 0.555 4+ 0.010 + 0.280 4+ 0.120 = 1.115

2. Calculation of IDCGQ5: Sorting the actual relevance scores in non-increasing
order yields the vector rel*®¢% = [0.88, 0.65, 0.31, 0.15, 0.02]:

5 ,,,el@'deal
1D = _—t
ceas ; logy(i + 1)

088 n 0.65 n 0.31 n 0.15 n 0.02
logy(2) ~ logy(3) = logy(4) = logy(5) — logy(6)

 0.88 n 0.65 + 0.31 n 0.15 n 0.02

T 1.585 2 2.322  2.585

~ 0.880 + 0.410 + 0.155 + 0.065 + 0.008 = 1.518

3. Normalisation: Finally, the NDCGQ5 is computed as the ratio between the
actual and ideal DCG values:

DCG@s5 1115

NDCG@S = 755085 = 1518

~ 0.735

4.2.3 RAQ3: Vector Database Scalability

To determine the optimal database backend for the Database Lookup phase, the primary
performance metric evaluated is Operational Latency, measured in milliseconds (ms).
This metric quantifies the total execution time required by a given database engine to
traverse its internal index structure and return the top- K nearest neighbours for a specific
candidate violation query.

4.2.4 RQ4: Requirements Quality Improvement

To evaluate the overall requirement quality improvement achieved downstream of the
Filter phase, three quantitative metrics and one qualitative metric are taken into con-
sideration. The quantitative metrics are defined as follows:
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o Type Token Ratio (TTR): Although originally introduced by Johnson (1944)
within the field of linguistics to measure language behaviour, this metric is used in
modern NLP tasks to assess lexical diversity within a text by calculating the ratio
of unique words (types) to total words (tokens). A higher value indicates that the
document utilises a broader range of terminology. Within the scope of this work,
tokens correspond to the total number of glossary violations identified, while types
represent the distinct terms used to fix those violations.

Example: Consider the following requirement:

When the System Initialisation phase is active, no user commands shall
be processed until the Boot Sequence is complete.

In this text, extracting the terms that should be defined in the glossary yields:

— Tokens: 2 (System Initialisation, Boot Sequence
— Types: 2 (System Initialisation, Boot Sequence)

2 (Types)

TTR = —————+% =
2 (Tokens)

However, if the requirement were to be written in the following way:

When the System Initialisation phase is active, no user commands shall
be processed until the System Initialisation is complete.

The result would be:

— Tokens: 2 (System Initialization, Boot Sequence)

— Types: 2 (System Initialization)

1 (Types)

TTR =
2 (Tokens)

=0.5

o Violations Resolved Per Iteration (VRPI): As described in the Introduction
in Chapter 1, DeepFElicit refines user-provided requirements through an iterative
process. This metric quantifies the average number of violations resolved during
each iteration. It is computed as:

violationsinput — violationsgutput

VRPI =

(4.6)

Niterations

» Violations Per Word (VPW): This metric normalises the number of violations
— identified according to the INCOSE rules — by the length of the requirement

text. It is computed as:

.
VPW = (4.7)

where V represents the total number of violations detected in the requirement, and
N,, is the total word count of the text.
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This metric was specifically designed to address an issue during the iterative refine-
ment: the LLM often produces output specifications that are significantly longer
(Ny) than the initial inputs, as it explicitly adds necessary context, and enforces
syntactic patterns. Consequently, relying solely on the absolute count of violations
(V') would introduce a penalisation bias for longer texts. By introducing the VPW
index, the density of violations is evaluated independently of text length.

Finally, a 5-point Likert scale is employed to quantify the qualitative assessment of
the requirements. In this evaluation, scores are assigned via an LLLM-as-a-judge paradigm
(Gu et al. 2025), leveraging the structured prompt detailed in Listing A.4. This approach
evaluates each requirement formulation against a comprehensive subset of quality criteria
defined by the ISO 29148 standard (ISO/IEC/IEEE 2018). Moreover, the outputs of the
LLM-judge have been manually reviewed by the main author of this manuscript and by
an expert of RE, thus enduring the reliability of the evaluations and the effectiveness of
the prompt used.

To determine whether the post-elicitation quality improvements are statistically mean-
ingful, a Wilcoxon signed-rank test (Wilcoxon 1945) is subsequently applied. This non-
parametric statistical test is selected based on two considerations:

e Likert scale scores are ordinal, meaning that while the categories follow a strict
order, the intervals between consecutive scores cannot be assumed to be numerically
equal (i.e., the distance between 2 and 3 is not necessarily identical to that between
4 and 5) (Go6b, McCollin, and Ramalhoto 2007).

o The relatively small size of the dataset (n = 12) makes it unreliable to assume or
test for a normal distribution of the differences.

The test operates by computing the difference between the scores for each pair —
composed by the input formulation and the final processed one — of requirements:

di = Tfinali — Tinitiali (4.8)

After discarding any pairs where d; = 0 (no variation in the scores), the absolute
differences |d;| are ordered from smallest to largest and assigned a rank from 1 to N,.
Each rank is then converted into a signed rank by multiplying the rank value by the
sign of the original difference (sgn(d;)). Conceptually, the signed rank encapsulates two
distinct pieces of information:

1. The absolute value of the rank indicates how large the score variation was relative
to the other pairs in the dataset.

2. The sign (+ or —) indicates whether the quality metric improved or degraded
following the elicitation step.

The test statistic W is defined as the smaller of the sum of positive ranks (W) and
negative ranks (W 7):
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W =min(W*, W) (4.9)

Under the null hypothesis (Hy), we assume there is no real difference between the two
sets of scores. If this holds true, positive and negative changes should roughly balance
each other out, meaning the test statistic W will stay close to its expected average.
However, if one type of change heavily outweighs the other, it creates a strong imbalance
that pulls W far from this average. When this deviation is large enough, it drives the
p-value below the standard significance threshold (e.g., « = 0.05), allowing us to reject
the null hypothesis and conclude that a meaningful change has occurred.

Example: Consider a subset of 5 requirements evaluated for a quality metric before and
after an elicitation step. The calculation of differences, absolute sorting, and signed ranks is
summarised below:

Req. Tinitial Tnal d; |d;/] Rank Signed Rank

1 3.5 45 +1.0 1.0 3 +3
2 4.0 43 403 0.3 1 +1
3 3.0 50 +20 20 ) +5
4 4.5 3.9 -06 0.6 2 -2
) 4.5 3.0 -1.5 1.5 4 -4

Table 4.1: Step-by-step ranking for the Wilcoxon test example.

Next, we separate and sum the ranks based on their signs to compute W:
o Sum of positive ranks: Wt =3+1+5=9
e Sum of negative ranks: W~ =2+4 =06
W =min(W*, W~) = min(9,6) = 6

For a sample size of n = 5, there are 2° = 32 possible sign permutations. Under the null
hypothesis (Hyp), all permutations are equally likely. Since exactly 13 combinations yield a
sum < 6, the two-tailed p-value is calculated as:

—ox B 08125
p=2x3y =0

Since p = 0.8125 > 0.05, we fail to reject the null hypothesis; the variations are statistically
indistinguishable from random noise.

(Note: With n =5, even a perfect separation where W = 0 yields a minimum two-tailed
p-value of 2 x (1/32) = 0.0625. This mathematical floor dictates that a sample size of at
least n = 6 is strictly required to drop below the o = 0.05 threshold, validating the choice of
n =12 for the main benchmark).

4.3 Setup

This section outlines the datasets and the technological environment configuration utilised
for the experiments.

45



Experimental evaluation

4.3.1 Datasets

To evaluate the architectural capacity across different operational complexities, two pri-
mary datasets were utilised as ground truth:

o« NASA Dataset: Sourced from the PURE repository (Ferrari, Spagnolo, and Gnesi
2017), it features 35 high-fidelity requirements referencing a project-specific glossary
containing 82 terms.

e NIST Dataset: To stress-test the system against a larger vocabulary, the National
Institute of Standards and Technology (NIST) cybersecurity glossary (National In-
stitute of Standards and Technology 2026) was used, which contains 9,870 technical
terms. Because this glossary does not include pre-authored requirements, an LLM
was prompted to generate synthetic requirements that incorporate NIST terminol-
ogy. This allows for an evaluation of the system’s ability to resolve terms within a
significantly larger search space.

These two datasets primarily support the evaluation of RQ2 and RQ3, while a specific
subset of 12 requirements was selected for RQ4. This sample size was chosen to contain
execution costs while remaining statistically sufficient to perform a Wilcoxon signed-rank
test (Wilcoxon 1945) (Section 4.2.4). Specifically, these 12 requirements were selected
to ensure a balanced distribution of unique terms and synonyms, to effectively evaluate
whether the introduction of a glossary compliance mechanism can successfully identify
synonyms and substitute them with a single standardised term. For this subset, all
violations (37) related to INCOSE’s rule R4 serve as ground truth for the TTR analysis.
To improve the reliability of the annotations, they have been manually curated by the
author of this manuscript, and reviewed by an expert in RE. Below is an example of
ground truth requirement.

Example: Consider the following requirement from the PURE (Ferrari, Spagnolo, and Gnesi
2017) dataset:

If a single non-recoverable fault has occurred, for erample, the system will,
when the transfer is made back to Normal Operation state, be capable of
handling another fault

In this text, the terms requiring formal definition are "single non-recoverable” and "Normal
Operation state". The glossary provides the following entries for these concepts:

e Permanent Failure: A failure declared permanent when all recovery or reconfigura-
tion attempts by FTSS or application-level mechanisms fail.

e Normal Operation state: A system operating state entered after System Initialisa-
tion is complete, in which the FCP has been configured as a fault-tolerant computer
and the 50 Hz timer interrupt is enabled. The system meets all performance and func-
tional requirements in the no-fault case; faults detected in this state cause a transition
to the Fault Recovery state.

While the requirement uses a synonym (single non-recoverable) to reference a Perma-
nent Failure, it explicitly relies on the official nomenclature for the Normal Operation
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state. In both instances, tying the requirement to these precise definitions is crucial to
prevent ambiguity and provide full context to future reader.

4.3.2 Technologies

The technological stack chosen for the benchmarking pipeline consists of the following
components:

e« Programming Language: All experiments were conducted in a controlled envi-
ronment running Python 3.14 (Python Software Foundation 2025).

e Databases: Three database backends were integrated and evaluated: Qdrant
(Qdrant Solutions GmbH 2026), ChromaDB (Chroma Core 2026), and PostgreSQL
(ParadeDB, Inc. 2026) (via the ParadeDB extension).!

e Models: Text generation tasks are primarily performed using gemini-2.5-flash
(Comanici et al. 2025), in alignment with the base architecture of Arnaudo et al.
(2026) that this work expands, with the exception of the LLM-as-a-judge (Gu et al.
2025), which leverages gemini-3-flash-lite (Google DeepMind 2026).2 Dense
embeddings are generated using Google’s gemini-embedding-2 (Team et al. 2025).
Sparse representations leverage BM25 (Section 2.5.2) for the PostgreSQL backend,
and SPLADE (Section 2.5.2) for Qdrant; this distinction is dictated by compatibil-
ity constraints for the two databases in Python 3.14. Late-interaction re-ranking
(Section 2.5.3) is driven by COLBERT (Khattab and Zaharia 2020).

4.4 FEvaluation Protocol

This section describes the procedural protocol followed to unfold the evaluation and
collect the metrics under controlled conditions.

4.4.1 RQ1: Violation Identification

The protocol for assessing the accuracy in the identification of violations to rule R4 as-
sesses separately the pre and post-filter outcomes. Since the LLM-based filter can exclude
identified violations without meaningful glossary matches, two separate assessment are
necessary to ensure that this mechanism does not degrade the results. Specifically, we
perform the following measurements:

!ChromaDB (Chroma Core 2026) is excluded from the experiments with hybrid search due to its lack
of native sparse search support in the local environment.

2This choice has been guided by the need to reliably ground the evaluation of the requirements by
involving a pre-trained model with considerable base knowledge and reasoning capabilities. At the same
time, by adopting a different model than the one used to improve the requirements, we reduced possible
bias in the evaluations.
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1. Pre-Filter Evaluation: The raw outputs from the Few-Shot Phrase Extraction
phase are mapped against the ground-truth annotations. A detected term is clas-
sified as a True Positive (T'P) if it successfully identifies a real violation, a False
Positive (F'P) if the model hallucinated, and a False Negative (FN) if a ground-
truth violation was omitted. These counts are used to compute precision and recall.

2. Post-Filter Evaluation: After the Filter phase, the resulting violations are mapped
once again against the ground-truth baseline. By comparing these results with the
pre-filter metrics, we isolate the exact drop in TP and FP counts. This allows
us to quantify the filter’s effectiveness in mitigating noise versus its tendency to
introduce false negatives.

4.4.2 RQ2: Retrieval Paradigm

The retrieval paradigms are tested across two distinct datasets and evaluated using three
distinct query formulations:

o Term + Definition: This configuration implements an HyDE-inspired (Section
2.5.5) strategy. When a potential violation of INCOSE’s R4 is detected within a
requirement, an LLM is prompted to generate a contextual definition of the candi-
date term based on the surrounding requirement text. The underlying hypothesis
is that expanding a term with an LLM-generated definition will produce an embed-
ding proximal to the ground-truth definitions stored in the glossary, while better
representing the intended meaning of the term within its usage context.

e Term Omnly: This approach bypasses query expansion and feeds only the technical
keyword taken from the requirement text into the retrieval pipeline.

e Definition Only: Conversely, this configuration isolates the descriptive context
by feeding exclusively the LLM-generated definition into the index, completely re-
moving the original term from the query vector.

Dense Search (Section 2.5.1) is evaluated across the three options above and sub-
sequently contrasted against Hybrid Search (Section 2.5.4). Subsequently, the best-
performing configuration between the two is tested by also executing the Filter phase.

4.4.3 RQ3: Vector Database Scalability

To improve statistical reliability and mitigate events such as cold-start cache initialisation
or background OS process spikes, each benchmark configuration is executed 12 indepen-
dent times. The first 2 iterations are discarded as a warm-up phase (IBM Corporation
2026). The final metrics are derived from the mathematical average of the subsequent 10
stable runs.
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4.4.4 RQ4: Requirements Quality Improvement

To evaluate whether the integration of the glossary enhances the quality of the require-
ments formulations, a simulated requirements elicitation method was reproduced by the
tool proposed by Arnaudo et al. (2026), which automates the elicitation phase of the
RE process through the interaction between a stakeholder and LLMs, with the aim of
improving the input requirement formulation in accordance to the rules defined in the
GtWR. While the implementation details of this tool are out of the scope of this work, its
usage is automated by replacing the human user with a secondary LLM, configured with
the prompt detailed in Listing A.2. The simulated stakeholder-analyst conversation was
limited to a maximum of 20 conversational turns®. To avoid unnecessarily always reach-
ing the iterations limit, the secondary LLM was configured to stop the elicitation phase
as soon as the tool would propose to do so, because this implies that the requirement
formulation has reached a certain quality threshold according to the tool’s internal eval-
uation mechanism. The limitations inherent to this verification approach are discussed
in Section 5.2.

To isolate and assess the impact of the implementation of the R4 rule, the tests were
conducted under two distinct configurations:

e Standard Configuration: The execution is carried out omitting INCOSE’s R4
rule while keeping all other rules already implemented by the baseline tool active.

¢ Glossary-Enhanced Configuration: INCOSE’s R4 rule is applied alongside the
other rules, by integrating a dedicated module to the code of the tool proposed by
by Arnaudo et al. (2026).

Ultimately, the baseline requirements and the refined requirements obtained from
both the Standard and the Glossary-Enhanced configuration are evaluated utilising the
LLM-as-a-judge paradigm. This allows to consider an external quality evaluation that
is independent from the counting of the violations of the INCOSE rules. Specifically,
gemini-3-flash-lite (Google DeepMind 2026) is prompted as reported in Listings A.4,
in order to assess the quality of the formulation with respect to international standards
(ISO/IEC/IEEE 29148 (ISO/IEC/IEEE 2018), Section 2.1.2). The evaluation specifically
targets five quality characteristics for assessing individual requirements: Completeness,
Unambiguity, Verifiability, Correctness, and Singularity. The reason for the selection
of this subset of quality criteria from ISO/IEC/IEEE 29148 is that the remaining four
dimensions — Necessary, Appropriate, Feasible, and Conforming — demand extensive
context about the scenario described by the requirements, which falls beyond what the

3defined as "user inputs" — i.e., the secondary LLM answering up to 20 questions prompted by the
main tool. This maximum cap was set after a preliminary calibration: a limit of 10 and 15 turns
proved too restrictive, as no requirement converged within those bounds, whereas increasing the cap to
20 was the smallest tested increment that allowed conversations to terminate naturally while keeping the
benchmark runtime bounded. Therefore, 20 turns was retained as a trade-off between evaluation cost and
the reduction of premature truncation.
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LLM-as-a-judge could reliably evaluate solely from the isolated formulations. Their ex-
clusion is intended to mitigate possible hallucinations, while still ensuring the calculation
of quality scores that can be used to compare different requirement formulations.

To further mitigate possible hallucinations, the LLM-as-a-judge (Gu et al. 2025) is
provided with few-shot prompts — retrieved from existing literature and technical guide-
lines (Wheatcraft, Zinni, and Dick 2022; Krishna et al. 2024; F.-L. Li et al. 2024; Vo-
gelsang et al. 2025; Gértner and Gohlich 2024) — as anchors for its scoring, and each
requirement is evaluated three times. By finally averaging the scores obtained from the
three runs, the effects of possible isolated hallucinations are mitigated, while the repro-
ducibility of the procedure is improved. To evaluate the statistical significance of the
resulting performance shifts, a Wilcoxon signed-rank test (Wilcoxon 1945) is conducted
on the aggregated Likert scale scores (n = 12).

Moreover, to account for varying requirement complexities, the requirements are strat-
ified into distinct tiers based on the initial count of violations with respect to INCOSE
rules. Specifically, given the overall distribution of the violations, those with a violation
count in the first two quartiles are classified as Fasy (n = 4), those in the third quartile
as Medium (n = 4), and those falling within the fourth quartile as Hard (n = 4). Due to
the limited sample sizes within these individual subgroups, the Wilcoxon test (Wilcoxon
1945) is restricted to the comprehensive dataset to maintain statistical validity, whereas
the performance variations within each complexity tier are subsequently evaluated via
descriptive and comparative analysis.

4.5 Results

4.5.1 RAQ1: Violation Identification

Following the procedure described in Section 4.4.1, the performance metrics are reported
in Table 4.2.

Pipeline Phase TP FP Precision Recall
Pre-Filter 36 33 0.522 0.973
Post-Filter 31 6 0.838 0.838

Table 4.2: Performance Metrics for Violation Identification.

During the initial Few-Shot Phrase Extraction phase, the pipeline achieved a recall
of 0.973, successfully identifying 36 out of the 37 manually annotated violations. This
demonstrates that the extraction model is highly effective at capturing violations of IN-
COSE’s rule R4, leaving out only a single false negative. However, this came at the
expense of precision, which stood at 0.522. The model generated 33 false positives (F'P),
meaning that nearly half of the raw extracted terms were noise. The introduction of
the Filter phase addressed this issue by drastically suppressing the noise in the retrieved
candidate matches, leading to a significant reduction in the number of false positives,
from 33 to just 6, which pushed the precision up to 0.838. This filtering capability in-
curred a minor trade-off in terms of recall, which decreased from 0.973 to 0.838 due to
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the loss of 5 true positives. The reduction in false positives is particularly important for
the Presentation phase: rather than overwhelming the user with a high volume of noisy
candidates, the system presents only this filtered subset, allowing the user to focus on
the remaining 31 genuine violations and discard the remaining 6 false positives.

4.5.2 RQ2: Retrieval Paradigm

As demonstrated by the empirical data in Figure 4.1, the Term + Definition query
configuration yielded the highest retrieval accuracy under Dense Search (Section 2.5.1),
proving that expanding a short query with an LLM-generated definition significantly aids
the embedding model in distinguishing proximal technical terms within a large search
space like the one of the NIST glossary (National Institute of Standards and Technology
2026). Notably, retrieval accuracy remained identical across all three database backends
— i.e. Qdrant, Postgres, and ChromaDB — when employing dense embeddings.

Il NASA [ NIST
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1.24
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Figure 4.1: Metrics on dense search. Hit@K, MRR and NDCG evaluated using Dense
search only. The Term + Definition strategy consistently outperforms standalone term
or definition queries. Storage choice does not impact result accuracy.

Conversely, under Hybrid Search (Figure 4.2), the performance remained entirely
static across all three query configurations, showing that, in our use case, keyword-aware
models are less sensitive to query expansion.

Regarding the evaluation of the complete end-to-end pipeline on the 12 annotated
NASA requirements — as described in Section 4.4.2 — within the extracted subset of vi-
olations (Section 4.5.1), the RAG architecture achieved a Hit@5 of 0.917 (33/36), demon-
strating that the correct glossary terms were successfully retrieved in the vast majority
of cases. This high retrieval quality is further reflected by an MRR@5 of 0.699 and an
NDCG@5 of 0.755, confirming that relevant entries were consistently ranked near the top
of the results.

During the final LLM-based filtering stage, 4 of the initially extracted violations were
excluded, because the LLM did not deem the proposed substitutions as appropriate.
Consequently, out of the remaining 32 retained terms, the system successfully resolved
29 instances, yielding a Filtered Hit@5 of 0.906. Taking the entire set of violations into
account, this configuration achieved an accuracy of 0.784 (29/37), proving the viability of
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Figure 4.2: Metrics on hybrid search. Performance evaluation using a combination
of dense embeddings and sparse retrieval (BM25/SPLADE). In contrast to dense search,
all query configurations yielded identical results.

the filtering mechanism in mitigating false positives and reducing user overload without
heavily sacrificing retrieval performance.

4.5.3 RQ3: Vector Database Scalability

Under Dense Search (Section 2.5.1), Qdrant (Qdrant Solutions GmbH 2026) consistently
operated as the fastest backend across all scenarios, with ChromaDB (Chroma Core
2026) maintaining a narrow performance gap. While PostgreSQL (ParadeDB, Inc. 2026)
demonstrated competitive latencies on the small NASA dataset, it experienced a signifi-
cant latency overhead when scaled to nearly 10,000 terms in the NIST dataset (National
Institute of Standards and Technology 2026) (Figure 4.3).

Il NASA [ NIST
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Figure 4.3: Operational Latency for Dense Retrieval. Comparison of retrieval times
across the three database backends. Qdrant demonstrates the lowest latency, followed
closely by ChromaDB. The data highlights a scalability divergence: while all backends
perform similarly on the small-scale NASA dataset, Postgres (ParadeDB) exhibits a sig-
nificant latency increase when processing the nearly 10,000 terms of the NIST glossary
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Figure 4.4: Operational Latency for Hybrid Retrieval. Comparison between Qdrant
and Postgres using combined dense and sparse search. The results show a significant
increase in latency for Qdrant compared to its dense-only baseline, narrowing the perfor-
mance gap between the specialised vector engine and the relational extension.

For Hybrid Search (Section 2.5.4), Qdrant’s (Qdrant Solutions GmbH 2026) perfor-
mance advantage over PostgreSQL (ParadeDB, Inc. 2026) narrowed (Figure 4.4).

Based on the accuracy (Section 4.5.2) and speed benchmarks, Dense Search (Section
2.5.1) using the Term + Definition configuration on a Qdrant (Qdrant Solutions GmbH
2026) backend was selected as the optimal configuration for the implementation of the
RAG system.

4.5.4 RQ4: Requirements Quality Improvement

An automatic elicitation process was executed under both the Standard and the Glossary-
Enhanced configurations to evaluate the specific impact of the R4 rule. In both cases,
the average requirement length expanded significantly, shifting from an initial mean of
24.2 words to 45.2 words under the Standard configuration, and to 117.5 words under
the Glossary-Enhanced one*. This growth indicates that the process effectively drove the
simulated user — i.e., the secondary LLM in our tests — to contextualise and explicate
missing information within the initial requirements. To illustrate this effect, consider the
following example of an initial requirement and its corresponding refined version:

Example: Consider the following initial requirement:

System Initialization is entered when the system is powered up for the first time,
or when a power on reset exception is received by the software.

Through the elicitation process, this formulation is expanded into a structured, verifiable
requirement:

The system shall enter Start-up when the user initiates it by pressing the apposite

“Word counts are calculated strictly on the requirement formulations, excluding any injected glossary
definitions.
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button for the first power-up by an end-user, or when the software receives a
Power on reset.

The Start-up process shall complete within 5s +/- 150ms.

Where the following terms are defined in the glossary:

e Start-up: The period from applying power or asserting reset until the 50Hz interrupt
is enabled, including activities such as IBIT, ISYNC, TNR, processor synchronisation,
and communication initialisation.

e« Power on reset: A reset of an entire channel caused by initially applying power or
cycling power.

The refined outcome introduces precise timing constraints and links the domain concepts
(Start-up and Power on reset) directly to their official glossary definitions.

As highlighted by this qualitative comparison, the refined requirement exhibits a
substantial leap in precision and clarity. First, the vague descriptions surrounding the
timer interrupt and state transition are replaced by measurable constraints, specifically
saying that the process must complete "within 5s +/- 150ms". Second, the phrasing
is restructured to adhere to formal systems engineering standards by introducing the
keyword "shall” (Wheatcraft, Zinni, and Dick 2022). Finally, domain-specific concepts
are disambiguated by linking them directly to glossary definitions (such as "Start-up " and
"Power on reset"), removing any semantic ambiguity.

The textual growth also contributed to a reduction in violation density — VPW,
defined in Section 4.2 — across both experimental setups. Specifically, VPW dropped
from 0.371 down to 0.060 (A = —0.310) on the Standard configuration, while it decreased
from 0.767 down to 0.218 (A = —0.549) on the Glossary-Enhanced one. The baseline
discrepancy between the two configurations (0.371 vs. 0.767) arises because R4 violations
are omitted from the count in the Standard configuration. Nevertheless, these findings
confirm that both setups significantly lower the violations density of the proposed re-
quirements, with the integration of R4 enabling a larger overall reduction. These results
are illustrated in Figure 4.5.

Furthermore, to understand the nature of the textual expansion across the entire
dataset, we analyzed the TTR, which decreased from an initial 0.583 down to 0.418 on
the Standard configuration, indicating that rewriting requirements according to INCOSE
guidelines — even without a glossary — promotes terminological consistency. This effect
is significantly more pronounced in the Glossary-Enhanced configuration, where TTR
further drops to 0.221, as vocabulary uniforming is explicitly targeted.

However, this benefit comes at the cost of slower dialogue convergence. While the
Standard configuration reached the 20-iteration hard limit for only a single requirement,
the Glossary-Enhanced one exhausted the threshold in 10 out of 12 cases. This hap-
pens primarily because each selection among the proposed glossary terms requires a
conversational turn, directly increasing the total interaction count needed to finalise the
requirement.

Lastly, regarding the quantitative metrics, the VRPI scored 0.31 for the Glossary-
Enhanced configuration compared to 2.05 for the Standard one. This discrepancy is
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Figure 4.5: Quantitative Metrics Overview. Shift in TTR and VPW between initial
and final requirements. While both setups exhibit a positive improvement trend, the
Glossary-Enhanced configuration yields the largest performance delta across both metrics.
Note that the baseline discrepancy in initial VPW scores arises because R4 violations are
omitted from the count in the Standard configuration.

primarily due to the Glossary-Enhanced requirements frequently hitting the 20-iteration
cap, leaving more violations unresolved. Conversely, the Standard configuration rarely
reached this limit, resulting in an higher rate of violation resolution per iteration. How-
ever, it is worth noting that the Standard setup did not account for violations of R4 (as
it was not implemented).

Ultimately, these metrics highlight a clear trade-off: while the Glossary-Enhanced
configuration effectively reduces violation density and standardises the requirements’ vo-
cabulary, it demands greater effort from the user, who in addition to providing context,
must also actively decide whether to include the proposed glossary terms.

Metric Standard Glossary-Enhanced

VPW 0.060 0.218
TTR 0.418 0.221
VRPI 2.050 0.310
A VPW —0.310 —0.549
A TTR —0.165 —0.362

Table 4.3: Overview of the quantitative metrics results for the Standard and
Glossary-Enhanced configurations. The table reports the absolute final values and
their relative variations (A) compared to the initial requirements. While both setups
reduce violation density (VPW), the Glossary-Enhanced configuration achieves a higher
overall reduction. It also shows a more effective vocabulary standardisation, as indicated
by a lower TTR. However, these benefits come at the cost of reduced VRPI.
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Figure 4.6: Overall Quality Scores. Comparison of quality characteristic scores eval-
uated by the LLM-as-a-judge on a 5-point Likert scale. Arrows indicate the delta (A)
improvement from the initial requirements (Input) to the final outputs under the Stan-
dard and Glossary-Enhanced configurations. The integration of the glossary (Glossary-
Enhanced) drastically outperforms the Standard setup across almost all criteria, trans-
forming mild baseline improvements into substantial quality leaps, with only a negligible
trade-off in requirement singularity.

Shifting the focus to the quality assessment driven by the LLM-as-a-judge paradigm,
a comparison between the two configurations over all the 12 requirements is shown in
Figure 4.6. Both setups achieved a generalised improvement across all evaluated criteria
compared to their respective baselines. Starting from a baseline of 3.7 average score in
the five-points Likert scale, the Standard configuration achieved a final mean score of
3.8, whereas the Glossary-Enhanced one reached a final mean of 4.5. Since the R4 rule
targets the Unambiguous and Verifiable qualities — according to INCOSE’s GtWR —
the following analysis focuses primarily on these two dimensions. In the Standard Con-
figuration, the metrics for Unambiguous and Verifiable experienced small improvements,
with mean deltas of A = +0.08 and A = +0.33 respectively. On the other hand, when
R4 is actively enforced in the Glossary-Enhanced configuration, the Unambiguous and
Verifiable qualities experience improvements of A = +1.03 and A = +1.31 respectively.
It is also noteworthy that, while R4 specifically targets two characteristics only, the Un-
ambiguous quality is simultaneously impacted by 12 other active rules, and Verifiable by
14. INCOSE’s R4 therefore acts as a multiplier within this rule set, guiding the dialogue
to more consistent and verifiable requirements.

Briefly summarising the other criteria shown in Figure 4.6, the Glossary-Enhanced
configuration systematically outperformed the Standard one also across the remaining
dimensions. Specifically, for Complete, the glossary integration triggered a massive leap
of A = +1.31, whereas the Standard setup only improved by A = 40.08. Similarly,
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Figure 4.7: Statistical Significance of Quality Improvements. p-values obtained
from the Wilcoxon signed-rank test (H; : output > input, n = 12 pairs) across all
quality dimensions for both configurations. Without the glossary integration (Standard),
quality increments fail to reach statistical significance (p > 0.05) in almost all criteria.
Conversely, the Glossary-Enhanced configuration systematically guarantees a statistically
significant quality boost (p < 0.05) across nearly all dimensions, proving that the R4 rule
drives meaningful requirement refinement.

Correct saw an increase of A = +0.69 under the Glossary-Enhanced setup compared to
A = +0.47 under the Standard one. The only metric that registered a slight downward
trend in both configurations was Singular, dropping by A = —0.17 in the Standard
configuration and by A = —0.08 in the Glossary-Enhanced one. This side effect may
be tied to the textual expansion discussed previously: as the requirements become more
detailed to satisfy the other quality metrics, they introduced multiple clauses, leading to
the judge slightly penalising their structural singularity.

To validate whether the observed quality improvements are statistically meaningful, a
Wilcoxon signed-rank test was conducted on the 12 requirements analysed. The test was
configured with an alternative hypothesis (H) stating that the final output quality scores
are greater than the initial input scores. The results are shown in Figure 4.7. Under the
Standard configuration, the quality increments failed to achieve statistical significance
across almost all dimensions. Specifically, the test yielded non-significant results for
Unambiguous (p = 0.422), Complete (p = 0.339), Verifiable (p = 0.120), and the overall
Mean (p = 0.232). The only metric showing a statistically significant improvement was
Correct (p = 0.031). As expected, Singular showed no positive shift (p = 1.000). These
results indicate that without the R4 rule, the elicitation process does not guarantee a
systematic, statistically verifiable quality boost.

In contrast, when evaluating the Glossary-Enhanced configuration, the integration
of the R4 rule led to statistically significant quality improvements across nearly all di-
mensions. The overall Mean score exhibited a robust significant increase (p = 0.031).
Looking at individual characteristics, both Unambiguous and Verifiable — the primary
targets of the glossary rule — achieved significance (p = 0.039 for both). Furthermore,
Complete experienced the most pronounced effect (p = 0.004), while Correct hovered
right at the threshold of significance (p = 0.051). Finally, the slight downward trend in
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Figure 4.8: Quality Scores for Easy Requirements. Comparison between Standard
and Glossary-Enhanced configurations. For simple requirements, the Glossary-Enhanced
configuration reports a substantial overall improvement (A = +1.08 vs. —0.02), with
major gains exceeding +1.50 in both Verifiable and Unambiguous.

Singular proved to be statistically negligible (p = 0.0938), confirming that the gain in
quality does not come at a meaningful cost for the atomicity of the requirements. These
statistical findings demonstrate that the glossary integration is a significant factor behind
the requirements’ quality improvements. Indeed, we argue that, by explicitly binding the
terms used within the requirements with their definitions in the glossary, the effectiveness
of the mechanisms developed by Arnaudo et al. (2026) to enforce the other INCOSE rules
is improved, as the requirements are enriched with contextual information that makes it
easier to analyse them and detect violations.

Following the aggregate evaluation, a stratified analysis was conducted to explore
how the initial complexity of a requirement relates with the performance. Requirements
were segmented into Fasy, Medium, and Hard tiers based on their baseline violation
counts. Given the small sample size of each tier (n = 4), these results are not statistically
significant; nevertheless, they offer insights into how the two configurations behave under
varying task difficulties.

Figures 4.8, 4.9, and 4.10 illustrate the quality scores across these three tiers. When
comparing the results obtained by querying the LLM-judge, the Glossary-Enhanced con-
figuration proves highly effective at the extremes: it drastically outperforms the Standard
setup in both the Easy tier (A = +1.08 vs. —0.02) and the Hard tier (A = +1.27 vs.
—0.03). Specifically, for simple requirements, the Standard setup causes a degradation in
the Unambiguous dimension (A = —0.25), whereas the glossary usage brings substantial
leaps in both Unambiguous (A = +1.50) and Verifiable (A = 41.58). A similar trend
is observed in the Hard tier, where the Glossary-Enhanced setup triggers the most out-
standing gains in Verifiable (A = +1.83) and Unambiguous (A = +1.58). Conversely, for
the Medium tier, the Standard configuration takes the lead, yielding a net positive mean
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delta of +0.53 compared to the +0.20 of the Glossary-Enhanced setup.

¢ Input O Standard @ Glossary-Enhanced

Standard Glossary-Enhanced
£+0.58 £+0.00
Unambiguous - o—0 1 *
£+0.83 B£+0.75
Complete { &—0 B o>—e
A-0.25 A-0.17
Singular - oQ R [ o3
A+0,92 A+0.50
Verifiable 1 O—0 - o0
A+0.58 £-0.08
Correct - $—0 1 [ 4
A+0.53 A+0.20
Mean (all) o0 R <0
0 1 2 3 4 5 0 1 2 3 4 5
Score Score

Figure 4.9: Quality Scores for Medium Requirements. Comparison between Stan-
dard and Glossary-Enhanced configurations. Under this Medium tier, the Standard con-
figuration outperforms the Glossary-Enhanced approach, driving a substantial overall
improvement (A = +0.53 vs. +0.20) with major gains in Verifiable (+0.92) and Com-
plete (+0.83).

& Input O Standard @ Glossary-Enhanced

Standard Glossary-Enhanced
A-0.08 A+1.58
Unambiguous 1 [e)3 Oo—0
A-0.50 A+1.67
Complete { o e
A-0.25 A+0.08
Singular - oo 1 »
A+0.00 A+1.83
Verifiable 4 O 1 o—9
A+0.67 A+117
Correct - O—0 1 o—e
A-0.03 A+1.27
Mean (all) 4 (o] 1 HO>—0
0 1 2 3 4 5 0 1 2 3 4 5
Score Score

Figure 4.10: Quality Scores for Hard Requirements. Comparison between Standard
and Glossary-Enhanced configurations. In high-difficulty scenarios, the Standard setup
registers a net negative mean drift (A = —0.03). On the other hand, the Glossary-
Enhanced configuration records an overall improvement (A = 41.27) with substantial
gains exceeding +1.50 in Verifiable, Complete, and Unambiguous.
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4.6 Execution examples

This section provides a demonstration of how the developed RAG system operates when
integrated within the tool for automatic requirements elicitation and refinement already
described before (Arnaudo et al. 2026). The primary focus of this section is to highlight
the system’s ability to detect semantic ambiguities and glossary issues, which represents
the core contribution of this implementation. Specifically, the execution showcases how
the tool flags non-standard terminology, proposes alternative formulations based on de-
fined domain terms, and guides the user without overwhelming them. The following
sequence documents how the outputs change with respect of the ones reported by Ar-
naudo et al. (2026) when the the glossary system is integrated.

Example 1

-‘-

=0 . o o
P& y_ Deer Elicit

Hi, thank you for taking the time to meet with me today. What are the key requirements that you need to implement in our system?

(&)] System Initialisation is entered when the system is powered up for the first time, or when a power on reset exception is received
by the software.

Could you clarify what "System Initialisation is entered" means in terms of system behavior or state?

It means that the system is transitions from a powered-down or reset condition into a boot sequence.

Figure 4.11: Iteration 1.

What specific actions or processes occur when the system is powered up for the first time?
This is out of this requirement's scope.
What specific actions or processes occur when a "power on reset exception" is received by the software?

It loads the Program Counter with the Reset Vector, configures system clocks, and initializes RAM

Figure 4.12: Iteration 2.
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I want to propose you a new formulation, by splitting the original requirement into multiple atomic requirements:
REQUIREMENT 1: The system transitions into a boot sequence when it is powered up for the first time.

REQUIREMENT 2: When a power on reset exception is received by the software, the system loads the Program Counter with the Reset
Vector, configures system clocks, and initializes RAM.

Rationale: The original statement "System Initialisation is entered" has been clarified to describe the system's behavior more
precisely as "transitions into a boot sequence." The actions for a "power on reset exception" are now explicitly stated, making the
requirement more detailed and verifiable. The first part of the original requirement, which was out of scope, has been removed.

While this may not represent the definitive formulation, it is important to keep evolving towards a better representation of your
needs. Do you think that the proposed formulation better represents your needs (y/n)?

Yes

Figure 4.13: Iteration 3.

The current formulations have some areas where they could be clearer and more precise.

* Appropriate means the requirement should be at the right level of detail for its purpose.

Unambiguous means there should be only one possible interpretation of what the requirement means.
o Complete means the requirement should contain all necessary information without missing any details.

* Singular means each requirement should describe a single, distinct capability or condition.

Verifiable means we need to be able to test or demonstrate that the system meets the requirement.

.

Conforming means the requirement should follow any agreed-upon standards or templates.
Who or what is the active entity that powers up the system for the first time?

The users powers up the system for the first time with a power-on button

Figure 4.14: Iteration 4.
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Who or what is the active entity that causes the "power on reset exception" to be received by the software?

areset controller that captures the interrupt from the user pressing the button

What is the maximum allowable time for the system to complete the "boot sequence" after being powered up, and what specific
steps does this sequence include?

55 +/- 150ms

Figure 4.15: Iteration 5.

When the software receives a "power on reset exception", what is the expected time for loading the "Program Counter" with the
"Reset Vector"?

2s +/- 50ms

What are the specific "system clocks" that are configured, what are their target frequencies, and what is the expected time for this
configuration?

This is out of this requirement's scope.

Figure 4.16: Iteration 6.

What specific type of "RAM" is initialized, and what is the expected time for its initialization?
This is out of this requirement's scope.
Could you clarify the exact function of the "Program Counter" and the "Reset Vector" in this context?

This is out of this requirement's scope.

Figure 4.17: Iteration 7.
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Would you prefer to express each action (loading the Program Counter, configuring system clocks, and initializing RAM) as a separate
requirement, each triggered by the "power on reset exception"?

No, these always happen together

Figure 4.18: Iteration 8.

The term 'boot sequence', which in this context has the following meaning:

The ordered series of operations performed by the system upon power-up, including hardware self-tests, firmware loading, and initial
configuration, leading to an operational state.

may lead to confusion. The glossary contains the following list of candidate terms, with their respective definition:

o Hardware reset: A low-level processor reset that marks the earliest point of system startup, prior to any software execution. Triggers

the System Initialization sequence; the boot phase is measured from this event to the enabling of the 50 Hz timer interrupt.

e Start-up: The period from applying power or asserting reset until the 50 Hz interrupt is enabled, including activities such as IBIT,
ISYNC, TNR, processor synchronization, and communication initialization.

Would you like to replace 'boot sequence' with 'Hardware reset' or 'Start-up', or keep the term as it is?

Click here to answer "Start-up"

Figure 4.19: Iteration 9.

The term 'RAM’, which in this context has the following meaning:
Random Access Memory: Volatile memory used for temporary storage of data and program instructions during system operation.
may lead to confusion. The glossary contains the following list of candidate terms, with their respective definition:

e RAM: Random Access Memory

Would you like to replace 'RAM' with the glossary definition of 'RAM!, or keep the term as it is?

Click here to answer "RAM"

Figure 4.20: Iteration 10.
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I want to propose you a new formulation, by splitting the original requirement into multiple atomic requirements:

REQUIREMENT 1: When the user presses the power-on button, the system initiates its Start-up and completes it within 5s +/- 150ms.

REQUIREMENT 2: When the reset controller captures an interrupt from the user pressing the power-on button, the software receives
a power on reset exception. Upon receiving this exception, the system simultaneously loads the Program Counter with the Reset
Vector within 2s +/- 50ms, configures system clocks, and initializes RAM.

Where the following terms are defined in the glossary:

e Start-up: The period from applying power or asserting reset until the 50 Hz interrupt is enabled, including activities such as IBIT,
ISYNC, TNR, processor synchronization, and communication initialization.

e RAM: Random Access Memory

Rationale: The terms 'boot sequence’ and 'RAM' have been replaced with their corresponding glossary definitions ('Start-up' and

'RAM' respectively), improving the clarity and consistency of the requirements by using defined terminology.

While this may not represent the definitive formulation, it is important to keep evolving towards a better representation of your
needs. Do you think that the proposed formulation better represents your needs (y/n)?

Figure 4.21: Iteration 11.

Example 2

While the previous example shows a golden path where the user aligns with the glossary,
this second, shorter example demonstrates the system’s behaviour when they explicitly
rejects a terminology suggestion. It highlights how the model respects the user’s choices
and consistently retains the original terms (boot, poweron button and critical services in
this example) throughout the subsequent conversation steps.

»¢ 7 DeepElicit
Hi, thank you for taking the time to meet with me today. What are the key requirements that you need to implement in our system?
The System shall have a boot phase of its Operating System that takes no longer than 10s +/- 2s
What specific event marks the beginning of the "boot phase of its Operating System"?

The press of the power-on button from the user

Figure 4.22: Iteration 1.
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| want to propose you a new formulation:

The System shall boot its Operating System, from the press of the power-on button by the user until all critical services (file management, process
management, and security) are loaded and running, within 10s +/- 2s.

Rationale: The new formulation explicitly defines the start and end points of the boot process, making the requirement more precise and
measurable.

While this may not represent the definitive formulation, it is important to keep evolving towards a better representation of your needs. Do you think
that the proposed formulation better represents your needs (y/n)?

Yes

Figure 4.23: Iteration 2.

The term 'boot!, which in this context has the following meaning:
The process commencing from the press of the poweron_button until all critical_services of the Operating_System are loaded and running.
may lead to confusion. The glossary contains the following list of candidate terms, with their respective definition:

o Hardware reset: A low-level processor reset that marks the earliest point of system startup, prior to any software execution. Triggers the System
Initialization sequence; the boot phase is measured from this event to the enabling of the 50 Hz timer interrupt.

o Start-up: The period from applying power or asserting reset until the 50 Hz interrupt is enabled, including activities such as IBIT, ISYNC, TNR,
processor synchronization, and communication initialization.

Would you like to replace 'boot' with one of these proposals, or leave it as it is?

Keep the original term.

Figure 4.24: Iteration 3.

The term 'poweron button', which in this context has the following meaning:
The physical momentary push-button switch located on the front panel of the device, which initiates the system's power-up sequence.
may lead to confusion. The glossary contains the following list of candidate terms, with their respective definition:

e Power on reset: A reset of an entire channel caused by initially applying power or cycling power.

e Hardware reset: A low-level processor reset that marks the earliest point of system startup, prior to any software execution. Triggers the System
Initialization sequence; the boot phase is measured from this event to the enabling of the 50 Hz timer interrupt.

Would you like to replace 'poweron button' with one of these proposals, or leave it as it is?

Keep the original term.

Figure 4.25: Iteration 4.
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The term 'critical services', which in this context has the following meaning:

Essential software components whose failure would prevent the system from performing its primary functions or compromise its integrity, including but
not limited to file management, process management, and security.

may lead to confusion. The glossary contains the following list of candidate terms, with their respective definition:
e FTSS: Fault Tolerant System Services

Would you like to replace 'critical services' with this proposal, or leave it as it is?

Keep the original term.

Figure 4.26: Iteration 5.

What are the specific criteria that define a service as 'critical'? Is the list of critical services (file management, process management, and security)

exhaustive, or are there other critical services that must be loaded and running?

It's exhaustive

For 'file management!, 'process management', and 'security', what specific functionalities within each must be fully operational?

This is out of this requirement's scope.

Figure 4.27: Iteration 6.

What specific state indicates a service is 'loaded'? Does it mean its executable code is in memory, its initial configuration is complete, or both?

The first

What specific state indicates a service is 'running'? Does it mean it is actively executing, ready to accept requests, or has successfully completed its
self-tests?

The first

Figure 4.28: Iteration 7.
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| want to propose you a new formulation:

The System shall boot its Operating System, from the press of the power-on button by the user until all critical services (file management, process

management, and security) have their executable code in memory and their main execution threads initiated, within 10s +/- 2s.

Rationale: The new formulation improves clarity and verifiability by explicitly defining what "loaded" and "running" mean for the critical services,

based on your input. It also clarifies that the listed critical services are exhaustive.

While this may not represent the definitive formulation, it is important to keep evolving towards a better representation of your needs. Do you think

that the proposed formulation better represents your needs (y/n)?

Yes

Figure 4.29: Iteration 8.
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Chapter 5

Conclusion

5.1 Summary of Contributions

This work extends the conversational tool developed by Arnaudo et al. (2026), by de-
signing and implementing a specialised RAG architecture. The primary objective of this
system is to enforce compliance with INCOSE’s Rule R4. By grounding the requirements
elicitation process in domain-specific knowledge bases, the architecture acts as a miti-
gation against linguistic ambiguity, yielding improvements across both quantitative and
qualitative dimensions.

On the quantitative side, the deployment of the Glossary-Enhanced configuration
achieved a marked reduction in overall INCOSE rules violation density, measured in
VPW. At the same time, it restricted the explosion of non-standardised synonyms within
the text. This ensures the creation of more consistent and cohesive requirements spec-
ifications, mitigating the risks of misinterpretations and conflicting assumptions among
stakeholders when different terms are used to describe the same concept.

On the qualitative side, an evaluation leveraging the LLM-as-a-judge paradigm demon-
strated the improvements brought by the glossary-aware elicitation. When evaluated
against a subset of INCOSE quality characteristics, requirements authored under the
Glossary-Enhanced configuration consistently outperformed those generated via the Stan-
dard configuration — i.e., the baseline represented by the tool developed by Arnaudo et
al. (2026). Specifically, the system allowed for improvements on the Unambiguous and
Verifiable characteristics, which per INCOSE’s GtWR, are the qualities targeted by R4.

However, these qualitative and quantitative improvements come with a trade-off in
terms of user effort compared to the tool developed by Arnaudo et al. (2026). Specifically,
the Glossary-Enhanced configuration requires the user to actively evaluate and select
the correct terms from the proposed vocabulary, a step that inherently increases the
interaction count before reaching a finalised requirement.

5.2 Limitations

While the implemented RAG system achieved its targeted quantitative and qualitative
objectives, several constraints bound the generalisability of the reported outcomes.
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A primary architectural limitation arises from the requirement-centric isolation of
the verification pipeline during the qualitative evaluation. The LLM-as-a-judge system
specifically targets only five quality characteristics for assessing individual requirements
out of the nine listed in the ISO/IEC/IEEE 29148 standard, namely Completeness, Un-
ambiguity, Verifiability, Correctness, and Singularity. Conversely, the remaining four
characteristics — Necessary, Appropriate, Feasible, and Conforming — were were ex-
cluded because they demand extensive context about the overall system mentioned in
the requirements, and this falls beyond what the LLM-as-a-judge could reliably evaluate
solely from the isolated formulations. Consequently, omitting these contextual dimensions
was necessary to mitigate potential model hallucinations.

An additional limitation concerns the generalisability of the optimal RAG pipeline
configurations. The validation strictly relied on two domain glossaries provided in the
NASA (Ferrari, Spagnolo, and Gnesi 2017) and NIST datasets (National Institute of
Standards and Technology 2026). The finding that a purely dense retrieval paradigm
outperformed the hybrid approach is deeply tied to these specific datasets, which consist
exclusively of concise term-definition pairs. Had the glossaries, for example, included
richer contextual metadata, such as lists of synonyms or alternative phrasings, a hybrid
search paradigm could have yielded superior performance. Therefore, the current config-
uration is highly dependent on the format of the source data and cannot be generalised
to other projects without further tuning.

Furthermore, the qualitative evaluation methodology itself introduces inherent con-
straints due to the adoption of an LLM-as-a-judge paradigm. While this approach enables
scalable and automated qualitative assessment, it remains susceptible to well-documented
LLM biases, such as position bias, length bias, and self-enhancement bias, as well as lim-
ited interpretability (Gu et al. 2025). Consequently, while the evaluation aligns with
current benchmarks, it inherently lacks the precision of a manual review process con-
ducted by domain specialists.

Moreover, a discrepancy exists between the evaluation setup and the intended op-
erational environment of the tool. While the system was natively conceptualised as an
interactive, human-in-the-loop application, the evaluation process was simulated by re-
placing the tool’s end user with an LLM. This may underestimate the potential efficiency
of the tool; a human domain expert could offer more precise feedback, potentially yield-
ing higher-quality requirements and accelerating convergence in fewer iterations than
observed in the automated tests.

Finally, to mitigate token consumption, the test are limited to a maximum of 20 iter-
ations per execution block. Consequently, this early-stopping mechanism introduces an
execution bias: requirements that required prolonged refinement loops were prematurely
halted. Had the pipeline been allowed to execute until natural convergence, the final
qualitative evaluations might have differed.
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5.3 Future Work

Currently, the architecture operates under the assumption that the reference glossary is
complete. In real production environments, however, project terminology evolves con-
tinuously. Future development iterations of the tool should therefore facilitate real-time
glossary expansion directly through user input.

SYNCHRONOUS ASYNCHRONOUS

The term is moved to queue,

USER UNSATISFIED waiting for approval
WITH CURRENT / APPROVED?
CANDIDATE .
REPLACEMENTS @ DEFINED TERMS Vs

user provides a new /
definition / :
Pt EEEE TR . / H Yes
. | : REQUIREMENTS FLAGGED
| GLOSSARY TEMPORARILY ’ FOR REVISION
‘ EXPANDED
RETURN TO GLOSSARY GLOSSARY RETURNS TO
STATE MACHINE : STABLE STATE

Figure 5.1: Future Glossary Expansion. When an author is unsatisfied with the
current defined terms, they provide a new definition that temporarily expands the glossary
without interrupting active requirement elicitation. Asynchronously, the candidate term
is pushed to an administrative queue for expert validation; rejection triggers a revision
flag on dependent requirements, while approval permanently ingests the term to restore
the knowledge base to a stable, verified state.

As illustrated in Figure 5.1, when a stakeholder introduces an ambiguous concept
lacking a corresponding definition within the database, the system should flag this gap and
prompt the user to provide an immediate definition. This proposed definition should be
staged in an asynchronous queue for expert or administrator evaluation. If the candidate
term is rejected during formal review, the dependent requirements are flagged for revision
to mitigate downstream ambiguity. On the other hand, upon approval, the glossary
permanently ingests the term, reconciling the knowledge base back to a stable state.
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5.4 Closing remarks

The integration of LLMs into Requirements Engineering introduces risks such as hal-
lucinations and terminological drift. Previously, glossaries were treated as passive by-
products, leaving requirement documents vulnerable to inconsistencies. This work miti-
gates this issue by introducing a RAG architecture that transforms the glossary into an
active, automated constraint early in the development lifecycle. Stakeholders are kept in
the loop to override incorrect matches, preserving human agency while ensuring a unified
terminology.
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Prompts

Listing A.1: Prompt: Terms Extraction

You are an expert Systems Engineer specialised in Requirements Analysis.
Your task is to extract possible ambiguous terms from a given requirement, in
order to define a glossary of terms associated to the requirements specification
document.

Specifically, these typologies of terms need to be defined in the common ontology:
— Technical terms, which are peculiar of the application domain

— Acronyms and abbreviations

— Terms that may be interpreted differently depending on the context

— Components and actors involved in the system. (Generic terms such as
‘user’ should not be defined in the glossary)

Include terms that are not already explicitly defined in the requirement
formulation itself.

For each identified term, provide the exact term, preserving the original case,
and its contextual meaning using the following format:

{

violation: {violation}
rationale: {rationale}
possible_ definition: {possible_definition}

}

Constraint: Do not include any introductory text, explanations, or
conversational filler. Output only the formatted list.

- J
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Listing A.2: Prompt: Filter

For each possible ambiguous terms listed below:

1. Decide whether the terms proposed as substitutes are relevant;

2. For each ambiguous term, select only relevant substitution proposals;
3. If an ambiguous term does not match with any relevant substitution
proposals, exclude it from the next passages;

4. If you came up by excluding all the possible ambiguous terms
because there are no meaningful substitution proposals, then just
output "No substitution proposals', nothing else. Consequently, skip
point 5;

5. For each ambiguous term not excluded in step 3, generate a question
for the stakeholder. QUESTIONS SHOULD BE GENERATED ONLY
FOR TERMS THAT HAVE NOT BEEN ALREADY TARGETED BY THIS
KIND OF QUESTION IN THE PAST.

The question should ask the user if he wants to make effective one of
the proposed substitutions, or if he wants to leave the term as it is
instead. For each term that may need to be replaced, the user should
be clearly given the term, its meaning in the current context, and a

list containing all of the provided possible candidates for the
substitution. Then, the user should be asked if they want to replace
the original term with one of the proposals.

In case of multiple questions, put them in numbered bulled points
using this special syntax: ((number))."

Each replacement proposal should be formatted as follows:

"(([number])) The term ’[term]’, which in this context has the following meaning:"

_ [definition]

may lead to confusion. The glossary contains the following list of
candidate terms, with their respective definition:

— [candidate term 1]: _ [definition 1] _
— [candidate term 2]: _ [definition 2]
— [candidate term n]: _[definition n]
. J

74



Prompts

Here follows the list of possible ambiguous terms:

{evaluation}

\ J

Listing A.3: Prompt: Simulated End-user

You are a stakeholder conducting an interview with the requirements
analyst for this requirement:

"{requirement }’

In your responses, you must follow these rules:

— Respond VERY BRIEFLY. Keep things simple;

— You should always provide details on the performance values you want
to achieve if requested by the analyst: he needs these details to
understand how to implement your needs.

— You can also say that a certain detail is "out of scope" if the
analyst’s question deviates too much from the focus.

— In your responses, speak directly to the analyst, without adding
anything else.

— Remember that you must focus on expressing requirements for tasks
that need to be automated, not for manual tasks

\_ J
Listing A.4: Prompt: LLM as judge Prompt

You are a Senior Systems Engineer, specialised in requirements analysis.
You will be given a single <requirement> statement.

Your task is to evaluate the <requirement> against each of the
<characteristics> defined below, assigning an independent score using

the following Likert scale:

1. Not met: A fundamental flaw makes the requirement fail this criterion entirely.
2. Marginally met: One or more significant issues are present.

3. Partially met: Some conditions are satisfied, but notable gaps remain.

4. Mostly met: Only a minor, isolated issue prevents a full score.

5. Fully met: All conditions are satisfied without exception.
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The requirements can be provided with a list of glossary entries: use
them to better understand the meaning of the formulations, but do not
evaluate how the glossary definitions are expressed.

<characteristics>

## Unambiguous

Need statements and requirement statements must be stated such that
their intent is clear and can be interpreted in only one way by all
intended audiences.

Examples:

Requirement: All ITITD domain users should be able to log into the
platform using their III'TD domain Gmail IDs.

Score: 5

Reasoning: Specifies a clear login method

Requirement: Club coordinators to schedule events for any date and
time.

Score: 4

Reasoning: Specific but lacks details about constraints

Requirement: Platform should withstand considerable amounts of
traffic.

Score: 3

Reasoning: 'Considerable amounts’ is vague

Requirement: The system shall improve the performance of
‘format__args!‘ to make it faster.

Score: 1

Reasoning: Generic terms

#+# Complete

The need statement sufficiently describes the necessary capability,
characteristic, constraint, conditions, or quality factor to meet the
lifecycle concept or source from which it was transformed. The
requirement statement sufficiently describes the necessary
capability, characteristic, constraint, conditions, or quality factor
to meet the need, source, or higher—level requirement from which it
was transformed.

Examples:
Requirement: When the user loses a life but still has lives
remaining, the level should restart if possible. Once the user loses
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all lives, the game is over.
Score: 2
Reasoning: Optional conditions

Requirement: Sometimes, a golden bonus block shall appear
additionally to the food block. If the snake eats the bonus block,
the speed shall decrease by 5%.

Score: 3

Reasoning: Vague conditions

Requirement: During normal system functioning, when the display is
active, the system shall refresh the display every 60 +/— 2 seconds.
Score: 5

Reasoning: Specific and measurable

Requirement: The system shall refresh the display every 60 seconds.
Score: 1
Reasoning: Missing applicability condition

#+# Singular
The need statement or requirement statement should state a single
capability, characteristic, constraint, or quality factor.

IMPORTANT: if the input contains multiple requirements, each
introduced by the sequence REQUIREMENT n (where n is a progressive
number), then evaluate their INDIVIDUAL singularity and report a score
resulting from the MEAN number of violations. NOTE: this approach does
not apply to the other criteria.

Examples:

Requirement: The system shall improve the indexability (SEO) of
Flutter web apps to enhance their discoverability by search engines.
Score: 5

Reasoning: States exactly one capability improving SEO indexability
of Flutter web apps with no secondary requirements or compound
conditions

Requirement: The system shall implement a rendering compositor that
enables flexible, real—time composition of rendered image layers. The
compositor must support multiple input sources, customisable blending
modes, and configurable processing passes while providing an

intuitive interface for developers to define, modify, and manage
compositing workflows.
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Score: 4

Reasoning: Primarily addresses a single feature (rendering compositor)
but bundles multiple sub—capabilities input sources, blending modes,
processing passes, and developer interface into one statement

Requirement: Implement a function in PyTorch’s random module that
replicates the behavior of numpy.random.choice, supporting selection
from a 1—D tensor or range of integers with options for sampling with or
without replacement, probability weights, and multidimensional output.
Score: 3

Reasoning: Centers on a single function but conflates multiple distinct
capabilities: 1—D tensor selection, integer range selection, replacement
options, weighted sampling, and multidimensional output

Requirement: The software shall provide functionality to create and
display home and lock screen widgets across supported platforms. These
widgets shall be customisable, allowing display of information such as
weather, news, and system status. The system shall support widget
interactivity, enabling user actions such as tapping to open relevant
applications or view detailed information. Additionally, the software
shall offer APIs for developers to easily create and manage these
widgets, ensuring compatibility with both iOS and Android platforms.
Score: 2

Reasoning: Mixes four distinct requirements widget creation/display,
content customisation, user interactivity, and developer APIs across
separate sentences, each independently addressable

Requirement: — The ‘setup‘ attribute shall be applicable to functions,
designating them to execute before all test cases within a module or
crate. — The ‘teardown‘ attribute shall be applicable to functions,
designating them to execute after all test cases within a module or
crate. — The ‘fixture‘ attribute shall be applicable to functions,
indicating their role in managing test fixtures or resources used across
multiple tests. — The ‘cargo test' command shall recognize and execute
functions annotated with these attributes appropriately, ensuring setup
functions run before tests, teardown functions run after tests, and
fixture functions manage resources as required.

Score: 1

Reasoning: Explicitly enumerates four independent requirements as bullet
points; each addresses a separate attribute or command with no single
unifying capability

#+4 Verifiable

78




Prompts

The need statement is structured and worded such that its realisation can
be validated to the approving authoritys satisfaction. The requirement
statement is structured and worded such that its realisation can be
verified to the approving authoritys satisfaction.

Examples:

Requirement: All III'TD domain users should be able to log into the
platform using their III'TD domain Gmail IDs.

Score: 5

Reasoning: Login functionality is easily testable

Requirement: Club coordinators to schedule events for any date and time.
Score: 4
Reasoning: Testable, needs clear criteria for limitations

Requirement: The platform should withstand considerable amounts of
traffic.

Score: 3

Reasoning: Specific traffic metrics needed

Requirement: Implement a function in PyTorch’s random module that
replicates the behavior of numpy.random.choice, supporting selection from
a 1—D tensor or range of integers with options for sampling with or
without replacement, probability weights, and multidimensional output.
Score: 2

Reasoning: 'Replicates the behavior’ defers verification to an external
reference with no defined tolerance; no success criteria, edge case
coverage, or performance bounds are specified

Requirement: The system shall improve the performance of ‘format_ args!‘
to make it faster.

Score: 1

Reasoning: Too generic terms

#+# Correct

Correct implies no errors both from the perspective of the inclusion of
incorrect information, the omission of required information, and the
presence of contradictions.

Examples:

Requirement: All III'TD domain users should be able to log into the
platform using their III'TD domain Gmail IDs.

Score: 5
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Prompts

Reasoning: Directly addresses a key functionality

Requirement: Platform should withstand considerable amounts of traffic
Score: 4

Reasoning: Contains no incorrect information or contradictions, but
"considerable amounts’ omits the specific threshold, representing a minor
gap in the required information

Requirement: When y is equal to 10, x must be between 10 and 20, and when
z is equal to 10, x must be between 12 and 15.

Score: 3

Reasoning: System behaviour may be contradictory in case both the
conditions are met

Requirement: With power applied, The Circuit_ Board shall mantain a
temperature of less than 30 degrees.

Score: 2

Reasoning: This is unacceptable because the units used are stated without
indicating the specific measurement system used.

Requirement: If z is three and x is three, y must be 4. While if x is
three, y must be 5.

Score: 1

Reasoning: Contraddiction that describes an impossible outcome
< /characteristics>

<guidelines>

— Apply the rubric strictly; a score of 5 requires meeting all conditions
in the

description, not just most of them.

— Evaluate only what is written; do not assume the reader knows the
system context.

< /guidelines>

<output_ format>
Return a valid JSON object with this exact structure and nothing else:
{
"unambiguous": {
"reasoning": "[reason about the characteristic, DON'T be
verbose]|",
"score": [1—5]
}’

"complete": {
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Prompts

\_

"reasoning": "[reason about the characteristic, DON’T be
verbose]",
"score": [1—5]

2

"singular": {
"reasoning": "[reason about the characteristic, DON’T be
verbose]|",
"score": [1—5]

}’

"verifiable": {
"reasoning": "[reason about the characteristic, DON’T be
verbose]|",
"score": [1—5]

2

"correct": {
"reasoning": "[reason about the characteristic, DON’T be
verbose]",
"score": [1—5]

¥

}

< /output_ format>
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