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Abstract

Enterprise software environments generate substantial volumes of technical
documentation that are inherently large, fragmented, and difficult to navi-
gate. In the context of Warehouse Management System (WMS) platforms,
developers, consultants, and support teams must routinely locate precise
information under operational time pressure. Conventional keyword-based
retrieval mechanisms prove inadequate in this setting, as they lack the se-
mantic understanding required to bridge the gap between natural-language
queries and heterogeneous technical corpora.
This thesis proposes and evaluates a multi-source Retrieval-Augmented Gen-
eration (RAG) system designed to ground language model outputs in veri-
fied, domain-specific documentation. The architecture employs hierarchical
parent-child chunking with LLM-generated summaries, organized across
source-scoped Qdrant collections. Retrieval is performed through a triple-
hybrid pipeline that fuses dense summary search, dense chunk-level search,
and sparse BM25 retrieval via weighted Reciprocal Rank Fusion.
Candidates are subsequently refined by an Ollama-hosted reranking service
and passed through Semantic Kernel to a locally hosted, OpenAI-compatible
language model for grounded answer generation. The full system is imple-
mented using ASP.NET Core Minimal APIs, an Angular frontend, runtime
inference configuration, telemetry, authentication, and .NET Aspire for local
development orchestration.
The system is evaluated on a synthetically generated dataset of labelled
queries. Retrieval quality is assessed using standard Information Retrieval
metrics, while generation quality is measured through an LLM-as-a-judge
framework examining faithfulness, answer relevance, hallucination rate, and
correctness. The results demonstrate that the proposed architecture meaning-
fully improves the accessibility of institutional technical knowledge, reducing
the cognitive and operational effort required to navigate complex enterprise
documentation repositories.
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Chapter 1

Introduction

1.1 Context and motivation

Modern organizations operate as complex knowledge ecosystems, continu-

ously generating and consuming information across heterogeneous modalities:

structured databases, unstructured documents, procedural manuals, legal

contracts, internal communications, and tacit organizational memory. This

corpus is characterized by temporal dynamism, deep domain specificity, and

epistemic fragmentation: knowledge is distributed across siloed systems

(CRMs, ERPs, wikis, email archives) with no unified semantic layer enabling

coherent querying. These properties constitute what Davenport and Prusak

[1] termed the "knowledge management problem": the structural inability of

organizations to efficiently locate, synthesize, and apply their own intellectual

assets.

Compounding this challenge, organizations are subject to significant human

capital attrition. Tacit and explicit knowledge accumulated by departing

personnel represents a form of irreplaceable organizational capital, one that

conventional information systems are ill-equipped to preserve. Empirical re-

search further illustrates the operational cost of this fragmentation: McKinsey

Global Institute [2] estimated that knowledge workers spend approximately
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CHAPTER 1. INTRODUCTION

19% of their working week simply locating existing information rather than

generating new value.

The emergence of Large Language Models (LLMs) initially appeared to offer

a compelling solution to these challenges. However, their parametric nature,

encoding world knowledge within neural network weights at training time,

imposes fundamental limitations in enterprise contexts. Models are bounded

by a knowledge cutoff, remain unaware of domain-specific or proprietary

information, and exhibit a well-documented propensity for hallucination when

operating without grounded factual context. Furthermore, their opacity with

respect to information provenance conflicts with the audit and compliance

requirements endemic to regulated industries. These converging pressures:

• organizational knowledge fragmentation

• the limitations of parametric AI

• growing demands for explainable

• verifiable outputs

collectively motivate the investigation of architectures capable of grounding

generative language models in dynamic, domain-specific enterprise corpora.

1.2 Problem statement

Despite the proliferation of digital documentation systems within enterprise

environments, organizations continue to face a fundamental tension: the vol-

ume of institutional knowledge grows at an accelerating pace, yet the capacity

to retrieve, synthesize, and act upon that knowledge remains structurally

constrained. Existing retrieval mechanisms such as keyword-based search and

hierarchical document management systems, fail to capture semantic intent,

cannot bridge terminological heterogeneity across departments, and offer no

generative synthesis layer capable of contextualizing retrieved information
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CHAPTER 1. INTRODUCTION

for decision support.

The adoption of general-purpose LLMs does not resolve this tension; it merely

displaces it. These models cannot access information generated after their

training cutoff, lack awareness of proprietary organizational context, and

produce outputs that are neither attributable to verifiable sources nor adapt-

able to the evolving state of institutional knowledge. Fine-tuning represents

a partial remedy, but it is computationally expensive, risks catastrophic

forgetting of prior knowledge, and remains poorly suited to the continuous

ingestion of new organizational data.

The core problem, therefore, is the absence of a scalable, auditable, and

knowledge-current architecture that enables natural-language interaction with

enterprise information repositories; one that preserves the generative expres-

siveness of LLMs while grounding their outputs in verified, domain-specific,

and temporally current organizational knowledge.

1.3 Objective of the thesis

This thesis aims to investigate the theoretical foundations and practical

applicability of Retrieval-Augmented Generation (RAG) as an architectural

paradigm for enterprise knowledge management systems. Formally introduced

by Lewis et al.[4], RAG proposes a hybrid architecture in which a generative

model conditions its outputs on documents dynamically retrieved from an

external corpus at inference time, effectively decoupling the model’s generative

capacity from its parametric knowledge.

The specific objectives of this work are as follows:

• Analyze the challenges associated with knowledge management and

documentation retrieval in enterprise software environments.

• To formalize the RAG architecture across its three functional layers

(indexing, retrieval, and generation) and evaluate the design choices

12



CHAPTER 1. INTRODUCTION

pertinent to enterprise deployment, including embedding strategies,

hybrid retrieval methods, and context window management

• To propose and implement an enterprise RAG system, examining its

performance for retrieval accuracy, response faithfulness, and source

attributability.

In pursuing these objectives, this thesis advances the argument that Retrieval-

Augmented Generation is not merely a technological preference but an

epistemological necessity for organizations seeking to transform fragmented

institutional data into coherent, queryable, and operationally actionable

knowledge infrastructure.
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Chapter 2

Background and Theoretical

Foundations

This chapter introduces the key principles involved in the design of a question-

answering system based on Large Language Models and Retrieval-Augmented

Generation (RAG). It also describes the core concepts and technologies that

form the foundation of these approaches.

2.1 Large Language Models (LLMs)

Large Language Models (LLMs) are a class of artificial intelligence systems

designed to process, understand, and generate human language. To train

those models, which are typically based on deep neural network architectures,

massive corpora of textual data and significant computational power are

needed. By learning statistical patterns and contextual relationships between

words and phrases, LLMs are capable of performing a wide range of natural

language processing (NLP) tasks, including text generation, summarization,

translation, question answering, and conversational interaction.

14



CHAPTER 2. BACKGROUND AND THEORETICAL FOUNDATIONS

2.1.1 LLMs Training Process

The typical training process for these models can be divided into several main

stages: data collection and preprocessing, architecture definition, large-scale

pretraining, and subsequent fine-tuning. LLMs are typically exposed to large-

scale datasets containing diverse text sources such as books, articles, websites,

and technical documents. During the data collection and preprocessing phase,

large and diverse text corpora are gathered and cleaned to remove noise,

duplicates, and irrelevant content. The architecture definition stage involves

designing the neural network structure, which in modern LLMs is typically

based on the transformer architecture. During this phase, key architectural

parameters are determined, including the overall model size, the number of

layers, the dimensionality of the hidden representations, and the number of

parameters within each layer.

Once the architecture is defined, the model undergoes a pretraining phase in

which it learns general linguistic patterns by predicting tokens in large text

sequences. Although this objective appears simple, it enables the model to

internalize extensive linguistic and semantic knowledge. Finally, the model

can be fine-tuned or instruction-tuned on more specific datasets in order to

improve its performance on particular tasks, domains, or interaction styles.

2.1.2 Transformer

The Transformer architecture, introduced by Vaswani et al. [3], represents a

foundational advancement in natural language processing, replacing recurrent

structures with a self-attention mechanism that efficiently models long-range

dependencies within sequences. This architecture forms the backbone of

modern large language models (LLMs), enabling them to generate coherent,

context-aware text across diverse tasks. A Transformer architecture consists

of two main components:
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CHAPTER 2. BACKGROUND AND THEORETICAL FOUNDATIONS

• a stack of 6 encoder layers

• a stack of 6 decoder layers

Figure 2.1: Transformer architecture overview

A typical Encoder block is composed of several key components (figure 2.2).

First, the Multi-Head Self-Attention mechanism computes attention

scores using a scaled dot-product operation across multiple projection heads,

allowing the model to capture different types of relationships between tokens

in a sequence. Second, a position-wise Feed-Forward Network (figure 2.4),

usually implemented as a two-layer multilayer perceptron, further processes

the contextualized representations generated by the attention mechanism.

The decoder follows a similar structure, incorporating a multi-head attention

mechanism over the encoder outputs and a position-wise feed-forward network.

In addition, each decoder layer includes a masked multi-head self-attention

16



CHAPTER 2. BACKGROUND AND THEORETICAL FOUNDATIONS

mechanism, which prevents each position from attending to tokens positioned

later in the sequence, thereby enforcing the autoregressive property: each

output token depends only on previously generated tokens, both during

training and at inference time. This ensures that the model produces outputs

in a left-to-right manner, without access to future information.

Figure 2.2: Encoder-Decoder overview

Finally, the output of the final decoder layer is passed through a linear

layer and subsequently passed through a softmax function to produce a

probability distribution over the target vocabulary.

17
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Attention mechanism

Unlike earlier architectures such as Recurrent Neural Networks (RNNs), which

process tokens sequentially and struggle to capture long-range dependencies,

Transformer models employ an attention mechanism that allows each

token to directly attend to all others in the sequence. Within a sentence, not

all words contribute equally to the representation of a given token. To address

this, each layer of the encoder and decoder incorporates a multi-head self-

attention mechanism, which learns contextual relationships between tokens

automatically. In the decoder, this is complemented by cross-attention

layers that integrate information from the encoder outputs, allowing the

decoder to ground its generation in the encoded input representation.

Figure 2.3: Multi-head self-attention mechanism

In this framework, each token is projected into three distinct vectors:

• Query (Q): represents what the token is seeking in other tokens;

• Key (K): encodes the features or attributes of the token that can be

matched against queries;

• Value (V): contains the actual information or representation of the

18
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token.

For a given token, its query vector is compared with the key vectors of all

tokens in the sequence using the scaled dot-product. Finally, the output

representation is obtained as a weighted sum of the value vectors:

Attention(Q,K, V ) = softmax
(
QKT

√
dk

)
V (2.1)

Where dk is the dimensionality of the key vectors. The resulting vector is a

context-aware representation of the token, enriched with information from

the most relevant words in the sequence.

Semantically-grounded example

Consider the sentence: “The cat sat on the mat”. Let us focus on

the token “sat”, whose representation we aim to update through the

attention mechanism.

From a linguistic perspective, correctly interpreting “sat” requires

identifying: (i) the subject performing the action (e.g., “cat”), and

(ii) potentially relevant contextual information (e.g., location such as

“mat”).

This intuition can be formalized in the attention framework by inter-

preting the query vector of “sat” as encoding a preference for specific

features:

qsat ≈ [subject-relevance, noun-preference, low-determiner-weight].

(2.2)

Each component of the query vector encodes a latent feature learned

during training. In particular:

• subject-relevance: assigns higher importance to tokens that are

likely to function as the syntactic subject of the verb (e.g., “cat”);
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• noun-preference: favors tokens that carry nominal semantic

content, which are more informative for identifying participants

in the action;

• low-determiner-weight: down-weights tokens such as articles

(e.g., “the”), which typically provide limited semantic contribution

in this context.

These features do not correspond to explicitly defined linguistic rules,

but rather to directions in the learned representation space that emerge

during training and capture recurring syntactic and semantic patterns.

Similarly, each token provides features through its key vector:

kcat ≈ [subject-like, noun, entity], (2.3)

kthe ≈ [determiner, low-semantic-content, 0], (2.4)

kmat ≈ [location, noun, entity]. (2.5)

For the sake of a concrete numerical example, these semantic features

can be mapped to vectors in R3:

qsat = [1.0, 0.8, 0.1], (2.6)

kcat = [0.9, 1.0, 0.8], (2.7)

kthe = [0.1, 0.1, 0.0], (2.8)

kmat = [0.5, 0.9, 0.7]. (2.9)

The attention scores are computed via dot products:

qsat · kcat = 2.42, (2.10)

qsat · kthe = 0.18, (2.11)

qsat · kmat = 1.29. (2.12)
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After scaling and applying the softmax function, we obtain attention

weights:

α ≈ [0.63, 0.07, 0.30], (2.13)

which indicate that “sat” attends primarily to “cat”, moderately to

“mat”, and minimally to “the”. Finally, the output representation is

computed as a weighted sum of the value vectors:

Attention(sat) =
∑
j

αjvj. (2.14)

This design enables efficient parallel computation and improves the model’s

ability to capture long-range dependencies in the input sequence.

Figure 2.4: Feed-Forward Network (FFN)

Since the attention mechanism does not inherently encode token order, posi-

tional encodings are added to the input embeddings to provide information

about the relative or absolute position of each token in the sequence.

Thanks to their highly parallelizable architecture and compatibility with

modern hardware accelerators such as GPUs and TPUs, Transformers can

scale efficiently to very large models. Consequently, they have consistently

outperformed earlier architectures such as recurrent neural networks (RNNs)
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and convolutional neural networks (CNNs) across a wide range of language

modeling and natural language understanding benchmarks.

In recent years, LLMs have demonstrated remarkable capabilities in generat-

ing coherent and contextually relevant text. Their ability to interpret complex

queries and produce natural language responses makes them particularly suit-

able for knowledge-intensive applications. In enterprise environments, LLMs

are increasingly used to support tasks such as document analysis, customer

support automation, knowledge management, internal search systems and

software deployment.

Despite their capabilities, LLMs also present several limitations. Because

their knowledge is encoded in model parameters learned during training,

they may produce outdated or incorrect information when asked about

domain-specific topics that were not well represented in the training data.

Additionally, LLMs may generate plausible but inaccurate responses, a phe-

nomenon often referred to as hallucination. These limitations are particularly

problematic in enterprise settings, where accuracy and reliability are critical.

To address these challenges, recent research has focused on combining LLMs

with external knowledge sources. One of the most promising approaches is

Retrieval-Augmented Generation (RAG), which integrates document retrieval

mechanisms with generative language models. By retrieving relevant informa-

tion from external documentation and providing it as context to the language

model, RAG systems enable more accurate and grounded responses. This

approach is especially useful in enterprise environments where organizations

maintain large repositories of domain-specific documentation that must be

accessed efficiently.

For these reasons, LLMs form a central component of modern AI-powered

knowledge systems. When integrated with retrieval mechanisms and struc-
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tured documentation repositories, they can significantly enhance the accessi-

bility and usability of enterprise knowledge bases.

2.2 Retrieval-Augmented Generation (RAG)

RAG is a technique that improves upon standard large language models

by incorporating an external information-retrieval step before generating a

response. Rather than depending entirely on the knowledge baked into a

model during training, a RAG system first searches an external source (such

as a document library or knowledge base) to find content relevant to the

user’s question. That retrieved material is then fed into the model alongside

the original query, giving it richer, more current context to work with.

The workflow follows a clear two-stage logic: retrieve first, then generate. A

dedicated retrieval component pulls the most pertinent text passages for a

given input, and those passages are handed off to the language model, which

uses them to craft its final response. This means the model isn’t limited to

what it memorized during training but it can draw on fresh, domain-specific,

or proprietary information at inference time.

The practical benefits are significant. RAG directly tackles two of the

most common weaknesses of conventional LLMs: the tendency to fabricate

plausible-sounding but incorrect information (hallucinations), and the in-

ability to reflect knowledge that postdates the model’s training cutoff. By

grounding responses in retrieved evidence, RAG systems produce answers

that are more accurate, verifiable, and contextually relevant.

2.2.1 Classical RAGs Architecture

The classical RAG architecture (figure: 2.5) is comprised of the retriever

and the generator, operating in a sequential and coordinated fashion. Each

component fulfils a distinct functional role within the pipeline, and their
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interaction constitutes the foundational mechanism upon which RAG systems

are built.

Document Ingestion and Indexing: Prior to any inference-time opera-

tion, a corpus of source documents must be preprocessed and indexed.

In the classical formulation, each document (or a segmented chunk)

is encoded into a dense vector representation by means of an embed-

ding model. These vector representations are subsequently stored in

a specialised vector database, which enables efficient similarity-based

retrieval at scale.

The Retriever: Upon receipt of a user query, the retriever encodes the

query into the same vector space as the document corpus using a shared

or compatible embedding model. A nearest-neighbour search is then

performed against the vector index (typically employing metrics such as

cosine similarity or dot product) to identify the top-k most semantically

relevant passages. This step effectively constrains the information

space made available to the generator, ensuring that only contextually

pertinent material is surfaced.

Context Augmentation: The retrieved passages are subsequently concate-

nated with the original user query to form an augmented prompt. This

prompt constitutes the sole input to the generative component and must

be carefully structured so as to preserve both the user’s intent and the

informational content of the retrieved documents. Prompt engineering

at this stage is therefore a non-trivial consideration in system design.

The Generator: The augmented prompt is passed to a large language

model, which is tasked with synthesising a coherent, grounded response

on the basis of both the query and the retrieved context. The generator

does not perform any additional retrieval; its function is strictly confined

to natural language generation conditioned on the provided input.
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Although conceptually simple, this classical architecture establishes the core

principles upon which more advanced RAG variants have been developed in

subsequent research.

Figure 2.5: Classic RAG Architecture

2.3 Vector databases and embeddings

Vector embeddings provide a way to represent unstructured data, such as

text documents, in a continuous vector space where semantic relationships

are preserved. In this representation, each document (or fragment of text) is

mapped to a dense numerical vector in Rd, where d is the embedding dimen-

sion. These embeddings are typically generated by neural models trained to

capture contextual and semantic information, such that semantically similar

texts are mapped to nearby points in the vector space.

Formally, given a document x, an embedding model defines a function:

f : x → v ∈ Rd, (2.15)

where v is the vector representation of the document. The similarity between

two documents can then be computed using a distance or similarity measure,
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such as cosine similarity:

sim(v1,v2) =
v1 · v2

∥v1∥∥v2∥
. (2.16)

Figure 2.6: Similarity Search Process

This formulation enables semantic search: instead of relying on exact keyword

matching, it is possible to retrieve documents whose meanings are similar to

a given query, even if they do not share the same vocabulary.

Vector databases are specialized systems designed to store, index, and effi-

ciently query large collections of high-dimensional vectors. Given a query

embedding, these systems perform nearest neighbor search to identify the

most similar vectors in the database. Since exact search becomes compu-

tationally expensive in high-dimensional spaces, vector databases typically

employ approximate nearest neighbor (ANN) algorithms to achieve sub-linear
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query time while maintaining high retrieval accuracy.

Common indexing techniques include tree-based structures, graph-based

approaches such as Hierarchical Navigable Small World (HNSW) graphs,

and hierarchical Multi-Vector indexing (MVI) methods. These techniques

allow vector databases to scale to millions or billions of embeddings while

supporting fast similarity search.

The combination of embeddings and vector databases is fundamental in

modern information retrieval systems, enabling applications such as semantic

search, recommendation systems, and retrieval-augmented generation (RAG).

In these settings, user queries are embedded into the same vector space as

the stored documents, and the most relevant items are retrieved based on

vector similarity, providing a flexible and semantically meaningful alternative

to traditional retrieval methods.

2.4 Evaluation metrics for RAG systems

Retrieval-Augmented Generation (RAG) systems require a multi-dimensional

evaluation framework, as their performance depends both on the quality of

the retrieved context and on the correctness of the generated responses. For

this reason, evaluation is typically decomposed into two main components:

retrieval evaluation and generation evaluation, complemented by system-level

considerations such as latency and user satisfaction.

2.4.1 Retrieval evaluation

The retrieval component is assessed using standard Information Retrieval (IR)

metrics, which measure the system’s ability to identify relevant documents

given a query. Let Dq denote the set of relevant documents for a query q,

and D̂K
q the top-K retrieved documents.

• Recall@K: measures the proportion of relevant documents retrieved in
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the top-K results:

Recall@K =
|Dq ∩ D̂K

q |
|Dq|

. (2.17)

• Mean Reciprocal Rank (MRR): evaluates how early the first relevant

document appears in the ranked list:

MRR =
1

|Q|
∑
q∈Q

1

rankq

, (2.18)

where rankq is the position of the first relevant document for query q.

• Normalized Discounted Cumulative Gain (nDCG@K): accounts

for both the position and graded relevance of retrieved documents:

nDCG@K =
DCG@K

IDCG@K
. (2.19)

These metrics quantify how effectively the retriever provides relevant context

to the generator. High retrieval performance is a necessary condition for

accurate answer generation, although not sufficient on its own.

2.4.2 Generation evaluation

The generation component evaluates the quality of the answers produced

by the model given the retrieved context. Since open-ended text generation

is difficult to assess using purely automatic metrics, recent approaches rely

on large language models (LLMs) as judges. This is supported by recent

developments showing that LLM-based agents are capable of autonomously

performing complex multi-step tasks, including web-based interactions, API

orchestration, and software engineering workflows [8, 9, 10]. In this work,

generated answers are evaluated along multiple dimensions, aligned with the

RAGAS-style family of metrics:

• Faithfulness: the degree to which the generated answer is grounded in
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the retrieved context; that is, whether the response is actually supported

by the information provided by the retrieval step, without introducing

unsupported content.

• Answer relevance: the extent to which the response addresses the

input query; essentially, whether the answer directly satisfies the user’s

question.

• Hallucination: the extent to which the model introduces unsupported

or fabricated information; the inverse of faithfulness, where higher

hallucination indicates that the response contains content not present

in the retrieved context.

• Answer correctness: the overall factual accuracy of the response;

closely related to answer quality, but in RAGAS this is often assessed

using reference answers or ground truth signals.

Each dimension is typically scored on a discrete scale (e.g., 1–5) and nor-

malized to a continuous range [0, 1] for aggregation. This multi-faceted

evaluation captures both the correctness and reliability of generated outputs,

which are critical for real-world applications.

2.4.3 System-level metrics

Beyond retrieval and generation quality, practical RAG systems must also

be evaluated in terms of efficiency and usability:

• Latency: the time required to process a query, including retrieval and

generation steps. Low latency is essential for interactive applications. In

a business context, strict benchmark numbers are less important than

whether the system meets end-user expectations in real operational set-

tings; thus latency should be evaluated qualitatively based on perceived

responsiveness and workflow integration.
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• Throughput: the number of queries the system can handle per unit of

time, particularly relevant in large-scale deployments. For commercial

applications, throughput is not solely a theoretical performance figure

but should be assessed in the context of actual usage patterns, peak

loads, and business requirements, ensuring the system scales adequately

under realistic conditions.

• User satisfaction: a qualitative measure often obtained through hu-

man evaluation or implicit feedback signals (e.g., clicks, dwell time).

This metric captures the overall usefulness of the system from the

end-user perspective, including ease of use, speed, and relevance of

retrieved/generated information.

In summary, while traditional benchmarks provide useful reference points, for

business applications the ultimate evaluation of system-level metrics must be

grounded in actual usage scenarios, considering how well the system meets

operational needs and supports decision-making in practice.

2.4.4 Discussion

An effective evaluation strategy for RAG systems must jointly consider

retrieval accuracy and generation quality. While strong retrieval ensures

that relevant information is available, the generation component determines

how this information is synthesized into a coherent and accurate response.

Consequently, integrated evaluation pipelines that combine IR metrics with

LLM-based judgment provide a comprehensive assessment of system perfor-

mance.
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The Strategic Value of

RAG-Based Systems in Enterprise

Contexts

Retrieval-Augmented Generation (RAG) systems are not merely technical

instruments for improving question answering, but strategic infrastructures

for enterprise knowledge management. By combining external retrieval mech-

anisms with the generative capabilities of Large Language Models (LLMs),

these systems make organizational knowledge more accessible, verifiable,

and adaptable. Their value emerges across several complementary dimen-

sions: preservation of institutional memory, improvement of operational

efficiency, support for regulatory compliance, democratization of expertise,

and cost-efficient integration of continuously evolving knowledge. The follow-

ing sections analyze these dimensions in relation to enterprise environments

where documentation, procedures, and domain-specific expertise constitute

critical organizational assets.
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3.1 Institutional Memory Preservation

Institutional memory refers to the accumulated knowledge, practices, deci-

sions, procedures, and contextual experience developed by an organization

over time. In enterprise environments, a significant portion of this knowledge

is not contained exclusively in formal manuals, but is distributed across tech-

nical documentation, internal notes, support tickets, implementation records,

configuration examples, and the tacit expertise of experienced employees.

This creates a structural risk: when knowledge remains tied to individual hu-

man agents, employee turnover, role changes, or fragmented communication

channels can result in the loss of critical operational understanding.

RAG-based systems address this risk by transforming distributed documenta-

tion into an actively retrievable knowledge base. Unlike traditional document

repositories, which require users to know where and how to search, a RAG

system allows users to access institutional knowledge through natural lan-

guage queries. The retrieval component identifies relevant fragments from

indexed sources, while the generative component synthesizes them into coher-

ent responses grounded in the retrieved evidence. In this sense, RAG acts as

a mechanism for preserving organizational knowledge beyond the availability

of specific individuals.

This preservation function is particularly relevant in technical enterprise

domains, where knowledge often concerns configuration choices, system con-

straints, troubleshooting procedures, and historical implementation decisions.

By indexing such materials and exposing them through a conversational

interface, enterprises can reduce dependence on informal knowledge transfer

and ensure that critical information remains available to new employees,

consultants, support teams, and decision-makers. RAG therefore contributes

to institutional continuity by converting static and fragmented knowledge

assets into an interactive memory layer.

32



CHAPTER 3. THE STRATEGIC VALUE OF RAG-BASED SYSTEMS IN
ENTERPRISE CONTEXTS

3.2 Operational Efficiency

Operational efficiency in knowledge-intensive organizations depends heavily

on the speed and accuracy with which employees can retrieve relevant infor-

mation. In many enterprise contexts, knowledge workers spend substantial

time navigating manuals, searching intranet portals, consulting colleagues,

or reconstructing information from multiple documents [2]. These activities

increase knowledge retrieval latency and reduce the time available for pro-

ductive tasks such as development, configuration, analysis, and customer

support.

RAG systems reduce this latency by enabling semantic retrieval over large

documentation repositories. Instead of relying only on exact keyword matches,

they retrieve information based on conceptual similarity between the user

query and indexed document embeddings. This is especially useful when

users express a question using terminology that differs from the wording used

in the documentation. As discussed in the background chapter, embeddings

and vector databases allow semantically related content to be retrieved even

when lexical overlap is limited, thereby improving the accessibility of enter-

prise knowledge.

From an operational perspective, the productivity impact derives from two

mechanisms. First, the retrieval step narrows the search space by identifying

relevant passages automatically. Second, the generation step reduces cogni-

tive load by summarizing and contextualizing the retrieved content. Together,

these mechanisms support faster problem resolution, more consistent answers,

and reduced interruptions among expert personnel. Studies on enterprise AI

adoption emphasize that generative AI can improve productivity by automat-

ing repetitive information-processing tasks and supporting knowledge workers

in decision-making activities [11]. Similarly, industry-oriented surveys iden-

tify documentation access, software development support, and operational
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assistance as major areas where LLM-based systems can improve enterprise

workflows [12].

The efficiency gains of RAG must nevertheless be evaluated in realistic oper-

ational settings. Latency, throughput, retrieval quality, and user satisfaction

are all relevant dimensions of system-level evaluation. A RAG system that

retrieves accurate evidence but responds too slowly may be unsuitable for

interactive use, while a fast system with poor retrieval quality may increase

rather than reduce operational risk. Therefore, enterprise adoption requires

balancing responsiveness with the reliability of retrieved and generated infor-

mation.

3.3 Regulatory Compliance and Auditability

Enterprise information systems often operate within regulatory and gover-

nance constraints that require transparency, traceability, and accountability.

In sectors such as logistics, healthcare, finance, manufacturing, and public

administration, it is not sufficient for an AI system to produce plausible

answers; organizations must also be able to determine which sources were

used, whether the answer is aligned with approved documentation, and how

the interaction can be audited after the fact.

RAG-based systems are well suited to these requirements because their out-

puts can be grounded in retrieved documents. In contrast to standalone

LLMs, which generate responses primarily from parametric knowledge ac-

quired during training, RAG systems explicitly retrieve external evidence

at query time. This makes it possible to associate answers with source

documents, document sections, metadata, timestamps, or collection identi-

fiers. Such provenance information supports explainability by showing which

organizational records contributed to the response.

This characteristic is important for compliance because it allows enterprises

to reconstruct the path from user query to retrieved evidence and final answer.
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Governance-oriented RAG architectures emphasize principles such as data

provenance, accountability, transparency, and auditability, particularly in

enterprise IT Service Management contexts [13].

Governance principle What it means in ITSM
DL–RAG

Where enforced (archi-
tecture)

Data provenance Track origin/history of re-
trieved and used data

KB ingestion, metadata,
logs

Data alignment Ensure outputs follow enter-
prise policy + intended use

Prompting and policy checks
in reasoning layer

Accountability Identify who or what pro-
duced outputs; ownership

RBAC and audit trails

Transparency Explain sources and why an
answer was produced

Cite retrieved chunks; ex-
pose reasoning constraints

Auditability Reconstruct events for com-
pliance/incident review

End-to-end logging of query
→ retrieval → answer

Table 3.1: Governance Principles and Their Enforcement in ITSM DL–RAG Architec-
ture [13]

By logging retrieval results, source identifiers, user interactions, and gener-

ated outputs, a RAG system can provide an auditable record of knowledge

access and automated assistance.

Furthermore, RAG can help limit generation to curated internal sources.

This reduces the risk that the model produces unsupported or non-compliant

guidance based on generic pretraining data. Although RAG does not elim-

inate hallucination entirely, it introduces architectural controls that make

outputs more inspectable and easier to validate. In regulated industries, this

retrieval transparency is a strategic advantage because it connects AI-assisted

decision support with existing documentation governance practices.

3.4 Scalability of Expertise

Specialized knowledge within enterprises is often unevenly distributed. A

small number of senior employees, consultants, or domain experts may pos-

sess deep understanding of system configurations, operational procedures,

integration constraints, and historical decisions. This concentration of exper-
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tise creates bottlenecks: less experienced employees must depend on experts

for routine questions, while experts are repeatedly interrupted to provide

guidance that may already exist somewhere in the documentation.

RAG systems improve the scalability of expertise by making specialized

knowledge accessible across the organization. Through natural language

interaction, employees who lack detailed familiarity with the documentation

structure can still retrieve relevant information and receive explanations

adapted to their query. This does not replace human experts, but it reduces

the need for experts to answer repetitive or low-complexity questions. As a

result, expert attention can be redirected toward higher-value activities such

as architectural decisions, complex troubleshooting, and process improve-

ment.

The democratization of expertise is particularly valuable in organizations

with multiple roles and heterogeneous knowledge needs. Developers may

require technical implementation details, consultants may need configuration

guidance, support teams may need troubleshooting procedures, and managers

may need concise operational summaries. A RAG system can support these

different needs by retrieving from the same governed knowledge base while

generating responses appropriate to the user’s question and context.

This scalability also supports onboarding. New employees can explore doc-

umentation interactively, ask follow-up questions, and progressively build

domain understanding without relying exclusively on informal mentoring.

In this way, RAG contributes to organizational learning by lowering the

access barrier to specialized knowledge and reducing the asymmetry between

experienced and less experienced personnel.

3.5 Cost-Efficient Continual Knowledge Integration

Enterprise knowledge changes continuously. Software systems evolve, proce-

dures are updated, new configurations are introduced, and support experience
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accumulates over time. For AI systems, maintaining knowledge currency is

therefore a central challenge. One possible approach is fine-tuning a language

model on domain-specific data. However, fine-tuning can require substantial

computational resources, specialized expertise, repeated training cycles, and

careful validation to avoid degrading general capabilities or introducing out-

dated information.

RAG provides a more cost-efficient alternative for many enterprise docu-

mentation scenarios. Instead of modifying the model parameters whenever

knowledge changes, the organization updates the external knowledge index.

New or revised documents can be chunked, embedded, and inserted into the

vector database, while obsolete content can be removed or replaced. At query

time, the model receives the most relevant current context from the updated

index. This separation between model capability and enterprise knowledge

reduces the need for repeated model training.

The computational cost profile is therefore different. Fine-tuning operates

at the model level and can be expensive when updates are frequent. RAG

operates primarily at the data and index level, where incremental updates

are typically more manageable. This makes RAG especially suitable for

enterprises whose knowledge base changes regularly but whose core language

generation requirements remain stable. The LLM provides general reason-

ing and linguistic capabilities, while the retrieval layer supplies the current

domain-specific facts.

This approach also improves knowledge currency. Because the system re-

trieves from an external repository at inference time, newly indexed documen-

tation can become available without waiting for a complete model retraining

process. In enterprise settings, where procedures and technical specifications

may change rapidly, this ability to incorporate updates efficiently is strategi-

cally important. RAG therefore offers a practical balance between domain

adaptation, operational cost, and maintainability.
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Taken together, these five dimensions show that RAG-based systems provide

strategic value beyond the immediate improvement of search and question

answering. They preserve institutional memory by capturing knowledge

that would otherwise remain fragmented or person-dependent; they improve

operational efficiency by reducing retrieval latency and cognitive effort; they

support compliance through provenance and auditability; they scale expertise

across organizational roles; and they enable continual knowledge integration

without the recurring cost of model fine-tuning. For enterprises that depend

on complex technical documentation and specialized domain knowledge, RAG

represents a governance-compatible and economically sustainable approach to

making organizational knowledge more accessible, reliable, and actionable.
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System Design

4.1 Overall architecture

This thesis adopts a hierarchical triple-hybrid Retrieval-Augmented Genera-

tion (RAG) paradigm, defined as a document-grounded question-answering

architecture in which retrieval is performed over multiple representational

layers and complementary matching criteria before neural generation. The

architecture is hierarchical because it indexes and retrieves information at two

granularities: fine-grained units (child chunks) for high-resolution matching

and coarse-grained units (parent chunks) for context-preserving generation.

The triple-hybrid approach instead, is obtained through three complemen-

tary retrieval branches: (i) dense semantic retrieval over LLM-generated

summaries, (ii) dense semantic retrieval over atomic text chunks, and (iii)

sparse lexical retrieval (BM25) over the same chunk corpus. The resulting

ranked lists are aggregated through weighted Reciprocal Rank Fusion and

subsequently refined by a CrossEncoder reranker, which provides pairwise

relevance estimation between query and candidate context. The final gen-

eration stage conditions the LLM on the reranked evidence and produces

source-grounded responses.
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4.1.1 Motivation

Single-channel retrieval strategies are often inadequate in technical domains

characterized by mixed information needs, including conceptual questions,

terminology-sensitive queries, and procedure-level detail requests. Dense

retrieval alone may underperform on exact identifiers or domain-specific

literals; sparse retrieval alone may fail on paraphrastic or semantically im-

plicit intents. Moreover, flat chunking strategies induce a structural trade-off

between retrieval precision (small chunks) and answer completeness (large

chunks). The proposed hierarchical triple-hybrid design is motivated by the

need to address these limitations jointly: semantic robustness through dual

dense branches, lexical fidelity through sparse retrieval, and context integrity

through parent-level reconstruction. This combination is particularly suitable

for operational documentation environments, where terminological accuracy,

traceability, and low hallucination rates are mandatory quality criteria.

Alternative approaches such as GraphRAG and knowledge graph-based

architectures offer potential improvements in semantic organization and

reasoning over structured entity relationships. However, such methods intro-

duce substantial infrastructure overhead, including external graph databases,

multi-stage entity extraction pipelines, continuous knowledge base curation,

and complex alignment routines that would exceed both the computational

constraints and organizational scope of a local business server environment.

Given this operational context, a structurally simpler yet strategically multi-

faceted retrieval design is preferable to approaches that overshoot the problem

complexity.

4.1.2 Contribution

The work contributes a formally structured and empirically evaluable RAG

architecture with the following elements:
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• multi-granular indexing scheme that decouples retrieval units from

generation units through explicit parent-child linkage.

• source-scoped vector storage in Qdrant, with distinct parent, child,

and summary collections for each configured documentation source.

• three-branch hybrid retriever integrating summary-level dense

search, chunk-level dense search, and chunk-level BM25 search.

• rank-fusion mechanism based on weighted Reciprocal Rank Fusion.

• Ollama-hosted neural reranking layer that improves final evidence

ordering prior to generation and provides retrieval-grounded confidence

signals.

• Semantic Kernel based generation protocol with source attri-

bution, configurable system prompts, query rewriting, and controlled

fallback behavior.

• operational API surface implemented with ASP.NET Core Minimal

APIs for chat, streaming, indexing, settings, telemetry, authentication,

source management, and evaluation.

• evaluation-oriented pipeline that supports retrieval metrics (e.g.,

Recall@K, MRR, nDCG@K) and generation-quality assessment (faith-

fulness, relevance, hallucination behavior, correctness) under an LLM-

as-a-judge framework.

Taken together, these contributions define a reproducible methodological

framework for high-precision, source-grounded RAG in technical documenta-

tion settings, while preserving modularity for future adaptation of retrieval

models, fusion weights, generation backends, and enterprise integration

points.

41



CHAPTER 4. SYSTEM DESIGN

4.2 Data ingestion pipeline

The data ingestion pipeline belongs to the offline phase, which occurs prior to

generation and is dedicated to building the Qdrant collections that support re-

trieval. The ingestion pipeline recursively scans the configured documentation

folder for Markdown files. Sources are declared explicitly in the Rag:Sources

configuration, each with a stable identifier, display name, documentation

path, and three Qdrant collection names. The development configuration

currently defines a 1bstore source and a libraries source, each isolated

through its own parent, child, and summary collections. The indexer also

maintains a .rag-manifest.json file to support incremental-safe indexing,

so unchanged files can be recognized across runs while force mode remains

available when collections must be recreated.

For each document, the pipeline enriches metadata, including:

• source identifier

• source path

• filename

• section information

• parent and child identifiers

• citation-oriented fields

The metadata strategy is important because retrieval quality is not only

based on vector similarity; metadata supports traceability, source filtering,

parent reconstruction, image association, and final citation quality.
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4.3 Markdown parsing, normalization and semantic

chunking

The Markdown processing pipeline adopts a structure-aware segmentation

strategy based on Markdown parsing, content normalization, and semantic

chunk construction, representing a key design choice in the system. This

approach is motivated by the limitations of treating technical documenta-

tion as plain text, where syntactic elements such as headings, lists, tables,

code blocks, and blockquotes may be fragmented or interpreted incorrectly.

Specifically, naive text splitting can improve implementation simplicity but

risks losing the logical organization of the document, whereas structure-aware

processing preserves semantic boundaries while still producing retrievable

units suitable for indexing.

To address this limitation, documents are first processed through MarkdownAst

Parser, which uses a Markdown abstract syntax tree to identify the logical

sections of the source file. In particular, the parser relies on heading levels

H1, H2, and H3 to maintain the hierarchical context of each section. Files

without explicit headings are handled as root-level sections, ensuring that

unstructured or minimally structured documents can still be indexed. Each

extracted section preserves both the raw content and the heading metadata,

allowing subsequent stages to retain traceability between the indexed text

and the original documentation structure.

After structural parsing, the content is converted into normalized textual

units by MarkdownNormalizer. This component transforms Markdown-specific

constructs into clean prose suitable for embedding generation and lexical

indexing. Links are reduced to their anchor text, emphasis markers and

inline code delimiters are removed, tables are rendered as readable key-value

style text, and fenced code blocks are preserved with a code-oriented repre-

sentation. At the same time, the normalizer constructs a heading path from

43



CHAPTER 4. SYSTEM DESIGN

the available H1, H2, and H3 values, which is prepended to the normalized

content when appropriate. This ensures that each chunk carries not only its

local text, but also the semantic location in which that text appears.

Subsequently, each parsed section is processed by the SemanticChunker,

which creates normalized chunks while respecting semantic block bound-

aries. Instead of splitting text at arbitrary character positions, the chunker

greedily packs Markdown block units until adding another block would exceed

the configured chunkSize. Blocks such as tables, lists, fenced code blocks,

and blockquotes are treated as protected units, so they are not divided

internally even when they are structurally complex. If a protected block

exceeds the target size, it is emitted as a single oversized chunk, prioritizing

semantic integrity over strict size uniformity.

To preserve continuity across adjacent chunks, the chunking process applies

a configurable overlap. This overlap is derived from the end of the pre-

vious normalized chunk and is snapped to a word boundary before being

prepended to the next chunk. In this way, the system reduces boundary

effects without duplicating content arbitrarily. The older MarkdownSplitter

and ChildSplitter components provide complementary splitting logic based

on heading recognition and recursive separator prioritization, including para-

graph breaks, table row boundaries, list markers, fenced code delimiters,

sentence boundaries, whitespace, and character-level fallback splitting. These

components support compatibility and fallback behavior when a simpler

sectioning or recursive text-splitting strategy is required.

The resulting chunks form the input representation for the downstream index-

ing and retrieval pipeline. Their normalized content is suitable for embedding

generation, BM25 indexing, and source-grounded retrieval, while their raw

content and heading metadata preserve the connection with the original

documentation. This integration allows the system to retrieve fine-grained

relevant passages without discarding the broader document context, thereby
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enabling accurate parent-child mapping, traceable evidence selection, and

contextually grounded answer generation.

4.4 Embedding generation

Embeddings are generated through the LlamaCppEmbeddingGenerator com-

ponent using the nomic-embed-text-v2-moe model, and are used consis-

tently at both indexing and query time to maintain compatibility within the

same vector space. The embedding stage is configured through RagSettings,

which defines the default EmbeddingModel, EmbeddingDimensions, and in-

ference endpoint. This design is motivated by the need to keep vectoriza-

tion under local operational control, allowing the system to interact with

a llama.cpp-compatible server through the OpenAI-style /v1/embeddings

endpoint without depending on external cloud embedding services.

Two embedding corpora are produced by the indexing pipeline. First, child-

chunk embeddings represent fine-grained normalized passages and support

precise retrieval of specific procedures, configuration details, and terminology-

dependent fragments. Second, summary embeddings represent condensed

parent-level content and improve the retrieval of broader conceptual matches.

This dual representation is a deliberate design choice: child embeddings

preserve local detail, while summary embeddings increase semantic coverage

for queries that refer to a topic at a higher level of abstraction.

During indexing, the generator receives batches of input strings and sends

them to the configured inference endpoint with encoding_format set to

float. The model is selected either from request-level embedding options

or from the current runtime settings, falling back to the default value in

RagSettings. If a batch exceeds the model context window, the system

falls back to per-item embedding requests. For individual inputs that still

exceed the context limit, the text is progressively truncated using the re-

ported n_prompt_tokens and n_ctx values, with a safety margin defined
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by EmbeddingRetryPaddingTokens. This mechanism improves robustness

when processing long technical chunks in constrained local environments.

From a retrieval perspective, the generated vectors are validated against

the configured EmbeddingDimensions, whose default value is 1024. This

validation prevents representation drift between the embedding model and

the Qdrant collections, since vector databases require a fixed dimensional-

ity for each collection. Query embeddings are generated through the same

IEmbeddingGenerator<string, Embedding<float» abstraction used dur-

ing indexing, ensuring that indexed documents and user queries are projected

into a compatible cosine-similarity space before top-k nearest-neighbor search

is performed.

A key trade-off remains: a local embedding service improves data con-

trol and deployment independence, but requires explicit management of

model compatibility, context limits, dimensionality, and runtime availability.

The combined use of LlamaCppEmbeddingGenerator, RagSettings, and the

nomic-embed-text-v2-moe model mitigates these issues by centralizing con-

figuration, validating vector dimensions, and providing retry behavior for

oversized inputs. As a result, the embedding layer enables the downstream

hybrid retrieval pipeline to combine child-level precision, summary-level recall,

and parent-level contextual grounding during answer generation.

4.5 Vector database design

The vector storage layer is implemented with Qdrant, configured with cosine

similarity and HNSW indexing to support efficient nearest-neighbor retrieval

over dense embeddings. The design uses three logical collections for each

configured source, resolved at runtime through SourceCollectionProvider:

• A primary collection containing child-chunk embeddings, optimized

for fine-grained semantic retrieval
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Figure 4.1: Offline Phase

• A secondary collection containing summary embeddings, optimized

for high-level conceptual matching

• A parent collection containing parent documents, used to preserve

the broader generation context

The three collections are source-scoped rather than globally shared. This

means that each document source has its own ChildCollectionName, Summari

esCollectionName, and ParentCollectionName, allowing indexing, retrieval, reset

operations, and readiness checks to remain isolated across corpora.

Parent documents are not used as the main semantic retrieval surface.

Instead, they are persisted as full-context records and accessed through

DocstoreService, while child chunks and summaries provide the dense re-

trieval signals. This separation enables a two-step retrieval pattern: Qdrant

first returns compact vector hits from the child and summary collections, and

the system then reconstructs the corresponding parent-level context before

generation.
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From a data-model perspective, ParentId acts as the join key between

vector hits and full-context parent records, ensuring deterministic recon-

struction of the documents selected by the retrieval branches. This is es-

sential for hierarchical retrieval, where ranking is performed over smaller

evidential units but answer grounding requires larger textual contexts. The

SourceCollectionProvider enforces this mapping by resolving the correct

Qdrant collections for the active sourceId, while DocstoreService retrieves

parent records from the source-specific parent collection.

The storage design provides the following benefits:

• Low-latency nearest-neighbor retrieval on dense vectors through Qdrant

indexing

• Separation between fine-grained evidential units, summary-level seman-

tic signals, and full parent documents

• Source-scoped persistence for multiple documentation corpora without

cross-source contamination

• Efficient and traceable parent-context reconstruction through identifier-

based mapping

A key trade-off is operational: maintaining three Qdrant collections per

source improves retrieval isolation, traceability, and contextual reconstruction,

but requires consistent indexing and validation to keep child embeddings,

summary embeddings, and parent records synchronized. This design enables

the downstream hybrid retrieval pipeline to combine source-specific vector

search with deterministic parent reconstruction before reranking and answer

generation.
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4.6 Retrieval pipeline

At query time, retrieval is coordinated by TripleHybridRetriever and

follows a hybrid multi-branch strategy. Before the retrieval branches are exe-

cuted, the system may apply query rewriting through QueryRewriteService.

This component reformulates the original user question into a small set of

search-oriented variants, with the objective of reducing vocabulary mismatch

between the user’s wording and the terminology used in the documentation.

The design preserves the original intent of the question while allowing alter-

native phrasings or domain-specific terms to improve retrieval coverage. The

retrieval stage then operates over the original query and, when available, its

rewritten variants through three complementary branches:

• Summary-vector branch: semantic retrieval over summary embed-

dings, followed by mapping retrieved hits to their corresponding parent

documents.

• Child-vector branch: semantic retrieval over child-chunk embeddings,

followed by mapping matched children to parent documents.

• BM25 branch: keyword-based retrieval over child chunks, followed by

mapping lexical matches to parent documents.

The three ranked parent lists are merged using weighted Reciprocal Rank

Fusion (RRF):

RRF(d) =
∑

b∈branches

wb

k + rb(d)

where wb is the branch weight, rb(d) is the rank of document d in branch b,

and k is a smoothing constant (set to 60 in this work). In the implemented

system, the vector contribution is divided between the summary-vector and

child-vector branches, while the sparse lexical contribution is assigned to

the BM25 branch. When query rewriting is enabled, results obtained from
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Figure 4.2: Retrieval pipeline

rewritten queries are also merged with the original-query results through

weighted aggregation, so that the original formulation remains dominant while

useful terminology variants can still improve recall. Documents retrieved by

multiple branches or query variants receive an additional boost, after which

candidates are deduplicated by parent identifier.

After initial retrieval, candidates are reranked using OllamaRerankService. The

service sends query-document pairs to the configured reranker model and

receives relevance scores used to select the final top-N documents. The

confidence score returned to the user is derived from reranking evidence and

rank-dependent weighting rather than from the LLM’s internal uncertainty.

4.7 LLM integration

The LLM integration stage receives the output of retrieval as a ranked set of

parent-level context documents and converts it into the final answer through
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a constrained prompt-based generation workflow. ContextFormatter builds a

context block bounded by the source’s MaxContextChars budget. Prompt

construction follows a two-part template: the system instruction defines

domain grounding, factuality requirements, response structure, and prohibi-

tion of unsupported claims, while the user prompt injects both context and

question.

Figure 4.3: LLM integration pipeline

Generation is executed through Semantic Kernel’s IChatCompletionService,

backed by an OpenAI-compatible local inference endpoint. Runtime settings

include model names, temperature, maximum tokens, repetition penalty,

frequency penalty, presence penalty, top-p, prompts, assistant profile, re-

trieval parameters, and context size. Once the raw response is produced,

a post-processing stage removes model-specific reasoning artifacts such as

<think> ... </think> blocks. The response includes answer text, source

citations, optional document images, confidence, a rerank-fallback flag, and

the number of documents used.
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Implementation

5.1 Technology Stack

The RAG system was implemented using a local, modular technology stack

designed to support document ingestion, vector retrieval, neural reranking,

grounded answer generation, observability, and operator-facing administra-

tion in a constrained business-server environment.

• Backend platform: ASP.NET Core Minimal API on .NET 9, with

dependency injection used to compose indexing, retrieval, reranking,

settings, telemetry, evaluation, and security services.

• Application orchestration: a .NET Aspire AppHost starts Qdrant,

the backend API, and the Angular frontend with consistent environment

variables and service references.

• RAG orchestration framework: generation is integrated through

Microsoft Semantic Kernel, while retrieval is implemented by

RagOrchestrator, TripleHybridRetriever, Bm25Retriever, and

OllamaRerankService.

• Embedding and generation platform: Ollama or an OpenAI-
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compatible local inference endpoint is used for embeddings, summaries,

final answering, query generation, and evaluation judging.

• Vector database: Qdrant is adopted as persistent vector store and

parent document store, with separate parent, child, and summary col-

lections per source.

• Frontend: the user interface is implemented in Angular, with pages

for dashboard status, chat, settings, telemetry, evaluation, login, and

source-bundle operations.

• Configuration and validation: static configuration is bound through

RagSettings; runtime inference settings are managed by InferenceSetti

ngsService and persisted to inference-settings.json.

• Security: administrative operations are protected by local cookie au-

thentication, PBKDF2 password hashing, and role-based authorization.

This technology stack supports a fully local RAG pipeline in which ingestion,

indexing, retrieval, reranking, generation, observability, and administration

are integrated into a cohesive system while remaining modular enough to allow

future substitution of models, retrievers, storage backends, or deployment

targets.

5.2 Theoretical role of Semantic Kernel

Microsoft Semantic Kernel is an open-source AI orchestration SDK designed

to integrate Large Language Models (LLMs), application logic, external tools,

and enterprise data sources within conventional software systems [6]. Its pur-

pose is to provide a structured programming model for building AI-enabled

applications without forcing the whole system to be organized around a

single model call. Instead, Semantic Kernel introduces abstractions that

allow model invocation, prompt construction, tool execution, and connector
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integration to be composed within standard application architectures.

At a conceptual level, the framework is organized around several key abstrac-

tions. The Kernel acts as the central composition object that coordinates

services and functions. Plugins expose reusable capabilities that can be

invoked by the model or by application code. Connectors provide integra-

tion with external AI services, such as OpenAI-compatible chat-completion

endpoints or vector stores. Memory abstractions support the representation

and retrieval of contextual information, while Planners can be used to

decompose higher-level tasks into executable steps [7]. Although not every

abstraction is required in all applications, this architecture is particularly

relevant for enterprise RAG systems because it separates model access from

business logic and allows AI functionality to be embedded into existing

software platforms.

In an enterprise knowledge-management context, this separation is important.

RAG systems require more than a generative model: they must coordinate

retrieval, reranking, prompt construction, source control, telemetry, authenti-

cation, and response delivery. Semantic Kernel is suitable for this type of

architecture because it provides a standardized interface for model invocation

while allowing the surrounding retrieval and governance logic to remain

implemented as application-specific services.

5.2.1 Use of Semantic Kernel

In this thesis, Semantic Kernel was used primarily as the abstraction layer be-

tween the ASP.NET Core backend and the locally hosted OpenAI-compatible

language model. The backend registered an IChatCompletionService through

the OpenAI connector and configured it with an OpenAIClient pointing to the

local inference endpoint. This design allowed the application to use Seman-

tic Kernel’s chat-completion interface while remaining independent from a

cloud-hosted provider. A second keyed IChatCompletionService was registered
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for summary generation, enabling the indexing pipeline to use a different

model or configuration from the final answer-generation pipeline.

The orchestration of the RAG workflow itself was implemented by application-

specific C# services, with RagOrchestrator acting as the central coordination

component. At query time, the orchestrator first verifies that the selected

source is ready, then invokes TripleHybridRetriever to retrieve candidate parent

documents through summary-vector search, child-vector search, and BM25

search. The retrieved candidates are then passed to OllamaRerankService, which

selects the most relevant documents and produces a confidence score. Only

after this retrieval and reranking phase does Semantic Kernel become respon-

sible for the final model interaction.

The final prompt follows a structured RAG format composed of three ele-

ments: a system prompt, a retrieved context block, and the original user

question. The system prompt defines the assistant behavior and constrains

the model to answer only from the supplied context. The retrieved and

reranked documents are formatted into a bounded context window by the

application layer and inserted into the human prompt template. The user

question is then appended as the explicit query to be answered. In implemen-

tation terms, this interaction is represented through ChatHistory, where the

system message contains the behavioral instructions and the user message

contains both the retrieved context and the question. Runtime parameters

such as temperature, maximum tokens, top-p, frequency penalty, presence

penalty, and repeat penalty are applied through OpenAIPromptExecutionSettings.

The response produced by the chat-completion service is returned to the

ASP.NET Core API layer in two modes. In the standard mode, RagOrchestrato

r calls the chat service and returns a complete answer together with metadata

such as confidence, source citations, images, and the number of documents

used. In streaming mode, the orchestrator emits status markers for retrieval,

reranking, and generation, then streams the generated tokens progressively to
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the API endpoint. This allows the Angular frontend to display the progress of

the RAG pipeline and show partial output while generation is still in progress.

Internal reasoning fragments and explicit source sections are filtered before

presentation, since sources are handled separately by the interface.

5.2.2 Rationale for the Migration to Semantic Kernel

Semantic Kernel was selected as part of the transition from an initial Python-

based prototype to a production-oriented .NET implementation. The first

version of the project was useful for validating the basic feasibility of the

RAG approach and relied on common Python ecosystem components such

as LangChain for orchestration and ChromaDB for vector storage. However,

the company in which this thesis work was developed uses .NET and C#

as its primary technology framework. For this reason, continuing with a

Python-centered architecture would have introduced a mismatch with the

existing development environment, deployment practices, maintainability

expectations, and internal technical expertise.

The current SkRag.Aspire project was therefore redesigned around ASP.NET

Core, C#, and .NET Aspire. In this migration, ChromaDB was replaced

with Qdrant, a more mature and production-oriented vector database with

stronger operational characteristics for persistent collections, filtering, pay-

load management, and service integration. Similarly, LangChain was replaced

with Semantic Kernel, which is better aligned with the .NET ecosystem and

integrates naturally with ASP.NET Core dependency injection, typed services,

configuration management, logging, and the broader Microsoft application

stack. This made Semantic Kernel more suitable for an enterprise architec-

ture in which the RAG pipeline had to coexist with authentication, telemetry,

source-specific settings, API endpoints, and local development orchestration.

The choice also reflected a separation-of-concerns principle. Retrieval, rerank-

ing, source handling, Qdrant interaction, and evaluation were implemented
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as explicit C# services, while Semantic Kernel was used for the model-facing

layer: chat history construction, execution settings, and OpenAI-compatible

chat completion. This avoided overloading the orchestration framework

with domain-specific logic and made the system easier to inspect, test, and

maintain. Therefore, Semantic Kernel served not as a replacement for the

application architecture, but as a controlled integration layer through which

local LLM capabilities could be embedded into an enterprise RAG system

consistent with the technological context of the company.

5.3 Data Pipeline Implementation

This section introduces the data pipeline, focusing on document ingestion,

preprocessing, embedding generation, summary generation, and Qdrant

persistence.

5.3.1 Ingestion and Preprocessing

The ingestion pipeline is implemented by IndexerService. A source is selected

from the RagSourceCatalog, after which the indexer discovers Markdown files

under that source’s DocsPath. The job manager records live progress, including

discovery percentage, chunking percentage, summary percentage, overall

percentage, current file, completed files, parent chunks, child chunks, summary

counts, recent events, and final Qdrant collection counts.

Indexing flow

POST /sources/{sourceId}/index

-> IndexingJobManager.TryStart(sourceId, mode)

-> IndexerService discovers Markdown files

-> MarkdownNormalizer and SemanticChunker build parents

-> ChildSplitter builds child chunks

-> LlamaCppEmbeddingGenerator embeds children/summaries

-> Qdrant upserts parents, children, summaries
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-> RagOrchestrator reinitializes source readiness

The pipeline supports incremental-safe indexing through a per-source

.rag-manifest.json. Force mode remains available when collections must be

recreated. Because each source owns distinct Qdrant collections, indexing

one source does not overwrite or invalidate another source.

5.3.2 Embedding Generation

Each normalized chunk undergoes embedding through the local LlamaCppEm

beddingGenerator, which implements IEmbeddingGenerator<string,Embedding<float>

> and communicates with a llama.cpp compatible inference server via the

OpenAI-style /v1/embeddings endpoint. The active model is selected from RagS

ettings or from runtime inference settings, defaulting to nomic-embed-text-v2-mo

e with a dimensionality of 1024. Requests are built with a float encoding

format and dispatched as JSON:

var body = new

{

model,

input = inputList,

encoding_format = "float"

};

var response = await _http.PostAsJsonAsync(

"/v1/embeddings",

body,

cancellationToken);

Embedding is orchestrated by IndexerService, which processes both child

chunks and summaries in batches. Child chunks produced by SemanticChun

ker are collected, embedded, and stored as ChildChunkRecord instances in the

source-specific Qdrant child collection; summaries follow the same path into

a parallel summary collection as SummaryRecord instances:
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var childEmbeddings = await _embedder.GenerateAsync(

childTextsForEmbedding,

cancellationToken: token);

var childRecord = new ChildChunkRecord

{

Id = childId,

ParentId = parentId.ToString(),

PageContent = childChunks[i].NormalizedContent,

SourceFile = fileName,

SectionTitle = parent.SectionTitle,

DocTitle = docTitle,

ChunkIndex = i,

Embedding = childEmbeddings[i].Vector

};

await collectionSet.Children.UpsertAsync(childRecord, ct);

Qdrant collections are created with cosine distance and a vector size matching

EmbeddingDimensions. Because dimensionality is fixed at collection creation

time, changing the embedding model requires recreating and reindexing all

affected collections. The same parameters are reflected in the typed record

definitions, where both child and summary records declare HNSW-indexed

cosine vectors:

await _qdrant.CreateCollectionAsync(

collectionName,

new VectorParams

{

Size = (ulong)_inferenceSettings.Current.

EmbeddingDimensions,

Distance = Distance.Cosine

},

cancellationToken: ct);

[VectorStoreVector(

RagSettings.DefaultEmbeddingDimensions,

DistanceFunction = DistanceFunction.CosineSimilarity,

IndexKind = IndexKind.Hnsw)]

public ReadOnlyMemory<float>? Embedding { get; set; }

The resulting dense vectors form the basis for semantic retrieval in the down-
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stream RAG pipeline, where query embeddings are compared against both

child and summary collections before parent-level context is reconstructed

for answer generation.

5.3.3 Summary Generation

When GenerateSummaries is enabled for a source, IndexerService gener-

ates a natural-language summary for each parent document prior to embed-

ding. The summary model is resolved from source-specific runtime settings,

falling back to the default SummaryModel in RagSettings. Generation is governed

by SummaryTemperature, SummaryMaxTokens, TopP, FrequencyPenalty, PresencePenalty,

and LlmRepeatPenalty. Input text is truncated to SummaryRequestMaxTextLength

before the request is dispatched, bounding latency and preventing failures

on excessively long parent chunks:

var input = text.Length > source.SummaryRequestMaxTextLength

? text[..source.SummaryRequestMaxTextLength]

: text;

var executionSettings = new OpenAIPromptExecutionSettings

{

ModelId = string.IsNullOrWhiteSpace

(current.SummaryModel)?_settings.

SummaryModel : current.SummaryModel,

Temperature = current.SummaryTemperature,

MaxTokens = current.SummaryMaxTokens,

FrequencyPenalty = current.FrequencyPenalty,

PresencePenalty = current.PresencePenalty,

TopP = current.TopP,

};

The request is executed through the Semantic Kernel chat-completion ab-

straction. A system prompt is constructed from the configured summary

prompt and the parent content is passed as a user-turn excerpt. The call

is wrapped in a linked timeout and an OllamaRetryHelper so that transient

inference failures do not abort the entire indexing run:
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var history = new ChatHistory();

history.AddSystemMessage(effectivePrompt);

history.AddUserMessage($"ESTRATTO:\n{input}");

using var timeoutCts =

CancellationTokenSource.CreateLinkedTokenSource(ct);

timeoutCts.CancelAfter(

TimeSpan.FromSeconds(_settings

SummaryRequestTimeoutSeconds));

var response = await OllamaRetryHelper.

ExecuteWithRetryAsync(token =>

_summaryChat.GetChatMessageContentAsync(

history,

executionSettings,

cancellationToken: token),

_logger,

"SummaryGeneration",

timeoutCts.Token);

The raw model output is post-processed before storage: reasoning blocks

delimited by <think>/</think> are stripped, and empty results are tracked

separately from successful ones. The cleaned text is then handed to the

shared embedding generator (described in the previous subsection) and the

resulting SummaryRecord is upserted into the source-specific Qdrant summary

collection:

var raw = response.Content ?? string.Empty;

var cleaned = ThinkRe.Replace(raw, string.Empty).Trim();

var summaryEmbeddings = await _embedder.GenerateAsync(

[summaryOutcome.Text],

cancellationToken: token);

var summaryRecord = new SummaryRecord

{

Id = Guid.NewGuid(),

ParentId = parentId.ToString(),

SummaryText = summaryOutcome.Text,

SourceFile = fileName,

DocTitle = docTitle,

Embedding = summaryEmbeddings[0].Vector

};
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await collectionSet.Summaries.UpsertAsync(summaryRecord, ct);

Progress is reported through SummaryCompleted, SummaryFailed, and SummaryEmpty

events, whose counters are exposed in the indexing snapshot for auditability.

At query time, summary vectors support the broad-recall branch of the

retrieval pipeline, complementing the fine-grained child-chunk vectors with

parent-level semantic representations.

5.4 Retrieval System Development

This section presents the implementation of the retrieval system, with a focus

on hybrid retrieval, source readiness, Reciprocal Rank Fusion, and neural

reranking.

5.4.1 Source readiness and retrieval fallback

The current system treats readiness as source-scoped. During startup, R

agOrchestrator.InitializeAsync() attempts to build the BM25 index for each

configured source from Qdrant child chunks. A missing or empty collection

for one source does not prevent another source from answering questions if its

own index is ready. The /health endpoint exposes pipeline_sources, allowing

operators to distinguish ready, empty, failed, and not-loaded sources.

Retrieval degrades gracefully if the summary branch is unavailable or if the

reranker fails. In the latter case, the orchestrator uses the original retrieval

order and marks the response with a rerank-fallback indicator.

5.4.2 Query Rewriting

Query rewriting is implemented as a pre-retrieval expansion step designed

to improve the match between the user’s natural language question and

the terminology used in the indexed documentation. In the system, this

62



CHAPTER 5. IMPLEMENTATION

functionality is provided by QueryRewriteService and is invoked by TripleHybr

idRetriever before the three retrieval branches are executed. The objective

is not to answer the question, but to generate alternative search-oriented

formulations that preserve the original intent while increasing the probability

of retrieving relevant documents.

When query rewriting is enabled through EnableQueryRewriting, the original

question is sent to the local OpenAI-compatible chat endpoint together with

a dedicated system prompt. The number of requested rewrites is controlled

by QueryRewriteCount, which is constrained to a small range in order to limit

retrieval cost and avoid excessive query drift. The prompt instructs the model

to produce distinct retrieval queries, including close paraphrases, keyword-

style variants, and domain-specific terminology variants when supported by

the configured glossary.

The generated rewrites are treated as independent query variants rather

than being concatenated into a single search string. The original question is

always retained with the highest weight, while each rewritten query receives

a lower auxiliary weight.

var queryVariants = new List<(string Query,

double Weight)> { (query, 1.0) };

queryVariants.AddRange(rewriteResult.Rewrites.

Select(rewrite => (rewrite, 0.75)));

As a result, the retrieval pipeline is executed separately for the original query

and for each valid rewrite, and the resulting document sets are later merged.

This design allows rewritten queries to improve recall while ensuring that

the original user formulation remains the dominant signal.

To reduce failure impact, the query rewriting step is designed with conserva-

tive fallback behavior. If the model response cannot be parsed, if no valid

rewrites are produced, or if the rewrite request fails, the system continues

retrieval using only the original question. This ensures that query rewriting
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acts as an optional enhancement rather than a hard dependency of the

retrieval process.

The main advantage of this component is its ability to reduce vocabulary

mismatch in enterprise documentation. Users may describe a concept using

informal language, partial terminology, or role-specific expressions, while the

documentation may use different technical terms. By generating controlled

alternative formulations, QueryRewriteService increases the likelihood that

both semantic and lexical retrieval branches identify the relevant parent

documents, thereby improving the quality of the context passed to reranking

and answer generation.

5.4.3 Hybrid Retrieval Algorithms

The retrieval system combines dense and sparse strategies through TripleHybr

idRetriever. For each query, the system independently retrieves candidates

from the summary vector branch, the child vector branch, and the BM25

branch. Dense branches query source-specific Qdrant collections; the sparse

branch uses an in-memory BM25 index built from child chunk text and

metadata. Child-level hits are resolved to parent documents through Docstor

eService.

Triple-hybrid retrieval structure

Branch A: vector search over source summaries

Branch B: vector search over source child chunks

Branch C: BM25 search over source child chunks

Resolve child and summary hits to parent documents

Fuse parent candidates with weighted RRF

Rerank fused candidates with OllamaRerankService
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5.4.4 Reciprocal Rank Fusion (RRF)

RRF merges the ranked lists produced by multiple retrievers:

RRF(d) =
∑
r∈R

wr ·
1

k + rankr(d) + 1
· βr(d) (5.1)

where R is the set of retrievers, wr is the retriever weight, rankr(d) is the

zero-based rank, k = 60, and βr(d) is a corroboration factor applied when

a document is encountered in more than one branch. Deduplication is

performed by stable parent identifiers.

5.4.5 Neural Reranking

The fused candidate set is then reranked with OllamaRerankService, configured

in this project with the bge-reranker-v2-m3 model and exposed through the

local /v1/rerank endpoint. Before reranking, candidate parent documents

are truncated according to the configured RerankMaxDocumentChars value to

control input size. The reranker produces relevance scores for the candidate

documents, from which the final top-N context set is selected according to Re

rankTopN. A confidence score is computed from the reranker outputs through

sigmoid normalization and rank-based weighting, and is compared with Con

fidenceThreshold before the selected documents are passed to the generation

stage.

5.5 Prompt Engineering

Prompt engineering is a critical component of the RAG pipeline. In this

project, prompts are not only static code constants. The system prompt,

assistant profile, query rewrite prompt, summary prompt, evaluation query-

generation prompt, and generation-judge prompt can be surfaced through

settings endpoints and managed by administrator users. Source-specific
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settings allow the assistant to adapt its behavior to the active documentation

corpus without changing backend code.

• System Instructions: The default system prompt instructs the assis-

tant to answer in Italian, use only the provided context, avoid unsup-

ported claims, and produce a clear response with sources.

• Context Formatting: Retrieved and reranked parent documents are

formatted by ContextFormatter; the context is truncated according to MaxC

ontextChars.

• Handling Missing Information: The prompt instructs the LLM to

return a fallback answer when the context does not contain sufficient

evidence.

• Output Structure: The response is returned as an AskResponse contain-

ing answer text, citations, optional images, confidence, confidence flag,

rerank fallback flag, and number of documents used.

5.6 Pipeline Orchestration

The pipeline is modular and orchestrated through ASP.NET Core dependency

injection. The central request flow is:

RagOrchestrator request flow

AskAsync(sourceId, question)

-> load source-specific inference settings

-> optionally rewrite the query

-> retrieve with TripleHybridRetriever

-> rerank with OllamaRerankService

-> format context with ContextFormatter

-> call IChatCompletionService through Semantic Kernel

-> strip <think>...</think> blocks

-> return AskResult / AskResponse
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Configuration is managed through defaults in RagSettings.cs, application

configuration in appsettings.json, environment variables using the Rag__ prefix,

and runtime inference settings persisted to inference-settings.json. Runtime

settings can be changed through the API without restarting the backend.

5.7 API Layer

The API layer provides access to the system functionality through a RESTful

interface implemented with ASP.NET Core Minimal APIs. The backend

exposes endpoints for health monitoring, source management, authentication,

chat, indexing, runtime settings, telemetry, source bundles, document images,

model discovery, and evaluation. In the standalone production configuration,

the backend listens on the application port configured by RagSettings.ApiPo

rt, whose default value is 8002. In the Aspire development runtime, port

binding is managed by the Aspire host and the backend is exposed through

the development endpoint configured by the orchestration environment.

5.7.1 Lifecycle and Initialization

At startup, the application creates a WebApplicationBuilder, configures JSON

serialization, binds configuration sections, validates runtime settings, registers

authentication and authorization policies, and adds the services required

by the RAG pipeline. The backend uses System.Text.Json with string enum

conversion so that API responses expose enum values in a readable form.

var builder = WebApplication.CreateBuilder(args);

builder.Services.ConfigureHttpJsonOptions(options =>

{

options.SerializerOptions.Converters.Add(

new JsonStringEnumConverter());

});
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builder.Services

.AddOptions<RagSettings>()

.Bind(builder.Configuration.

GetSection(RagSettings.SectionName))

.ValidateOnStart();

builder.Services.AddSingleton<IValidateOptions<RagSettings>,

RagSettingsValidator>();

Authentication is implemented with cookie-based ASP.NET Core authentica-

tion. Administrative endpoints are protected by an AdminOnly authorization

policy, while read-oriented endpoints such as health checks, source listing,

and chat access are exposed anonymously according to the current imple-

mentation.

builder.Services

.AddAuthentication(CookieAuthenticationDefaults.

AuthenticationScheme)

.AddCookie(options =>

{

options.Cookie.Name = "skrag_auth";

options.Cookie.HttpOnly = true;

options.Cookie.SameSite = SameSiteMode.Lax;

options.SlidingExpiration = true;

options.ExpireTimeSpan = TimeSpan.FromHours(8);

});

builder.Services.AddAuthorization(options =>

{

options.AddPolicy("AdminOnly",

policy => policy.RequireRole(AuthRoles.Admin));

});

The dependency injection container registers the main RAG services, includ-

ing the source catalog, inference settings service, telemetry service, Qdrant

client, Semantic Kernel chat-completion services, embedding generator, re-

trievers, reranker, indexer, bundle service, and orchestrator. Semantic Kernel
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is used to register the OpenAI-compatible chat completion service and the

keyed summary chat service, while Qdrant is configured through both the

native QdrantClient and Semantic Kernel Qdrant collection registrations.

builder.Services.AddOpenAIChatCompletion(

modelId: ragSettings.LlmModel,

openAIClient: openAiClient,

serviceId: null);

builder.Services.AddKeyedSingleton<IChatCompletionService>

("summary",(_, _) =>

new OpenAIChatCompletionService(

modelId: ragSettings.SummaryModel,

openAIClient: openAiClient

)

);

builder.Services.AddSingleton<

IEmbeddingGenerator<string, Embedding<float>>,

LlamaCppEmbeddingGenerator>();

builder.Services.AddSingleton<RagOrchestrator>();

builder.Services.AddSingleton<IndexerService>();

builder.Services.AddSingleton<IndexingJobManager>();

When the application has started, the backend initializes the retrieval pipeline

and restores indexing state. In particular, RagOrchestrator.InitializeAsync(

) builds BM25 indexes from the Qdrant child collections where possible,

while IndexingJobManager.InitializeFromPersistentStateAsync() restores source-

level indexing status and Qdrant counts.

app.Lifetime.ApplicationStarted.Register(() =>

{

var orchestrator = app.Services

.GetRequiredService<RagOrchestrator>();

_ = orchestrator.InitializeAsync();

var jobManager = app.Services
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.GetRequiredService<IndexingJobManager>();

_ = jobManager.InitializeFromPersistentStateAsync();

});

5.7.2 Endpoints

The API exposes endpoint groups for health, sources, authentication, doc-

ument images, model discovery, and source-scoped operations for chat, in-

dexing, settings, telemetry, source bundles, and evaluation. The endpoints

are defined directly in Program.cs using Minimal API mappings such as

app.MapGet, app.MapPost, app.MapPut, and app.MapDelete. This design

avoids controller boilerplate and keeps the API surface close to the appli-

cation composition logic. Operational endpoints that act on corpus data

use the route prefix /sources/{sourceId} so that the selected source is

unambiguous and does not need to be repeated inside request bodies.

GET /health

The GET /health endpoint returns the operational status of Qdrant, the

local inference server, and the RAG pipeline. It performs a bounded Qdrant

health check, verifies the inference server health endpoint, and reports source-

level readiness through pipeline_sources. This is important because the

application may contain multiple configured sources, and a source can be

unavailable even if the backend process itself is running.

GET /sources/{sourceId}/ settings and PUT /sources/{sourceId}/

settings

Runtime inference parameters are exposed through settings endpoints. GET

/sources/{sourceId}/settings returns the source-specific InferenceSetting

s snapshot, while PUT /sources/{sourceId}/settings validates, persists,
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and applies source-specific updated parameters without requiring a backend

restart. These endpoints are protected by the AdminOnly policy because

they can alter model behavior, retrieval parameters, prompt configuration,

embedding dimensions, and reranking thresholds.

POST /sources/{sourceId}/ask and POST /sources/{sourceId}/ask/

stream

The chat endpoints expose the RAG pipeline to clients through source-

scoped routes. POST /sources/{sourceId}/ask accepts an AskRequest,

invokes RagOrchestrator.AskAsync for the source selected in the route,

and returns an AskResponse containing the generated answer, confidence

score, confidence flag, rerank fallback flag, cited sources, extracted images,

and the number of documents used. The request body therefore contains

only the user question; the source identifier is not duplicated in the JSON

payload.

The streaming endpoint exposes the same logical pipeline as a Server-Sent

Events stream. It sets the response content type to text/event-stream,

forwards generated chunks as data: messages, and terminates the stream

with [DONE]. This allows the Angular frontend to display retrieval, reranking,

and generation progress without waiting for the full response to complete.

ctx.Response.Headers.ContentType = "text/event-stream";

ctx.Response.Headers.CacheControl = "no-cache";

ctx.Response.Headers.Connection = "keep-alive";

await foreach (var token in orchestrator.AskStreamAsync(

sourceId, request.Question, ct))

{

var line = $"data: {token.Replace("\n", "\\n")}\n\n";

var bytes = System.Text.Encoding.UTF8.GetBytes(line);

await ctx.Response.Body.WriteAsync(bytes, ct);

await ctx.Response.Body.FlushAsync(ct);

}
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var done = "data: [DONE]\n\n"u8.ToArray();

await ctx.Response.Body.WriteAsync(done,

CancellationToken.None);

POST /sources/{sourceId}/index and indexing status endpoints

Indexing is executed asynchronously through the source-scoped endpoint

POST /sources/{sourceId}/index. The route selects the corpus to index,

while the request body only specifies operational options such as the indexing

mode; force recreates the collections and reindexes the source, while any

other value defaults to incremental-safe. If another indexing job is already

running for the source, the endpoint returns a conflict response.

Progress is available through GET /sources/{sourceId}/index/status and

GET /sources/{sourceId}/index/stream. The streaming status endpoint

also uses Server-Sent Events and emits a new serialized snapshot whenever

the indexing job version changes.

Source bundle endpoints

Source bundle endpoints provide import and export operations for all Qdrant

data associated with a source. A bundle includes source metadata, embedding

metadata, parent points, child points, summary points, vectors, payloads, and

manifest metadata when available. The API supports direct export/import

as JSON as well as stored bundle operations, including listing, downloading,

uploading, importing, and deleting bundle files.

- GET /sources/{sourceId}/index/bundle

Exports the selected source as a JSON bundle directly

in the response.

- POST /sources/{sourceId}/index/bundle/import

Imports a bundle sent in the request body.

- GET /sources/{sourceId}/index/bundles
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Lists stored bundle files for the selected source.

- POST /sources/{sourceId}/index/bundles/export

Exports the selected source and saves the bundle as a

stored file.

- GET /sources/{sourceId}/index/bundles/{fileName}

Downloads a stored bundle file.

- POST /sources/{sourceId}/index/bundles/upload

Uploads a bundle file using multipart/form-data.

- POST /sources/{sourceId}/index/bundles/{fileName}/import

Imports one of the previously stored bundle files.

- DELETE /sources/{sourceId}/index/bundles/{fileName}

Deletes a stored bundle file.

Telemetry and evaluation endpoints

Telemetry endpoints expose the in-memory inference telemetry collected

across phases such as embedding, summary generation, query rewriting,

vector search, BM25 search, reranking, and chat generation. The API

also exposes evaluation endpoints through app.MapEvaluationEndpoints(),

which registers dataset generation, evaluation execution, run listing, run

detail, comparison, and progress streaming routes. This keeps evaluation

workflows inside the backend rather than requiring a separate offline script.

- GET /sources/{sourceId}/telemetry

Returns telemetry summary and recent records only

for the selected source.

- DELETE /sources/{sourceId}/telemetry

Clears telemetry records only for the selected source.

- GET /sources/{sourceId}/telemetry/audit

Returns settings snapshot, parameter usage report, and

unused parameters for the selected source.

- GET /sources/{sourceId}/evaluation/dataset

Returns evaluation dataset summary.

- POST /sources/{sourceId}/evaluation/dataset/generate

Generates synthetic labelled queries from indexed documents.
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- POST /sources/{sourceId}/evaluation/run

Runs retrieval evaluation.

- POST /sources/{sourceId}/evaluation/generation/run

Runs generation evaluation with LLM-as-a-judge.

- GET /sources/{sourceId}/evaluation/runs

Lists retrieval and generation evaluation runs.

- GET /sources/{sourceId}/evaluation/runs/{runId}

Gets a specific retrieval run.

- GET /sources/{sourceId}/evaluation/generation/runs

Lists generation evaluation runs.

- GET /sources/{sourceId}/evaluation/generation/

runs/{runId}

Gets a specific generation evaluation run.

- GET /sources/{sourceId}/evaluation/compare?

runA={guid}&runB={guid}

Compares two retrieval evaluation runs.

- GET /sources/{sourceId}/evaluation/progress/stream

Streams evaluation progress via Server-Sent Events.

- GET /sources/{sourceId}/evaluation/progress

Returns current evaluation progress snapshot.

- POST /sources/{sourceId}/evaluation/progress/cancel

Cancels the currently running evaluation operation.

5.7.3 Input and Output Handling

Request and response bodies are represented by C# classes and records. The

main API contracts include AskRequest, AskResponse, ChatImageResponse,

IndexRequest, IndexStartResponse, IndexCancelResponse,

CollectionResetRequest, CollectionResetResponse,

SourceBundleImportRequest, and the evaluation models. For example, the

chat request and response contracts are defined as follows:

74



CHAPTER 5. IMPLEMENTATION

public sealed class AskRequest

{

public string Question { get; set; } = string.Empty;

}

public sealed class AskResponse

{

public string Answer { get; set; } = string.Empty;

public float Confidence { get; set; }

public bool IsConfident { get; set; }

public bool IsRerankFallback { get; set; }

public string[] Sources { get; set; } = [];

public ChatImageResponse[] Images { get; set; } = [];

public int DocumentsUsed { get; set; }

}

This model-based API design ensures that the frontend receives structured

responses containing both generated content and operational metadata.

Administrator-only endpoints use RequireAuthorization("AdminOnly"),

while public endpoints use AllowAnonymous() where appropriate. As a

result, the API layer acts as the controlled boundary between the Angular

interface, the local RAG pipeline, Qdrant storage, runtime configuration,

evaluation workflows, and administrative operations.
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Evaluation

6.1 Evaluation Methodology

Evaluating a Retrieval-Augmented Generation system requires assessing

two distinct but interdependent components: the retrieval engine, which

identifies relevant source documents, and the generation module, which

synthesises those documents into a coherent natural-language answer. In this

thesis, the evaluation is implemented inside the backend and includes EvalDat

asetStore, QueryGenerator, EvalRunner, EvalRetrievalAdapter,

GenerationJudgeService, GenerationEvalRunner. All evaluation operations are

exposed through EvalOperationController, which provides RESTful endpoints for

triggering evaluations and querying progress state for long-running operations.

6.1.1 Retrieval Metrics

The retrieval component is evaluated using three standard Information

Retrieval metrics computed over a fixed labelled dataset: Recall@K, Mean

Reciprocal Rank (MRR), and Normalised Discounted Cumulative

Gain (nDCG@K). Recall@K measures whether the ground-truth parent

document appears within the top-K results. MRR captures how highly the
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first relevant document is ranked. nDCG@K penalises relevant results that

appear lower than the ideal position:

DCG =
K∑
r=1

⊮[idr ∈ relevant]
log2(r + 1)

Together, these metrics cover complementary failure modes: complete re-

trieval misses, poor ranking of the first relevant result, and degraded full-list

ranking quality.

Because the retriever can operate at child and summary level while ground

truth is defined at parent-document level, evaluation normalizes results

through parent identifiers before metric computation. Duplicate parent IDs

are removed while preserving rank order.

Figure 6.1: Retrieval Evaluation Flow

6.1.2 Generation Metrics

The quality of generated answers is assessed through an LLM-as-a-judge

approach, implemented by GenerationJudgeService. The judge receives the orig-

inal query, the retrieved context, and the generated answer, then produces

structured evaluation scores for faithfulness, answer relevance, hallucination

propensity, and answer correctness. The judge prompt and model configura-
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tion are part of the runtime settings surface, and the parser handles common

model-output failures such as Markdown fences and <think>...</think>

blocks.

Figure 6.2: Generation Evaluation Flow

6.1.3 Evaluation Procedure

Evaluation is executed as an application-level workflow exposed through

the backend API and the Angular interface, rather than as an external

command-line script. The process, as illustrated in Figure 6.3, begins with the

construction or loading of a source-specific evaluation dataset. When dataset

generation is requested, QueryGenerator reads indexed child and summary

chunks from Qdrant, generates synthetic user queries from those chunks,

associates each query with parent-document ground truth, and stores the

resulting dataset through EvalDatasetStore. Existing non-orphaned queries are

preserved, while corpus changes can mark obsolete entries as orphaned so
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that they are excluded from metric computation.

Once the dataset is available, retrieval evaluation can be started through the

evaluation endpoints. EvalRunner loads the active non-orphaned queries, sends

each query through EvalRetrievalAdapter, and computes retrieval metrics by

comparing the retrieved parent document identifiers with the stored ground

truth. The evaluation can be configured with parameters such as the value of

K, whether reranking is enabled, the ground-truth mode, and the query filter.

Results are persisted as immutable run files, allowing multiple evaluation

runs to be inspected and compared over time.

Generation evaluation follows a similar workflow but extends the procedure to

answer quality. GenerationEvalRunner executes the RAG pipeline for the selected

queries, collects the retrieved context and generated answer, and then invokes

GenerationJudgeService to assign LLM-as-a-judge scores. This produces metrics

for faithfulness, answer relevance, hallucination rate, and answer correctness.

Both retrieval and generation evaluation runs are tracked by EvalProgressTra

cker, which exposes progress snapshots and Server-Sent Events streams to

the frontend. This design makes evaluation reproducible, source-aware, and

integrated into the operational backend, while still supporting long-running

execution and interactive monitoring from the user interface.

6.2 Test Dataset Creation

Constructing a labelled evaluation dataset for a domain-specific RAG system

presents a practical challenge: manual annotation by subject-matter experts

is expensive, slow, and difficult to scale as the documentation corpus grows.

In this project, the evaluation dataset is generated by QueryGenerator, which

synthesizes realistic user queries from indexed parent documents and stores

them through EvalDatasetStore.
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Figure 6.3: Overview of the evaluation procedure across its three phases

6.2.1 Pipeline Overview

The dataset generation process follows a source-aware pipeline:

1. Parent documents are read from the selected source’s Qdrant parent

collection through backend services.

2. For each eligible parent, the LLM generates a configurable number of

realistic user queries answerable from that parent document.

3. The generated query is stored with the corresponding parent identifier

as ground truth.
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4. Existing queries are preserved unless regeneration is explicitly requested,

while orphaned queries can be identified when the underlying corpus

changes.

Figure 6.4: DataSet pipeline

6.2.2 Parent Document Loading

The current dataset-generation strategy operates primarily at parent-document

level. This is consistent with the retrieval architecture, because the final eval-

uation target is whether the system can recover the correct parent document,

regardless of which child chunk or summary initially caused that parent to

be retrieved.

6.2.3 Query Generation

For each parent document, the LLM is prompted to produce realistic queries

representing the kinds of questions that developers, consultants, support

engineers, or administrators might ask. The query-generation process is

explicitly conditioned on the active project corpus: the prompt receives the

textual content of indexed parent documents from the selected source, such as

the 1bstore documentation or the libraries documentation, together with

the source context needed to preserve domain terminology. In this way, gener-

ated questions are not generic examples of RAG usage, but corpus-grounded
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queries that reflect the actual concepts, configuration names, operational

procedures, and software components present in the indexed documenta-

tion. For the WMS-oriented 1bstore source, this produces questions about

warehouse operations, configuration procedures, synchronization workflows,

inventory, picking, missions, and domain entities. For the libraries source,

it produces questions about Angular shared components, package publishing,

configuration files, and internal library usage. The number of queries per

parent and the maximum number of parents are configurable through the

evaluation request, allowing the evaluation dataset to scale with the size and

diversity of the selected corpus.

Example: corpus-aware query generation request

POST /sources/1bstore/evaluation/dataset/generate

{

"queriesPerChunk": 3,

"maxChunks": 40,

"forceRegenerate": false

}

Prompt excerpt:

Source: 1bstore

Parent document content:

{parent_document_text}

Generate realistic questions that can be answered only

from this project source corpus, preserving the

domain terminology used in the documentation.

6.2.4 Ground Truth Construction

The ground-truth document identifiers for each generated query are derived

exclusively from indexing metadata, without consulting the retriever or

reranker. This design avoids circular evaluation: the system is never allowed

to define the correct answer by looking at the documents retrieved by the same

pipeline that is being evaluated. In the current implementation, synthetic
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queries are generated from indexed child chunks and summary chunks, both

of which retain the parent identifier and source file from which they originate.

Ground truth is constructed at the parent-document level. During query

generation, the system first builds an index that maps each SourceFile to

all parent document identifiers associated with that file. When a query is

generated from a chunk, the preferred ground-truth set is therefore the set

of parent documents belonging to the same source file. If this mapping is

unavailable, the system falls back to the specific parent identifier attached to

the source chunk:

var gtIndex = allParents

.GroupBy(p => p.SourceFile, StringComparer.

OrdinalIgnoreCase)

.ToDictionary(

g => g.Key,

g => g.Select(p => p.ParentId).ToArray(),

StringComparer.OrdinalIgnoreCase);

...

var gtDocIds = gtIndex.TryGetValue(chunk.SourceFile,

out var ids)

? ids

: [chunk.ParentId];

This choice reflects the retrieval architecture of the system. The TripleHybridR

etriever may retrieve evidence from child chunks, summary records, or BM25

matches, but the retrieved units are ultimately resolved to parent documents

before evaluation and answer generation. Consequently, the relevant unit

for retrieval metrics is not the specific chunk that produced the synthetic

question, but the parent-level document context that should be recovered.

Each accepted query is then stored as an EvalQuery record. The record

preserves both the local origin of the query, through SourceParentId, SourceChun

kId, ChunkType, and SourceFile, and the evaluation target, through GroundTruthDo
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cumentIds:

dataset.Queries.Add(new EvalQuery

{

QueryText = normalizedQuestion,

SourceParentId = chunk.ParentId,

SourceChunkId = chunk.ChunkId,

ChunkType = chunk.ChunkType,

SourceFile = chunk.SourceFile,

GroundTruthDocumentIds = gtDocIds,

GeneratorModel = string.IsNullOrWhiteSpace(modelId)

? _settings.LlmModel

: modelId.Trim(),

});

At evaluation time, the runner can use either source-file ground truth or

source-parent ground truth. In the default mode, GroundTruthDocumentIds is

used, meaning that any parent document from the same source file can be

considered relevant. In source-parent mode, only the exact parent document

associated with the generated query is considered relevant:

private static IReadOnlyList<Guid> ResolveGroundTruth(

EvalQuery query,

string groundTruthMode) =>

string.Equals(

groundTruthMode,

SourceParentGroundTruthMode,

StringComparison.OrdinalIgnoreCase)

? [query.SourceParentId]

: query.GroundTruthDocumentIds;

6.2.5 Deduplication

Before a generated query is added to the evaluation dataset, it is checked

against both the queries produced in the current model response and the

active queries already stored in the persisted dataset. Within a single model

response, candidates are normalized through NormalizeQuestionText, filtered for
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plausibility, and deduplicated using case-insensitive exact matching.

Across saved datasets, deduplication is performed through a normalized hash.

Each query is lowercased, punctuation-like characters are removed, only

letters, digits, and whitespace are retained, and the resulting normalized

string is hashed with SHA-256. If the hash is already present among the

active non-orphaned queries, the new query is discarded:

var existingHashes = dataset.Queries

.Where(q => !q.Orphaned)

.Select(q => NormalizeHash(q.QueryText))

.ToHashSet(StringComparer.Ordinal);

...

var normalizedQuestion = NormalizeQuestionText(queryText);

if (!IsPlausibleQuestion(normalizedQuestion))

continue;

var hash = NormalizeHash(normalizedQuestion);

if (!existingHashes.Add(hash))

{

dedupSkipped++;

continue;

}

The normalization function used for dataset-level deduplication is determin-

istic and independent of the model output format:

private static string NormalizeHash(string queryText)

{

var sb = new StringBuilder();

foreach (var ch in queryText.ToLowerInvariant())

{

if (char.IsLetterOrDigit(ch) || char.

IsWhiteSpace(ch))

sb.Append(ch);

}
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var normalized = sb.ToString().Trim();

var bytes = SHA256.HashData(Encoding.UTF8.

GetBytes(normalized));

return Convert.ToHexString(bytes);

}

The implementation does not use prefix-overlap or approximate character-

alignment heuristics. Instead, it relies on exact normalized hashing, which

makes deduplication reproducible across repeated dataset generation runs.

6.2.6 Execution and Progress Tracking

Query generation is handled within the ASP.NET Core backend by QueryGene

rator, which is invoked through the evaluation API and runs as a cancellable

operation coordinated by EvalOperationController. Throughout execution, Eva

lProgressTracker maintains a running record of processed chunks, generated

queries, failures, empty outputs, and log events.

For each eligible child or summary chunk, the system sends a prompt to

the local OpenAI-compatible chat model via the configured chat-completion

service. The response is then parsed, validated, and deduplicated before

accepted queries are appended to the dataset. Chunks are processed sequen-

tially, and progress is continuously exposed to the frontend through both

snapshot polling and Server-Sent Events endpoints. Progress is exposed

through backend state and source-scoped API endpoints, including /sources/{

sourceId}/evaluation/progress for the current snapshot and /sources/{sourceId}/

evaluation/progress/stream for live Server-Sent Events updates.

6.2.7 Dataset Schema

Each entry in the persisted evaluation dataset is represented by the EvalQuery

model. The dataset is stored as JSON in the source documentation folder and

preserves both the generated query and the metadata required for traceability,
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filtering, and metric computation:

public sealed class EvalQuery

{

public Guid Id { get; init; } = Guid.NewGuid();

public required string QueryText { get; init; }

public required Guid SourceParentId { get; init; }

public Guid SourceChunkId { get; init; }

public string ChunkType { get; init; } = string.Empty;

public required string SourceFile { get; init; }

public required Guid[] GroundTruthDocumentIds { get;

init; }

public DateTimeOffset GeneratedAtUtc { get; init; }

public string GeneratorModel { get; init; } = string.

Empty;

public string[] Tags { get; init; } = [];

public bool Orphaned { get; set; }

}

The QueryText field contains the LLM-generated question. The GroundTruthD

ocumentIds field stores the parent-document identifiers considered relevant for

the query, while SourceParentId, SourceChunkId, ChunkType, and SourceFile preserve

the link to the indexed corpus. The GeneratorModel field records the model

used to generate the query, and the Orphaned flag allows the system to preserve

historical queries while excluding entries whose source chunks are no longer

valid after corpus changes.

6.3 Retrieval Performance

The retrieval evaluation was run with two different ground-truth strategies:

source-file and source-parent. These two modes measure different prop-

erties of the system and therefore produce different interpretations of the

same retrieval behaviour. In source-file mode, every parent document

originating from the same source file as the generated query is considered

relevant. This mode is useful for estimating whether the retriever brings the
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system back to the correct documentation area. In source-parent mode,

only the exact parent document associated with the query is considered

relevant. This second mode is stricter and is useful for diagnosing whether

the retriever can recover the precise context that generated the question.

To make retrieval runs more balanced and reproducible, the evaluation runner

was extended with three additional controls: a maximum number of queries

per source file, optional random sampling, and a sample seed. The maximum

query limit prevents large or heavily documented files from dominating the

aggregate metrics simply because they contributed more generated questions

to the dataset. Without this limit, the global score could mostly reflect

the behaviour of the retriever on the largest documents, while smaller but

important documentation areas would have little influence on the final result.

Applying the limit per source file makes the evaluation closer to a balanced

comparison across documentation areas.

Random sampling was introduced to avoid always evaluating the same first

queries from each source file when the available number of queries is higher

than the configured maximum. This is important because query order may

depend on generation order, chunk order, or previous dataset updates, and

therefore may not represent the full variety of questions contained in the

file. The sample seed makes this random selection deterministic: the same

seed produces the same subset of queries, allowing runs to be repeated and

compared fairly after changes to retrieval settings, reranking configuration,

or indexing logic. Together, these controls allow the evaluation to be both

representative and reproducible: representative because each source file con-

tributes a bounded and optionally varied sample, and reproducible because

the exact sample can be reconstructed from the stored run configuration.

Table 6.1 reports the observed retrieval runs for the libraries source. The ta-

ble separates the initial retrieval ranking from the reranked ordering, because

reranking can only reorder the candidate set already returned by retrieval.
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The first observation is that reranking consistently improves rank-sensitive

Run Ground truth Queries Limit Ret. R@20 Ret. MRR Ret. nDCG Rerank MRR Rerank nDCG

0f28c475 parent 213 all 44.6 15.0 21.7 36.9 38.7
75ead952 parent 213 all 51.2 19.5 26.8 43.1 45.0
c8f7ab36 parent 213 all 51.2 13.2 21.9 43.7 45.4
3dfc68ff parent 213 all 54.5 16.3 24.8 47.5 49.2
727cf818 parent 60 20 48.3 12.9 20.8 42.4 43.8
54163d42 file 60 20 20.3 54.1 40.8 77.2 44.7
4c0e5557 parent 120 40 57.5 16.7 25.9 51.7 53.1

Table 6.1: Retrieval evaluation runs for the libraries source. Values are percentages.
parent corresponds to source-parent; file corresponds to source-file.

metrics while leaving Recall@20 unchanged. This is expected: reranking does

not retrieve new documents, but changes the order of the documents already

present in the candidate set. Across the source-parent runs, MRR increases

from values between 12.9% and 19.5% before reranking to values between

36.9% and 51.7% after reranking. nDCG shows the same pattern, increasing

from roughly 20.8%–26.8% to 38.7%–53.1%. Therefore, the reranker is useful

when the correct parent is already among the retrieved candidates, because it

tends to move that parent closer to the top positions. The second observation

is that Recall@20 is the limiting factor in strict source-parent evaluation.

The best sampled parent run reaches 57.5% Recall@20, meaning that in a lit-

tle more than half of the evaluated queries the exact expected parent appears

in the top 20 candidates. For the remaining queries, no reranker can recover

the target because it is absent from the candidate set. This suggests that

further improvements should focus on the candidate-generation stage: query

rewriting, hybrid branch weighting, summary quality, chunk boundaries,

and BM25/vector balance. The sampled runs also show why fixed sampling

parameters are necessary for fair comparison. The source-parent run with

a limit of 20 queries per file and seed 67 obtains 48.3% Recall@20, while

the run with a limit of 40 queries per file and seed 90 obtains 57.5%. These

values should not be interpreted only as a model improvement, because the

evaluated query population changed. Comparisons are most reliable when

the ground-truth mode, maximum query limit, random sampling flag, and
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sample seed are kept constant.

The source-file run has a different interpretation. It obtains a 100% hit

rate and a high reranked MRR of 77.2%, which means that every evaluated

query retrieved at least one document from the correct source file and that

a relevant file-level document usually appeared very early after reranking.

Its Recall@20 is only 20.3% because the denominator contains many rele-

vant parent documents from the same file; retrieving all of them within 20

positions is not realistic nor necessary for answering. This confirms that

source-file is better suited to measuring whether the system reaches the

correct documentation area, while source-parent measures exact-context

recovery. The previously observed 0% per-query cases are consistent with

this analysis. In source-parent mode, a question can score zero if the exact

expected parent is missing, even when other same-file chunks are retrieved.

Such cases should be treated as diagnostic evidence of exact-parent miss, not

automatically as evidence that the chat answer would be unusable. A more

representative evaluation would combine these binary metrics with graded

relevance, so that exact-answer chunks, supporting chunks, and same-file

contextual chunks contribute different levels of relevance.

6.4 Answer Quality Evaluation

Answer quality is evaluated through a generation run in which the system

executes the complete RAG pipeline for a selected set of evaluation queries.

For each query, the system retrieves and optionally reranks the candidate

documents, builds the answer prompt using the retrieved context, generates

the final answer, and then sends the original question, the retrieved context,

and the generated answer to a separate LLM-as-a-judge component. The

judge produces structured scores for faithfulness, answer relevance, halluci-

nation behaviour, and answer correctness. As in retrieval evaluation, the

Run Generation Evaluation operation supports a maximum number of
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queries per source file, optional random sampling, and a sample seed. These

parameters were introduced for the same reason: generation metrics can be

biased if a few large source files contribute most of the available questions. A

maximum query limit prevents these files from dominating the global score,

while random sampling avoids always evaluating the same ordered subset of

questions. The sample seed makes the random subset deterministic, so that

two runs using the same configuration can be compared fairly after changes

to the model, prompt, retrieval settings, or reranking configuration. This is

particularly important for answer-quality evaluation because generation runs

are more expensive than retrieval-only runs and are more sensitive to model

variability.

During evaluation, a limitation of the original generation metrics became

evident. Some answers were safe fallbacks, for example: “Non ho informazioni

sufficienti nel contesto fornito per rispondere a questa domanda.” From the

perspective of user safety, this behaviour is desirable when the retrieved

context does not contain enough evidence: the model avoids inventing unsup-

ported details. However, the previous metrics treated such answers mainly

as failures, because a fallback does not directly answer the question and

therefore receives low answer relevance and low correctness. This made it

difficult to distinguish between two different situations: a poor non-answer

where the model unnecessarily refuses despite sufficient context, and a cor-

rect abstention where the model refuses because the context is genuinely

insufficient.

To address this ambiguity, the generation evaluation was extended with

an explicit abstention-quality dimension. The judge now detects whether

the answer is an abstention or refusal, evaluates whether that abstention is

justified by the retrieved context, assigns an abstention score, and records

a short reason. These new fields are reported separately from the existing

metrics. This is important because a justified fallback should not artificially
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increase correctness or relevance: it still does not answer the user question.

Instead, it should be visible as a separate quality signal showing that the

model behaved conservatively and avoided hallucination under insufficient

evidence.

The distinction is useful when analysing broad questions over incomplete

or poorly retrieved context. For example, a question about the main Pipe

functionalities in @italcomspa/shared-components may receive a low rele-

vance and correctness score if the generated answer refuses to answer. If the

retrieved context only contains a general introduction to the library and not

the specific sections about BytesPipe or TimeAgoPipe, the abstention metric

can show that the refusal was justified. Conversely, if those sections were

present in the context and the model still refused, the abstention would be

marked as unjustified. This separates retrieval/context failures from genera-

tion failures and makes the evaluation more representative of the behaviour

expected in the chat interface.

The judge model should also be different from the model used to generate the

answer. If the same model is used for both generation and evaluation, the

evaluation can become self-referential: the model may implicitly reward its

own style, tolerate its own mistakes, or reproduce the same misunderstanding

that caused the original answer. Using a distinct judge model introduces

an independent assessment layer. Although LLM-as-a-judge evaluation is

still not perfectly objective, separating the generator and judge reduces

confirmation bias and makes score comparisons more meaningful, especially

when testing different prompts, retrieval settings, or generation models.

Tables 6.2 and 6.3 report the two most recent generation evaluation runs

for the libraries source. Both runs used Qwen3.5-35B-A3B-GGUF as the answer-

generation model and ministral-3-8b as the judge model, preserving the

separation between generator and evaluator. The second run improves all

main answer-quality dimensions despite evaluating a larger sample. Faithful-
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Run Started Queries Limit Seed Faith. Rel. Halluc. Correct. Abst. Justified

a8368587 2026-05-19 12:33 60 20 90 76.7 88.3 10.0 72.1 31.7 19/19
87f8f532 2026-05-19 13:10 90 30 91 83.1 93.1 9.4 78.6 23.3 21/21

Table 6.2: Aggregate generation-quality results for the last two generation runs. Values
are percentages derived from the normalized 1–5 judge scores. For hallucination, lower is
better.

Run Faith. 5/5 Rel. 5/5 Correct. 5/5 Halluc. 1/5 Abstentions Skipped answers Judge failures

a8368587 43/60 52/60 40/60 52/60 19/60 8/60 0
87f8f532 67/90 79/90 59/90 76/90 21/90 8/90 0

Table 6.3: Distribution-oriented view of the last two generation runs. Hallucination 1/5
indicates no or minimal hallucination according to the judge.

ness increases from 76.7% to 83.1%, answer relevance from 88.3% to 93.1%,

and correctness from 72.1% to 78.6%, while hallucination remains low and

slightly decreases from 10.0% to 9.4%. The distribution table confirms that

this is not only an average effect: the number of answers receiving the maxi-

mum relevance score rises from 52 out of 60 to 79 out of 90, and maximum

faithfulness rises from 43 out of 60 to 67 out of 90.

The abstention results are also informative. In the first run, 19 answers were

detected as abstentions; in the second run, 21 were detected. In both cases,

all detected abstentions were judged as justified. This suggests that the

fallback behaviour is not being used randomly or excessively by the generator:

when the model refuses, the judge generally agrees that the retrieved context

was insufficient. At the same time, abstention should not be interpreted

as a replacement for correctness. A justified refusal is useful because it

prevents hallucination, but it still indicates that the system did not provide

a substantive answer to the user.

The number of skipped answers remains stable at 8 in both runs, even though

the second run evaluates more queries. This reduces the relative incidence of

skipped generation from 13.3% to 8.9%. The improvement, together with the

higher relevance and correctness scores, indicates that the larger sampled run

provides stronger evidence of stable answer quality. However, the two runs

used different query limits and seeds, so the comparison should be interpreted
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as an observed trend rather than a controlled A/B experiment. A strict

comparison would require rerunning generation evaluation with the same

query sample while changing only one system variable.

6.5 Comparison with Traditional Documentation Search

Traditional documentation search in enterprise environments is usually based

on a combination of folder navigation, manually curated document hierarchies,

browser search, repository search, and keyword-based indexing. These tools

are useful when the user already knows the correct document name, the exact

terminology used by the author, or a distinctive identifier such as a class

name, configuration key, API route, or error code. However, they are less

effective when the user expresses an information need in natural language,

when the relevant answer is distributed across multiple sections, or when

different teams use different terms for the same concept.

The proposed RAG system changes the interaction model from document

lookup to evidence-grounded question answering. Instead of asking the

user to formulate the right keyword query and manually inspect a list of

documents, the system retrieves candidate evidence through hybrid semantic

and lexical search, reranks the candidates, and then generates a concise

answer grounded in the selected context.

The comparison should therefore be interpreted as complementary rather

than exclusive. Keyword search remains faster, simpler, and highly effective

for known-item lookup, such as finding a specific file, class, endpoint, or

configuration option. The RAG system is more appropriate for natural-

language support, cross-section synthesis, onboarding, troubleshooting, and

cases where the user does not already know where the answer is located.

94



CHAPTER 6. EVALUATION

Dimension Traditional documentation search Implemented RAG system

Query formulation Requires the user to know or guess the
terminology used in the documentation.
Search quality depends strongly on ex-
act words and identifiers.

Accepts natural-language questions
and uses semantic embeddings, BM25,
and optional query rewriting to reduce
vocabulary mismatch.

Retrieval unit Usually returns whole documents,
pages, or raw search hits. The user
must inspect and interpret the results
manually.

Retrieves child chunks, summaries, and
parent documents, then reconstructs
parent-level context for answer genera-
tion.

Ranking Primarily lexical or metadata-based.
Relevant results may be buried if they
use different wording from the query.

Combines dense summary search,
dense chunk search, and BM25 through
weighted Reciprocal Rank Fusion, fol-
lowed by neural reranking.

Answer synthesis No direct synthesis. The user must
open multiple results and combine the
information mentally.

Generates a single answer from the re-
trieved evidence and can cite or expose
the supporting context.

Handling incomplete
evidence

Traditional search still returns matches,
even if none contains enough informa-
tion to answer the question.

The assistant can produce an
insufficient-context fallback when re-
trieved evidence is not strong enough,
reducing unsupported answers.

Operational traceabil-
ity

Search logs may show terms and clicked
documents, but not necessarily the ev-
idence used to form a conclusion.

Retrieval results, reranking confidence,
source identifiers, telemetry, and evalu-
ation runs provide a more explicit audit
trail.

Maintenance New documents are searchable when
added to the repository, but semantic
relationships are not explicitly mod-
eled.

New or updated sources are indexed
into source-scoped Qdrant collections
with embeddings, BM25 data, sum-
maries, and manifest-based change de-
tection.

Table 6.4: Qualitative comparison between traditional documentation search and the
implemented RAG system.
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Results and Discussion

7.1 Observed Improvements in Documentation Accessi-

bility

The main observed improvement concerns the reduction of cognitive effort

required to access internal documentation. In a traditional search workflow,

employees must decide which terms to search, inspect a list of matching

documents, identify the relevant paragraph, and combine partial evidence

across multiple files. This workflow assumes that the user already knows the

terminology used by the documentation authors. In practice, this assumption

is often false, especially for new developers, consultants, support operators,

or employees working outside their usual functional area.

The RAG system improves this access pattern by allowing users to ask natural-

language questions and by transforming the documentation repository into

an interactive knowledge-access layer. The retrieval stage narrows the search

space, the reranker improves the ordering of candidate evidence, and the

generation stage synthesizes a direct answer from the retrieved context.

This is particularly useful for operational questions where the user needs an

actionable explanation rather than a list of documents to inspect manually.

96



CHAPTER 7. RESULTS AND DISCUSSION

Figure 7.1: RAG evaluation interface

The evaluation results support this qualitative improvement. In the retrieval

runs, reranking consistently improved rank-sensitive metrics such as MRR

and nDCG, showing that relevant contexts were more often moved near the

top once they appeared in the candidate set. In the source-file run, the

system reached a 100% hit rate, meaning that every evaluated query retrieved

at least one document from the correct source file. This does not mean that

the exact answer was always retrieved, but it indicates that the system was

effective at bringing the user back to the correct documentation area.

The generation evaluation also shows that the system can produce useful

grounded answers when sufficient context is retrieved. The last two generation

runs showed high answer relevance and low hallucination scores, while the

new abstention metrics confirmed that detected fallback answers were judged

as justified. This is important for documentation accessibility because a

useful assistant should not only answer when it has enough evidence, but
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also clearly refuse when the retrieved context is insufficient.

Figure 7.2: RAG Chat

7.2 Limitations of the Proposed Approach

7.2.1 Dependency on Candidate Retrieval

The proposed approach does not eliminate the fundamental dependency on

retrieval quality. If the correct evidence is absent from the initial candidate

set, the reranker cannot recover it and the generator cannot produce a

complete grounded answer. This was visible in the strict source-parent

retrieval runs, where Recall@20 remained the main limiting factor. Reranking

improved rank-sensitive metrics such as MRR and nDCG, but Recall@20 did

not change because reranking only reorders documents already retrieved. This

limitation is intrinsic to the two-stage retrieval design: candidate generation
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determines the maximum achievable recall, while reranking can only improve

the ordering of that candidate pool.

7.2.2 Threats to Validity of the Synthetic Evaluation Dataset

A first threat to validity concerns the use of a synthetic evaluation dataset.

The queries used for retrieval and generation assessment were generated

automatically from indexed documentation chunks rather than collected

directly from real users. This made the evaluation scalable and reproducible,

but it may not fully capture the ambiguity, incompleteness, terminology

variation, and operational urgency of real support or development questions.

Synthetic questions can also be biased toward the phrasing and structure of

the source documents from which they were generated, potentially making

them easier for the retrieval system than naturally occurring queries.

The construction of ground truth introduces an additional validity concern.

In source-parent mode, only the exact parent document associated with

the generated query is considered relevant. This is useful for diagnosing exact-

context recovery, but it can be overly strict for broad conceptual questions

that are answerable from neighbouring chunks or from multiple sections of the

same file. Conversely, source-file mode better reflects whether the system

reaches the correct documentation area, but it is less precise as a measure

of exact evidence recovery. For this reason, the two ground-truth modes

should be interpreted as complementary views rather than as interchangeable

measures of absolute retrieval quality.

7.2.3 Dependence on LLM-as-a-Judge Evaluation

Generation evaluation is affected by the dependence on an LLM-as-a-judge.

This approach is useful because it enables automated assessment of open-

ended answers, including faithfulness, relevance, hallucination tendency,

correctness, and abstention quality. However, the resulting scores remain
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model-dependent. A judge model can be unstable, overly strict, overly

permissive, or biased toward particular answer styles and response structures.

Its judgments may also change when the judge prompt, model version,

inference parameters, or output parser are modified.

The system mitigates this threat by using a judge model different from

the answer-generation model and by separating abstention quality from

answer correctness and relevance. Nevertheless, judge-based metrics should

be treated as evaluation signals rather than absolute truth. A stronger

validation would require a manually annotated subset reviewed by domain

experts, which could be used to calibrate the automated judge and estimate

its agreement with human assessment.

7.2.4 Sensitivity to Seeds and Sampling Parameters

Another threat to validity is the sensitivity of the results to random seeds

and sampling parameters. During evaluation, query selection can depend on

random sampling, sample seeds, maximum queries per source file, and limits

on the number of chunks or parent documents considered. These parameters

influence which parts of the documentation corpus are represented in a run.

As a result, two evaluations with different seeds or sampling constraints may

produce different aggregate metrics even when the underlying retrieval and

generation pipeline is unchanged.

This sensitivity is especially relevant when the documentation corpus is

unevenly distributed, with some files or topics contributing many more can-

didate queries than others. Without sampling controls, large documentation

areas can dominate global metrics; with sampling controls, the evaluation

becomes more balanced but also dependent on the chosen sample. Therefore,

the reported metrics should be interpreted as measurements of the evalu-

ated configuration and sample, not as universal properties of the system.

Repeated runs with fixed seeds, explicit reporting of sampling parameters,
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and comparison across multiple seeds would improve the robustness of the

conclusions.

7.2.5 Operational Limitations

The architecture also introduces operational complexity compared with

traditional documentation search. Documents must be chunked, summarized,

embedded, indexed into source-scoped Qdrant collections, synchronized with

BM25 data, and monitored through telemetry. Runtime dependencies such as

the embedding model, reranker, and local chat model must remain available

and correctly configured. These costs are justified when natural-language

access and grounded synthesis are valuable, but they are not necessary for

every search scenario.

7.3 Lessons Learned from the Case Study

The case study highlights four main lessons. First, hybrid retrieval is essential

for technical documentation. Dense semantic retrieval is valuable when

users ask conceptual questions or use terminology that differs from the

documentation. However, BM25 remains important for exact matches, such

as component names, configuration keys, API routes, class names, and

error codes. The implemented triple-hybrid design should therefore not be

understood as replacing keyword search with embeddings, but as combining

lexical and semantic evidence within a single retrieval pipeline.

Second, evaluation must reflect the intended use of the system. Strict exact-

parent metrics are useful for debugging retrieval precision, but they do not

fully capture the quality of a chat-based assistant. In several cases, per-query

retrieval scored 0% because the exact expected parent chunk was missing,

even though related evidence from the same file had been retrieved. This

showed that binary relevance can be too coarse for broad documentation
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questions and motivated the future use of graded relevance.

Third, safe fallback behaviour must be evaluated explicitly. Before abstention-

quality metrics were introduced, fallback answers mainly appeared as low

relevance and low correctness scores. This made it difficult to distinguish

between an unjustified refusal and a correct refusal caused by missing context.

Adding abstention detection, justification, and scoring made the generation

evaluation better aligned with the desired assistant behaviour.

Finally, the case study confirms that RAG is most effective when treated

as an operational knowledge-access system, rather than merely as a model

feature. Source scoping, runtime settings, telemetry, evaluation runs, prompt

configuration, and fallback behaviour are all necessary for making the system

usable in an enterprise setting. The technical value of the system lies not

only in answer generation, but also in the surrounding controls that make

answers traceable, configurable, and measurable.

102



Chapter 8

Future Work

8.1 System Improvements

The current implementation represents a functional and evaluated prototype

that demonstrates the viability of hierarchical hybrid retrieval for enterprise

documentation. The system already supports runtime inference settings,

source-scoped configuration, telemetry, and evaluation. Nevertheless, several

directions exist along which it could be meaningfully extended.

8.1.1 Adaptive Retrieval Parameters

In the current architecture, hyperparameters such as TopK, RRF branch

weights, RerankTopN, confidence threshold, query rewriting, and context

size can be changed at runtime and, where configured, scoped to a source.

However, they are still not automatically adapted per query. A natural

extension would be to make these parameters query-adaptive. Queries

containing configuration identifiers or error codes could automatically receive

higher BM25 weight, whereas conceptual questions could receive increased

weight on the summary dense branch. This adaptation could be implemented

through a lightweight query classifier trained on the evaluation dataset
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generated by QueryGenerator.

8.1.2 Hallucination Mitigation

Although the system prompt explicitly instructs the LLM to ground its

responses in retrieved documentation and to emit a fallback message when

no relevant context is available, hallucinations cannot be entirely eliminated

through prompt constraints alone. A promising mitigation strategy would be

to introduce a post-generation verification step, in which a separate model

checks each claim in the generated answer against the retrieved context and

flags or suppresses unsupported statements before the response is returned

to the client.

8.1.3 Persistent Observability

The current telemetry service stores recent inference records in an in-memory

circular buffer. A future extension could persist telemetry and evaluation

summaries to a durable store, enabling trend analysis across deployments,

regression detection after settings changes, and systematic comparison of

model configurations.

8.2 Extensions to Other Enterprise Documentation or

Workflows

Although the system was initially designed and evaluated in the context of

WMS documentation for the 1bStore platform, its architecture is domain-

agnostic at every layer. The multi-source design, in which each documentation

family is assigned a dedicated Qdrant collection and registered in the source

catalog, means that extending the system to a new knowledge domain

requires no changes to the retrieval pipeline or generation layer: a new
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source bundle is ingested, chunked, summarized, and indexed independently,

and the triple-hybrid retrieval pipeline operates uniformly across collections

regardless of their content. Assistant profiles, system prompts, and inference

parameters are fully configurable per source, and the source-bundle import

and export mechanisms allow documentation sets to be packaged, versioned,

and redeployed across environments without architectural modification.

8.2.1 Support and Ticketing Knowledge Bases

Enterprise software vendors accumulate large volumes of historical support

tickets, resolved incident reports, and workaround notes that represent a

form of implicit documentation. Indexing these materials as a dedicated

source collection alongside formal documentation would allow the system to

surface precedents and known resolutions when a user describes a problem

that has been previously encountered, with each ticket corpus isolated in

its own Qdrant collection and queryable through the same retrieval pipeline

without interference with other sources. This extension would primarily

require adapting the ingestion pipeline to handle structured formats beyond

Markdown, such as JSON exports from ticketing platforms, while leaving

the chunking, summarization, and hybrid retrieval stages unchanged.

8.2.2 Onboarding and Training Workflows

Beyond question answering, the multi-source infrastructure could be repur-

posed to support structured onboarding workflows for new employees or

consultants. Each onboarding track, covering, for instance, platform configu-

ration, operational procedures, or integration guidelines, could be registered

as a distinct source with its own assistant profile and curated prompt configu-

ration. Rather than exposing the system solely as a free-form query interface,

a guided onboarding mode could present curated sequences of documentation

topics drawn from the relevant collection, generate comprehension questions
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from retrieved chunks, and track progress across modules, leveraging the

same retrieval and generation pipeline already in place.

8.3 Potential Integration with Enterprise Tools

The API surface is suitable for integration with existing enterprise platforms

such as ticketing systems, CRM tools, internal knowledge portals, IDE

extensions, and collaboration platforms.

8.3.1 Integration with Ticketing and ITSM Systems

A high-priority integration target is the company’s IT Service Management

(ITSM) or ticketing platform. When a support engineer opens a new ticket

describing a configuration issue or an operational error, the RAG system

could automatically retrieve the most relevant documentation sections and

attach them as suggested resolutions directly within the ticket interface.

Implementation would require a webhook-based integration that triggers

POST /sources/{sourceId}/ask, with the ticket description passed as the

query.

8.3.2 IDE and Developer Tooling Integration

For developers working on WMS configuration or ERP module integration,

an extension for environments such as Visual Studio Code or JetBrains

IntelliJ could expose the RAG query interface directly within the editor.

The streaming endpoint POST/sources/{sourceId}/ask/stream is particularly well

suited to this context, as it allows answers to be rendered progressively in

a side panel without blocking the development workflow. Queries could

be issued against the documentation source most relevant to the module

under development, leveraging the multi-source architecture to scope retrieval

appropriately.
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8.3.3 Conversational Interface and Chat Integration

The current API supports single-turn question answering. Although the Angu-

lar interface presents the interaction in a chat-like format, previous messages

are maintained only in the frontend state and are not included in subsequent

backend requests. Each call to the RAG pipeline receives a single question,

retrieves and reranks the relevant context, and constructs a new prompt

containing only the system instructions, the retrieved context, and the cur-

rent user query. Extending the system to support multi-turn conversational

interactions would require adding explicit conversation identifiers, persisted

message history, and retrieval strategies capable of incorporating previous

turns. Such an extension would improve usability for complex queries that

require clarification, follow-up questions, or progressive refinement. Connect-

ing the resulting conversational interface to enterprise messaging platforms

such as Microsoft Teams or Slack would further make the system accessible

within the communication channels employees use for daily coordination.
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This thesis investigated the use of Retrieval-Augmented Generation for

improving access to enterprise technical documentation in the context of

software systems characterized by large, fragmented, and frequently updated

knowledge bases. Traditional documentation search remains effective for

exact keyword lookup, but it is less suitable when users formulate questions

in natural language, when terminology differs between teams, or when the

answer must be reconstructed from multiple documentation fragments.

To address this problem, the work designed and implemented a source-scoped

RAG system based on hierarchical parent-child chunking, LLM-generated

summaries, hybrid retrieval, BM25 lexical search, Reciprocal Rank Fusion,

neural reranking, and grounded answer generation through a local OpenAI-

compatible language model. The system was integrated into an ASP.NET

Core and Angular application with runtime settings, source-specific con-

figuration, telemetry, authentication, indexing operations, and evaluation

workflows.

The evaluation showed that the proposed architecture improves documen-

tation accessibility by moving part of the search and synthesis effort from

the user to the system. Retrieval experiments demonstrated that rerank-

ing consistently improves rank-sensitive metrics such as MRR and nDCG

when relevant candidates are present, while strict source-parent evaluation

highlighted that candidate generation remains the main bottleneck for exact-

context recovery. Source-file evaluation showed that the system is more
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effective at returning users to the correct documentation area, which is often

closer to the behaviour expected in the chat interface.

Generation evaluation further showed that answer quality cannot be assessed

only through correctness and relevance. Safe fallback answers are important

in a grounded RAG system because they prevent unsupported generation

when the retrieved context is insufficient. For this reason, the evaluation

framework was extended with abstention-quality metrics, allowing justified

refusals to be separated from poor non-answers. This made the assessment

more representative of the desired behaviour of an enterprise assistant.

The case study also showed that RAG should not be considered a complete

replacement for traditional documentation search. Keyword search remains

useful for deterministic lookup of known files, classes, configuration keys,

and endpoints. The strongest practical result is therefore complementary:

traditional search supports exact navigation, while RAG supports natural-

language access, synthesis, troubleshooting, onboarding, and knowledge

discovery.

Several limitations remain. The system depends on the quality of the indexed

documentation, the effectiveness of candidate retrieval, the stability of local

inference models, and the reliability of LLM-as-a-judge evaluation. Future

work should focus on adaptive retrieval parameters, graded relevance for

retrieval evaluation, persistent observability, post-generation verification, and

broader integration with enterprise tools such as ticketing systems, IDEs,

and collaboration platforms.

Overall, the thesis demonstrates that a locally deployable, source-scoped

RAG architecture can provide a practical and evaluable approach to enter-

prise knowledge access. By combining semantic retrieval, lexical matching,

reranking, grounded generation, telemetry, and explicit evaluation, the pro-

posed system transforms static documentation repositories into an interactive

knowledge layer that is more accessible, traceable, and operationally useful
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for technical teams.
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