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Abstract 

In clinical ultrasound imaging, reconstruction algorithms commonly assume a spatially 

uniform propagation speed, conventionally set to 1540 m/s, despite the heterogeneity 

of biological tissues. This approximation can introduce artefacts and geometric 

distortions in the presence of acoustic heterogeneity, limiting the accuracy of the images 

obtained. The spatially variable estimation of sound velocity is therefore a key element 

in improving the quality of ultrasound imaging.  

The aim of this thesis is to develop a deep learning-based method for estimating two-

dimensional sound velocity maps directly from multi-channel radiofrequency ultrasound 

signals acquired at different insonation angles. 

To this purpose, a simulated dataset was generated using two-dimensional full-wave 

simulations in pulse-echo configuration, using the k-Wave toolbox in MATLAB. A 128-

element linear probe with a centre frequency of 7.5 MHz and three steering angles 

(−15°, 0°, +15°) was modelled. Five types of acoustic media were considered, including 

two-layer configurations, hyperechoic and anechoic inclusions, a thin bone-like layer, 

and a combined bone-cyst configuration. For each category, 30 independent cases were 

generated with two different levels of Gaussian perturbation (σ = 0.008 and σ = 0.002), 

for a total of 450 simulations. Each case is associated with the corresponding sound 

speed map, used as ground truth for supervised training. 

The radio frequency signals acquired at the three steering angles are organised as multi-

channel inputs and provided to a neural network based on a Fourier Neural Operator 

(FNO). The architecture includes a spectral encoder operating in the Fourier domain, 

which captures global and non-local relationships between the signal components, 

followed by an implicit decoder that estimates the sound speed value at each spatial 

location. The decoder combines the learned latent representation with normalized 

spatial coordinates to reconstruct the two-dimensional sound speed map. In this way, 

the network learns a non-linear mapping between the ultrasonic RF signals and the 

spatial distribution of the speed of sound. 
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The predicted sound speed maps were evaluated against the corresponding ground 

truth distributions using the Mean Absolute Error. On the test set, the network achieved 

an average reconstruction error of 29.34 ± 40.50 m/s, indicating that the model is 

generally able to recover the main sound speed structure of the simulated media, 

although a significant variability is observed across the different acoustic configurations. 

The estimated sound speed maps were then used within a delay-and-sum beamforming 

pipeline to reconstruct B-mode images. The resulting images were compared with those 

obtained assuming a constant sound speed and with images reconstructed using the 

ground truth sound speed maps. A quantitative evaluation based on the Structural 

Similarity Index (SSIM) further confirms that the reconstructed images maintain a similar 

structural appearance to the reference images, with SSIM values on the test set around 

0.23 ± 0.14 for the 0° steering angle. 

Overall, these results highlight the potential of neural network-based estimation of 

spatially varying sound speed maps from RF signals. While the current approach does 

not consistently outperform the constant sound speed assumption, it provides a 

meaningful representation of the medium and a solid foundation for future 

improvements. 
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1 Introduction 

Ultrasound imaging is a non-invasive, real-time diagnostic technique used in medicine. 

It is based on the interaction between transmitted ultrasonic waves and the internal 

structures of the human body, which generate reflected echoes [1].  

A portable transducer is used to generate acoustic waves in the frequency range from 1 

to 20 MHz. The echoes are produced at acoustic discontinuities in the medium and 

detected by the same transducer. They are then processed and displayed as images [2]. 

A schematic illustration is shown in Figure 1-1. 

The most common mode is B mode (brightness mode). The sharpness of the image 

depends on: 

• acoustic properties of tissues; 

• transducer frequency; 

• the assumption of a uniform sound of speed, typically 1540 m/s [1]. 

The main advantages respect other diagnostic techniques such as magnetic resonance 

imaging and tomography are the absence of ionising radiation, the portability and low 

cost of the equipment. For these reasons ultrasound imaging is used in different medical 

fields like cardiology, obstetrics, urology, gynaecology, general abdominal imaging and 

vascular imaging. 

However, there are some important limitations in the presence of highly attenuating 

tissues such as bone or in the presence of interfaces with air, which reflect much of the 

transmitted acoustic energy and significantly reduce image quality [2]. 
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Figure 1-1: Illustration of Ultrasound machine with a screen and transducer. Adapted from [3]. 

1.1 Physical characteristics of ultrasonic waves 

Ultrasound refers to acoustic energy with frequence above 20 kilohertz, which are not 

audible from human. Ultrasound waves need a physical medium to propagate, so they 

cannot propagate through vacuum.  They are classified as mechanical waves, meaning 

they carry energy, not matter [4].  

Ultrasound waves originated from the vibrations of an elastic body that propagate 

longitudinally, alternating phases of high particle density (compression) with phase of 

low particle density (rarefaction). The propagation medium can be a liquid, gas or solid 

and its acoustic properties strongly influence how ultrasound travels through it [5]. 

The fundamental physical parameters that describe ultrasound waves are summarized 

below  [4], [5]: 

• Frequency (f), the number of oscillation cycles per second, measured in Hertz 

(Hz). 

• Period (T), the time to complete one oscillation cycle. It is inversely related to 

frequency, expressed in second (s). 

 𝑇 =
1

𝑓
 (1.1) 
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• Wavelength (𝜆), the distance between two consecutive points in the wave with 

the same phase, such as two peaks or troughs. It represents the spatial period of 

the wave and is expressed in meters (m). 

• Longitudinal wave velocity (v), the speed at which the wave travels through a 

medium. It depends on the properties of the medium and is linked to frequency 

and wavelength as shown in Eq. (1.2) and it is expressed in m/s: 

 𝑣 =  𝑓 × 𝜆 (1.2) 

The velocity depends on the physical characteristics of the transmission medium, 

from elastic modulus (𝐸), expressed in kg/ (m ⋅ s2), and density (𝜌), expressed 

in 𝑘𝑔/𝑚3. The general equation is shown in Eq. (1.3) : 

 𝑣 = √
𝐸

𝜌
 (1.3) 

The acoustic wave carries energy, which can be described with: 

• Amplitude (A) represents the maximum peak compression of the wave and is 

generally expressed in Pascal (Pa). 

• Acoustic power (P) indicates the total amount of sound energy transported per 

unit of time and is expressed in watts (W). 

• Intensity (I) defines the acoustic power per unit area, i.e. the amount of sound 

energy reaching biological tissues per square centimetre. It is expressed in 

W/cm². 

In acoustics, intensity can be expressed in decibels (dB), defined as the logarithmic ratio 

between the intensity 𝐼 and a reference sound intensity 𝐼0, which coincides with the 

lowest sound perceptible from humans [5]: 

 𝑑𝐵 =  10 log
𝐼

𝐼0
 (1.4) 

1.2 Ultrasound propagation in biological tissues 

Ultrasound propagation through biological tissues is governed by physical principles that 

depend on the physical and acoustic properties of the traversed medium.  
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Human tissues are not acoustically homogeneous, so local differences of density and 

sound of speed between adjacent tissues are fundamental to describe the behaviour of 

the wave when it travels through different medium. They generate phenomena of 

reflection, transmission, refraction, attenuation and scattering [4], [6]. 

1.2.1 Speed of sound 

The speed of sound varies significantly across biological tissues, depending on their 

density and elastic properties. For example, in soft tissues such as liver and kidneys, it 

ranges from approximately 1540 to 1560 m/s. It is lower in adipose tissue (~1460 m/s) 

and higher in muscle (~1590 m/s). In bone, the speed can exceed 3000 m/s, while in the 

lungs drops to around 330 m/s, because of the air inside them. An overview of the values 

of speed of sound of the principals’ biological tissues is in Table 1-1. 

In most ultrasound systems, a constant average value of 1540 m/s is assumed for 

propagation in soft tissues to simplify image reconstruction algorithms. However, this 

approximation can lead to image artifacts when the actual speed differs significantly 

from this reference [5]. 

Table 1-1: Density, Longitudinal wave velocity and Acoustic Impedance of US in biological tissues. Adapted from [5]. 

Tissue 
Density 

(𝐤𝐠 𝐦𝟑⁄ ) 
Longitudinal wave velocity 

(𝐦 𝐬⁄ ) 

Acoustic Impedance 

(𝐤𝐠 𝐦𝟐⁄ 𝒔) x 𝟏𝟎𝟔 

Air 1.2 330 0.0004 

Lung 400 440-500 0.18-0.20 

Adipose tissue 920 1460 1.35 

Water 1000 1480 1.48 

Liver 1060 1550 1.64 

Spleen 1060 1560 1.65 

Blood 1060 1560 1.62 

Kidney 1040 1560 1.62 

Muscles 1070 1590 1.70 

Connective tissue 1120 1610 1.80 

Cartilage 1100 1665 1.85 

Skin 1150 1730 1.99 

Bone 1380-1810 2700-4100 3.75-7.38 

 

1.2.2 Acoustic impedance 

One of the most important parameters to determine how ultrasound waves interact 

with tissue boundaries is the acoustic impedance 𝑍 [4], defined as the product of the 

density ρ of the medium and the velocity v. It is expressed in kg/m²·s: 
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 𝑍 =  𝜌 ×  𝑣 (1.5) 

An overview of the values of impedance of the principals’ biological tissues is in Table 

1-1. 

At the interface between two tissues, the difference of impedance determines the 

quantity of energy that is reflected and transmitted. If they have the same impedance 

no echo is generated. If the difference is small, the echo will be weak, while if the 

difference is big, the echo will be intense (Figure 1-2a). 

The fraction of wave intensity reflected is given by the coefficient of reflection R [4], 

reported in Eq. (1.6).  

 𝑅 =  
(𝑍1  −  𝑍2 )

(𝑍1 +  𝑍2 )
 (1.6) 

In extreme cases, such as at the tissue-air interface, there is almost total reflection 

(~99.9%) of the incident wave, preventing the energy from penetrating into the second 

medium. This could compromise the penetration of the signal in the tissue, for this 

reason a conductive gel is typically used between transducer and skin [6]. 

Some examples of percentage of reflected signal based on the combination of tissues 

are shown in Table 1-2. These percentage are referred to a perpendicular angle of 

incidence.  

Table 1-2: Percentage of reflected signal for different tissues interfaces. 

Adapted from [6]. 

Tissues Interface % Reflected Signal  

Adipose tissue - Muscle 1.08 

Adipose tissue - Kidney 0.6  

Soft tissue - Water 0.2 

Bone - Adipose tissue 49 

Air - Adipose tissue 99.9 

 

When the wave strikes an interface at an oblique angle, more complex phenomena 

come into play. The reflected echo follows the law of reflection, while the transmitted 

wave undergoes an angular deviation known as refraction, described by Snell's law in 

Eq.(1.7) : 
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sin 𝜃1
sin 𝜃2

=
𝑣1
𝑣2

 (1.7) 

where θ1 is the angle of incidence, θ2 is the angle of refraction, and v is the speed in the 

two media (Figure 1-2b). 

However, ultrasound systems assume rectilinear propagation and are unable to 

automatically correct the effects of refraction, which can therefore generate geometric 

artefacts and apparent shifts in structures [4], [6]. 

 

Figure 1-2: a) Representation of echo generation at the interface between two mediums with different acoustic 

impedance. b) Reflection and refraction of ultrasonic beams. 𝜃1 angle of incidence; 𝜃2 angle of refraction; 𝑣1, speed 

of sound in medium 1; 𝑣2, speed of sound in medium 2. Adapted from [6]. 

1.2.3 Attenuation 

During the propagation of ultrasound in tissues, the wave undergoes a progressively 

decrease in intensity. This phenomenon is known as attenuation and represents the loss 

of energy from the wave both along the direct path and from the reflected echoes 

returning to the probe. 

The main mechanisms causing attenuation are: 

• Absorption, i.e. the conversion of mechanical energy into heat due to friction 

between the molecules of the medium that oscillate in response to the 

longitudinal wave. 

• Scattering, i.e. the dispersion of the wave in multiple directions caused by 

microscopic heterogeneity in the tissue. 

• Reflection and refraction, which divert part of the energy at interfaces between 

tissues with different acoustic impedance [4], [6]. 
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Absorption represents the principal cause of attenuation in soft tissue, contributing 

about 60-80% of the total loss of energy [5], and its extent depends on three main 

factors: 

• Viscosity of the medium, which determines the amount of energy converted into 

heat by friction. 

• Relaxation time of the particles, i.e. the time they take to return to their 

equilibrium position after a disturbance. 

• Frequency of the ultrasonic wave: higher frequencies result in a higher 

absorption rate, both due to increased viscous friction and interference between 

successive waves [4]. 

Attenuation is measured in decibels (dB) and it is dependent on the frequency of the 

ultrasound wave: in general, higher frequencies attenuate more rapidly than lower 

frequencies. In ultrasound diagnostics, a commonly accepted approximate value in soft 

tissues is 1 dB/cm per MHz. 

This means that a 3 MHz beam loses approximately 3 dB for every centimetre travelled. 

As a result, the beam intensity is halved in the first centimetre, and the useful imaging 

depth is significantly reduced as the frequency increases [6].  

For example, a 6 MHz beam is attenuated by 75% in the first centimetre of tissue, and 

after a round trip of 20 cm, the energy can be reduced by more than a million times 

compared to the initial pulse [6].This explains why the choice of transducer frequency 

represents a compromise between resolution and penetration depth: high frequencies 

offer better spatial detail but penetrate less; low frequencies penetrate more but with 

lower resolution [4], [6]. 

Furthermore, the high absorption of certain tissues, such as bone, can prevent the 

ultrasonic signal from passing through the interface, leaving deeply unreachable 

regions. On the contrary, fluids absorb little, allowing propagation to continue beyond 

them [4]. 
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1.3 Pulse-echo principle and Radio frequency signals 

The pulse-echo ultrasound system is based on the use of piezoelectric transducers, 

which have two functions: they can both emit and receive ultrasonic signals. 

Piezoelectric transducers are formed by materials, as lead zirconate titanate (PZT) [1], 

that can convert electrical energy into mechanical energy (direct piezoelectric effect) 

and vice versa mechanical energy into electrical energy (reverse piezoelectric effect) [4].  

During the emission phase, a high-voltage electrical pulse generated by the transmitter 

is used to excite a piezoelectric crystal. This excitation causes in the crystal a mechanical 

deformation and emits a short ultrasonic burst, typically composed of three to four 

sinusoidal cycles (Figure 1-3), which propagates into the biological medium in the form 

of a longitudinal pressure wave [7]. The ultrasonic wave is typically longitudinal in 

biological tissues and operates at frequencies between 1 and 20 MHz, depending on the 

resolution and depth required [8]. When the wave hits an interface between two tissues 

with different acoustic impedance, part of the incident energy is reflected as an echo, 

while the remaining part is transmitted into the next medium. In this phase, the 

transducer acts as a receiver, collecting the return signal. The mechanical vibrations 

induced by the reflected echo deform the piezoelectric crystal again, creating an 

electrical tension. The resultant electrical signal is the raw radio frequency (RF) data [9]. 

 

Figure 1-3: Illustration of the ultrasonic pulse generation process. Adapted from [10] . 

One of the main aspects of the pulse echo principle is the ability to determine the depth 

of the echo source based on the time taken by the wave to travel there and back. The 

time of flight (ToF) is measured by the electronic system, and the depth d can be 

calculated using Eq. (1.8) [9]: 
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 𝑑 =  
𝑐0 ×  𝑡

2
 (1.8) 

where: 

• v is the speed of sound in the medium (typically 1540 m/s in soft tissue). 

• t is the total time between the emission of the pulse and the reception of the 

echo. 

• the factor 2 is for the round trip. 

In summary, the RF signal contains fundamental information about the amplitude, time 

of flight and spectral characteristics of the received echo and forms the basis for the 

image processing [9], [11].  

1.3.1 Ultrasound image formation 

The RF signals received by the transducers are processed to create the ultrasound image. 

Each line of the image, called a scanline, corresponds to a single ultrasound pulse 

transmitted and the echo received from a specific direction (Figure 1-4). The complete 

image is constructed by combining multiple scan lines acquired.  

 

Figure 1-4: Display in B-mode, where each point represents a reflective interface along the scan line. Adapted from 

[4]. 

Electronic elaboration of signals can be divided into several phases, including 

beamforming, envelope detection and logarithmic compression. In this way, raw RF 

signals can be transformed into grayscale images that can be interpreted by clinician, 

where each pixel represents the intensity of the echo reflected from a specific portion 

of tissue [4]. 
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The first step is Beamforming, which is the process of focusing and summing the signals 

coming from the different elements of the transducer. The most common is delay-and-

sum (DAS). This process applies precise time delays to received signals from multiple 

transducer elements so that echoes originating from the same spatial location arrive 

synchronously. These signals are then summed coherently to form a focused beam  [12]. 

The time delays are different because of the different distances of the point from the 

transducer elements. The formula of DAS beamforming is written as follows: 

 𝑦𝐷𝐴𝑆(𝑡) =∑𝑆𝑖(𝑡 − 𝛥𝑡)

𝑁

𝑖=0

 (1.9) 

where 𝑦𝐷𝐴𝑆 is the signal received at the j-th scan; N is the number of active elements 

and ∆𝑡𝑗 is the delay time applied to the signal received at the j-th scan [12]. 

The DAS process is the main used because of the numerous advantages: 

• It relies on fundamental principles of wave propagation (linearity, direct ray 

propagation, minimal backscattering). 

• Its execution is straightforward and allows for parallel processing. 

• It is computationally stable, rapid, and suitable for real-time usage. 

• It maintains the temporal consistency and statistical characteristics of the actual 

envelopes, being data-independent  [13]. 

A schematic representation of the process is shown in Figure 1-5.  

 

Figure 1-5:DAS diagram. Adapted from [12]. 
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The signal resulting from beamforming is still an amplitude-modulated high-frequency 

wave. To obtain visually interpretable information, envelope detection must be 

performed, which allows the extraction of the envelope of the RF signal. This step can 

be performed, for example, using the Hilbert transform or simpler methods such as 

absolute demodulation followed by a low-pass filter [13], [14]. 

Since attenuation increases with depth, attenuation must be compensated to obtain an 

image in which structures with similar echogenicity appear with the same intensity, even 

if they are located at different distances from the transducer. For this reason, the 

ultrasound system applies time-dependent gain compensation (TGC), a technique that 

applies increasing gain as a function of time (and therefore depth) [4]. 

The next step is logarithmic compression of the summed signals to reduce the dynamic 

range. This allows weaker and stronger echoes to be represented and displayed side by 

side, using a decibel scale instead of linear values. The assigned values result in a grey 

scale [15].  

In some configurations, where curved transducers or phased arrays are used, data is 

acquired in polar coordinates. Therefore, to display it in a two-dimensional Cartesian 

system, another step is required: scan conversion. This conversion correctly maps the 

position in the image plane. 

The result is the image in B-mode, where each pixel represents the intensity of the echo 

reflected from a specific point in the tissue. The grey scale is proportional to the 

amplitude of the signal, allowing anatomical structures to be identified based on their 

echogenicity [4]. An overview of the main steps is reported in Figure 1-6. 

 

Figure 1-6: Main steps in ultrasound image formation. 
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1.3.1.1 Receive Aperture Selection and Apodization in DAS Beamforming 

In DAS beamforming, the reconstruction of the echo associated with a point of the image 

does not necessarily require the contribution of all elements of the probe. It is common 

to limit the receiving sub-aperture, selecting only a subset of elements centred on the 

lateral position of the reconstructed point. This choice is motivated by the finite 

directivity of piezoelectric elements (Figure 1-7a), making the signals received from the 

more laterally distant elements less informative, as they are characterized by a reduced 

signal-to-noise ratio. The extension of the sub-aperture is often adjusted by the f-

number, defined as the ratio between the depth of the focus point and the width of the 

receiving aperture (Figure 1-7b). An appropriate f-number allows for a balance between 

lateral resolution and the inclusion of poorly coherent signals, which increase noise [13].  

 

Figure 1-7: a) The finite directivity of the probe elements leads to maximum sensitivity for echoes near normal 

incidence, with decreasing contribution at larger incidence angles. b) Receive aperture selection governed by element 

directivity. The acceptance angle α defines the effective receive aperture for a point at depth z, leading to the f-number 

definition. Adapted from [13]. 

In addition to the selection of active elements, DAS beamforming can be improved by 

introducing an apodization function, i.e., a set of weights assigned to the signals received 

by the different elements of the sub-aperture. Apodization reduces the energy of the 

side lobes and improves image contrast, at the cost of a possible widening of the main 

lobe and therefore a slight loss of lateral resolution. Apodization functions can be 
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uniform or non-uniform (e.g., Hanning or Hamming windows) [12]. A schematic 

representation is reported in Figure 1-8. 

 

Figure 1-8: Apodization. The assignment of non-uniform weights to the sub-aperture elements attenuates the side 

lobes compared to the uniform case, resulting in a wider main lobe. The figure illustrates the trade-off between image 

contrast and lateral resolution. Adapted from [12]  

1.4 Impact of sound speed variations on image quality 

In ultrasound systems, as already introduced in paragraph 1.3.1, a constant sound speed 

of 1540 m/s is assumed to reconstruct B-mode images. This simplifies the calculation of 

the depth based on the time-of-flight and allows for rapid image generation. However, 

this assumption is only accurate for soft tissues. The sound speed can differ significantly 

in other biological media such as fat, muscle, bone, and air, leading to errors in echo 

localization and therefore image artefacts [5]. 

1.4.1 Speed displacement artifact and Boundary distortion 

When the actual sound speed of the medium is lower than 1540 m/s, the echo takes 

longer to return to the transducer, and the system interprets this delay as a greater 

depth. Conversely, if the speed is higher, the echo appears closer to the surface than its 

true location [16].  

This phenomenon leads to a misregistration of target position along the beam axis. For 

instance, when ultrasound propagates through a uniform layer of fat (with a typical 

sound speed around 1450 m/s), the target is displayed deeper than its actual position. 

The imaging system, assuming a constant speed, overestimates the depth because it 
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attributes the delay to a longer path rather than a slower medium. An illustrative 

diagram is reported in Figure 1-9 [16], [17].  

Similarly, errors in axial dimensions occur when imaging an object composed of tissues 

in which the speed of sound differs from 1540 m/sec. For example, a dermoid cyst, 

which is a benign tumour  composed by fat tissue [18], measuring 5 cm would be 

incorrectly displayed as larger than 5.25 cm. Generally, small differences in position and 

size are not critical, but they may be in specific cases, such as guided radiotherapy [16]. 

 

Figure 1-9: Speed displacement artefact in the presence of a layer of surface fat. Diagram of a layer of surface fat 

(c≈1450 m/s) above soft tissue (c≈1540 m/s), showing the apparent displacement of the target (dashed circle) relative 

to its actual position (full circle). Adapted from [16]. 

A localized version of the Speed displacement artefact is known as Boundary distortion. 

This occurs when only part of the ultrasound beam crosses a region with different speed 

of sound, such as a focal fat deposit within the liver. As a result, only a portion of the 

reflected echoes are delayed, producing an apparent discontinuity or distortion in the 

posterior structures. As shown in Figure 1-10, this effect can cause the diaphragm-liver 

interface to appear irregular or displaced [17]. 
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Figure 1-10: Boundary distortion due to local variations in sound velocity. a) Diagram of the path of the ultrasonic 

beam in the presence of a focal fat region: part of the beam passes through a medium with a lower sound velocity, 

while the rest propagates in the surrounding tissue. b) The non-uniform propagation produces an apparent localised 

displacement of the posterior structures. c) Transverse ultrasound image of the liver in which the liver-diaphragm 

interface (arrow) appears discontinuous and locally distorted. d) Enlarged detail of the ultrasound image of the liver. 

Adapted from [17]. 

1.4.2 Refraction artifact 

Refraction artifacts occur when the ultrasound beam encounters an interface between 

two adjacent tissues with different sound velocities, in the presence of an oblique 

incidence. Under these conditions, the beam does not travel in a straight line but 

deviates from its trajectory according to Snell's law, causing a lateral shift of the 

reflected echoes with respect to their actual anatomical position [17].  

Since the ultrasound system assumes that waves propagate in straight lines, this 

deflection causes incorrect localization of the reflections in the image, giving rise to 

several types of artifacts: 

• Misregistration occurs when refraction alters the trajectory of the beam 

before it reaches the target. As a result, the object is displayed in the wrong 

location, relative to its true position. This is often a subtle but critical error 

that can affect spatial accuracy, especially when the refraction occurs 
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superficially to the structure of interest. An example is illustrated in Figure 

1-11a. 

• Ghosting (or duplication) appears when a deep structure is "interrogated" by 

multiple refracted beams, typically due to overlying tissues (such as the 

rectus abdominis or subcutaneous fat) with differing sound speeds and 

curved boundaries. On the return path, these echoes are again refracted, and 

the system, assuming straight-line propagation, reconstructs multiple copies 

of the same structure. This artifact is common in pelvic imaging, where it can 

produce apparent duplicate gestational sacs, aortas, or spinal cords. This 

effect is shown in Figure 1-11b and Figure 1-11c. 

• Edge shadowing is caused by refraction (and partially by reflection) occurring 

along the curved edges of a structure with a different sound velocity than the 

surrounding tissues, such as a cyst or mass. The beam, striking the edge at a 

high angle, is deflected, reducing the intensity reaching the tissues 

immediately below that area. This generates parallel hypoechoic lines 

(shadows) at the edges of the structure. It is important to distinguish this 

type of shadow from the “true” shadow caused by highly reflective structures 

(e.g. stones), as it has a different clinical implication. The effect can be 

reduced by changing the angle of insonation. A view of this is shown in Figure 

1-11d and Figure 1-11e [16]. 
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Figure 1-11: Refraction artefacts in ultrasound imaging. a) Diagram of misregistration caused by refraction, which 

alters the path of the beam when it encounters an interface between media with different sound speeds at an angle. 

b) Schematic representation of ghosting, in which surface refraction leads to multiple reconstructions of the same 

structure in different lateral positions. c) Transverse ultrasound image of the liver showing an aorta ghosting artefact, 

which appears duplicated (arrows) deep within the rectus abdominis muscle (*). d) Diagram of edge shadowing 

generated by refraction at the margins of a structure with a sound velocity different from that of the surrounding 

medium. e) Transverse ultrasound image of a complex breast cyst, in which hypoechoic marginal shadows are visible 

at the edges of the structure (arrows). Adapted from [16]. 

1.4.3 Phase aberration 

Phase aberration occurs when the ultrasonic wavefront is distorted due to local 

variations in the speed of sound in the tissues it passes through. In ultrasound systems 

with array transducers, the emitted and received signals are synchronised using 

programmed electronic delays, calculated assuming a uniform propagation speed of 

1540 m/s. However, real biological tissues exhibit structural heterogeneity and local 

variations in velocity, which alter the trajectory and arrival time of the echoes. 

This discrepancy introduces errors in the reception times between the different 

elements of the transducer, causing distortion of the wavefront and deterioration of the 

focus of the ultrasonic beam. The result is a loss of lateral resolution and image blurring, 
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which is particularly evident at depth or when using high frequencies. An example of 

poor lateral resolution is shown in Figure 1-12. 

These effects degrade the overall image quality and make the localisation and 

characterisation of the observed structures less accurate [16]. 

 

Figure 1-12: Comparison between ultrasound images acquired in a rubber phantom (c=1450 m/s) with different sound 

velocities assumed in beamforming. The use of an incorrect value (a) leads to a degradation of lateral resolution, while 

the correspondence between the assumed and actual velocities (b) improves the lateral focusing of the echoes. 

Adapted from [16] . 

1.5 Deep Learning 

Deep learning is a subcategory of artificial intelligence, which is a set of techniques and 

machines that mimic human behaviour. In particular, it is a subcategory of machine 

learning that includes training methods capable of learning automatically from data. It 

is based on Artificial Neural Networks (ANNs) and is designed to learn complex and 

nonlinear relationships directly from data [19] . 

ANNs are a mathematical approximation of anatomical neurons and consist of multiple 

interconnected layers of computational units. Each unit receives one or more input 

signals, processes the information and produces an output through an activation 

function. The information is progressively transformed as it propagates through the 

interconnected layers, allowing the network to build increasingly abstract 

representations of the input data. Unlike traditional approaches that are based on 
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physical models or analytical formulations, Artificial Neural Networks find and recognise 

relevant patterns and representations directly from the data. 

Depending on the availability of labelled data, neural networks can be trained using 

different learning paradigms. In medical imaging, supervised learning is most adopted, 

as it allows the network to learn from input–output pairs for which reference values are 

available, for example from simulations or controlled experimental settings.  

During training, the parameters of the neural network are optimized by minimizing a 

loss function that quantifies the discrepancy between the network output and the 

reference target. Once trained, the network can be used to infer the desired physical 

quantity from previously unseen data [20]. 

For imaging applications, Convolutional Neural Networks (CNNs) are particularly 

adapted due to their ability to capture local spatial correlations in the input data. CNNs 

use convolutional filters to extract progressively higher level features, which are 

combined across multiple layers to form an internal representation of the data. In this 

context the encoder–decoder architecture is the most adopted, in which the input data 

are first compressed into a latent representation and then expanded to produce an 

output with the same spatial dimensionality as the input. This structure enables the 

preservation of spatial information while allowing complex transformations of the data 

[19]. Depending on the specific architecture and learning strategy, the output of the 

network may consist of a spatially resolved map or a global estimate of the quantity of 

interest. 

In ultrasound imaging, deep learning has attracted increasing attention for the 

estimation of quantitative tissue properties, including the speed of sound. Artificial 

Neural Networks can be trained using different types of input data, such as raw 

radiofrequency signals, beamformed images, or pre-processed representations derived 

from the ultrasound measurements [21], [22], [23]. An overview of deep learning based 

techniques for sound speed estimation is presented in Chapter 2.2. 
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2 State of art in sound speed estimation 

As discussed in the previous chapter, the value of the speed of sound assumed in 

ultrasound is particularly important since it directly influences the resolution, spatial 

accuracy, and overall image quality. In clinical practice, a fixed average value of 1540 

m/s is usually adopted for soft tissues, but this is not always correct [1]. 

Biological tissues are heterogeneous: the speed of sound varies depending on the type 

(skin, fat, muscle, organs, lesions). Using a single average value for all tissues can 

therefore generate artefacts, localisation errors, and reduced contrast [16], [17]. 

To overcome these limitations, various methods have been developed over the years 

with the aim of estimating the average speed of sound in a region more accurately or 

reconstructing a real map of local speed in heterogeneous tissues. In both cases, the 

purpose is to improve the quality of ultrasound imaging and provide more reliable 

diagnostic information, including the tissue characterisation. 

The techniques proposed in the literature can be divided into two main categories: 

• Classical techniques, based on physical principles and radiofrequency signal 

analysis (e.g., time-of-flight calculation, delay fitting, phase variation analysis) 

and model-based reconstruction. 

• Deep learning techniques, which exploit data-driven approaches and neural 

networks, which have become established over the last decade. 

2.1 Classical techniques 

In classical techniques, sound-speed estimation relies on explicit physical models and 

deterministic analysis of radiofrequency signals. In this work, these approaches are 

divided into three main categories: time-of-flight and delay-fitting methods, image-

based and coherence optimization methods, and model-based reconstruction methods. 

2.1.1 Time-of-flight and delay-fitting methods 

These techniques estimate the speed of sound by analysing the propagation time of the 

acoustic pulse between the transmitter and receiver, or by measuring the relative delay 

among received echoes. 
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Although they share the same physical principle, they differ in experimental 

configuration, noise robustness, and in vivo applicability. 

Early time-of-flight approaches focused on the direct measurement of propagation 

times between separate transducers or along known paths. 

Robinson et al. [24] used individual transducers arranged around the area to be 

examined to collect signals and generate images in B-mode. By applying a cross-

correlation technique and a ray tracing method, it was possible to identify the relative 

displacement of a structure due to changes in sound velocity. The method allowed for 

good tissue characterisation but required the presence of reference structures to 

measure spatial displacement and was difficult to implement in vivo due to the complex 

configuration of the transducers. 

Kondo et al. [25] introduced a method based on a linear array of transducers with 

separate transmission and reception areas. The pulses are sent and received along 

different paths, and the local sound velocity is determined by calculating the difference 

between the propagation times and applying Snell's law to account for refraction. 

Although the analysis is limited to a confined cone-shaped area just below the 

transducer, this technique has the advantage of being implemented in real time. 

The following methods, instead, determine the sound speed by fitting mathematical 

models to the measured time delays in the radiofrequency signals. Starting from 

experimentally obtained arrival times, the speed is estimated through regression or 

curve-fitting procedures, which improve accuracy even in the presence of scattering or 

complex geometries. 

Ophir et al. [26] proposed a simpler configuration based on the use of two single 

transducers, one for transmission and one for reception, arranged so that their radiation 

axes intersected at right angles. By moving the receiving transducer in controlled 

increments and recording the arrival time of the echo, it was possible to estimate the 

overall sound velocity in the tissue using linear regression. 

An alternative approach consists of exploiting the tracking of reflected echoes during 

transverse tissue compression. In this case, the variation in the arrival time of a 

reference point in the reflected echo following compression is measured, and a linear 



22 
 

least-squares fit, is performed between these variations and the compression depth. 

Compared to the previous technique, this method can also be applied to tissues with 

multiple layers, but it is less feasible in vivo due to the need for mechanical compression 

[27]. 

Anderson et al. [28] used the return echoes recorded with a linear array of transducers 

to construct a geometric delay profile, a function of both the position of the target 

relative to the array and the speed of sound in the medium. To estimate the speed of 

sound, the profile obtained was fitted using a quadratic fit, and the overall speed value 

was derived from the principal coefficient of the curve. 

The flight time between the transmitter and the target can be expressed as: 

 𝑡(𝑥) =
√(𝑥 − 𝑥𝑡)

2 + 𝑧𝑡
2

𝑐
 (2.1) 

   
 where 𝑥 represents the position of the receiving element, (𝑥𝑡, 𝑧𝑡) the coordinates of 

the target, and c the speed of sound in the medium. 

Expanding the relationship, a parabolic dependence of the arrival time on the lateral 

position is obtained: 

 𝑡2(𝑥) = 𝑝1𝑥
2 + 𝑝2𝑥 + 𝑝3 (2.2) 

   
where the coefficients p₁, p₂, p₃ are determined by least squares regression. 

In a homogeneous medium, this profile depends exclusively on the position of the 

target, the geometry of the array and the speed of sound that is then obtained from the 

main coefficient of the fit as:  

 𝑐 = 1/√𝑝1 (2.3) 

 

An example of the geometric delay profile and the parabolic fitting principle is illustrated 

in Figure 2-1. This method is simple, straightforward and applicable even to media with 

diffuse scattering, but it is sensitive to tissue heterogeneity and highly dependent on the 

geometry of the array.  
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Figure 2-1: Conceptual diagram for estimating the unidirectional geometric delay profile from pulse-echo data. a) 

Pulse-echo data acquired from the various elements of the array: the first arrival time of the echoes reflected from a 

target corresponds to the minimum round-trip transit time; half of this value defines the unidirectional transit time. 

b)  The unidirectional geometric delay profile t(x) is obtained by fitting a curve to the arrival times of the echoes on the 

various elements, after subtracting the unidirectional transit time. Adapted from [28]. 

Another similar technique, which exploits the fitting of radio frequency signal delay 

profiles, was proposed by Pereira et al. [29]. In this case, a single transducer is used to 

emit a pulsed wave, and a hydrophone is used as a receiver to collect the backscattered 

signals. The time delay between the two signals is determined using a cross-correlation 

technique. Subsequently, a theoretical delay profile is calculated using the speed of 

sound as a variable parameter, and the actual speed is estimated by minimising the 

mean square error between the theoretical and experimental profiles. 

The technique subsequently proposed by Anderson et al. [30] represents an extension 

of parabolic fitting, as it allows the speed of sound to be estimated even in stratified 

media. In this case, a least squares fitting between the experimental and theoretical 

arrival times is used, and the speed that minimises the error between the two profiles 

is determined. 

A more recent technique has been proposed by Brevett et al. [31], which introduces a 

Common Midpoint (CMP) approach for estimating the speed of sound in tissues with 

multiple scattering points. In this method, only pairs of transmitters and receivers that 

share a geometric midpoint are considered, to obtain parabolic flight time profiles with 

greater consistency between the data. For each scatterer and for each transmitter-

receiver pair, the different flight times are identified, and by correlating the signals, it is 

possible to separate the contributions of the individual scatterers. Finally, through a 

triangulation process, the positions of the scatterers and the local value of the speed of 
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sound are simultaneously obtained, minimising the error between the measured and 

estimated flight times. 

2.1.2 Image-based and coherence optimization methods 

These methods estimate the sound speed by optimising a quantitative measure of 

coherence or alignment between signals or images acquired at different steering angles. 

The underlying assumption is that the correct sound speed maximises the spatial 

coherence or sharpness of the reconstructed image. This category includes approaches 

based on image registration, coherence factor analysis, and loss-function optimization 

between multi-angle reconstructions. 

The technique proposed by Krucker et al. [32] is based on acquiring ultrasound images 

from multiple steering angles. The apparent positions of the same targets are then 

compared between the different images to evaluate their movements, which are 

proportional to the difference between the assumed sound velocity for image formation 

and the actual sound velocity. The actual velocity is then estimated by minimising the 

error between the predicted and observed positions of the targets. 

Ali et al.[33] proposed a method for local sound-speed estimation in layered media 

based on the maximisation of signal coherence. Unlike previous approaches based on 

cross-correlation of residual delays, this method used a coherence metric to estimate 

the average sound velocity as a function of depth, avoiding distortions introduced by 

beamforming with an incorrect speed assumption. The average sound speed is 

estimated on a regular depth grid by selecting, at each depth, the value that maximises 

the coherence function. Based on these depth-dependent estimates, an analytical 

model for layered media is then employed to recover the local sound speed through a 

closed-form inversion, stabilised by regularisation. The method is computationally 

efficient, robust to noise and phase aberrations, and provides accurate estimates of local 

velocity. 

One of the most recent techniques is that proposed by Xiao et al. [34], in which 

radiofrequency signals are acquired at different angles and, for each angle, 

beamforming is performed using different sound velocity values, thus generating a 

series of ultrasound images. A loss function is then used to identify the velocity value 
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that minimises the differences between the images obtained at the various angles. This 

technique allows real-time acquisitions and reduces sensitivity to patient movement, 

but provides a global estimate of the sound velocity, without distinguishing between 

different tissue layers. An overview of the main steps of this work is represented in 

Figure 2-2. 

 

Figure 2-2: Overview of the steps to determine the speed of sound. 1) RF data are acquired using plane waves steered 

at different angles. 2) Signals are beamformed for a set of sound velocity candidates, including correction for refraction 

and adaptation of imaging depths to avoid introducing artificial structures in B-mode images. 3) The beamformed 

images are compared between different steering angles using a loss function that quantifies inter-angular differences. 

4) The loss function is then smoothed, and the value corresponding to the minimum loss is taken as the final estimate 

SoS. Adapted from [34]. 

2.1.3 Model-based reconstruction methods 

These methods reconstruct two-dimensional maps of sound velocity by solving acoustic 

propagation models through regularised inversion. Unlike previous techniques, which 

provide a global estimate, model-based approaches produce a spatially resolved SoS 

map, improving aberration correction and tissue characterisation. 

Jaeger et al. [35] proposed the Computed Ultrasound Tomography in Echo Mode (CUTE) 

technique, which involves the insonation of the medium with plane waves at different 

angles. The received signals are then combined using beamforming. Variations in the 

speed of sound within heterogeneous tissues cause phase changes in the signals 

acquired from different transmission directions. As shown in Figure 2-3, a local contrast 

in sound velocity along different transmission paths generates a phase shift in the 

received echoes. These phase variations, which reflect the spatial distribution of the SoS, 

are then integrated along straight paths to reconstruct a two-dimensional map of the 
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sound velocity. However, this technique is highly dependent on the assumption of 

linearity of the acoustic paths and requires high computational complexity. 

 

Figure 2-3: Principle of estimating the speed of sound using pulse-echo mode ultrasound. a), d) Transmission (Tx) 

propagation paths from the probe to the scatterer for two different steering angles. b), e) The reception apertures (Rx) 

are identical in both cases, generating spherical return waves towards the array. c), f) Local variations in the speed of 

sound along the different transmission paths cause a time shift in the echo at the scatterer, which manifests itself as 

a phase difference in the received signal. Adapted from [35]. 

The Bayesian approach proposed by Stähli et al. [36] uses a similar strategy, based on a 

linear array operating in pulse-echo mode at different angles. The phase variations of 

the echoes, due to differences in the speed of sound in the tissues, are recorded as 

phase shift maps. To support the reconstruction, a segmented B-mode image is also 

used to identify homogeneous tissue regions with similar properties. Starting from this 

segmentation, a covariance matrix is constructed that describes the spatial correlation 

between the pixels of the SoS map, increasing its stability. This matrix acts as a 

regularisation term within a Bayesian model, allowing for a more robust sound velocity 

map that is less sensitive to noise. 

A more recent technique, proposed by Brevett et al. [37], represents an extension of the 

group's previous work (2022). It uses an inversion model to estimate the local sound 

velocity from global estimates obtained with the Common Midpoint (CMP) approach 

[31]. The positions of the scatterers and the paths of the rays are calculated and used to 
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solve a regularised equation that minimises the difference between local and global 

velocities, thus optimising the reconstruction of the local sound velocity map. 

Bezek et al. [38] proposed a hybrid model-based framework in which the acoustic 

forward model is expressed as a convolutional operator linking the measured data to 

local sound-speed variations. 

The convolutional kernels are learned from simulated data to approximate the imaging 

model, while the final SoS distribution is obtained through regularised inversion. 

Although a learning step is included, the method remains fundamentally model-based, 

as it relies on a physically informed inversion rather than a data-driven prediction. 

2.2 Deep learning techniques 

In recent years, deep learning has been applied to sound velocity estimation to 

overcome the limitations of traditional physical methods. These approaches, based on 

the analysis of large amounts of simulated or experimental ultrasound data, allow the 

relationship between radiofrequency signals or B-mode images and the spatial 

distribution of SoS to be learned directly. 

Feigin et al. [21] used a Fully Convolutional Neural Network (FCNN) with encoder–

decoder architecture, in which raw radio frequency signals are directly mapped into 

sound velocity distribution maps. The architecture uses only convolutional layers, 

without fully connected layers, to preserve the spatial characteristics of the data during 

processing. The main advantages of this technique are high spatial resolution, direct 

estimation between recorded signals and the sound velocity map, and the possibility of 

real-time processing. However, it has a high computational cost, requires large training 

datasets, and shows difficulties in generalisation when moving from simulated data to 

real clinical data. 

A different technique was proposed by Kim et al. [22], who use a Target-Aware Deep 

Neural Network (TAD). This network receives as input the phase shift map obtained from 

radiofrequency signals acquired at different angles of incidence, together with the 

corresponding segmented B-mode image, which provides anatomical information and 

allows homogeneous tissue areas to be delimited. Again, the architecture is of the 

encoder–decoder type and produces a sound velocity map as output. The method is 
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accurate and robust, but highly dependent on manually segmented features, making it 

difficult to adapt to more heterogeneous data. An overview of this proposed method is 

illustrated in Figure 2-4. 

 

Figure 2-4: Overview of the sound velocity (SoS) detection and reconstruction workflow. Pulse-echo data are initially 

acquired using a conventional ultrasound probe with multi-angle transmissions. Subsequently, information on echo 

phase shifts and target geometric characteristics are extracted through two distinct pre-processing blocks. The 

information obtained in this way is then entered into the proposed TAD network, which returns a quantitative image 

of the speed of sound. Adapted from [22]. 

Zheng et al. [23] proposed a deep neural network called UCA-ResNet, which integrates 

an attention block for ultrasound channels (Ultrasound Channel Attention) before each 

level of the network, in order to emphasise the most relevant characteristics of the 

ultrasound data. In this case, the input consists of raw radiofrequency signals from a 

single 0° plane wave, while the output is represented by the overall sound velocity value. 

Compared to the other techniques described, this method has a lower computational 

cost and guarantees good estimation accuracy. 
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3  Materials and Methods 

3.1 Simulation and dataset generation  

This section describes the simulation framework developed for generating the 

ultrasound dataset, aimed at producing realistic radiofrequency (RF) signals associated 

with known sound velocity and density maps. The numerical setup, the tissue models, 

and the data generation pipeline are subsequently introduced. 

3.1.1 Numerical setup and simulation configuration 

The propagation of the ultrasonic wave and the acquisition of radiofrequency signals 

were simulated in the MATLAB environment using the k-Wave toolbox, which is based 

on a time-domain k-space pseudo-spectral method and is designed for acoustic and 

ultrasound simulations in complex media [39]. The simulations were performed in a two-

dimensional pulse-echo configuration, assuming linear acoustic propagation in a 

heterogeneous medium.  

The computational domain was discretised on a Cartesian grid, where the axial 

coordinate represents the propagation depth and the lateral coordinate represents the 

direction transverse to the probe. The axial extension of the domain was set at 50 mm, 

while the lateral extension was chosen to cover a wider region than the probe aperture 

to avoid edge effects. The axial and lateral spatial steps were defined respectively as a 

function of the temporal sampling frequency and the step between the probe elements. 

The temporal discretisation was set consistently with the sampling frequency, ensuring 

correct resolution of the ultrasonic signal and numerical stability of the simulation. To 

reduce spurious reflections at the edges of the computational domain, absorbing 

boundary conditions were adopted using Perfectly Matched Layers (PML).  

The ultrasonic probe was modelled as a linear array of 128 elements, with a pitch of 0.3 

mm and a centre frequency of 7.5 MHz. These parameters were chosen to approximate 

the behaviour of an L11-5v linear clinical probe, commonly used in superficial tissue 

imaging applications. The transmitted excitation was defined as a sinusoidal burst of 

four cycles at the centre frequency. Planar waves with steering angles of −15°, 0°, and 

+15° were generated by applying appropriate transmit delays to the transmitting 
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elements, calculated assuming a reference sound velocity of 1540 m/s. In reception, all 

the probe elements were used to record the signal reflected from the medium, allowing 

the acquisition of multi-channel radio frequency signals. A schematic representation is 

shown in Figure 3-1. 

 

Figure 3-1: Schematic representation of tissue insonation with three different steering angles. The transducer emits 

plane waves at distinct angles to interrogate the tissue, 

3.1.2 Tissue modelling and variability of acoustic parameters 

Different tissue models were generated with the aim of simulating acoustically relevant 

scenarios for ultrasound imaging and sound velocity estimation. All models were 

designed to ensure full control of the sound velocity and density map, allowing the 

generation of a known and accurate ground truth for supervised neural network 

training. 

In all cases, the reference medium was modelled as a tissue-like material with a sound 

velocity of 1540 m/s and a density of 1000 kg/m³. Heterogeneity was introduced via a 

Gaussian multiplicative perturbation applied to both the sound velocity and density 

maps to obtain a more realistic medium. This perturbation was defined as followed: 

 𝑐(𝑥) = 𝑐0(𝑥) × (1 + 𝜎 𝒩(0,1)) (3.1) 
 

 𝜌(x) = 𝜌0(x) × (1 + 𝜎 𝒩(0,1)) (3.2) 
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where 𝑐0 and 𝜌0 represent the ideal maps of sound velocity and density, respectively, 

𝒩(0,1) is a standard Gaussian random variable, and 𝜎 controls the amplitude of the 

perturbation. Two levels of heterogeneity were considered, corresponding to a standard 

deviation of the perturbation equal to 0.008 and 0.002. In all models, the generation 

parameters and the seed of the random number generator were saved to ensure the 

reproducibility of the simulated media.  

Two-layer medium 

The first model considered is a two-layer medium separated by a single interface, 

designed to simulate acoustic discontinuity. One layer was modelled with fixed acoustic 

properties equal to those of the reference medium (sound velocity of 1540 m/s and 

density of 1000 kg/m³), while the second layer was assigned a randomly selected sound 

velocity in the range 900–1700 m/s, with increments of 100 m/s. Values close to the 

reference case were intentionally excluded to guarantee a clear acoustic contrast 

between the two layers. The density of the second layer was assigned in proportion to 

the sound velocity. 

The position of the interface was randomly extracted within a depth range of 10 to 45 

mm. Furthermore, to increase geometric variability, the interface can be horizontal or 

oblique, with a probability of 0.5. In the oblique case, a random inclination is assigned 

in the range between −10° and +10°.  

Medium with random inclusions (hyperechoic and anechoic cysts) 

A second class of models was obtained by introducing random inclusions within the 

reference medium. In each model, one to three inclusions were generated, with circular 

or elliptical shapes (with equal probability), characteristic dimensions between 1 and 3 

mm, and random positioning within a defined field of view, with depths between 5 and 

45 mm and lateral positions between −20 and +20 mm.  

Two different types of inclusions were considered: 

• Hyperechoic inclusions, modelled by filling the inclusion region with a spatially 

variable scattering field. This introduces local variations in sound velocity and 
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density with respect to the surrounding tissue, thereby mimicking highly 

scattering regions. 

• Anechoic inclusions, modelled as cyst-like regions with nominal sound velocity 

and density equal to those of the reference medium, but without any internal 

scattering or background noise. As a result, the inclusions appear acoustically 

homogeneous and do not generate echoes. 

Medium with bone layer, with and without anechoic cyst 

The last type of medium was designed to simulate the presence of a highly reflective 

and refractive structure, such as a thin bone layer immersed in tissue. In this model, a 

thin layer with a high sound velocity was inserted into the reference medium, with a 

sound velocity of 1800 m/s and a density of 1900 kg/m³. The thickness of the layer was 

set at 1.5 mm, while its central depth was randomly extracted from the range between 

10 and 40 mm. 

Like the case of the two-layer medium, the bone layer can be horizontal or oblique with 

a probability of 0.5, and in the oblique case, a random inclination between −10° and +10° 

is assigned. The multiplicative perturbation used to introduce heterogeneity was applied 

to both the background tissue and the bone layer. 

In an additional configuration, a single anechoic cyst was inserted into the medium. The 

cyst was modelled according to the same approach described for anechoic inclusions 

and was added after the application of the multiplicative perturbation, to preserve 

constant acoustic properties and the absence of internal scattering. 

The acoustic properties assigned to the bone layer do not correspond to those of real 

bone. A reduced sound velocity was chosen to ensure numerical stability in the 

simulations, while a high density was maintained to preserve a strong acoustic 

impedance contrast between the bone and the surrounding tissue. This choice allows 

the dominant effects of bone on wave propagation, such as strong reflection and 

refraction, to be captured within a controlled simulation. 

An overview of the main parameters used to generate the different tissue models is 

reported in  Table 3-1, while in Figure 3-2 some examples of these media are reported. 
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 Table 3-1: Summary of the main parameters used to generate the simulated tissue models. 

 

 

Figure 3-2: Examples of synthetic tissue models used to generate the dataset. The sound velocity maps (ground truth) 

are shown for the different types of media considered: (a) two-layer medium with inclined interface, (b) medium with 

hyperechoic cyst, (c) medium with anechoic cyst, (d) medium with thin bone layer, (e) medium with bone layer and 

anechoic cyst. 

Type of medium Geometrical 
Parameters 

Speed of sound 
(m/s) 

Density 
(kg/m³) 

Heterogeneity 

Two layers Interface 10-
45mm, 

Inclination 

1540 + 
900-1700 

1000 
c/1.5 

Noise Std=0.008, 
0.002 

Hyperechoic cyst 1-3 inclusions, 
r=1-3mm 

1540 + 
1400-1600 

c/1.5 Noise Std=0.008, 
0.002 

Anechoic cyst 1-3 inclusions, 
r=1-3mm 

1540 1000 Noise Std=0.008, 
0.002 

Bone Thickness 
1.5mm, 

Depth 10-40mm 
ϴ±10° 

1540 + 
1800 

1000+ 
1900 

Noise Std=0.008, 
0.002 

Bone+ anechoic 
cyst 

Thickness 
1.5mm, 

Depth 10-40mm 
ϴ±10°, 

1 inclusion  
r=1-3mm 

1540 + 
1800 

1000+ 
1900 

Noise Std=0.008, 
0.002 
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3.1.3 Dataset generation  

Starting from the numerical configuration described in Section 3.1.1 and the tissue 

models introduced in Section 3.1.2, an automated pipeline was implemented to 

generate a structured dataset of simulated ultrasound signals together with the 

corresponding ground truth maps.  

The dataset is organised in a hierarchical manner, where the highest level of 

organisation corresponds to the type of simulated medium. At this level, the data are 

grouped into five folders: 

• two_layers, media characterised by a single acoustic interface, with either 

horizontal or oblique orientation. 

• hyperechoic_cyst, media containing hyperechoic inclusions, characterised by a 

high acoustic contrast with respect to the surrounding tissue. 

• anechoic_cyst, media including anechoic cysts, modelled as regions without 

internal scattering or background noise. 

• bone, media incorporating a thin bone layer, characterised by a strong acoustic 

impedance discontinuity. 

• bone_anechoic_cyst, media combining a thin bone layer with an anechoic cyst, 

representing a more complex acoustic scenario. 

For each type of medium, the dataset is divided into 30 independent cases, identified by 

a progressive index (case_XXXX), each corresponding to a distinct realization of the 

tissue model. Two levels of medium heterogeneity are considered: a first set of 20 cases 

generated using a multiplicative noise standard deviation of 0.008, and an additional set 

of 10 cases generated with a reduced standard deviation of 0.002. For each case, three 

pulse-echo simulations are performed using steering angles of −15°, 0° and +15°. 

Within each case, the data are organised into subfolders corresponding to the individual 

steering angles, which contain the RF signals and the specific outputs derived from each 

transmission, while the simulation parameters common to all acquisitions are stored 

once at the case level. As a result, each medium category includes a total of 30 cases 

and 90 simulated transmissions. Considering all five medium categories, the final 

dataset consists of 450 simulated transmissions. 
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For each steering angle and each simulated case, the pipeline produces multichannel RF 

signals obtained from full-wave pulse-echo simulations. The raw signals are post-

processed by removing the direct transmit contribution and subsequently convolved 

with the excitation burst, providing RF data consistent with a conventional ultrasound 

acquisition chain. These convoluted signals are then used to obtain beamformed 

images. 

In parallel, ground truth maps of sound velocity and density are generated for each case. 

These maps are cropped laterally to match the effective aperture of the probe, ensuring 

direct spatial correspondence with the simulated RF signals. Consequently, each dataset 

sample consists of multichannel RF data acquired at multiple steering angles paired with 

a known two-dimensional sound velocity map, which can be directly employed as 

reference output for supervised training of the neural network. 

3.2 Data preparation for Neural Network Training 

The multi-channel RF signals and the corresponding two-dimensional sound velocity 

map constitute the input and target of the neural model, respectively. To correctly 

formulate the supervised problem, it was necessary to ensure physical consistency and 

spatial alignment between these two representations. 

Removal of the direct transmission contribution 

The original RF signals have a time length of 2030 samples. The first pre-processing 

operation consists in removing the direct transmission contribution, i.e. the initial burst, 

keeping only the portion of the signal associated with the echoes generated by 

propagation in the medium. 

For each steering angle, the time length of the excitation signal is determined; a 

common cut-off index is then defined 𝑡cut, equal to the maximum duration of the burst 

among the three angles considered. In the case in question, this value corresponds to 

218-time samples. After the cut-off, the effective time dimension of the RF signals is 

T=1812 samples. 

The cut was applied uniformly to all angular acquisitions to use a single sound velocity 

map for each simulated case. This choice ensures physical and dimensional consistency 
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between the multi-angle input tensor and the two-dimensional map used as a 

supervised reference. 

Multi-angle representation 

For each case, three acquisitions corresponding to steering angles of −15°, 0° and +15° 

are considered. The pre-processed RF signals are concatenated along the channel 

dimension, resulting in an input tensor: 

𝑥 ∈ ℝ3×1812×128 

where 128 represents the elements of the probe. This representation allows the 

network to exploit complementary information derived from different insonification 

configurations. 

Alignment between temporal domain and spatial domain 

To maintain physical consistency between the temporal domain of RF signals and the 

depth of the sound velocity map, the relationship between temporal and spatial 

discretisation in the adopted pulse-echo model was analysed. 

In this configuration, each time sample of the RF signal is associated with a specific 

depth, depending on the time of flight of the ultrasonic wave. Since the wave travels 

back and forth between the transducer and the medium, the depth increment 

corresponding to a single time sample is equal to 𝑐0 × 𝑑𝑡/2, where 𝑐0 represents the 

reference speed (1540 m/s) used in calculating delays and 𝑑𝑡 is the time step of the 

simulation. 

In the implemented numerical model, the axial spatial step of the grid is defined as 

 𝑑𝑥 = 𝑐0/𝑓𝑠, while the temporal step is 𝑑𝑡 = 1/𝑓𝑠. From this relationship, it follows that 

a single RF sample corresponds to half an axial pixel of the SoS map. In other words, two 

temporal samples of the RF signal represent a depth increment equivalent to one row 

of the sound velocity map. 

Consequently, removing the first 𝑡𝑐𝑢𝑡 time samples from the RF signals involves 

eliminating a number of surface rows from the map equal to 𝑡𝑐𝑢𝑡/2. In the specific case 
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analysed, with 𝑡𝑐𝑢𝑡 = 218, 109 rows of the SoS map are excluded, corresponding to 

approximately 5.4 mm out of a total of 50 mm. 

Normalization 

To improve numerical stability during training, each multi-angle RF tensor is normalised 

with respect to its absolute maximum value. 

At the end of pre-processing, each sample in the dataset consists of: 

• a normalised RF tensor of size 3×1812×128, 

• a two-dimensional sound velocity map of size 906×128, spatially aligned. 

The preprocessing pipeline was implemented in Python and integrated within the 

PyTorch training framework. 

3.3 Neural Network Architecture 

The proposed architecture was implemented in Python 3 using the PyTorch deep 

learning framework. 

The goal of the model is to learn a nonlinear mapping between the multi angle RF signals 

acquired in pulse-echo configuration and the corresponding two-dimensional sound 

velocity (SoS) distribution. 

Unlike a purely convolutional architecture, the approach adopted combines: 

• A Fourier Neural Operator (FNO) based encoder, capable of modelling global 

dependencies in the space-time domain of RF signals. 

• An implicit decoder dependent on spatial coordinates, which allows the 

reconstruction of a continuous field of acoustic properties. 

A schematic representation of the proposed architecture is shown in Figure 3-3. 

This choice is motivated by the physical nature of the problem: ultrasonic propagation 

is a global and frequency dependent phenomenon, for which modelling in the spectral 

domain is particularly appropriate. 
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Figure 3-3: Schematic representation of the proposed Fourier Neural Operator based architecture for sound speed 

reconstruction from multi-angle RF data. 

3.3.1 Encoder based on Fourier Neural Operator 

The model input is a three-dimensional tensor: 

𝑥 ∈ ℝ3×𝑇×128 

where 3 represents the three steering angles, T the temporal dimension after pre-

processing, and 128 the number of transducer elements. 

Initial lifting 

The input tensor is initially projected into a space with higher dimensions via a linear 

layer, which expands the number of feature channels. This allows the network to 

operate in a richer representative space before applying spectral operators. 

Spectral blocks 

The encoder consists of a sequence of four spectral blocks based on the Fourier Neural 

Operator. 

Each block implements: 

• two-dimensional Fourier transform (FFT2), 

• linear multiplication on low-frequency spectral modes only, 

• inverse Fourier transform (iFFT2). 
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The number of spectral modes maintained is limited along both dimensions (temporal 

and lateral) to capture the global structures of the RF field while reducing the complexity 

of the model. 

In parallel with the spectral branch, a local linear transformation (1×1 convolution) is 

applied. The two contributions are combined using a residual connection: 

 
𝑥𝑘+1 = ℱ−1(𝑅(ℱ(𝑥𝑘))) +𝑊𝑥𝑘  

 
(3.3) 

where R represents the spectral operator learned on the selected modes. 

After the sum, the following are applied: 

• normalization on feature channels (Batch Normalization), 

• GELU activation function, 

• 2D spatial dropout for regularisation.  

Dropout is applied after activation, randomly resetting entire feature maps with a 

certain probability to improve the model's generalisation ability. 

The use of spectral convolution allows the network to model global interactions across 

the entire temporal and lateral domain, overcoming the locality limitation of standard 

convolutions. 

Spatial latent representation 

At the end of the spectral blocks, the encoder output is projected through a 

1 × 1 convolution that transforms the feature channels into a latent feature 

representation. 

The encoder therefore produces a two-dimensional latent feature map: 

𝑧 ∈ ℝ𝐶𝑙𝑎𝑡×𝑇×128 

where 𝐶𝑙𝑎𝑡represents the number of latent channels. 

This latent map contains spatially distributed features encoding the information 

extracted from the multi-angle RF signals and preserves the temporal-lateral structure 

of the acoustic field.  
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3.3.2 Coordinate-based implicit decoder 

The sound velocity map is not generated by convolutional upsampling, but by an implicit 

representation of the field. 

For each point in the spatial grid, normalized spatial coordinates are generated in the 

two-dimensional domain: 

(𝑥, 𝑦) ∈ [−1,1]2 

This symmetric coordinate range improves numerical stability and is particularly suitable 

for Fourier feature encoding. 

The spatial coordinates are first mapped using Fourier feature coding, in which 

sinusoidal functions with progressively increasing frequencies are applied. This 

transformation enriches the representation of the coordinates and allows the model to 

better capture fine spatial details and high-frequency variations. 

For each spatial coordinate, local features are extracted from the latent map using 

bilinear interpolation. This operation allows the decoder to access spatially dependent 

information from the encoded RF representation. 

The sampled latent features are concatenated with the Fourier-encoded spatial 

coordinates: 

𝜙(𝑥, 𝑦) = concat(𝛾(𝑥, 𝑦), 𝑧𝑙𝑜𝑐𝑎𝑙) 

where 𝑧𝑙𝑜𝑐𝑎𝑙 represents the latent features sampled from the spatial latent map at 

coordinate (𝑥, 𝑦) and 𝛾(𝑥, 𝑦) denotes the Fourier feature encoding of the spatial 

coordinates. 

The resulting feature vector is then passed to a Multi-Layer Perceptron (MLP) consisting 

of three fully connected layers with GELU activation, followed by a final linear layer that 

produces a single scalar value corresponding to the sound velocity at the spatial location 

𝑐(𝑥, 𝑦). 

The decoder is defined as implicit in that it learns a continuous function that associates 

the value of the speed of sound with each spatial coordinate, conditioned on the latent 

spatial representation extracted from the RF signals. 
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Output representation  

The final output of the model is a two-dimensional map: 

𝑐(𝑥, 𝑦) ∈ ℝ𝐻×128 

which represents the spatial distribution of the sound velocity in the simulated domain. 

The map can be interpreted as the discrete sampling of a continuous field implicitly 

learned by the model, conditioned on the global representation extracted from the RF 

signals. 

3.4 Training and Validation strategy 

3.4.1 Dataset splitting  

The simulated dataset was divided into training, validation and test sets, used 

respectively for model training, hyperparameter selection and final performance 

evaluation. 

The division was performed independently for each medium and at the case level. In this 

way, the RF acquisitions associated with the same simulated case for different 

insonation angles were assigned to the same subset. 

Since each medium includes two different levels of tissue heterogeneity, obtained by 

introducing perturbations with standard deviations σ = 0.008 and σ = 0.002, the division 

was performed separately within the two groups.  

In this way, each dataset contains a representation of all five simulated media and both 

levels of heterogeneity, ensuring a balanced distribution of data between training, 

validation and testing. The final subdivision of the dataset is summarised in Table 3-2. 

    Table 3-2: Dataset split used for training, validation, and testing. 

Subset Percentage  Number of cases 

Training 70% 105 

Validation 20% 30 

Test 10% 15 
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3.4.2 Pixel sampling strategy 

Since the model's decoder adopts an implicit representation approach, the sound 

velocity map is not generated directly as a complete image via convolutional operations. 

Instead, the model predicts the sound velocity value by interrogating the network at 

specific spatial coordinates. 

During the training process, instead of calculating the loss function on all pixels of the 

output map, a random subset of spatial points is selected from the reference sound 

velocity map at each iteration. A subset of 49,152 pixels is randomly selected, 

corresponding to approximately 42% of the pixels in the complete map. 

For every sampled spatial coordinate (𝑥, 𝑦), the sound speed value from the ground 

truth map is used as the supervision target. The decoder then receives the spatial 

coordinates along with the latent features extracted from the encoder and predicts the 

sound velocity value at those locations. 

This sampling scheme reduces the computational cost during training, because the 

network does not evaluate the entire spatial grid at every iteration. As different pixels 

are selected each time, the model gradually observes multiple regions of the sound 

speed map throughout training, which helps maintain stable learning behaviour. 

3.4.3 Loss function and evaluation metric 

Smooth L1 loss 

For training the network, the Smooth L1 loss [40], also referred to as the Huber loss, was 

adopted. This loss function behaves differently depending on the magnitude of the 

prediction error. Close to zero error, the loss has a quadratic form like L2 loss. As the 

error increases, the function transitions to a linear behaviour, comparable to L1 loss. 

Because of this property, the loss is less influenced by large deviations than Mean 

Squared Error, while still providing stable gradients during optimization. 

Smooth L1 loss is defined as: 
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 𝐿(𝑒) =

{
 

 
1

2

𝑒2

𝛽
if ∣ 𝑒 ∣< 𝛽

∣ 𝑒 ∣ −
1

2
𝛽 otherwise 

 (3.4) 

 

In this expression, 𝑒 = 𝑐𝑝𝑟𝑒𝑑 − 𝑐𝑔𝑡 indicates the error between the predicted speed of 

sound and the corresponding ground truth value. The parameter  𝛽 defines the 

threshold between the quadratic and linear behaviour of the function. 

Mean Absolute Error  

During the training and validation process, the Mean Absolute Error (MAE) was also 

calculated on the sampled pixels. This metric provides an interpretable measure of the 

average error between the predicted values and the ground truth values of the speed 

of sound. 

MAE is defined as: 

 𝑀𝐴𝐸 =
1

𝑁
∑ ∣

𝑁

𝑖=1

𝑐𝑖
𝑝𝑟𝑒𝑑 − 𝑐𝑖

𝑔𝑡
∣ (3.5) 

   

 where N is the number of sampled pixels, 𝑐𝑖
𝑝𝑟𝑒𝑑 the value estimated by the model, and 

𝑐𝑖
𝑔𝑡
 the corresponding value of the ground truth map. 

3.4.4 Optimization procedure 

The network was trained using the AdamW optimization algorithm, widely used in deep 

learning models for its stability and effective management of regularisation through 

weight decay. 

During training, gradient clipping was applied to limit the norm of the gradients and 

prevent numerical instability during weight updates. The training process was 

performed for a predefined maximum number of epochs. 

The main hyperparameters used during training, including learning rate, weight decay, 

and maximum number of epochs, are shown in Table 3-3 . 
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After the training procedure, the model corresponding to the best validation 

performance was selected and used to generate the predicted sound speed maps for 

the entire dataset.  

Table 3-3: Main training hyperparameters used for 

network optimization. 

Optimizer AdamW 

Batch size 2 

Learning rate 1e-4 

Weight decay 1e-4 

loss SmoothL1 

Epochs 150 

Gradient clipping 1.0 

 

3.5 B-mode image reconstruction 

The sound velocity maps reconstructed with the trained model for the validation and 

test sets were subsequently used to generate B-mode ultrasound images to assess the 

impact of sound speed estimation on image formation. For this purpose, the simulated 

radiofrequency signals corresponding to each case and insonification angle were used 

as input for the beamforming process. 

 The beamforming procedure was applied to RF signals that had been previously 

convolved with the excitation burst of the transducer, to reproduce the band-limited 

response of a realistic ultrasound system and obtain signals that more closely resemble 

experimentally acquired RF data. The reconstructed sound speed maps were then used 

to compute the propagation delays required for signal alignment during the 

beamforming process. 

The reconstruction was performed using the Delay-and-Sum (DAS) beamforming 

algorithm, described in Section 1.3.1 and formalised in Equation (1.9). In this 

formulation, the term Δ𝑡𝑖 represents the delay applied to the signal received by each 

transducer element to align the echoes coming from the same point in space. 

In the case of the plane-wave acquisitions considered in this work, the delay used in the 

beamforming process corresponds to the sum of the transmission delay and the 
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reception delay. The total delay is obtained by combining the transmit and receive 

contributions: 

 Δ𝑡𝑖 = 𝑡𝑡𝑥(𝑥, 𝑦) + 𝑡𝑟𝑥(𝑥, 𝑦, 𝑖) (3.6) 
 

where 𝑡𝑡𝑥corresponds to the propagation time of the transmitted wave from the probe 

to the image point(𝑥, 𝑦), while 𝑡𝑟𝑥accounts for the travel time of the reflected echo back 

to the receiving element 𝑖. 

The transmission delay depends on the steering angle of the plane wave and has been 

calculated as: 

 𝑡𝑡𝑥(𝑥, 𝑦) =
𝑥cos 𝜃 + 𝑦sin 𝜃

𝑐(𝑥, 𝑦)
 (3.7) 

 
 

  

Where 𝜃 represents the steering angle and e 𝑐(𝑥, 𝑦) the local speed of sound in the 

medium. 

The reception delay is determined by the distance between the reconstructed point and 

each element of the probe and was calculated as: 

 𝑡𝑟𝑥(𝑥, 𝑦, 𝑖) =
√(𝑥 − 𝑥𝑖)2 + (𝑦 − 𝑦𝑖)2

𝑐(𝑥, 𝑦)
 (3.8) 

 

Where (𝑥𝑖 , 𝑦𝑖) represents the position of the i-th element of the transducer. 

Beamforming was performed considering three insonification angles −15°, 0° and +15°, 

consistent with the simulations used to generate the dataset. For each case, three 

different B-mode reconstructions were generated using respectively: 

• the ground truth sound velocity map; 

• the sound velocity map predicted by the neural network; 

• a constant sound velocity of 1540 m/s, used as a reference. 

As discussed in Chapter 1, the size of the receiving aperture was controlled by the f-

number parameter. In this work, a value of 1 was used, chosen to ensure a compromise 

between lateral resolution and coherence of the signals used in the coherent summation 
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process. In addition, a Tukey apodization function (75%) was applied to the receiving 

sub-aperture to reduce the energy of the side lobes and improve image contrast. 

The signal resulting from the beamforming process was further processed to obtain the 

final B-mode image. In particular, the following steps were applied: 

• Envelope detection computed using the Hilbert transform to extract the 

amplitude of the RF signal. 

• Logarithmic compression of the envelope signal to represent echo amplitudes 

on a decibel scale. 

• Dynamic range clipping, limiting the image intensity to the interval [-25, 0] dB to 

ensure a consistent and comparable representation between the different 

reconstructions. 

3.6 Metrics 

Two quantitative metrics were used to evaluate the model's performance: the Mean 

Absolute Error (MAE) calculated on the reconstructed sound velocity maps and the 

Structural Similarity Index (SSIM) calculated on the B-mode images obtained using DAS 

beamforming. 

3.6.1 Sound speed map reconstruction metric: MAE 

Reconstruction accuracy was evaluated using the Mean Absolute Error between the 

predicted and reference sound speed maps. 

For each case in the dataset, MAE is defined as: 

 𝑀𝐴𝐸 =
1

𝐻𝑊
∑∑ ∣ 𝑐𝑖,𝑗

𝑝𝑟𝑒𝑑 − 𝑐𝑖,𝑗
𝑔𝑡
∣

𝑊

𝑗=1

𝐻

𝑖=1

 (3.9) 

Where: 

• 𝑐𝑖,𝑗
𝑝𝑟𝑒𝑑 represents the predicted value of the sound velocity in pixel ij, 

• 𝑐𝑖,𝑗
𝑔𝑡
 represents the value of the ground truth map, 

• H and W are the dimensions of the map, respectively. 

The overall performance of the model was therefore obtained by calculating the average 

MAE across all cases in the validation set and test set. 
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3.6.2 B-mode image quality metric: SSIM 

The Structural Similarity Index (SSIM) [41] was additionally used to assess the effect of 

the reconstructed sound speed maps on ultrasound image quality. The metric was 

computed between B-mode images obtained using the predicted map and those 

reconstructed using the ground truth map. For comparison, SSIM was also calculated 

between images reconstructed assuming a constant sound speed (1540 m/s) and those 

obtained using the ground truth map. 

In contrast to pixel-wise error measures, SSIM compares images by considering 

luminance, contrast, and structural information, offering a more perceptually 

meaningful description of image similarity. 

The B-mode images used for comparison were obtained by applying envelope detection 

to the beamformed signals, followed by logarithmic compression. Subsequently, the 

images were clipped in the dynamic range 0–25 dB and normalised before calculating 

the metric. 

SSIM is defined as: 

 𝑆𝑆𝐼𝑀(𝑥, 𝑦) =
(2𝜇𝑥𝜇𝑦 + 𝐶1)(2𝜎𝑥𝑦 + 𝐶2)

(𝜇𝑥2 + 𝜇𝑦2 + 𝐶1)(𝜎𝑥2 + 𝜎𝑦2 + 𝐶1)
 (3.10) 

Where: 

• 𝜇𝑥 and 𝜇𝑦 are the means of the two images, 

• 𝜎𝑥
2 and 𝜎𝑦

2 are the variances, 

• 𝜎𝑥𝑦 is the covariance, 

• 𝐶1and 𝐶2are stabilisation constants. 

SSIM ranges between 0 and 1; higher values indicate a greater structural similarity 

between the images. 

3.6.2.1 Statistical comparison of SSIM distributions 

To evaluate whether the reconstructed sound speed maps provide a statistically 

significant difference in image quality compared to the constant sound speed 

assumption, a non-parametric statistical test was performed on the SSIM distributions. 
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Specifically, the Wilcoxon signed-rank test was applied to compare the distributions of 

SSIM values obtained using the predicted sound speed maps, 𝑆𝑆𝐼𝑀(𝐺𝑇, 𝑃𝑟𝑒𝑑), and 

those obtained assuming a constant sound speed of 1540 m/s, 𝑆𝑆𝐼𝑀(𝐺𝑇, 𝑐0). 

The Wilcoxon signed-rank test was selected because it does not assume normality of the 

data and is suitable for paired samples. Each pair of SSIM values refers to the same 

simulated case reconstructed using two different sound speed assumptions. 

The difference between the two distributions was tested using the Wilcoxon signed-rank 

test with a significance level of 𝛼 = 0.05. 
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4 Results and discussion 

This chapter presents the results obtained using the methods described in Chapter 3. 

The performance of the neural network for sound speed reconstruction and its impact 

on ultrasound B-mode image formation is analysed. 

4.1 Neural networks results 

4.1.1 Loss and evaluation metric 

The performance of the neural network in reconstructing the sound speed maps from 

the simulated multi-angle RF signals is analysed in this section. 

The evolution of the Smooth L1 loss during the training process for both the training and 

validation datasets is shown in Figure 4-1. During the early epochs, a rapid decrease can 

be observed, indicating that the network is learning the main relationships between RF 

signals and the corresponding speed distribution very quickly. After this initial phase, 

the function decreases more gradually until it reaches a plateau. The training and 

validation curves follow a similar behaviour. This behaviour indicates stable training, 

with no evident signs of overfitting. The model therefore shows the ability to generalise 

to unseen validation data. 

 

Figure 4-1: Evolution of the Smooth L1 loss for the training and validation datasets. 
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The final model used for the subsequent analysis corresponds to the epoch with the 

lowest validation loss. In the present case, the best model was obtained at epoch 146, 

achieving a validation Smooth L1 loss of 40.42 and a validation Mean Absolute Error 

(MAE) of 51.76 m/s computed on the sampled pixels. 

4.1.2 Sound speed map reconstruction metric: MAE 

Using the model selected according to the lowest validation loss, sound speed maps 

were reconstructed for all cases in the dataset. For each case, the predicted sound speed 

map was compared with the corresponding ground truth map to evaluate the 

reconstruction accuracy. 

The accuracy of the reconstructed sound speed maps was quantified using the Mean 

Absolute Error. The MAE was computed for each case, and the obtained values were 

then averaged across the samples belonging to the training, validation and test subsets. 

Table 4-1 reports the mean MAE and the corresponding standard deviation obtained for 

the three dataset subsets. 

Table 4-1: MAE of the reconstructed sound speed maps for training, 

validation and test datasets (mean ± standard deviation). 

Subset MAE (m/s) Number of cases 

Training 38.16 ± 57.77 105 

Validation 51.76 ± 94.44 30 

Test 29.34 ± 40.50 15 

 

The average MAE values reported in Table 4-1 show that the model can reconstruct the 

sound velocity distribution with comparable accuracy across the three subsets of the 

dataset. The average values obtained during training, validation and testing are of the 

same order of magnitude. This means that the neural network behaves stably even for 

new data. It should also be noted that the average MAE value obtained for the test is 

lower than that for validation. This could be partly attributed to the smaller size of the 

test set, which includes fewer cases and may be less representative of the variability of 

the entire simulated dataset.  

However, the relatively high standard deviation observed in all subsets indicates 

significant error variability between the different simulated cases. This suggests that 
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some acoustic configurations of the medium are more difficult to reconstruct than 

others. 

To qualitatively analyse the behaviour of the model, some examples of sound velocity 

maps reconstructed by the neural network and compared with the corresponding 

ground truth maps are shown. 

Visual analysis shows that the model is generally able to correctly reconstruct structures 

characterised by a strong acoustic contrast with respect to the surrounding tissue. As 

shown in Figure 4-2, the presence of the bone layer is identified with good accuracy, 

probably due to the marked difference in sound velocity compared to the surrounding 

medium. 

 

Figure 4-2: Example of sound speed reconstruction for a medium containing a bone layer (noise level σ = 0.002). 

Comparison between the ground truth sound speed map (left) and the map reconstructed by the neural network 

(right). The bone layer, characterized by a strong acoustic contrast with respect to the surrounding tissue, is correctly 

identified in the reconstructed map. 

In the case of two-layer medium, the network is sometimes able to identify the main 

discontinuity zone between the two tissues, although the complete map is still not 

reconstructed. This behaviour is more evident in cases where the difference in sound 

velocity between the two tissues is quite high, as shown in Figure 4-3 and Figure 4-4. 

Conversely, when this difference is smaller, the network tends to reconstruct a more 

uniform map, without clearly highlighting the presence of the second layer ( Figure 4-5). 
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Figure 4-3: Reconstruction of a two-layer medium with significant sound speed contrast (noise level σ = 0.008). 

The predicted map partially captures the position of the interface between the two layers, but does not recognize the 

inclination of the surface and does not reconstruct all the map. 

 

Figure 4-4: Example of sound speed reconstruction in a two-layer medium with relatively high contrast between tissues 

(noise level σ = 0.002). The neural network can detect the presence of the main discontinuity between the two tissues, 

although the reconstructed map does not perfectly reconstruct the full layer. 
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Figure 4-5: Example of two-layer medium with low contrast between tissues (noise level σ = 0.008). 

When the difference in sound speed between the two tissues is small, the neural network tends to reconstruct a more 

uniform map, failing to clearly identify the second layer. 

The identification of the clear boundary between the two tissues is further accentuated 

by the presence of noise introduced into the simulations. This occurs both for two-layer 

media (Figure 4-5) and for tissues with a bone layer. In fact, the reconstructions are 

generally more like the ground truth maps in cases characterised by a lower noise level 

(σ = 0.002), as shown in Figure 4-2, compared to those with higher noise, as in Figure 

4-6.  

 

Figure 4-6: Reconstruction of a medium with an inclined bone layer and higher level of heterogeneity (noise level σ = 

0.008). The orientation and geometry of the interface are not accurately reproduced by the network. The presence of 

stronger perturbations in the medium further complicates the identification of the layer boundary. 
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The reconstruction of interfaces is even more complex when they have an inclined 

geometry, as illustrated in Figure 4-5, where the orientation of the layer is not 

reproduced with the same accuracy. 

On the other hand, small inclusions, both hyperechoic and anechoic, are particularly 

difficult to reconstruct, resulting in a map equal to the average background value. An 

example is shown in Figure 4-7. This behaviour can be attributed to the fact that the 

local variations in sound velocity associated with these structures are relatively small 

compared to the overall range of the map, making it more complex for the neural 

network to learn their representation from the simulated RF signals. 

 

Figure 4-7: Example of medium containing small inclusions (noise level σ = 0.008). 

Hyperechoic inclusions are difficult for the neural network to reconstruct. The predicted map appears nearly uniform 

and close to the background sound speed value, indicating that small local variations are not captured by the model. 

Similar behaviour can also be observed in media containing both a bone layer and an 

anechoic cyst. In these cases, the neural network identifies the bone layer, while the 

anechoic inclusion is not clearly reconstructed and the resulting map appears similar to 

that obtained for the medium containing only the bone layer. 

4.1.2.1 MAE distribution across simulated media 

To analyse the variability of the error between the different simulated cases in greater 

detail, the MAE values were examined separately for each type of medium. To this 

purpose, the distribution of the MAE values was represented using box plots, which 

allow the dispersion of the results, the median value and the possible presence of cases 

with higher errors to be visualised. 
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The distribution of the MAE for the different types of media is shown in Figure 4-8 for 

the validation set and in Figure 4-9 for the test set. 

 

Figure 4-8: Distribution of the Mean Absolute Error for the different simulated media in the validation dataset. The 

boxplots show the variability of the reconstruction error across the considered tissue configurations. 

 

Figure 4-9: Distribution of the Mean Absolute Error (MAE) for the different simulated media in the test dataset, 

highlighting the variability of the reconstruction accuracy across the different media. 
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As can be observed, most media exhibit relatively low MAE values and compact 

distributions. In contrast, the two-layer medium shows a significantly wider distribution 

of the error. This behaviour is consistent with the qualitative analysis of the 

reconstructed maps, where the neural network often fails to correctly identify the 

interface between the two tissues, producing more uniform maps instead. The large 

interquartile range observed for this medium indicates a strong variability of the 

reconstruction error across the different simulated cases. This also contributes to the 

relatively high standard deviation observed in the MAE values calculated for the 

different subsets of the dataset. 

Since the MAE values associated with the two-layer medium are significantly higher than 

those observed for the other media, additional boxplots excluding this configuration 

were generated to allow a clearer comparison between the remaining media. The 

results obtained for the validation and test sets are shown in Figure 4-10 and Figure 

4-11, respectively. 

 

Figure 4-10: Distribution of the Mean Absolute Error (MAE) across the different simulated media in the validation 

dataset excluding the two-layer medium. 
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Figure 4-11: Distribution of the Mean Absolute Error (MAE) across the different simulated media in the test dataset 

excluding the two-layer medium. 

In this case, the MAE distributions are much more compact and comparable between 

the different media, with values typically ranging from approximately 8 m/s to 25 m/s. 

Cases containing anechoic or hyperechoic inclusions show low MAE values, indicating 

that the neural network is generally able to satisfactorily reconstruct the overall 

distribution of sound velocity. However, as observed in the qualitative analysis of the 

reconstructed maps, small inclusions are not reconstructed correctly. This apparent 

contrast can be explained by the fact that such inclusions occupy a very limited portion 

of the map and have relatively small variations in sound velocity compared to the 

average value of the surrounding tissue. Consequently, their contribution to the 

calculation of the overall MAE is reduced, still leading to relatively low overall error 

values. 

Relatively low MAE values are also observed for media containing a bone layer. In this 

case, the presence of a strong acoustic contrast between the bone and the surrounding 

tissue facilitates the identification of the main structure in the reconstructed map, 

allowing the neural network to correctly locate the main discontinuity in the speed of 

sound. 
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4.2 Impact of sound speed estimation on B-mode imaging 

To evaluate the impact of the estimated sound speed maps on ultrasound image 

formation, the predicted sound speed distributions were used in the delay-and-sum 

beamforming process to reconstruct B-mode images. 

The resulting images were compared with those obtained assuming a constant sound 

speed (1540 m/s) and with images reconstructed using the ground truth sound speed 

map. 

Figure 4-12 shows an example of a medium containing a hyperechoic inclusion. In this 

case, the reconstructed B-mode images obtained using the predicted sound speed map 

show that the position of the inclusion is correctly preserved. The bright structure 

appears at approximately the same location as in the image reconstructed using the 

ground truth sound speed map. However, the contours of the inclusion appear slightly 

less defined when the predicted sound speed map is used. Similar behaviour is also 

observed for the image obtained at a constant speed of 1540 m/s. In both cases, the 

general structure is visible, but the contours appear more blurred than those obtained 

with the ground truth. 

 

Figure 4-12: Example of medium with hyperechoic inclusion. B-mode images reconstructed using delay and sum 

beamforming with insonation angle 0° with the ground truth sound speed map (left), the predicted sound speed map 

(centre), and assuming a constant sound speed c=1540 m/s (right). 

Figure 4-13 shows an example of B-mode reconstruction of a two-layer medium, where 

two regions with different acoustic properties are separated by an oblique interface. 

When the ground truth sound speed map is used, the interface between the two media 

appears clearly localized and well defined. However, when the predicted sound speed 

map is used, the reconstructed interface appears slightly shifted towards deeper regions 
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of the image. A similar behaviour can be observed when assuming a constant sound 

speed of 1540 m/s. This can be explained by the fact that the predicted sound speed 

map remains relatively close to a constant value across the imaging domain. As a result, 

the propagation times used during beamforming are not correctly compensated across 

the interface, leading to a mis localization of the boundary between the two media. 

 

Figure 4-13: Example of two-layer medium. B-mode images reconstructed using delay and sum beamforming with 

insonation angle 0° with the ground truth sound speed map (left), the predicted sound speed map (centre), and 

assuming a constant sound speed c=1540 m/s (right). 

Figure 4-14 shows an example of a medium containing a bone layer. In this case, the 

main reflective structure is clearly visible in all three B-mode reconstructions. When the 

predicted sound speed map is used, the resulting image remains visually similar to the 

one obtained using the ground truth map, indicating that the estimated sound speed 

distribution is sufficiently accurate to preserve the localization of the main interface. A 

comparable structure is also visible when assuming a constant sound speed of 1540 m/s, 

although the image appears slightly more blurred and the speckle pattern is less 

homogeneous. This suggests that incorporating spatially varying sound speed 

information contributes to a more accurate focusing of the reconstructed image.  
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Figure 4-14: Example of medium with bone layer. B-mode images reconstructed using delay and sum beamforming 

with insonation angle 15° with the ground truth sound speed map (left), the predicted sound speed map (centre), and 

assuming a constant sound speed c=1540 m/s (right). 

Figure 4-15 shows an example of a medium containing both a bone layer and an 

anechoic cyst. In this case, the presence of a highly reflective structure dominates the 

image construction, producing a luminous structure that is clearly visible in all three B-

mode reconstructions. Even when the reconstructed sound map is used, the appearance 

of the image is generally similar to that obtained with the ground truth. The position of 

the main interface is preserved, and the general structure of the image remains 

consistent. A comparable behaviour can also be observed when assuming a constant 

sound speed of 1540 m/s, although the resulting image appears slightly more blurred 

and the speckle pattern is less clearly defined.  

 

Figure 4-15: Example of medium with bone layer and anechoic cyst. B-mode images reconstructed using delay and 

sum beamforming with insonation angle 15° with the ground truth sound speed map (left), the predicted sound speed 

map (centre), and assuming a constant sound speed c=1540 m/s (right). 

Figure 4-16 shows an example of a medium containing multiple anechoic inclusion. In 

the reconstruction obtained using the ground truth sound speed map, the cysts appear 

as well-defined dark regions within the speckle pattern, corresponding to areas with 

very low acoustic reflectivity. When the predicted sound speed map is used, the main 
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characteristics of the image are preserved. The position of the inclusions remains 

correctly localized, and the overall structure of the B-mode image is like that obtained 

using the ground truth map. The cyst boundaries remain visible, although they appear 

slightly less sharp. In contrast, when a constant sound speed of 1540 m/s is assumed, 

the reconstructed image shows a more noticeable degradation. The speckle pattern 

becomes less uniform and the cyst contours appear less clearly defined compared to the 

other reconstructions.  

 

Figure 4-16: Example of medium with anechoic inclusion. B-mode images reconstructed using delay and sum 

beamforming with insonation angle 0° with the ground truth sound speed map (left), the predicted sound speed map 

(centre), and assuming a constant sound speed c=1540 m/s (right). 

4.2.1 B-mode image quality metric: SSIM 

In addition to the qualitative comparison of the reconstructed B-mode images, a 

quantitative evaluation was also performed using the Structural Similarity Index (SSIM). 

Since the B-mode images were obtained through beamforming using sound speed maps, 

the SSIM values reflect the impact that the predicted maps have on image formation. 

In this study, the SSIM was calculated between the B-mode images reconstructed using 

the predicted sound speed maps and those obtained using the ground truth sound 

speed maps. The SSIM values were computed for all the cases in the validation and test 

datasets. The resulting average values are reported in Table 4-2 for the two datasets. 

For comparison, the same analysis was performed using B-mode images reconstructed 

assuming a constant sound speed of 1540 m/s. The corresponding SSIM values are 

reported in Table 4-3. 
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Table 4-2: Average Structural Similarity Index (SSIM) between the B-mode images reconstructed using the 

predicted sound speed maps and those reconstructed using the ground truth maps for the training,  validation 

and test datasets. Values are reported as mean ± standard deviation. 

Steering angle Training SSIM Validation SSIM Test SSIM Number cases 
Train/ Val / Test 

-15° 0.34 ± 0.12 0.36 ± 0.15 0.36 ± 0.13 105/ 30 / 15 

0° 0.29 ± 0.15 0.30 ± 0.18 0.30 ± 0.14 105/ 30 / 15 

+15° 0.35 ± 0.13 0.36 ± 0.17 0.36 ± 0.12 105/ 30 / 15 

 

Table 4-3: : Average Structural Similarity Index (SSIM) between the B-mode images reconstructed using a 

constant sound speed (1540 m/s) and  those reconstructed using the ground truth maps for the training,  

validation and test datasets. Values are reported as mean ± standard deviation. 

Steering angle Training SSIM Validation SSIM Test SSIM Number cases 
Train/ Val / Test 

-15° 0.36 ± 0.13 0.38 ± 0.16 0.39 ± 0.13 105/ 30 / 15 

0° 0.30 ± 0.16 0.31 ± 0.19 0.31 ± 0.14 105/ 30 / 15 

+15° 0.37 ± 0.14 0.38 ± 0.16 0.36 ± 0.12 105/ 30 / 15 

 

The SSIM values obtained using the constant sound speed assumption are comparable 

to those obtained using the predicted sound speed maps, with slightly higher values 

observed in the constant sound speed case. This behaviour may be explained by the fact 

that assuming a constant sound speed introduces a uniform error in the beamforming 

delays. In contrast, a predicted sound speed map that is not perfectly accurate may 

introduce local variations in the delay estimation, which can affect the coherence of the 

beamforming process and therefore does not necessarily lead to a visible improvement 

in the reconstructed B-mode image. 

The results also show a good consistency between the three datasets, indicating that 

the behaviour of the reconstructed B-mode images remains comparable when applying 

the estimated sound speed maps to unseen cases. Slightly lower SSIM values are 

observed for the 0° steering angle, while the ±15° angles exhibit marginally higher 

similarity values. 

Although the SSIM values remain moderate, the qualitative comparison of the 

reconstructed B-mode images indicates that the main image structures are generally 

preserved. This behaviour can be attributed to the sensitivity of the SSIM metric to small 

variations in local speckle patterns and intensity distributions, which may lead to lower 
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similarity values even when the overall anatomical structures of the images appear 

visually similar. 

4.2.1.1 SSIM distribution across simulated media 

To further analyze the reconstruction quality, the Structural Similarity Index (SSIM) was 

evaluated separately for each simulated medium type. The analysis was performed on 

both the validation and test datasets and for the three steering angles considered in this 

study (−15°, 0°, and +15°). 

Figure 4-17,Figure 4-19 Figure 4-18 and Figure 4-19  show the distribution of SSIM values 

across the different media using boxplots, allowing the variability of the metric across 

the Validation cases to be visualized. 

 

Figure 4-17: SSIM distribution per medium (Validation, angle −15°). 
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Figure 4-18: SSIM distribution per medium (Validation, angle 0°). 

 

 

Figure 4-19: SSIM distribution per medium (Validation, angle +15°) 

The distribution of SSIM values across the different media for Test set is shown in Figure 

4-20, Figure 4-21 and Figure 4-22. 
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Figure 4-20: SSIM distribution per medium (Test, angle -15°). 

 

 

Figure 4-21: SSIM distribution per medium (Test, angle 0°). 
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Figure 4-22: SSIM distribution per medium (Test, angle 15°). 

Overall, the SSIM distributions observed in the validation and test datasets show similar 

trends across the different media and steering angles. Most configurations exhibit 

median SSIM values in the range of approximately 0.25–0.35, indicating a comparable 

structural similarity between the B-mode images reconstructed using the predicted 

sound speed maps and those obtained using the ground truth maps. 

Among the considered media, the hyperechoic cyst configuration generally shows a 

larger variability in the SSIM values and occasionally higher values compared to the 

other media. This behaviour may be related to the strong acoustic contrast produced by 

hyperechoic structures, which tends to dominate the appearance of the reconstructed 

image. In contrast, the two-layer configuration tends to present slightly lower SSIM 

values, particularly in the validation dataset, which may be associated with the 

sensitivity of the beamforming process to sound speed mismatches at layer interfaces. 

It should be noted that the predicted sound speed map is obtained from RF signals 

acquired at the three steering angles stacked together as input to the network. 

Consequently, a single predicted sound speed map is used for the reconstruction of the 

B-mode images at −15°, 0°, and +15°. Therefore, the variations observed in the SSIM 
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distributions across the angles are mainly related to the beamforming process rather 

than to differences in the predicted sound speed maps. 

4.2.1.2 Statistical comparison of SSIM distributions 

To further evaluate the difference between the two reconstruction strategies, a 

Wilcoxon signed-rank test was applied to the SSIM distributions. The test compared the 

values obtained for 𝑆𝑆𝐼𝑀(𝐺𝑇, 𝑃𝑟𝑒𝑑) and 𝑆𝑆𝐼𝑀(𝐺𝑇, 𝑐0). 

The same analysis was performed for the training, validation, and test datasets, and the 

corresponding p-values are reported in Table 4-4 . 

In almost all cases, the p-values are below the significance level α = 0.05, indicating a 

statistically significant difference between the two reconstruction methods. The only 

exception is the test set at 0°, where no statistically significant difference is observed. 

This result may be attributed to the smaller sample size of the test set and to the reduced 

difference between the two methods at 0°. Additionally, the 0° case represents a simpler 

propagation scenario, in which the constant sound speed assumption already provides 

a comparable image quality, thus reducing the impact of the learned sound speed map. 

Table 4-4: p-values obtained from the Wilcoxon signed-rank test comparing paired SSIM 

distributions SSIM(GT, Pred) and SSIM(GT, c₀) for the training, validation, and test datasets, 

across different steering angles. 

Subset Angle -15° Angle 0° Angle +15° 

Training 3.00 x 10−12 6.61 x 10−6 7.79 x 10−10 

Validation 4.90 x 10−4 4.53 x 10−4 5.32 x 10−3 

Test 5.37 x 10−3 1.51 x 10−1 3.53 x 10−2 
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5 Conclusion and future developments 

Accurate knowledge of the spatial distribution of the sound speed is essential for 

improving ultrasound image reconstruction. This thesis investigated a neural network-

based approach to estimate spatially varying sound speed maps from simulated 

ultrasound RF data and to assess their impact on image formation. 

The proposed method enables the estimation of sound speed distributions that capture 

the main acoustic structure of the medium, with reconstruction accuracy depending on 

the underlying tissue configuration. High-contrast structures are reliably recovered, 

whereas low-contrast regions and small inclusions remain challenging. 

When integrated into a delay-and-sum beamforming pipeline, the predicted sound 

speed maps produce B-mode images with structural characteristics comparable to those 

obtained using the ground truth. However, the comparison with the constant sound 

speed assumption (c₀ = 1540 m/s) shows that the resulting SSIM values are of similar 

magnitude. Statistical analysis confirms that the differences between 𝑆𝑆𝐼𝑀(𝐺𝑇, 𝑃𝑟𝑒𝑑) 

and 𝑆𝑆𝐼𝑀(𝐺𝑇, 𝑐0) are statistically significant in most cases, except for the test set at 0°, 

where no significant difference is observed. 

These findings indicate that, although the proposed approach provides a physically 

consistent representation of the medium and introduces measurable differences in 

image reconstruction, it does not consistently result in a clear improvement. 

The main limitations of this study include the smoothness of the predicted maps, which 

reduces the visibility of some structures. Another limitation is the use of simulated data 

generated under controlled conditions, that do not fully represent the complexity of real 

ultrasound acquisitions. 

Future work should focus on increasing both the size and the realism of the training 

data, incorporating additional physical effects such as depth-dependent attenuation. 

Alternative learning strategies may help to better preserve tissue interfaces and small 

structures. Finally, validation on experimental data will be necessary to assess the 

practical applicability and robustness of the proposed method. 
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