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Abstract

Modern datacenter Key-Value (KV) services such as Memcached are often limited not
by the link bandwidth, but by host—side overheads including the networking stack, CPU
processing, and repeated PCle data movement. Meanwhile, real workloads are highly
skewed, such that only a small set of hot data is accessed frequently. This motivates
placing curated hot items on a SmartNIC platform to offer a lightweight, hardware accel-
erated KV service, enabling a “place-once, serve many times” paradigm while avoiding
typical host and PCle costs.

This thesis implements a SmartNIC-resident KV store on an AMD Alveo U45N using
the AMD OpenNIC shell. The data-plane deployed on the NIC exposes a UDP/IP GET
interface and performs packet parsing, hash lookup, near-memory access, and response
generation in a Field Programmable Gate Array (FPGA) pipelined datapath, while the
host-side offers the control plane, managing the hot set via SET/DELETE via Data
Plane Development Kit (DPDK). The evaluation shows improved RTT distribution and
tighter tail latency compared to Linux UDP and Memcached baselines. For updates, the
SmartNIC sustains 92K-106K SET ops/s for 64-512B payloads (about 3.7x - 4.5 over
Memcached).
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Chapter 1

Introduction

Modern data-center workloads increasingly rely on high-frequency key—value (KV) ac-
cess and fine-grained metadata operations, as exemplified by systems such as eted [10].
Key—value stores are widely used middleware components in distributed systems, con-
ceptually similar to an in-memory map (e.g., std: :unordered_map in C++ or dict in
Python), but implemented as networked services in distributed environments rather than
local in-process data structures. Although network link rates now reach and even exceed
100 Gbps and CPU performance continues to improve, the bottleneck for these work-
loads has shifted from the network fabric to host-side processing, including CPU cores,
memory bandwidth, PCle transfers, and the kernel networking stack. In particular, for
deployments based on the Linux kernel networking stack, the dominant bottleneck for
widely used key-value stores such as Redis [17] and Memcached [6] is often not the in-
memory lookup itself, but the per-request overhead introduced by the kernel protocol
stack and the host I/O path (e.g., PCle data movement) [14]. This overhead includes
frequent user—kernel transitions, interrupt processing, and multiple layers of buffering and
queuing, which not only consume substantial CPU cycles but also worsen tail latency.

The bottleneck is not limited to host software. Even when protocol processing (e.g,
via RDMA!) is bypassed, the PCle bus also introduces a non-negligible overhead for
latency sensitive KV workloads [14]. Figure 1.1 summarizes the throughput and latency
characteristics of random PCle DMA accesses to host memory. The results indicate that
performance is dominated by per-request overhead rather than raw link bandwidth, and
that DMA latency can be relatively high and variable even without CPU or network stack
involvement. Therefore, although a single PCle transaction may appear small, frequent
NIC-host or host—NIC round trips accumulate into a significant cost, which would be a
heavy overhead. This motivates keeping hot data and the lookup path on the NIC to
avoid repeated PCle traversals.

"https://en.wikipedia.org/wiki/Remote_direct_memory_access
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Figure 1.1. PClIe random DMA performance. Source: Adapted from [14].

Furthermore, Memcached is widely deployed as distributed memory-caching system,
which speeds up “hot data” by caching data in RAM. Prior studies from Facebook’s Mem-
cached deployment show that roughly 10% of items can account for 60-90% of queries [4].
This observation suggests that, instead of implementing a cache replacement policy in
the data path, a system can explicitly maintain a curated hot item set based on offline
statistics or business-driven metrics.

FPGAs offer a flexible way to implement high—speed datapaths. Unlike software
execution on general-purpose CPUs, FPGA designs can be realized as deeply pipelined
circuits with repeatable processing latency. In addition, FPGAs naturally exploit fine-
grained parallelism and can sustain high throughput for simple, repetitive tasks with
increased power efficiency compared to CPU-based processing. Prior work has also shown
that FPGA-accelerated Memcached-style systems can achieve higher performance than
CPU implementations [5].

To address these bottlenecks such as kernel networking overhead and PCle data move-
ment, this thesis implements an FPGA-based SmartNIC as a co-accelerator. The host
acts as a control plane that identifies hot items from access statistics and proactively
places them into on-NIC near memory, avoiding reliance on either remote Memcached
servers or a local Memcached instance on the host. In comparison, even with data stored
in host DRAM, local Memcached requests still repeatedly traverse the host networking
and software stack, incurring kernel processing, user—kernel transitions, and data copies
between kernel and user-space. Remote Memcached further adds network round trips
and typically requires host participation after packets arrive at the NIC, introducing ad-
ditional PCle transfers. In our design, UDP packet encapsulation/decapsulation and the
lookup engine are implemented on the NIC, allowing lookup requests to be processed
entirely within the NIC datapath without host CPU involvement. This reduces host-side
overhead, minimizes unnecessary PCle traversals and data copies, and ultimately delivers
lower latency and higher throughput.

1.1 Goal of the thesis

This thesis aims to build a lightweight SmartNIC accelerator for hot set key—value lookup
under modern datacenter constraints. Unlike a conventional Memcached deployment that
serves requests through the host networking/software stack or remote cache servers, this
thesis stores a curated set of hot items directly in the NIC itself and serves lookups
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entirely on the card. The SmartNIC performs packet encapsulation/decapsulation and
key lookup in hardware, removing repeated overheads from the host side and achieving
end-to-end lightweight request processing.

The system is implemented on an FPGA SmartNIC using the AMD OpenNIC shell [23].
The host operates primarily as a control plane that determines which items are hot and
proactively updates hot set residency on the NIC, while the NIC exposes a simple UDP—
based lookup interface to remote clients. The key goal is to achieve a deployable and
predictable fast path KV service with minimal software overhead.

This thesis targets the following goals:

e G1: SmartNIC-resident hot set. Store a curated set of hot items on the NIC
and serve lookups without any host CPU involvement.

e G2: On-card packet handling. Implement packet parsing and response gener-
ation directly on the NIC, eliminating host kernel stack traversals and data copies
from the lookup data path.

« G3: Hardware lookup engine. Implement the lookup pipeline in FPGA logic
to achieve predictable latency.

e G4: Efficient updates. Use a host control plane based on DPDK to handle
inserts/deletes at high throughput, keeping control metadata in user-space.

1.2 Related Work

The related work mainly explores migrating KV /cache processing from the host to the
network side. The key differences lie in where hot data is placed (e.g., in switches, on the
NIC, or in host DRAM) and whether the host remains on the critical path during request
processing. In the following, four representative examples are discussed to highlight these
design trade-offs and to motivate the approach taken in this thesis.

1.2.1 NetCache

NetCache [13], proposed by Jin et al., caches a subset of hot key—value items inside pro-
grammable network switches so that popular requests can be served in-network, reducing
load on backend KV servers. By intercepting and responding to hot queries along the
path, it improves the load distribution and alleviates the hotspot pressure caused by
many clients repeatedly accessing a small fraction of items. However, NetCache relies on
specialized in-network devices and switch programmability, which increases deployment
cost and limits portability across different datacenter infrastructures.

1.2.2 KV-Direct

KV-Direct [14] accelerates KV lookup by offloading request processing to a programmable
NIC, but still keeps the KV data in host memory. By moving parts of the network and
request-handling path onto the NIC, it reduces CPU involvement and improves through-
put. However, because the data remains in host memory, the lookup critical path still
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depends on PCIe/DMA accesses; even with optimized data movement, frequent NIC-host
PCle traversals persist and can accumulate into non-negligible overhead and variability.

1.2.3 Caching Memcached at ReconfigurableNetwork Interface

Caching Memcached [11] places a cache on a programmable NIC (FPGA) so that hot
requests can be served directly at the network edge, reducing host CPU involvement and
software-stack overhead. A key challenge is that cache replacement and eviction make
the hit rate depend on real workload, which can lead to unstable performance as the hot
set shifts over time.

1.2.4 Caribou

Caribou [12] is an FPGA-based distributed smart storage system rather than a pure NIC
offload cache. It is a near—data storage and process node which also exposes a simple
key—value interface to clients over standard TCP /IP sockets. Compared with lightweight
NIC-resident accelerators, Caribou targets a more complete storage service with stronger
semantics, but this also makes it a heavier design. In particular, it is built as a largely
FPGA node instead of a co-accelerator, which increases development and operational
complexity. Implementing and validating a full storage stack on FPGA is difficult, and
updates and feature evolution are less flexible than on CPU-based hosts.

1.2.5 Summary and Comparison

Compared to state-of-the-art KV /cache offloads, this thesis implements a lightweight,
fully stateful hot set set resident on the SmartNIC. Unlike cache-based design that requires
eviction or replacement policies, thus it is able to avoid unintended cache misses due
to eviction. It exposes the service through a standard UDP interface, which improves
deployability in datacenter environments without requiring RDMA or specialized kernel
support. By processing lookup entirely on the NIC, the design reduces host involvement
and avoids frequent PCle round trips, so it results in lower and more predictable latency.



Chapter 2

Background

This chapter presents the theoretical and conceptual foundations necessary for under-
standing the remainder of this thesis, and introduces the terminology, design constraints,
and hardware and software platforms on which the proposed system is built. Because
the design implements a NIC-resident KV hot set store accessed over UDP while relying
on a host control plane for population and management, these foundations and platform
choices are essential for understanding the architecture and interpreting the evaluation
results

2.1 Key-Value Access and Hot Set

A key—value store is a simple data model in which a key serves as an index that maps to
a corresponding value; hot data refers to data that is frequently accessed and processed.
Such data is typically stored in cache layers or main memory to enable faster access and
processing.

In this thesis, the SmartNIC-resident key—value (KV) store is modeled as a hot-data
store that operates without relying on host memory. The host’s responsibility is limited to
deciding which items to stage on the NIC. Remote clients primarily issue lookup requests
to the NIC via the network interface. This model aligns with the overall objective of
offloading hot set operations to the NIC while retaining management on the host.

Operations and visibility.
o« GET(LOOKUP): remote client query returning either a hit with values or a miss.
o SET(INSERT): host-side writes an item to the NIC.

e DELETE: host-side deletes the item in the storage.
5
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Figure 2.1. AXI4-Stream. Source: Adapted from [3].

2.2 FPGA Streaming Datapaths: AXI-stream, Backpres-
sure, and Pipelining

AXI-Stream semantics: AXI-Stream, as shown in Figure 2.1, is an efficient and simple
data transmission protocol, which is mainly used in high data throughput scenario. It
can transfer data from one module to another at high speed. A common abstraction of
FPGA datapath is a streaming interface with a valid /ready handshake. So, data transfer
happens when both signals are asserted. This mechanism provides natural backpressure,
allowing downstream modules to stall upstream ones by asserting ready as zero.

Pipelining: A pipeline decomposes a datapath into different stages, each performing
bounded per-cycle work. It can enhance the performance and efficiency of the system.
Cuckoo Hashing: Cuckoo hashing is an effective method for handling hash collisions
[20], offering high lookup performance with low space overhead. As shown in Fig. 2.2,
it uses two hash-tables (77 and T5) and two hash functions (h; and hg). To insert an
element z, the algorithm first attempts to place it in T7[hi(z)]. If that slot is occupied
by y, x is placed there and y is relocated to Thlha(y)]. If Ta[ha(y)] is also occupied, the
displaced element is moved back to T} in the same manner. This process repeats between
the two tables until all elements are successfully placed.

2.3 Near-Memory: UBRAM, Striping, and Banking

Striping across width: RAID (Redundant Array of Independent Disks) consists of
many independent disk groups to provide better storage performance and higher reliabil-
ity. RAID 0 is a very simple way which divides data into N number of parts saving into
N disks.

Banking across depth: A multi-bank structure divides memory into independent
banks to enable parallel access, boosting bandwidth and performance, where high ad-
dress selects the bank and left bits are separated in different banks. This approach keeps
latency lower than cascaded access.

UltraRAM: The UltraRAM (URAM) is a high density FPGA 288 Kb memory building
block. The 288Kb blocks are cascadable to enable deeper memory implementation.
BRAM: Block RAM (BRAM) is a configurable on-chip SRAM resource. BRAMs are
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widely used for FIFOs, buffers, and small tables, and can also be cascaded to build larger
memories.

2.4 Kernel Bypass

Kernel bypass refers to technologies implementing (parts of) the network stack outside
the OS kernel to improve throughput and reduce latency. In the traditional kernel stack
shown in Fig. 3.1, packet processing involves kernel side protocol handling, buffer copies,
and frequent system calls, which incur CPU overhead and add latency.

Principle of operations A kernel bypass stack moves parts of the networking datapath
into user-space, bypassing the kernel’s packet processing path. This approach reduces
CPU overhead and latency, and can increase throughput. Common kernel-bypass tech-
niques include:

DPDK, which uses user-space poll-mode drivers to access NIC queues directly;
RDMA, which enables direct memory access between hosts with minimal CPU involve-
ment;

SR-IOV, which exposes virtual NIC functions so VMs can access hardware queues with
reduced hypervisor and kernel overhead;

XDP, which runs eBPF programs at the earliest point of the Linux receive path to
process packets before they traverse the full kernel stack.

2.5 Background on Alveo U45N

The AMD Alveo™U45N is an FPGA-based network accelerator (SmartNIC) designed to
support low latency operation in the datacenter, and offload tasks from the main server
CPU [2]. It can be configured for a variety of applications and workloads, including cus-
tom network protocol implementations, security policy enforcement, and computational
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storage to meet developers’ own infrastructure needs through hardware implementations
on the FPGA architecture. As shown in Fig. 2.4, this card integrates a Xilinx UltraScale+
FPGA (XCU26) and exposes two QSPF28 network ports enabling up to 2x100 GbE full-
duplex throughput. On the host side, the U45N connects via PCle Gen3 X16 or Gen4
X8, allowing high bandwidth data exchange between the server and the accelerator [1].

pele
2 o :; ] atsa

XCU26-L2VSVA1365E

—IO 7U1]]]]“ “ LI nmn%mﬁ&ﬁﬁhmmnmmmnmmmm L’L 7

Figure 2.4. Alveo U45N Accelerator Card Block Diagram. Source: Adapted from [2].

Programming toolchain and deployment. This thesis develops and deploys the
SmartNIC design using the AMD/Xilinx FPGA toolchain. Vivado is used to integrate
the OpenNIC shell with our custom logic and to generate the FPGA bitstream (.bit).
For board-level deployment, the bitstream can be programmed either temporarily for
rapid iteration or persistently via the on-board configuration flash. In the persistent
flow, write_cfgmen is used to package the bitstream into a flash-compatible image (e.g.,
.mcs/.bin), and the image is written to the card using xbflash2. Detailed build scripts,
command-line options, and operational steps are described in the implementation chapter.

2.6 AMD OpenNIC Project

The OpenNIC project exposes AMD’s 100 GbE FPGA-based NICs to the open source
community [23]. Conceptually, OpenNIC consists of tree components: an OpenNIC' shell,

8



2.6 — AMD OpenNIC Project

an OpenNIC driver, and an OpenNIC DPDK PMD. In Fig. 2.5, the NIC shell includes the
RTL sources and design files for multiple AMD Xilinx Alveo boards based on UltraScale+
FPGAs.

—» AXI-Lite @ 125MHz
— AXI-Stream @ 25@MHz
——p AXI-Stream @ 322MHz

System Configuration ‘

QDMA User Logic Box CMAC Subsystem
@250MHz

I AXI-Lite Registers ‘ | AXI-Lite Registers ‘
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== ie=n| Adapter  [4=no back-pressure i
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Figure 2.5. OpenNIC Shell architecture.

2.6.1 OpenNIC Shell

The Shell is a reusable, board-specific infrastructure that provides a set of subsystem
functions, so user logic can be plugged in and implemented in the actual application
without rebuilding the platform each time. Specifically, the Shell implements a barebones
network interface out of the blank FPGA, with modular components accepting custom
logic to accommodate user functions. In the following, a short description of some of the
most important blocks is provided.

e System Config This block defines the system-level register address map and splits
the input AXI-lite interface into multiple ones and for subsystem-level reset [22].

e QDMA Subsystem This subsystem is based on QDMA IP. There are two inter-
faces (H2C and C2H), the first for host to card and the second for card to host. It
abstracts the DMA channels into per-Physical-Function(PF), queue-agnostic AXI-
Stream interfaces: user logic simply sends and receives data on the PF’s H2C/C2H
streams, while queue selection is handled inside the subsystem.

¢ CMAC Subsystem: The subsystem can instantiate up to two 100 GbE CMAC
blocks (IDs 0 and 1). Each CMAC IP is wrapped with a 322 MHz datapath clock
and a 125 MHz AXI-Lite control interface. Compared with QDMA, its AXI-stream
interfaces impose stricter constraints: on the RX path, no backpressure is sup-
ported; on the TX path, tvalid must remain asserted continuously from the start of
a packet until tlast. As a result, packets typically need to be fully buffered before
transmission.

e Packet Adapter: It bridges the 250 MHz QDMA clock domain and the 322 MHz
CMAC clock domain, and converts between their AXI-Stream interface variants.

9
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On the TX path, it filters packets by CMAC ID and buffers each packet in a packet-
mode FIFO. On the RX path, it buffers incoming packets and drops frames flagged
with errors.

e User Logic Boxes: OpenNIC provides two user logic boxes: a 250 MHz box
located between the QDMA subsystem and the packet adapters, and a 322 MHz
box positioned between the CMAC subsystem and the packet adapters.

2.6.2 OpenNIC Driver

The OpenNIC driver is a Linux kernel driver for the OpenNIC shell, providing multi-PF
PCle support with multiple TX/RX queues per PF and up to two 100 GbE ports per
card [25].

2.6.3 OpenNIC DPDK

OpenNIC DPDK is a user-space Poll Mode Driver for the DPDK framework that provides
high performance packet I/O to the OpenNIC shell. It can operate with multiple PFs and
TX/RX queues, enabling fast traffic generation, handling, and control plane interaction
without relying on the Linux kernel networking stack [24].

2.7 Data Plane Development Kit

DPDK (Data Plane Development Kit) is a set of development platforms and interfaces for
fast processing of data packets [15,19]. Compared with the conventional Linux networking
stack, DPDK offers:

(1) polling-based I/O that avoids interrupt overhead
(2) user-space drivers that bypass kernel syscalls and extra copies
(3) explicit core pinning to improve cache locality

(4) hugepage/NUMA-aware memory management to reduce TLB and memory over-
heads

(5) ample tuning knobs such as cache-line alignment, prefetching, and batch processing

2.7.1 DPDK Framework

As shown in Fig. 2.6, the core libraries provide fundamental abstractions such as hugepage
memory, mempools, timers. and lock free rings. The PMD libraries offer fully user-space
poll-mode drivers with core pining for high throughput I/O across physical and virtual
NICs. The Classify libraries support packet classifications via extract match, longest-
prefix match, and wildcard matching for common lookup-based processing.

10
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Figure 2.6. DPDK framework

2.7.2 Multiple Threads

DPDK threads are created via the POSIX pthread [21] interface and follow the OS pre-
emptive threading model [16] under the Linux scheduler. To reduce scheduling overhead
and improve performance on multi—core systems, DPDK applications typically launch
multiple threads and pin each one to a dedicated CPU core. In figure 2.7, a control
thread is often bound to the master core to receive user configuration and distribute pa-
rameters to the data-plane threads, while the data-plane threads run on separate cores
to process packets.

Master Icore Teore 1 Teore 2

ne_cal_init()

nte_cal_log_init()
rte_eal_pel init()
C pthread_create (1) B gm—— j
p
pthread _create (2) wait t—(  per_thread _init

other inits (lbs, drivers)

te_cal_remote _lauch(

i
per_lcore_app_init)

L] 1
= }‘ (om0 Y| | (. m_ov0)
i

=y
|

I T 1

wait ) € wait )

E—— T

Figure 2.7. Lcore Distribution

2.7.3 Memory Management

DPDK encapsulates packet buffers using the rte mbuf structure. An mbuf shown in
Fig. 2.8 represents a network frame and is the common container used to pass packets
between DPDK components and applications. It stores packet metadata and the packet
data in a fixed-size buffer region. The headroom is used to store the information which
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has relationships with other interaction objects in the system, such as control metadata,
frame contents.

rte_pktmbuf_mtod(m)

-— >
m->next = NULL rte_pktmbuf_pktlen(m)
orrte_pktmbuf_datalen(m)
m->buf_addr

(m->buf_iova is th

e
corresponding physical address)
struct rte_mbuf

Figure 2.8.  An mbuf with One Segment. Source: Adapted from [16].

When a frame is received, the DPDK driver enqueues it into a high-performance ring
backed by preallocated buffers and creates an associated rte_mbuf. The driver initial-
izes the mbuf metadata using the parsed packet information and links the mbuf to the
underlying data buffer, as shown in Figure 2.9. Subsequent packet processing primarily
operates on the mbuf metadata and accesses the packet bytes only when necessary.

Mbuf Packet

Figure 2.9. Mem-pool Doubled Ring.

2.7.4 RX/TX in DPDK

DPDK typically uses a pure polling model for packet 1/O, interrupts related to RX/TX
are disabled during port initialization. For each RX queue on a physical port, there is
a corresponding software-visible descriptor ring used to exchange ownership and status
between hardware and software.

On the RX path, the driver initializes each receive descriptor by writing the physical
address of a pre-allocated packet buffer and clearing the received status. The NIC DMA
engine writes incoming packets into these buffers, and updates descriptor metadata, and
sets the completion flag. If a single buffer is too small for a packet, the NIC may use
multiple descriptors.

On the TX path, the application enqueues packets to a TX queue, and the driver
translates each packet buffer into one or more transmit descriptors. Once descriptors are
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posted, the NIC reads them and transmits the packet.

Burst

In DPDK, for cutting down fixed overheads and improving cache locality by touching
adjacent descriptor and packet metadata in a tight loop, burst is a way to process multiple
packets per call.

13
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Chapter 3

Architecture

This thesis is implemented on top of the AMD OpenNIC shell running on the Alveo
U45N SmartNIC. The shell provides a reusable NIC scaffold with PCle, QDMA, AXI-
Lite control paths, and 100 GbE CMAC interfaces, and exposes a user-logic region for
custom datapaths. This thesis instantiates two user plug-in modules inside the user-logic
region, both of which belong to the data-plane.

The first is a 322-MHz communication module that implements the UDP network
stack. Using the 322-MHz clock domain significantly increases the packet-per-second
(PPS) processing capability of the UDP pipeline. Compared to 250 MHz, 322 MHz
provides about 29% more cycles per second.

The second is a 250-MHz data processing module that implements the KV engine
and manages on-NIC data storage, while interfacing with the host via PCle/QDMA
for management operations (SET and DELETE). The lower-frequency domain offers
substantially more timing margin, allowing deeper datapath logic, hash-table lookups,
memory accesses, and multi-cycle state machines to be implemented efficiently without
violating timing constraints. Since the logic in the KV engine is more complex than that of
the UDP processing path, running this module at 250 MHz provides better timing margin,
improves resource utilization, and makes timing closure significantly more reliable.

3.1 322 MHz communication box architecture

The communication module is clocked at 322 MHz and carries all critical traffic. Incoming
packets arrive at the 100 GbE CMAC RX interface and enter this module as AXI-Stream
frames. Requests are then forwarded to the downstream processing stack through the
packet adapter. The returned value or status code is encapsulated in a UDP response and
transmitted via the CMAC TX path. An AXI-Lite control interface exposes configuration
registers to the software, allowing users to set the IP address, MAC address, and UDP
port from the user-space.

Figure 3.1 illustrates the internal organization of the 322 MHz communication box.
The packets form the CMAC RX interface first pass through a set of AXI-Stream register
slice that decouple the user logic from the CMAC and help time closure at 322 MHz. The
time evaluator module captures both incoming and outgoing packets to measure the total

15



Architecture

latency from UDP packet ingress to egress. At the same time, the frames are then fed

wwwww

Figure 3.1. Network stack

into an IP handler, which parses the Ethernet and IP headers and demultiplexes traffic
into ARP, ICMP, and UDP sub-pipelines. ARP and ICMP packets are handled locally to
maintain basic network connectivity and reachability, while UDP packets are forwarded
to the UDP stack for application-level processing.

When an ICMP Echo Request is received, the packet is forwarded to the icmp server,
which parses the ICMP header and payload and then generates an ICMP Echo Reply,
similarly to a conventional software network stack. The two modules, convert 512 6/
and convert_64__512, convert the data width to match the interface requirements of
the icmp_ server. The module interconnect 5122 1 is a two-to-one arbiter. Both the
outgoing IP packet and the ICMP Echo Reply must be sent to mac_ip__encode for MAC
encapsulation.

However, mac_ip_encode must resolve the destination MAC address for a given IP
address. To do so, it issues a request to the arp_server, which maintains an ARP table
mapping IP addresses to MAC addresses. When no entry is found, arp_server also
generates and transmits an ARP Request.

Contention can also occur on the output path: ARP Reply packets and UDP/ICMP
output packets may simultaneously request access to the next output module. Since the
pipeline cannot process multiple packets at the same time, interconnect 512 2 1 acts
as an arbiter to serialize these packets and ensure correct operation.

Before frames are emitted, a padding unit (module padding) extends short packets
to the minimum Ethernet frame size and aligns them to the internal 512-bit datapath,
ensuring that the CMAC always sees well-formed, word-aligned frames without impacting
the visible payload. Finally, an internal AXI-Stream interconnect arbitrates between
normal data traffic and ARP control traffic before the padded frames are handed off to
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the CMAC TX interface.

When a UDP request packet is received, the ip_handler module forwards it to
ip__server. The ip_server parses the packet into IP metadata and payload data. It
then passes the payload to udp_server together with the extracted IP metadata. This
is required because, following a layered network design, the UDP layer itself does not
maintain IP-level source information; however, upper-layer applications still need this
metadata alongside the UDP payload.

The udp__server parses the UDP header and payload provided by ip_server. The
UDP payload is delivered to the upper application, while the source metadata (source
IP address and source UDP port number) is buffered by the transfer module, which acts
as a metadata manager. transfer implements a FIFO-style cache: the stored metadata
is later used to populate the reply headers. Since the datapath is fully pipelined and the
packets are processed in order, the request order matches the reply order. In addition to
buffering request metadata, transfer also computes the payload length for the response.

On the transmit side, the responses produced by the process stack pipelines follow
the reverse path. Fist, the module transfer further process data, calculating length
and fetching destination metadata form cache buffer. After further process by module
udp__server and ip__server, the MAC/ARP module performs address resolution using a
small ARP cache and inserts the appropriate Ethernet header.

3.2 250 MHz process box architecture

In contrast to the high-speed communication box, the 250 MHz processing box is a
relatively slow route that is responsible for less frequent but more complex operations.
The U45N’s PCle and QDMA interfaces connect the SmartNIC to the host, where a
DPDK-based application issues insert and delete commands to manage the contents of
the near-memory KV store. In parallel, requests parsed by the communication box are
forwarded to the processing box for further processing.

Internally, the process stack is divided into three subsystems, as illustrated in Fig-
ure 3.2: the transmission subsystem, the storage subsystem and the hash-table subsys-
tem. Together, these modules implement the host-command path for insert and delete
operations, as well as the lookup operation triggered by the communication box.

The transmission subsystem works as a front-end of the processing stack, which di-
rectly interacts with the host side and the network side. Whether it is a packet update
from the host side or a remote lookup packet, it is processed by the request_parser mod-
ule.

For SET packets, the request_parser splits the packet into three parts: the payload
data, the data length, and the key. The length field is sent to the allocator module, which
allocates a memory address to store the value. Since the allocator introduces a one-cycle
latency relative to the key and payload streams, a FIFO buffers the key and payload to
prevent misalignment. The launcher module waits until the allocator output is ready,
then aligns the streams and forwards the request to the next pipeline stage.

For delete packets, the pipeline is similar, but the allocator is invoked later in the tail
of the pipeline, since no value storage is required. Processing a delete request from the
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Figure 3.2. Process stack.

remote side is relatively simple: the request parser extracts the key, which is then passed
downstream for the DELETE operation. After the request is issued to the backend of
the system, this subsystem also handles the returned data and status from the storage
side. Specifically, it collects the response metadata (e.g., operation result, hit/miss, and
valid length) and then assembles a complete reply message.

A dedicated response path wraps the backend outputs into an application-level re-
sponse and re-attaches the required network metadata for transmission. Depending on
the destination, the response can be forwarded either to the host side (e.g., for software
consumption or control-plane handling) or directly back to the remote user.

For remote replies, the per-request metadata (source IP /port and other header fields),
which is cached by the transfer module in the 322 MHz user plugin, is retrieved and used
to populate the outgoing headers, ensuring that each response is sent back to the correct
requester. Since the datapath is fully pipelined and processes requests in order, the re-
sponse stream preserves ordering, and the subsystem can match each backend response
with its corresponding request using FIFO-based bookkeeping. In addition, the subsys-
tem encodes error/status codes into the response header and adjusts the payload length
accordingly (e.g., empty payload for failed deletions or misses), before sending the final
packet to the transmit path.

The storage subsystem is responsible for accessing the near-memory KV array. The
module ram controller receives read/write requests from the datapath and issues the
corresponding memory operations. It also returns read data back to the requester and
commits write data into the KV array, providing a clean interface between the pipeline
and the on-chip memory. The module hb__lup_ rep_ parser is a lookup-response parser and
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splitter. It receives a packed hash-table lookup response and extracts the key, hit/miss
flag, and matched address. Then it fans these fields out into two independent output
streams: one stream carries the lookup result (key + hit), and the other stream carries
the memory address.

The hash-table subsystem is a wrapper around the on-NIC hash-table engine, provid-
ing a clean streaming interface for both remote lookup and host-driven updates.

o Lookup path: It accepts a 64-bit lookup key from the peer request stream, feeds
it into the module hash__table, and forwards the lookup response back to the peer
through a small FIFO for buffering and rate matching.

o Update path: It accepts host-side SET or DELETE requests, where the module
hb_upd_controller formats them into hash-table update commands and handles
the corresponding update responses.

e Resource outputs: The update controller also produces free-pointer allocation in-
formation and results (key + success or failure), exported via dedicated output
streams.

Putting these components together, an insert operation proceeds as follows: the host
application sends an insert command via QDMA; the request parser decodes it and
passes it to the allocator; the allocator chooses a free memory location and notifies the
launcher; the launcher issues a write request to the RAM controller and an insert request
to the hash-table subsystem; once both memory and hash-table updates are complete, the
host__ack__parser returns a completion message to the host. Delete operations follow an
analogous path, with the hash-table subsystem first returning the pointer associated with
the key so that the corresponding RAM entry can be invalidated and the pointer recycled
into the free list. This tightly pipelined design allows the processing box to maintain a
high update rate while keeping control-path latency bounded and predictable.

3.3 Architectural Summary

The proposed design builds a dual-plane SmartNIC-resident KV store on top of the AMD
OpenNIC shell. A high-speed 322-MHz communication box handles all latency-critical
packet processing, including Ethernet/IPv4/UDP parsing and response generation at
100 GbE line rate. A separate 250-MHz processing box implements the near-memory
KV engine, combining a hash-table subsystem, a RAM-based storage subsystem, and a
transmission subsystem that terminates host commands and orchestrates updates.

This split design decouples network I/O from KV management. Remote clients inter-
act with the KV store via standard UDP packets, while a DPDK-based control application
on the host performs insert and delete operations over PCle/QDMA. By keeping the GET
path entirely within the SmartNIC datapath and running the more complex control logic
in a relaxed clock domain, the architecture achieves predictable latency, high through-
put, and robust timing closure, while exposing a flexible interface for integrating the KV
engine into existing data-center software stacks.

19



20



Chapter 4

Shell Implementation

4.1 AXI-Lite Register Interface

The design exposes a lightweight control and monitoring interface through an AXI-Lite
slave. All registers are 32 bit wide and aligned to 4-byte boundaries. An axi_lite_register
adapter terminates the AXI-Lite protocol and provides a simplified local interface (reg_en,
reg_we, reg_addr, reg_din, reg_dout) for the register file logic.

Table 4.1. Register map of box_322_register (32-bit AXI-Lite).

Offset  Register R/W  Description

0x000 LOCAL IP W Write local IPv4 address.

0x004 LOCAL IP R Read local IPv4 address.

0x008 LOCAL_MAC_W_L16 Write lower MAC 16 bits [15:0].
0x00C LOCAL_MAC W_H32 Write upper MAC 32 bits [47:16].
0x010 LOCAL_MAC R _L16 Read lower MAC 16 bits [15:0].
0x014 LOCAL_ MAC_ R_H32 Read upper MAC 32 bits [47:16].
0x018 LISTEN_PORT W Write UDP listen port.

0x01C LISTEN PORT R Read UDP listen port.

0x028 REQUEST_COUNT Lookup request count.

0x02C REPLY_COUNT Lookup response count.

0x040 EXE COUNT LOW Running counter low [31:0].
0x044 EXE_COUNT_HIGH Running counter high [63:32].
0x048 RXPKTS_ LOW RX packet counter [31:0].

0x04C RXPKTS HIGH RX packet counter [63:32].
0x050 TXPKTS_ LOW TX packet counter [31:0].

0x054 TXPKTS HIGH TX packet counter [63:32].

e R

322 MHz Register Block (Network Configuration and Status) Thebox_322_register
module provides runtime configuration registers for the NIC network datapath and ex-
ports status counters for debugging and performance monitoring. The host programs the
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local TPv4 address, MAC address, and UDP listen port via AXI-Lite writes during ini-
tialization. The same module also exposes read-only status signals such as request/reply
validity flags, request/reply counters, and internal execution/RX/TX counters. Table 4.1
presents the register map, which summarizes the offsets and semantics of both configu-
ration registers and runtime statistics counters.

4.2 Third-Party IP Reuse and Integration

This thesis builds some portions of the networking stack on existing open-source process-
ing blocks. In particular, protocol processing modules (Ethernet, IPv4, UDP, ARP and
ICMP) are reused from the ETH Zurich System Group examples.! These modules provide
basic packet processing functions such as header parsing and checksum verification. Since
this processing follows standardized protocols and mainly involves extracting frames and
forwarding them to upper-layer components, it is not the primary focus of this thesis.
However, this thesis cannot directly reuse these modules because they are designed for a
different FPGA shell, different devices, and a different data width. As a result, simply
moving the modules is not compatible. Instead, this thesis needs to regenerate the HLS
design with the appropriate parameters and then integrate the rebuilt modules into the
project.

Reused modules The following protocol modules are reused as the front network
stack:

(1)ip_handler, a protocol 'router", inspects the Ethernet header, identifies the Ether-
type, and then routes packets to upper-layer handlers.

(2)ipv4 and udp parse headers on the RX path and generate headers on the TX path.
(3)arp_server contains a small ARP table and handles ARP requests and replies.
(4)mac_ip_encode, an encapsulating tool, computes and inserts the checksum, and en-
codes the MAC header

In addition, the thesis implements a dedicated hash-table module at the backend pro-
cessing stack to provide a Cuckoo hashing lookup primitive for the KV pipeline.

Adaptation details The reused blocks were not originally designed for the same clock-
ing and timing constraints as the target NIC datapath of this thesis. In the integration,
the operating frequency of the NIC pipeline is comparatively high. Therefore, this thesis
adds explicit register slicing along the streaming interfaces to break long combinational
paths and to clearly separate combinational processing from sequential state updates.
This prevents timing violations where the clock period becomes shorter than the worst-
case propagation delay of the combinational logic, and it ensures stable operation at the
target frequency.

"https://github. com/fpgasystems/fpga-network-stack
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4.3 — Latency Measurement Module (time evaluator)

4.3 Latency Measurement Module (time evaluator)

The latency measurement module (Figure 4.1) is implemented on the card to monitor the
processing delay of the overall datapath. It taps both the RX stream (the request ingress)
and the TX stream (the response egress) and is clocked at 322 MHz. Two lightweight
packet parsers in each direction inspect the first beat of a frame to classify IPv4/UDP
traffic and latch the result for the entire packet. For each valid UDP packet, the RX or
TX counters increment once, ensuring that multi—beat frames belonging to one packet
are counted only once.

—TX Packet——> i packet parser ———  {x counter

|

—322MHz clke time counter

i

—RX Packelt——» rx packet parser ———————>  nx counter

cycles number

Figure 4.1. Latency Measurement Module

The time counter is gated by an evaluation flag. The flag is asserted when the RX
counter indicates that a new request has been received and a corresponding TX response
is still pending (i.e., the TX counter lags the RX counter), and the time counter starts
counting cycles. Once the TX counter catches up and both counters are equal, the flag is
cleared and the counter stops. The resulting cycle count is exported as number of cycles
and can be converted to time using the 322 MHz clock period. This measurement captures
the internal NIC processing latency from packet—in to packet—out, while excluding host
software overhead and external network RTT.

4.4 Transfer

The transfer module is used to store the request UDP metadata from the remote side and
calculate the packet length. Figure 4.2 shows the module that bridges the KV processing
stack and the UDP transmit path. On the metadata path, the RX-side UDP metadata is
simply queued in a small FIFO. Since the whole datapath is fully pipelined and preserves
ordering, a FIFO is sufficient to keep the request metadata aligned without any reordering
logic.

On the data path, the response payload produced by the upstream processing stack is
then buffered by the axi_stream_packet_buffer. The packet buffer stores a complete
upstream response frame and computes the frame length (tx_packet_length). The
buffered payload then becomes the UDP data segment, while the queued metadata to-
gether with the computed length is used to fill the UDP header fields before transmission.
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Figure 4.2. Transfer Module

4.5 Transmission Subsystem

The transmission subsystem is the I/O boundary of the NIC-resident KVS. It connects
the two external streaming interfaces (peer and host) to the internal lookup and update
pipelines, and is responsible for translating between network-facing AXI-Stream frames
and the internal key /value control streams. The module is organized into four concurrent
datapaths that operate independently: (i) remote lookup requests, (ii) remote lookup
responses, (iii) host update requests, and (iv) host update responses.

4.5.1 Request parser

Figure 4.3 illustrates the request format. The operations SET, GET, and DELETE share
the same parser module and the same request layout shown in Figure 4.3. The opera-
tions are distinguished only by the opcode: GET(0x00), SET(0x01), and DELETE(0x02).
For GET and DELETE, the client only provides the key and no value payload is carried.
In contrast, SET includes a value payload and therefore also carries the corresponding
length information. The metadata segment is a summary of preceding segments (total
words, key length and opcode). The FSM (Finite State Machine) of the request parser

Figure 4.3. Request Header Format

is shown in Figure 4.4. The parser starts in IDLE, waiting for a new request. If the
downstream modules are ready, it accepts the request and enters the DATA_FETCH state,
where it extracts the header fields and the key then emits the request metadata. For
GET/DELETE requests, processing ends after the key is parsed and the FSM returns to
IDLE state. For the SET request, if the value fits in the first beat, the parser outputs the
complete value to the downstream module and returns to IDLE state. Otherwise, if the
length of the SET data cannot be processed in one beat, the FSM transitions to the VALUE
state to receive the remaining data until the last beat is transmitted, and then returns to
the IDLE state. If a new request arrives while downstream is busy, the parser switches to
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DROP state and discards the entire packet to avoid partial or unaligned requests, returning
to IDLE state once the packet is fully discarded. In the request format, the value field

New request aceepted (all outpuls ready)— g -~

.
IDLE ET. value fitsin first beat- [ DATAFETCH |
\ Y,

ET/DELETE: ed.

New request amives while downstream busy SET. value confinues (multi-beat)

Last value beat fransmitied
Packet fully discarded

DROP VALUE

Stream remaining value beats

W and discard remaining beats

Figure 4.4. Request Parser FSM

starts immediately after the header. Since the header occupies 192 bits while the input
stream width is 512 bits, the first beat can carry at most 320 (512-192) bits of value data.
To avoid forwarding a partial fragment of 320 bits as an independent beat, the request
parser performs regrouping to complete 512 bit data.

first beat second beat

aligned 512-bit output

Figure 4.5. Data Regrouping

As shown in Figure 4.5, if the value length is < 320 bits, the entire value is contained
in the first beat and the parser emits a single 512-bit word (with appropriate padding)
and asserts last. If the value is longer than 320 bits, the parser buffers the 320 bits from
the first beat and waits for the next beat. From the next beat, the parser takes the
leading 192 bits to fill the remaining space and forms one full 512-bit output, which is
then forwarded to the next module. The remaining bits of the next beat are buffered
and carried over to the following beat if the current beat is not the last. As a result, the
value stream is delivered to the downstream pipeline as a contiguous sequence of aligned
512-bit data, independent of the original beat boundary.

4.5.2 Multi-class Lock-free Bitmap Allocator (Memory Management)

To keep allocation simple and friendly to FPGA devices, values are classified into a small
number of predefined allocation classes according to their size, following common FPGA
practice and the class-based design. The allocator implements four classes: 64 B, 128 B,
256 B, and 512B. The minimum class (64 B) matches one 512-bit AXI beat, while the
largest class is 8x64 B. Fixing the size of frames avoids external fragmentation, and mul-
tiple classes reduce internal fragmentation by rounding each value to the nearest class. At
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the same time, bitmaps record the state of memory. A linked-list-based design can reduce
internal fragmentation by using smaller frame units. However, it would require expensive
indirection and increase both logic cost and latency on FPGA devices. The class-based
design is a trade-off design that keeps allocation fast, predictable, and hardware-friendly.

Figure 4.6 shows the organization of the allocator, divided into two layers: a front-end
that performs allocation and deallocation at line rate and a back-end that persistently
maintains free space using BRAM bitmaps and background recyclers. Each size class
is handled independently, with separate queues, bitmaps, and recyclers, which removes
contention and matches the FPGA parallel execution model.
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pointer threshold
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Figure 4.6. Memory Allocator

The front-end of the free side maintains two lock-free rings for returned pointers:
a consuming ring (fast reuse cache) and a recycle ring (overflow staging queue). Both
rings are implemented as independent producer-consumer buffers with separate read-
/write pointers, avoiding locks and shared critical state. On a free event, the pointer is
pushed into the consuming ring if space is available. Otherwise, it is redirected to the
recycle ring and later merged back into the bitmap by the back-end.

The front-end of the allocation side includes a lock-free ring (consuming ring) and an
allocation buffer. The allocator first checks the consuming ring. If it is empty, it falls
back to the buffer populated by the back-end allocation recycler. For this buffer cache,
while one half is being consumed, the other half is refreshed in the background. When
the consumer crosses a predefined threshold, the roles swap, ensuring continuous pointer
availability while hiding bitmap traversal latency.

The backend stores the free space bitmap in BRAM (one bitmap per size class) and
uses two workers: a free recycler and an allocation recycler. To avoid frequent BRAM
accesses and the latency hazards of synchronous read/write, each size class maintains
a 512-bit bitmap buffer in registers as a cached copy of one BRAM bitmap row. The
allocation recycler scans this local bitmap buffer directly and refills the front-end pointer
buffers without exposing BRAM latency. In particular, the recycler performs a sliding
window scan. In each step, it examines a 16-bit segment of the 512-bit buffer and extracts
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up to 8 free-bit positions, as shown in Figure 4.7. After emitting these pointers, the scan
window advances 8 bits instead of 16. This overlapping stride avoids leaving gaps and
guarantees that no free slot is missed while still providing high refill throughput.

|<—s bit wﬁset*){ next window

first window

T O T Y N SR [EEEREERN

| bit ‘

Figure 4.7. Sliding Window

The free recycler processes one recycled pointer per operation from the recycle ring.
Before committing the free pointer, it checks whether the target bitmap row matches the
row currently prefetched in the 512-bit bitmap buffer. If it hits the buffered row, the
update is applied immediately to the buffer. Since free updates have higher priority, the
allocation recycler is stalled for one cycle to ensure the free-side update is applied first.
It then resumes scanning with the 16-bit sliding window. If the recycled pointer does not
belong to the buffered row, the free recycler accesses the BRAM bitmap and clears the
target bit
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A /

KE"‘“ e pomer/

Figure 4.8. Allocate FSM

The allocate control follows a compact three-state FSM (Figure 4.8). After reset, it
stays in the ALLOC_IDLE state until all per-class caches report ready, ensuring the backend
bitmap buffers and pointer caches have been initialized. It then enters ALLOC_BEGIN to ac-
cept a size request and classify it into one of the four allocation classes. In ALLOC_DECIDE,
the allocator emits a pointer by first attempting to reuse a recently freed pointer from the
consuming ring. If the ring is empty, it retrieves a pointer from the cache buffer produced
by the allocation recycler. When a pointer is successfully produced, the FSM returns to
ALLOC_BEGIN state and is ready for the next request. However, if there is no resource
available, it naturally stalls in the decision phase until the back-end refresh completes.

The free path is implemented as a two-state FSM (Figure 4.9). In FREE_BEGIN, the
free allocator accepts one freed pointer and decodes its class. It then transitions to
FREE_DECIDE_QUEUE state to place the pointer into the consuming ring. If this ring is
full, the pointer is redirected to the recycle ring, which is later drained by the backend
free recycler. After enqueuing, the FSM returns to FREE_BEGIN to accept the next free.
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Figure 4.10. Allocation Recycler FSM

Each size class instantiates an independent allocation recycler (Figure 4.10) that re-
fills the front-end pointer cache from a 512-bit bitmap buffer. After an initial bitmap
clear (CLEAR_BITMAP state) and cache initialization (RECYCLE_IDLE state), the recycler
remains in a monitoring phase (RECYCLE_BEGIN state) until a refill is triggered, when
the cache buffer approaches the half/end threshold. It then enters the execution phase
(EXE state) and scans the 512-bit bitmap buffer directly. In each scan step, it inspects
a 16-bit sliding window. When the current bitmap row has been sufficiently processed
and needs to advance, the recycler commits the updated buffer to bitmap BRAM, issues
a read for the next bitmap row (EXE_READ state), latches this row into the local buffer,
and then continues scanning. Once enough pointers are collected to refresh the target
half of the front-end cache (8 pointers), the recycler returns to the monitoring phase
(RECYCLE_BEGIN).
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The FSM of the free recycler is shown in Figure 4.11. In FR_BEGIN, it waits until
the recycle ring is not empty and pops one entry, then moves to FR_DECIDE_READ to
decide how to update the bitmap. If the freed pointer maps to the same bitmap row
currently prefetched in the 512-bit bitmap buffer, the recycler takes the fast path, in
which it temporarily stalls the allocation recycler for one cycle and updates the freed
slot first. After that, it returns to the FR_BEGIN state. If the freed pointer belongs to a
different bitmap row, the recycler has to access the bitmap BRAM. Thus, it captures the
fetched row into a local buffer in FR_WRITE_BUF state.Later, in the FR_WRITE_BACK state,
the controller clears the target bit and writes the updated row back to BRAM, and then
returns to FR_BEGIN state.

The allocator separates the value space into four size classes indexed by an exponent
c € {0,1,2,3}, where class ¢ corresponds to a fixed block size.

L.=2°64B. (4.1)

Each class occupies a disjoint address region with base address B, € {02z0000,024000, 028000, 0xC'000}
and owns an independent bitmap indexed by c. The returned allocation pointer is com-
puted as

P=DB.+1i-2° (4.2)

where the factor 2¢ is expressed in units of 64 B blocks. Conversely, for a freed pointer
P, the slot index is recovered by

. P_ Bc
= (4.3)

N /
Clear bit and write back bitmap

Recycle ring not empty
Hit current allocator buffer: clear bit in alloc-side buffer
Vi : : ™

| FR_WRITE_BACK | / \
“ J/ FR_DECIDE_READ |

Bitmap feiched Miss current buffer. read target bitmap

FR_WRITE_BUF

Figure 4.11. Allocation Free FSM

4.5.3 Launcher

As shown in Figure 4.12, the launcher is a lightweight front-end transmission module,
which is responsible for multi-beat value transfers for variable-length SET operations. A
value can span multiple 512-bit AXI-Stream beats, and the value also has to wait until
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the allocator is ready to provide a pointer, thus a launcher is used to ensure that the
value is emitted together with the pointer.

recv

Delete command issued All value sent

DELETE request SET request Ve - '\\
delete i
insert

" /

w next 512b value

Figure 4.12. Launcher FSM

The FSM has three states: recv, insert, and delete. In recv, the launcher waits for
anew request (key + metadata), where the metadata is extracted by request_parser(Subsection 4.5.1)
and contains opcode, length of key, and length of value. For a DELETE request, it enters
delete state, issues a single key-only delete command to the downstream backend, and
immediately returns to recv. For a SET request, once the address allocation is available
and the value stream is ready, the launcher captures the allocated pointer and the total
value length, then computes the number of remaining 512-bit blocks to transmit. Then,
it moves to insert state.

In insert state, the launcher streams the value as 512-bit aligned beats to the down-
stream pipeline. Each cycle, it emits the next beat when the downstream is ready and
decrements an internal block counter. When the counter reaches zero, all value blocks
have been sent. After that, the launcher returns to recv state and re-enables allocation
for the next request.

By separating multi-beat value transmission into an independent launcher, the design
keeps the main front-end control path simple while supporting variable-length writes in
a friendly handshaking manner.

4.5.4 GET response parser (lkp_rep_parser)

It is located at the end of the lookup path and is responsible for encapsulating the results
of key queries into standardized response packets and outputting them through the AXI-
Stream interface. As shown in Figure 4.13, each response consists of a fixed 88-bit header
(Status, Length, and key) followed by an optional value payload. The module receives
two types of information: the key and hit flags from the lookup metadata pathway, and
value data and its length from the memory subsystem. The module merges the two to
produce a complete response frame with a fixed header and a variable-length value.

Status Length Key Data

0 78 2324 8783

Figure 4.13. Response Format
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Figure 4.14 illustrates the FSM of this module. The FSM begins in IDLE state. For a
miss response, no memory access is required. The module immediately emits a one-beat
reply containing only the 88-bit header with the original key and a miss indicator.

2

IDLE
hit é \

miss

WAIT_FIRST

total bytes
=64

SEND

I bytes left == 0

Figure 4.14. State machine

For a hit response, the module transitions to WAIT_FIRST state, where it waits until
the first value beat becomes available, then constructs the first output beat by stitching
the 88-bit header including the key, the value length, and a hit flag with the leading
portion of the value data. If the total response size including header is at most 64 B,
the reply completes in this first beat and the FSM returns to IDLE state. Otherwise, the
module enters SEND state and streams the remaining payload beats. After all value bytes
have been transmitted, it comes back to IDLE state.

The whole design supports arbitrary value lengths, ensuring that the packet structure
is compact and correctly aligned, and a fixed header and a variable-length payload are
combined into a unified output stream.

4.5.5 Host Acknowledge Parser (host_ack_parser)

The parser generates a minimal acknowledgment frame for the host-side update opera-
tions after the request has been processed by the backend logic. As shown in Figure 4.15,
the acknowledgment format is fixed to 9 bytes. The format consists of a 1-byte Status
field followed by the original 64-bit Key. The status byte encodes the operation result,
where 0xFF indicates success and 0x00 indicates failure.
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Status Key

Figure 4.15. Update Response Format

The input side provides the key and a boolean result flag from the hash-table sub-
system. Moreover, this module has no multi-beat buffering or complex control and it
operates as a single-beat response generator driven by the AXI-Stream handshake.

4.6 Storage Subsystem

The storage subsystem connects the hash-table output (value pointer and hit information)
to the near-memory and exposes two streaming outputs to the reply formatter: a metadata
stream and a RAM data stream.

4.6.1 Near-memory

To avoid the high and variable latency of accessing host memory across PCle, the design
places a low latency near-memory layer on the FPGA to cache frequently accessed values.
In the current OpenNIC shell environment, on-board DRAM is not available. Therefore,
near-memory is implemented using SRAM resources on the chip. In practice, there
are two supported realizations. The first is a URAM-based banked memory for higher
capacity and sustained bandwidth; the second is a BRAM-based alternative for smaller
designs or when URAM resources are limited.

Option A: URAM-based near-memory (wide stripe + multi-bank) The URAM
near-memory is organized along two orthogonal dimensions, as shown in Figure 4.16. In
the width dimension, a striping design is applied to match the 512-bit AXI data path.
Multiple 72-bit URAM slices are placed in parallel to form a single wide stripe. Each
write stores the 512-bit value payload together with an additional 16-bit length field. As
a result, the upper RAM controller observes a single wide datapath (576-bit).

In the depth dimension, the hash-table uses a 16-bit value pointer, hence the near-
memory must provide a 16-bit address space. However, a single URAM supports only
12 address bits. Instead of cascading URAM blocks to extend the memory depth, which
would require 16 cascaded stages and introduce up to 16-beat sequential latency, the
design partitions the memory into multiple independent banks. The upper address bits
select the bank, while the lower 12 bits index within the bank. Because banks are accessed
in parallel rather than through cascade propagation, the access latency does not scale with
the number of banks, and the near-memory retains a constant, single-cycle read/write
behavior from a system perspective.

Option B: BRAM-based near-memory As an alternative implementation, near-
memory can be realized with a single BRAM-based dual-port RAM instance. From the
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width: 72 bits * 8

depth:
12 bits + 4 bits(sel)

Figure 4.16. Near-memory architecture

system perspective, it behaves as one monolithic memory that supports the required
16-bit address space and returns the value payload together with its length field in one
access. Therefore, no explicit striping or multi-bank control logic is required at the
architectural level. In practice, the memory is instantiated as a single logical BRAM
IP, and the synthesis tool maps it to the underlying FPGA block RAM resources. This
option simplifies integration when URAM resources are limited, while preserving the same
upper-level interface to the lookup and storage pipeline. On the top of the near-memory

0x0000 e e e
Class 0
(4B
0x4000 P
Class 1
(128B)
028000 [ """
Class 2
(256B)
0xCO00 O
Class 3
(512B)
0xFFFF

Figure 4.17. Memory class

implementation, the design encodes the allocation class directly into the logical address
to match the class-based allocator. As shown in Figure 4.17, the system uses a 16-bit
pointer, where the upper 2 bits represent the size-class exponent ¢ € {0,1,2,3} and the
lower 14 bits represent the block index within that class region. The address space is
therefore partitioned into four contiguous compartments, each dedicated to a fixed-size

33



Shell Implementation

object category. Embedding the class into the pointer simplifies both allocation and
deallocation, since class decoding requires no additional metadata.

4.6.2 Memory controller

The lightweight memory controller converts streaming requests into BRAM/URAM read-
/write requests and returns data through AXI-Stream. The controller exposes two inde-
pendent paths: a read path (Port A) for lookup replies and a write path (Port B) for
host-side updates. To decouple the pipeline from memory timing, both paths are fronted
by small FIFOs.

The read path enqueues only a 16-bit address allocated by the allocator module
(Subsection 4.5.2) into an address FIFO. The write path enqueues a 544-bit command
word into a data FIFO, which bundles address, length and data in one stream element,
using the length field to determine the span of the current data stream occupies.

Figure 4.18 shows the read FSM. In ST_READ_INIT, the controller waits until the
address FIFO is not empty, then dequeues one address and derives the number of beats
to return from the encoded size class (classes 0/1/2/3 correspond to 1/2/4/8 beats).
Since memory has a fixed read latency, the FSM enters ST_READ_LATE to absorb this
latency while pre-advancing the internal address pointer so that the subsequent streaming
phase is correctly aligned. After the latency counter reaches zero, the FSM transitions
to ST_READ_BEGIN and streams out one 512-bit value and 16-bit length per cycle. The
528-bit output stream includes length only in the first beat, padding zeros in subsequent
beats. The FSM decrements an internal read counter for each successful data transfer
and returns to ST_READ_INIT state after completion.

ST_READ_INIT

wait for addr

addr dequeued

= N
[ ST_READ_LATE |

\ done
- -

latency = 0 : countdown & prefeich (addl++j'-""' -

latency == 0

| ST_READ_BEGIN |

. 4
send beat, read_counter— ———

Figure 4.18. Read FSM in Memory Controller

Figure 4.19 shows the write FSM. In ST_WRITE_INIT, the controller waits for a valid
entry in the write FIFO and dequeues the first command to capture the base address
and compute the burst length derived from the address class (1/2/4/8). It then enters
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ST_WRITE_BEGIN and writes one beat per cycle. Each cycle consumes one FIFO entry,
drives the memory write port with the corresponding 528-bit value and increments the
internal write address. The FSM decrements the write counter after each write and
returns to ST_WRITE_INIT once the burst completes.

mﬂﬂe request

ST_WRITE_INIT

done request dequeued

;'/J‘... ...\‘\\
| ST_WRITE_BEGIN |
N Y

e e

Figure 4.19. Write FSM in Memory Controller

Overall, the controller provides a memory interface tightly coupled to the class-based
allocator, while the FIFO buffering isolates the upstream pipeline from memory access
latency, ensuring that long memory transactions do not propagate stalls to earlier pro-
cessing stages.

4.6.3 Hash-table lookup response parser

This is a response adapter that decodes a 120-bit lookup response and splits it into two
independent output streams. A result stream carries key and hit information directly to
the lkp__rep__parser module (Subsection 4.5.4). Meanwhile, an address stream carries the
associated value pointer to the memory controller module (Subsection 4.6.2). The input
fields from the hash-table subsystem (4.7) are extracted as hit = input[80], address =
input [79:64], and key = datal[63:0].

4.7 Hash-Table Subsystem

The hash-table subsystem provides the unified key-indexing service for both remote
lookup requests and host update operations. It is built around a synthesized hash-table
core and a small amount of glue logic that adapts the system streams to the core’s lookup
and update interfaces. Conceptually, the subsystem implements two independent flows
that share the same hash-table state.
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Peer lookup path. The hash-table subsystem sends a lookup response containing
the hit flag and the associated value pointer to the storage subsystem.

Host update path. Host-side SET/DELETE operations enter as compact messages
and are translated by hb_upd_controller module into update transactions for the hash-
table core. Update responses are synchronously fanned out into two different output
paths: an acknowledgment path for host confirmations and an optional free pointer event
that returns deleted value pointers to the allocator for recycling.

4.7.1 Hash-table Update Controller (hb_upd_controller)

This module bridges update requests and hash-table responses. It encapsulates each
incoming update command into a fixed-format hash-table update request, and it decodes
the update response and synchronously delivers the result to the host side or the allocator
free path.

On the request side, the module accepts a compact key message s_axis_data
{opcode, value address, key} and emits a 144-bit update request m_axis_data
{reserved, value address, key, opcode} to the hash-table.

On the response side, once an update response from hash-table is accepted, the module
emits an acknowledgment result (key + success flag) to the host_ack_parser module
(Subsection 4.5.5). In addition, when the response indicates a successful free update
operation and carries a valid old pointer, the module handshakes with downstream FIFO
and forwards the pointer for recycling.

4.8 Summary of the Detailed Design

Figure 4.20 summarizes the three pipelines implemented in the NIC. Although the sys-
tem supports three operations (LOOKUP, DELETE, and SET), they share a common
design pattern. First, they need to parse the incoming request into compact control
streams; Second, FIFOs are needed to decouple adjacent stages and absorb the effects of
stalls; Lastly, they keep the critical path fully streaming so that each stage can progress
independently whenever its local valid/ready handshake succeeds.

The lookup pipeline is read-only and follows a pointer-based flow: a parsed key is sent
to the hash-table, the returned pointer drives the RAM controller, and the final response
is formatted by the reply parser. Miss requests bypass the memory stage and return
immediately, forming the shortest critical path in the system.

The delete pipeline updates only the index state. After parsing, the request is for-
warded to the hash-table update interface. If a valid pointer is released, it is recycled
by the allocator, while an acknowledgment is generated in parallel. No value payload is
accessed in this path.

The update pipeline touches both the index and the data store. The allocator first
provides a class-aligned pointer, the value is written into RAM through the RAM con-
troller, and the hash-table is updated accordingly. Update feedback is translated into a
compact acknowledgment and, if necessary, triggers pointer recycling.

Across all pipelines, small FIFOs are inserted between stages to decouple service laten-
cies and prevent backpressure from propagating to the ingress interface. This streaming
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organization keeps the critical paths short and allows lookup, update, and delete opera-
tions to progress concurrently.

lookup
Ikp_rep_parser result

lookup | ) RAM
reques(“{ request_parser ———> fifo ﬁ hash table fifo — hb_lup_rep_parser ——> el RAM

host ack_parser ————————————»  delete ack
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s ﬂ
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request = .
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Figure 4.20. Pipelines of operations
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Chapter 5

Simulation

This chapter describes the simulation methodology used to validate both correctness and
datapath behavior of the proposed near data store in NIC. The simulation has three
goals:

(1) Verify functional correctness of request parsing, key-value operations (GET/SET/DELETE),
and response formatting;

(2) Validate pipeline control under backpressure (ready/valid handshake), ensuring
no data loss or duplication;

(3) Measure cycle-level latency and sustainable throughput trends under controlled
workloads;

The simulation focuses on the accurate behavior of the cycle-accurate RTL behavior
of the datapath and storage controller.

5.1 Simulation environment

This thesis validates the RTL design using the Vivado built-in simulator (XSIM). All
simulations are executed within the Vivado project to ensure the same compilation set-
tings and IP configuration as the synthesis flow. There are other simulation choices for
the OpenNIC project, cocotb [7] and ModelSim [18]. However, Xilinx IP cores cannot be
directly simulated using third-party simulators. As a result, the simulator integrated in
Vivado becomes a more practical choice. The main drawback is that testbenches must
be written in Verilog/SystemVerilog, which makes stimulus generation less flexible and
more cumbersome compared to high-level verification frameworks.
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5.2 Sub-module Simulation

5.2.1 Hash-Table Simulation

Figure 5.1. Hash-Table Simulation

As shown in Figure 5.1, after reset deassertion, an insert transaction is issued for key

64’ hFFFFFFFFFFFF0000, carrying the address field 16°hF'F11. The response interface
is kept ready to avoid masking functional behavior with backpressure. After 50 ns of idle
time, a lookup request is injected for the same key. The module returns a hit response
consistent with the prior insertion, confirming that the entry is successfully stored and
retrievable after the insertion completes.

5.2.2 RAM Controller

dck

drst_n

4 s_axis_rx_valid_a
4 s_axis_rx_ready_a
4 s_axis_tx_ready_a
4 s_axis_tx_valid_a
Ws_axis_tx_..._a[527

W's_axis_addr_a[15:0

4 s_axis_n_valid_b
W's_axis_rx_..._b[543:

4's_axis_rx_ready b | 1

Figure 5.2. RAM Controller Simulation

As shown in Figure 5.2, in the test, the B port is used as the write interface. A
write transaction is issued that contains the target address, the payload length, and the
payload data. The controller internally decodes the address information from the B port
stream and commits the data to the back-end memory.

To validate correctness, the same location is subsequently accessed through the A
port, which serves as the read port. The read interface returns only the payload length
and the payload data. As observed in the waveform, the read operation is a two-step
process. First, the request must present the address on the A port address channel, and
the corresponding data becomes available after a fixed pipeline latency of five clock cycles.
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5.2.3 Allocator

drst_n

¥/ req_datal15:0] xx

8 req_ready
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Figure 5.3. Allocate Simulation

As shown in Figure 5.3, the simulation testbench issues allocation requests with dif-
ferent payload lengths and observes the returned allocated address. The allocator follows
a size-class policy in which each request size is mapped to a dedicated address region:

classO (64 B) uses 0x0000-0x3FFF;

classl (128 B) uses 0x4000-0x7FFF;

class2 (256 B) uses 0x8000-0xBFFF;

class3 (512 B) uses 0xCO000-0xFFFF;

In the simulation, requests of 16’h0040, 16’h0080, 16’h0100, and 16’h0200 lead to
allocation responses whose pointers fall into the corresponding regions. Concretely, the
allocator returns base pointers 0x0000, 0x4000, 0x8000, and 0xC000 for the four sizes, and
subsequent allocations within the 512 B class advance within the same region (0xC008),
indicating correct per-class pointer progression. These results confirm that the allocator’s
class selection logic and address generation are consistent with the intended memory
partitioning and behave deterministically under the ready/valid handshake.

drstn
4 req_valid
> Wireq_data[15:0]

d req_ready

bl < alloc_pointer[15:0]

4 alloc_valid

4 alloc_ready
> W free_pointer[15:0]
4 free_valid

& free_ready

LN

Figure 5.4. Allocate and Release Simulation

In Fig.5.4, the testbench validates address recycling by issuing an allocation request,
returning a pointer, then freeing the same pointer via the free channel. A subsequent
allocation returns the previously freed pointer, demonstrating correct pointer recycling
and immediate reuse within the same size class.
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5.3 Process Stack Simulation
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Figure 5.5. Process Stack Insert Simulation

This simulation validates the host-to-card datapath by transmitting a single-beat
frame on the host-to-card streaming interface and observing the corresponding frame
returned on the card-to-host interface. As shown in Fig. 5.5, the tlast flag is preserved
for the single-beat frame, and the 512-bit payload observed on the card-to-host interface
matches the corresponding transmitted response frame at the relevant handshake cycles.
In addition, the sideband fields (size, source, and destination identifiers) remain stable
and consistent with the transmitted transaction. The returned transaction consists of a
1-byte status flag and an 8-byte key value, which together match the returned size of 9
bytes.

il adapter_ca...ta[0:51
W adapter_c...eep[63:(
4 adapter_card_tlast

> W adapter_ca...ize[15:
W adapter_c...src[15:0

> W adapter_c...dst[15:0]
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> W card_adapt...ta[0:51 0000000000000, .. /££f40000000E£EEEEEFO000EEEE0000000

> W card_adap...eep[63;

4 card_adapter_tlast

W card_adapt...ize[15:
> W card_adap...src[15:(
> W card_adap...dst[15:(

4 card_adapter_tready 1

Figure 5.6. Process Stack Lookup Simulation

The second simulation validates the request-response path between the adapter and
the card. A request is issued on the adapter-to-card streaming interface using the
ready/valid handshake with tlast asserted for a single-beat transaction. After the
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request is accepted, the card produces a response on the card-to-adapter interface. As
shown in Fig. 5.6, the response payload matches the value previously stored for the
requested key in Fig. 5.5. This demonstrates correct behavior of the on-card storage
pipeline. The request is correctly parsed and routed, and the returned data is consistent
with the stored content. The response appears after a deterministic latency of about 18
cycles from the request handshake while preserving payload correctness.

5.4 Summary

This chapter presents the RTL simulation methodology used to validate the proposed
near-NIC key-value store. Using Vivado XSIM, the design is verified at both the sub-
module level and the system level under a cycle-accurate ready/valid streaming protocol.

At the sub-module level, simulation results confirm the correctness of the main hard-
ware building blocks. The hash-table simulation verifies correct SET, GET and DELETE
behavior. The RAM controller simulation confirms correct write and readback function-
ality with a fixed read latency of five cycles, and the allocator simulation validates both
size-class-based address allocation and correct pointer recycling after deallocation.

At the system level, the process stack simulations demonstrate correct end-to-end
behavior across the host-to-card and card-to-host datapaths. The transmitted frames
and sideband metadata remain consistent throughout the pipeline, and lookup responses
correctly return the values previously stored for the requested keys. In addition, the
response latency remains bounded and deterministic, at approximately 18 cycles from
request acceptance to response generation.

Overall, these simulations confirm that the proposed design operates correctly at RTL,
preserves data integrity across all processing stages, and maintains stable pipeline flow
control under the streaming handshake mechanism. This provides a reliable functional
baseline for the hardware performance evaluation presented in the following chapter.
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Chapter 6

Host-Side Software Design

This chapter describes the host-side software stack used to drive and evaluate the pro-
posed near-NIC key-value store. While the datapath and storage pipeline are imple-
mented on the FPGA-based NIC, the host software is responsible for (i) generating KV
requests, (ii) receiving and validating responses, and (iii) collecting performance metrics.
This thesis implements the host data-plane using DPDK [9] to bypass the kernel
networking stack for deterministic, high-throughput packet I/0, and to support the cus-
tom SET/DELETE frame format required by the proposed key—value protocol. DPDK
provides user-space drivers, hugepage-backed DMA buffers, and poll-mode packet pro-
cessing [8], which are essential to saturate the NIC and isolate the behavior of the FPGA
pipeline from OS scheduling and network overhead. In this thesis, the host side does not
use conventional network packet formats, but instead uses its own command format.
The remainder of this chapter presents the software architecture and implementation
details, including the TX/RX processing loops, the multi-core pipeline mode, and the
benchmarking methodology used for throughput and latency measurements.

6.1 Test Software

Its purpose is to provide a simple and deterministic way to issue KV operations to the NIC
and to validate the returned results, rather than to perform performance evaluation. In
practice, this tool is used to confirm protocol correctness, including field layout, opcodes,
and status codes.

The test software is built on top of DPDK. It operates in a conservative stop-and-
wait manner: a single request is constructed and transmitted, the software waits for the
corresponding response, and only then proceeds to the next command.

6.1.1 Role

The host-side software acts as a data issuer. Its only responsibility is to update data on
the NIC by issuing insert and delete operations. Once the data is loaded and a response
is received from the NIC, the host program no longer participates in request/response
handling.
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Remote users act as regular clients and access the key-value service through the stan-
dard network stack. Because the NIC exposes a conventional UDP-based interface, clients
can issue lookup operations using ordinary user-space tools (e.g., socat) without any spe-
cial driver or kernel-bypass framework.

6.1.2 Host software architecture overview

This test software is implemented as a single-process DPDK program with a fixed two-
stage workflow.

e« EAL and memory setup. The program starts by initializing the DPDK runtime,
then creates a single mbuf pool with 8192 mbufs and 250 cached mbufs. All packet
buffers used for TX/RX are allocated from this pool.

o Port and queue configuration. The system configures one NIC port (id = 0) with
exactly one RX queue and one TX queue. The sizes of both the RX and TX
descriptor rings are set to 1024.

e Single-shot TX injection. The program allocates a single mbuf and fills its payload
with the command and data to be inserted into the NIC. After initializing the mbuf
metadata, it transmits exactly one frame using rte_eth_tx_burst() on the TX
queue.

o Single-shot RX retrieval and timeout. After transmission, the program polls the
RX queue in burst mode. The receive loop terminates as soon as the first packet is
received; otherwise, it exits after a 5-second timeout. The received packet is printed
as a hex and ASCII dump, and all received mbufs are freed.

e Termination and cleanup. At the end of execution, the program stops and closes
the port and releases all DPDK resources. A SIGINT handler is installed to allow
the loop to exit cleanly during debugging.

6.2 Evaluation Software

This section introduces the DPDK-based benchmarking suite used for performance eval-
uation and traditional network stack transmission as a benchmark. The programs report
throughput and host-side CPU overhead.

6.2.1 Goals

The goals of the evaluation software are to quantify the performance of the near-NIC
key-value store under controlled workloads and to identify the limitations introduced
by host-side and remote-side overhead in both the accelerated path and the traditional
kernel-network path. Therefore, it reports metrics that reflect both service capacities.
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6.2.2 Kernel network stack benchmark
RTT Benchmark Software

To measure end-to-end round-trip time (RTT) independently of DPDK data-plane, this
benchmark uses a lightweight UDP request-reply benchmark consisting of a user-space
server and client.

e Server. The server binds a UDP socket to a fixed address and port and replies
to each received datagram with a constant-size response. The server performs no
parsing and no stateful processing; it acts as a minimal echo responder.

e Client. The client sends a fixed-size UDP payload to the server and waits for the
corresponding response before issuing the next request. Each RTT sample is defined
as the time difference between the send call and the successful completion of the
receive call, measured using CLOCK_MONOTONIC_RAW (nanosecond resolution). If a
timeout occurs, the client retries the same request until the maximum retry limit is
reached. Only when a reply is successfully received does the client record the end
timestamp, compute the RTT as t1 - t0, and append the value to a sample array.
After all iterations, the client sorts the collected RTT samples and reports summary
statistics, including min/mean/max and tail latency percentiles (p50, p95, p99 and
p99.9), computed directly from the sorted empirical distribution, while separately
reporting the fraction of requests that failed after exhausting all retries.

6.2.3 SmartNIC acceleration
RTT of DPDK updates software

This software adopts a stop-and-wait methodology: it transmits exactly one frame con-
taining a fixed payload and waits until a packet is received as an acknowledgment (ACK)
on the RX queue. The procedure consists of an initialization phase followed by a per-
iteration measurement phase.

o Initialization. The program first calls rte_eal_init () to initialize the DPDK
runtime and then creates an mbuf pool (NUM_MBUFS=8192, MBUF_CACHE_SIZE=250)
used by both TX and RX. The target NIC port is configured with a single RX queue
and a single TX queue (RING_SIZE=1024). Moreover, the program reads the TSC
frequency using rte_get_tsc_hz(). All timestamps are taken with rte_rdtsc()
and later converted to nanoseconds using the measured TSC frequency.

e RTT measurement per iteration. In each iteration, the program first polls RX
queue and frees any mbufs already present. The program then records the trans-
mit timestamp 7Ty, allocates an mbuf from the pool, sets the packet length, copies the
payload into the mbuf data area, and transmits one packet via rte_eth_tx_burst ().
Immediately after transmission, the program waits for an ACK by continuously
polling the RX queue using rte_eth_rx_burst (). If any packet is received before
the timeout, the program records 77 and stores the RTT sample (77 — Tp) in an
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RTT array. If no packet arrives before the deadline, the request is counted as a
failure and the loop proceeds to the next iteration.

e Statistics and reporting. After completing all iterations, the program computes
the overall updates/s. For latency statistics, it sorts only the successful RTT
samples and reports min/mean/max as well as tail percentiles.

6.3 Summary

This chapter describes the host-side software stack used to drive and evaluate the pro-
posed near-NIC key—value store. Although the KV datapath and storage pipeline run
on the FPGA-based SmartNIC, the host software is responsible for generating update
requests, receiving and validating responses, and collecting performance metrics.

To enable deterministic, high-throughput packet I/O and to support the custom
SET/DELETE frame format, the host data-plane is implemented with DPDK, which
provides user-space drivers, hugepage-backed DMA buffers, and poll-mode packet pro-
cessing. Two classes of programs were presented: (i) a lightweight test tool for functional
validation of the command format and response status codes using a stop-and-wait work-
flow, and (ii) benchmarking tools for performance evaluation under both kernel network-
ing and SmartNIC-accelerated datapaths. Together, these tools provide a controlled and
reproducible framework for measuring throughput, latency.
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Chapter 7

Development Flow

This chapter describes the implementation and deployment workflow of the proposed
near-NIC key-value store, from FPGA image generation to host operation. It first presents
the Vivado build flow to generate the FPGA bitstream and the non-volatile configuration
image (MCS') used for cold-boot deployment. Then it describes the register configuration
through the PCle BAR interface to enable and parameterize the NIC. Finally, it details
the DPDK-based host software setup, the data update procedure, and an end-to-end
demonstration where a remote client issues lookup requests via a standard UDP tool and
receives values consistent with the preloaded dataset.

7.1 FPGA Build Flow in Vivado

The FPGA image is built on top of the Xilinx OpenNIC Shell [23] framework. The
source tree is first obtained from the upstream repository, and the build is driven by
Vivado?. The build process is invoked through the provided scripts/build.tcl script,
which creates the Vivado project, instantiates the selected shell configuration, integrates
the user design, and runs synthesis or implementation to generate a deployable bitstream

file.

$ vivado —mode tcl —source build.tcl —tclargs \

—board audbn \

—tag open_ nic \

—jobs 32 \

—max_ pkt_len 4096 \

—num_ phys_ func 2 \

—num_ cmac_ port 2 \

—num_qdma 1

"https://docs.amd. com/r/en-US/ug1636-alveo-udbn/MCS-File-Generation

“https://www.and.com/en/products/software/adaptive-socs-and-fpgas/vivado.html
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In this command, -board au45n selects the target board preset and associated con-
straints. -tag open_nic assigns a unique build identifier. -jobs 32 enables multi-
threaded compilation to accelerate synthesis/implementation. -max_pkt_len 4096 sets
the maximum supported packet size for the shell datapath. -num_phys_func configures
the number of physical functions exposed to the host, which should be aligned with the
number of ports specified by -num_cmac_port. -num_gdma specifies the number of QDMA
engine instances used for PCle DMA support. This project does not use an embedded
ARM CPU; therefore, only one PCle/QDMA interface is required.

After the TCL flow completes, Vivado produces the FPGA bitstream file which is
later converted into a non-volatile configuration image (MCS) for cold-boot deployment.

$ write_cfgmem —force —format mes \
—interface spix4 \
—size 128 \
—loadbit "up 0x0 <input_ file.bit>" \
—file "<output_ file.mcs>"

After this command, an MCS file is generated and can be programmed onto the SmartNIC
using the zbflash2 tool.

$ sudo xbflash2 program —spi \
—image <MCS_FILE> \
—bar—offset <BAR_OFFSET> \
—d <MGMT BDE-

If the card is used for the first time, the register space is mapped at offset 0x50000 in
BARO by default. After the initial programming, the OpenNIC shell maps it into BAR2
at offset 0x34000. After programming completes, a power cycle (cold-boot) is required.
During cold-boot, the Alveo card loads the configuration bitstream from SPI flash and
the FPGA fabric is configured with the new OpenNIC image. Once configuration finishes,
the device re-enumerates on PCle with the expected functions and interfaces.

7.2 PCle Bring-up and Register Configuration

After programming the MCS image and performing a cold-boot, the SmartNIC re-
enumerates on the PCle bus and exposes the OpenNIC shell endpoints as standard PCI
devices. First, querying the Xilinx vendor ID (10ee) using 1spci verifies successful enu-
meration. Following the previous setup, two network controller functions are expected,
corresponding to the configured PCle physical functions:

$ Ispci —d 10ee:
99:00.0 Network controller: Xilinx Corporation Device 903f
99:00.1 Network controller: Xilinx Corporation Device 913f

Register configuration is performed through PCle BAR mapped memory. In this
OpenNIC project, the PCle Memory Space Enable bit must be set in the command
register. Otherwise, the device cannot accept MMIO writes. Therefore, before issuing
any BAR writes, the PCle device must be explicitly enabled for MMIO writes:
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$ sudo setpci —s <BDP> COMMAND=0x02

Here, <BDP> is the bus-device-function identifier of controller (e.g., 99:00.0). Setting
COMMAND=0x02 enables MMIO transactions on the PCle fabric and allows subsequent
BAR-based register writes.

Once writes are enabled, the OpenNIC shell control registers can be accessed through
the device BAR window. pcimem is a convenient utility for performing 32-bit register
reads or writes at specific offsets within the mapped BAR region. All control registers
are mapped in region BAR2. The initialization sequence follows a simple order: (i) enable
the CMAC datapath, (ii) enable the QDMA engine, (iii) configure card information (e.g.,
IP address, MAC address, and port number). (iv) poll the registers to confirm they have
entered the ready state.

Before initialization, writing a value of 1 to the corresponding bit in the shell reset
register triggers a submodule-level reset.

$ sudo pcimem resource2 0x000C w 0x10

7.2.1 CMAC configuration

In the OpenNIC address map, CMACO control and status registers are mapped to the
offset range 0x8000-0xAFFF. The second port (CMAC1) is reserved as a reference link
for comparison experiments and is therefore not configured here. Consequently, only the
CMACO register set is initialized.

$ sudo pcimem resource2 0x907c w 0x3
$ sudo pcimem resource2 0x9000 w 0x7

First, RS-FEC is configured to ensure robust link alignment and error correction at high
line rates.

$ sudo pcimem resource2 0x8014 w 0Ox1
$ sudo pcimem resource2 0x800C w 0x10

Once RS-FEC is active, the receive datapath is brought up by asserting ctl_rx_enable,
followed by enabling transmission by asserting ctl_tx_send_rfi.

$ sudo pcimem resource2 0x8204 w
$ sudo pcimem resource2 0x800C w 0x1

Polling the CMAC status field RX_aligned verifies link readiness, indicating that the
receive lane alignment and PCS synchronization are stable. Transmission is then enabled.

$ sudo pcimem resource2 0x8084 w 0x00003DFF

$ sudo pcimem resource2 0x8088 w 0x0001C631
$ sudo pcimem resource2 0x8048 w OxFFFFFFFF
$ sudo pcimem resource2 0x804C w OxFFFFFFFF
$ sudo pcimem resource2 0x8050 w OxFFFFFFFF
$ sudo pcimem resource2 0x8054 w OxFFFFFFFF
$ sudo pcimem resource2 0x8058 w 0xO0000FFFF
$ sudo pcimem resource2 0x8034 w OxFFFFFFFF
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OxFFFFFFFF
OxFFFFFFFF

sudo pcimem resource2 0x8038
sudo pcimem resource2 0x803C
sudo pcimem resource2 0x8040 OxFFFFFFFF
sudo pcimem resource2 0x8044 0x0000FFFF
sudo pcimem resource2 0x8030 w 0x000001FF

£ 8 £ ¥

& H P P PR

When TX/RX flow control is enabled, the corresponding registers should be written
according to the UltraScale+ CMAC manual. After that, data transmission and
reception can be processed.

7.2.2 QDMA configuration

After CMACO is brought up, the PCle DMA engine (QDMA) is enabled to support
host-side packet I/O and descriptor movement through the OpenNIC shell. In Open-
NIC, the QDMA control space is exposed as a memory-mapped register region at offsets
0x1000-0x1FFF. A key design convention is that QDMA physical functions (PFs) are
mapped one-to-one to CMAC ports. Since the accelerated datapath uses CMLACO (port
id 0), the corresponding QDMA PFO is enabled and configured.

For this workload, a single queue is sufficient; therefore, the configuration is inten-
tionally kept minimal. Writing 0x1 to the PFO0 control register enables only one queue:

$ sudo pcimem resource2 0x1000 w Ox1

This step activates the QDMA resources that will later be used by the DPDK data-
plane. Keeping the QDMA configuration to a single queue simplifies bring-up while still
providing the required DMA functionality for the host-side traffic generators.

7.2.3 User logic box configuration

Besides the shell blocks, the user logic includes an AXI-Lite control plane that exposes
a small register interface for runtime configuration. The interface is clocked at 322 MHz
and is mapped into the PCle BAR window starting from base offset 0x200000.

The control registers are used to program the local network identity of the SmartNIC,
including the local IPv4 address, local MAC address, and the UDP listen port.
For the MAC address, the design splits the 48-bit value into two write registers due to
the 32-bit width of each register. The lower 32 bits are written to the lower register, and
the upper 16 bits are written to the higher register.

#User Logic Box base @ BAR2 + 0x200000

$ sudo pcimem resource2 0x200000 w <IPv4 address>

$ sudo pcimem resource2 0x200008 w <Higher MAC address>
$ sudo pcimem resource2 0x20000C w <Lower MAC address>
$ sudo pcimem resource2 0x200018 w <Listen port>

After configuration, the programmed values can be verified by reading back the corre-
sponding registers.

$ sudo pcimem resource2 0x200004 w // IPv4 address
$ sudo pcimem resource2 0x200010 w // Higer MAC address
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$ sudo pcimem resource2 0x200014 w //  Lower MAC address
$ sudo pcimem resource2 0x20001C w // Listen port

With these network parameters programmed, the on-card protocol logic is ready to accept
UDP requests directed to the configured IP /port and to generate corresponding responses.

7.3 On-board validation

7.3.1 SET request on-board validation

To demonstrate that the deployed SmartNIC image operates correctly on real hardware,
the update path is first validated using a host-side DPDK program.

static const uint8_t payload[] = {
OxFF, OxFF, 0x00, 0x00, 0x26,

0x08, 0x01, OXFF, OXFF, OXFF,
OxFF, OxFF, OXFF, OxFF, 0x00,
OxBB, OxBB, OxBB, OxBB, 0x00,
OxFF, OxFF, OXFF, OxFF, OxFF,
OxAA, OxAA, OxAA, OxAA, OxAA, OxAA,
OxAA, OxAA, OxAA, OxAA, OxAA, OxAA,

5, OXAA, OxAA, OxAA,| OxAA,

5, OXAA, OxAA, OxAA, OxAA,

Figure 7.1. SET payload

SET update payload. The insert command is encoded as a fixed byte array in the
DPDK program (Fig. 7.1). The payload follows the specific command format, where the
opcode and header fields identify a SET operation and the metadata required by the NIC
pipeline.

Figure 7.2. SET response

Responses to SET Operations Observed in DPDK. After the port is started, the
program transmits exactly one packet via rte_eth_tx_burst () and then polls rte_eth_rx_burst ()
until the first response packet arrives. As shown in the terminal log (Fig. 7.2), the NIC
returns a short response of 9 bytes, which matches the expected update reply format
used by the design. The successful reception of a response within the configured timeout
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confirms that the update request was accepted by the card and that the response path
back to the host is functioning correctly.

Remote Validation of the SET Operation (Packet Capture). To further confirm
that the traffic is exchanged over the expected UDP channel, tcpdump is used to capture
packets on the host interface. Fig. 7.3 shows one UDP datagram transmitted by the
remote client using socat and the corresponding UDP reply from the SmartNIC. The
captured hex dump matches the injected payload structure and verifies that the response
is generated by the SmartNIC.

23:43:02.176092 IP restart-srve3.5001 > 17.17.17.17.5000: UDP, length 34
©x0000: 3346 @@a 356 40a6 b7c7 c94c 0800 4500
0x0010: ©e3e 0307 4000 4011 f363 1111 1112 1111
©x0020: 1111 1389 1388 ©02a 4480 ffff @eee 0eea
exee30: o8ee ffff ffff ffff ffff @eee bbbb bbbb
©x00490: 0000 P00 7830 3000 0G0 0000

23:43:02.176208 IP 17.17.17.17.500@ > restart-srve3.5ee@1: UDP, length 41
©x0000: 40a6 b7c7 c94c 3346 @eea 356f 0800 4502
©x0010: 0045 8000 4000 6411 d261 1111 1111 1111
©x0020: 1112 1388 1389 0031 @000 ffle 0000 88bb
©0x0030: bbbb bbee eeff ffff ffff ffaa aaaa aaaa
©x0040: aaaa aaaa aaaa aaaa aaaa aaaa aaaa aaaa
©xee50: aaaa aa

Figure 7.3. SET request transaction

7.3.2 Delete request on-board validation

After validating the update path, verifying the DELETE operation on real hardware
confirms that the SmartNIC can remove an existing key entry and still produce a well-
formed acknowledgment.

Delete update payload. Compared to the insert payload, as shown in Fig. 7.4, the
delete payload uses the delete opcode while keeping the same key field and it omits any
value bytes, since the operation only checks the metadata.

st uint8_t payload[] = {
OxFF, ©x00, 0x00, ©x26,
0x02, OxFF, OxFF, OxFF,
OxFF, OxFF, OxFF, ©xee,
OxBB, ©xBB, ©xBB, ©xe0,
OxFF, ©xFF, OxFF, ©xFF,

Figure 7.4. Delete payload
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Delete response observed in DPDK. Figure 7.5 shows the terminal output of
SmartNIC response. The NIC port is successfully started, one delete request is trans-
mitted, and a response packet is received. The response payload length is 9 bytes,
consistent with the compact acknowledgment format used by the design. The first byte,
FF, indicates that the operation completed successfully.

$ sudo ./build/recv -d librte_net_gdma.so -1 1 -n 4

/var/run/dpdk/rte/mp_socket

reported in hugepages-1648576kB

)
dna (16ee:903f) device: ©060:99:00.8 (socket 1)

socket not created

[RX] port=e queue=d pkt_len=0
---- PACKET DUMP (9 by

Stopping port 8
Closing port ...
Cleaning up EAL...
Exit cleanly.

Figure 7.5. Delete response

Delete Remote validation (packet capture). As shown in Fig. 7.6, a subsequent
lookup response carries a status code of 00, indicating that the key is no longer present
and no value can be retrieved (i.e., no data are returned for this key), in contrast to
Fig. 7.3. It also confirms that the delete request is parsed and processed successfully by
the on-card pipeline.

23:45:45.537098 IP restart-srve3.5001 > 17.17.17.17.5000: UDP, length 34
9x0000: 3346 @@0a 356f 40a6 b7c7 c94c 0800 4500
©0x0010: ©83e 6ade 4000 4011 8clc 1111 1112 1111
©9x0020: 1111 1389 1388 002a 4480 ffff 0000 ©00a
0x0030: 08ee ffff ffff ffff ffff @eee bbbb bbbb
©x0040: ©000 600 7830 3000 ©OGe 60

23:45:45.537207 IP 17.17.17.17.5000 > restart-srve3.5801: UDP, length 11
©0x8000: 40a6 b7c7 c94c 3346 @@0a 356f 0860 4502
©0x0010: 0027 0800 4000 6411 d27f 1111 1111 1111
©x0020: 1112 1388 1389 0013 9000 0000 0000 ©obb
0x8030: bbbb bboo @000 @000 8000 00Le 0Led ©eed

Figure 7.6. Delete request transaction

Repeated delete (miss) behavior. To validate error handling, the same delete re-
quest is issued twice. The first delete removes the target key successfully shown in Fig. 7.5,
whereas the second delete operation on a key that is no longer present in the on-card
store (Fig. 7.7). The NIC still returns a compact 9-byte acknowledgment, but the status
field indicates a failure (miss) rather than a successful deletion. This result confirms
that the pipeline distinguishes between delete-hit and delete-miss cases and also reports
a deterministic error code when the requested key does not exist.
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Figure 7.7. Repeated delete

7.4 Summary

This chapter presented the end-to-end implementation workflow of the proposed near-NIC
key—value store, spanning FPGA image generation, device bring-up, runtime parameter
configuration, and on-board functional validation.

First, the design was integrated into the Xilinx OpenNIC Shell and built with Vivado
through the provided TCL flow, producing a deployable bitstream and an MCS image for
SPI-flash-based cold-boot deployment. After flashing and power cycling, the SmartNIC
re-enumerated on PCle with the expected OpenNIC functions, indicating that the new
image had been successfully loaded.

Second, the NIC was brought up through PCle BAR-based MMIO configuration. The
PClIe command register was explicitly enabled to permit MMIO writes, after which the
shell submodules were initialized in a deterministic order: CMACO link bring-up (in-
cluding RS-FEC and RX alignment readiness checks), minimal QDMA enablement for
the host-side data-plane, and user-logic AXI-Lite programming of the runtime network
identity (IP/MAC) and UDP listen port. Read-back checks confirmed that critical pa-
rameters had been written correctly and that the datapath was ready to accept UDP
traffic.

Finally, real-hardware experiments validated the functional correctness of the de-
ployed system. Using a host-side DPDK tool, SET and DELETE requests were injected,
and the SmartNIC returned compact acknowledgments in the expected format. Packet
captures corroborated that requests and responses traversed the intended UDP path.
Moreover, a repeated delete test demonstrated correct error handling: once the key had
been removed, a subsequent delete returned a miss status, confirming that the on-card
pipeline correctly tracked key existence and reported deterministic outcomes. Together,
these results verified that the proposed design could be built, deployed, configured, and
exercised on a real SmartNIC platform with correct end-to-end behavior.
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Chapter 8

Evaluation

This chapter evaluates the proposed near-NIC key—value store from two complemen-
tary perspectives. Remote-side experiments quantify the end-to-end latency observed
when clients access the service through the UDP interface and the Linux kernel network-
ing stack. Host-side experiments measure the overhead of loading the dataset onto the
SmartNIC.

8.1 End-to-End RTT

The end-to-end request RTT is observed by a remote client. Figure 8.1 reports the
observed RTT in client side distribution for three request processing paths: (i) a Linux
kernel stack UDP request-reply as baseline. (ii) the proposed accelerated path on the
SmartNIC (Alveo U45N) where the request is processed on the NIC and the reply is
generated on the card, and (iii) a CPU-based Memcached deployment measured using
memiter_benchmark. For each path, this thesis collects RTT samples at the client side
and summarizes them using mean and tail percentiles (p50/p95/p99/p99.9).

Request RTT Statistics (Linux vs SmartNIC vs Memcached)

BN Linux stack
700 || SmartNIC e
B Memcached

mean p50 p95 P99 p99.9
Statistic

Figure 8.1. Request RTT statistics

Compared with the Linux baseline, the SmartNIC datapath consistently reduces RTT
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across the entire distribution. Both the typical latency and the tail latency are lower.
This indicates that ofloading network and data-plane processing to the SmartNIC reduces
end-to-end latency by avoiding host involvement, including PCle traversals, kernel-stack
processing, and host-side data copies.

Moreover, compared to Memcached (measured with memiter_benchmark), the pro-
posed SmartNIC datapath achieves a lower RTT and a tighter tail. The key advantage
is that requests are served on the NIC by a fully pipelined hardware datapath, which
removes host involvement from the critical path, reduces or eliminates PCle round-trips
to host memory, and bypasses kernel networking. In contrast, Memcached must traverse
the full host software serving path and is therefore more sensitive to queueing and con-
tention (e.g., network-stack processing, thread scheduling, internal synchronization, and
memory management), which amplifies tail latency.

8.2 Set throughput and speedup comparison

This section evaluates the SET performance of the proposed SmartNIC service by com-
paring its throughput against a conventional Memcached baseline. In the baseline, Mem-
cached executes SET operations locally on the host to emulate a scenario in which the
host first stores data for subsequent access by remote clients.

Throughput and speedup comparison

120000 { —s— SmartNIC/DPDK update Speedup (SmartNIC / memcached)
memcached SET

80000

Speedup (x)

60000

Throughput (ops/s)

40000

20000

56
Payload size (B)

Figure 8.2. Set throughput and speedup comparison

Figure 8.2 compares SET throughput for payload sizes from 64 B to 512 B. The Smart-
NIC datapath sustains between 92K and 106K ops/s across all payloads, while Mem-
cached achieves only 21K to 29K ops/s. This corresponds to a consistent speedup of
3.7x to 4.5%, as shown by the bars on the right axis, showing that the SmartNIC benefit
is robust rather than limited to a single message size.

Despite running on the host CPU and updating local DRAM (with a higher CPU
frequency and a high-bandwidth memory subsystem), Memcached does not outperform

58
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the SmartNIC datapath in this evaluation. The main reason is that a Memcached SET
request, even when targeting the local host (loopback or local IP), still traverses the full
software networking and application stack, including protocol processing, kernel crossings,
socket and buffer handling, and multiple data copies, followed by user-space execution
that may incur scheduling and synchronization overheads. In contrast, the SmartNIC
design implements the update path as a short, fixed-function on-card pipeline. It parses
a compact request frame, performs the key—value update in on-NIC memory, and emits
the response with minimal software involvement. As a result, the SmartNIC achieves a
higher sustainable request rate and more stable throughput.

8.3 Overall In-NIC Lookup Latency vs. Payload Size

This experiment micro-benchmarks the in-card lookup service time. Unlike the remote
RTT evaluation (Section 8.1) presented earlier, this experiment isolates the hardware dat-
apath latency inside the SmartNIC the hardware datapath latency inside the SmartNIC
by measuring the time a UDP-based LOOKUP request spends traversing the NIC pipeline
from ingress at the User Logic Box ©322 to egress, including the processing time of the
backend pipeline.

Let Ciotar denote the accumulated beat count for NV requests. The average per-request
latency is computed as:

_ Ctotal
avg — f N’

L (8.1)

where f is the clock frequency of the measured pipeline.

As shown in Figure 8.3, we measure the end-to-end LOOKUP path inside the NIC,
including parsing the incoming UDP request, performing the key lookup and value fetch,
assembling the response, and transmitting it back to the CMAC module, thus covering
the complete lookup processing path.
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Figure 8.3. Overall In-NIC Lookup Pipeline

Figure 8.4 reports the measured in-NIC lookup latency for different UDP payload
sizes. The latency remains in a narrow range and increases slightly with payload size.

This trend is expected for a beat-oriented streaming architecture.The datapath oper-
ates on a 512-bit stream width; therefore, larger payloads span more beats and require
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Overall In-NIC Lookup Latency vs Payload Size

Latency (ns)

64 128 256 512
Payload (Bytes)

Figure 8.4. Overall In-NIC Lookup Latency

additional cycles. Importantly, the slope is small, indicating that the dominant compo-
nent is the fixed processing cost of the lookup path, while the variable cost of additional
payload beats is amortized by the deeply pipelined design.

8.4 Summary

This chapter evaluates the proposed near-NIC key—value store from both end-to-end
and in-NIC perspectives. First, the remote-side RTT results show that the SmartNIC
processing path achieves lower request latency and a tighter tail-latency distribution than
both the Linux UDP baseline and the Memcached baseline. This confirms that executing
the lookup path directly on the NIC effectively reduces host-side overheads such as kernel-
stack processing, software queuing, and unnecessary PCle involvement.

Second, the SET throughput evaluation demonstrates that the SmartNIC update
path sustains consistently higher performance than Memcached over payload sizes from
64 B to 512 B. The measured throughput remains in the range of 92K-106K ops/s,
corresponding to a speedup of approximately 3.7x to 4.5x over the software baseline.
These results indicate that even for updates driven by the host, a compact fixed-function
on-card pipeline can outperform a conventional software-based serving path.

Finally, the in-NIC lookup micro-benchmark shows that the internal lookup latency
remains in a narrow sub-microsecond range and increases only slightly as payload size
grows. This behavior is consistent with the 512-bit beat-oriented streaming design: larger
payloads require additional beats, but the increase is modest because the fixed processing
cost dominates and the datapath is deeply pipelined.

Overall, the evaluation confirms that the proposed SmartNIC design provides both
lower end-to-end latency for remote lookups and higher update throughput than software
baselines, while maintaining predictable on-card lookup latency across different payload
sizes.
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Chapter 9

Conclusions and Future Work

This thesis presents a lightweight SmartNIC-resident key—value service for hot set access
in datacenter environments. The core idea is to move the lookup path from the host into
the NIC itself, so that requests can be parsed, processed, and replied to entirely on the
card. By doing so, the design avoids repeated host-side overheads such as kernel-stack
processing, CPU intervention, software queueing, and unnecessary PCle data movement
on the lookup path.

The implemented system is built on the AMD Alveo U45N using the AMD OpenNIC
shell and follows a dual-plane architecture. A 322 MHz communication module handles
the UDP/IP packet path, while a 250 MHz processing module implements the key—
value engine, including request parsing, hash lookup, near-memory access, allocation,
and response generation. In this architecture, remote clients access the service through a
standard UDP interface, whereas the host acts mainly as the control plane and manages
SET and DELETE operations through DPDK over PCle/QDMA. This organization follows
a control-plane/data-plane separation.

The evaluation results show that this design effectively reduces and stabilizes request
latency. Compared with Linux UDP and Memcached baselines, the SmartNIC path deliv-
ers a lower RT'T distribution and a tighter tail, indicating that serving requests directly
on the NIC is effective for hot set access. For updates, the SmartNIC sustains about
92K-106K SET operations per second for payload sizes from 64 B to 512 B, correspond-
ing to approximately 3.7x to 4.5x higher throughput than the Memcached baseline. In
addition, the measured in-NIC lookup latency remains in a narrow sub-microsecond range
and increases only slightly with payload size, which matches the expected behavior of a
beat-oriented pipelined datapath.

Overall, this thesis demonstrates that a lightweight hot-set store placed directly on
a SmartNIC is a practical and effective design point. Rather than implementing a full
general-purpose key—value store on the NIC, this work shows that offloading a carefully
selected hot set can provide meaningful latency and throughput benefits with a relatively
lightweight hardware design. The prototype also confirms that the AMD OpenNIC shell
is a viable platform for building stateful network accelerators that combine on-card packet
processing with host-managed control functions. These results support the broader view
that SmartNICs can serve not only as packet-processing accelerators (e.g., packet filtering)
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but also as efficient execution points for selected stateful datacenter services.

9.1 Limitations

Despite these results, several limitations remain. First, the current near-memory imple-
mentation relies on FPGA URAM/BRAM due to platform constraints imposed by the
OpenNIC shell, which restricts capacity and therefore targets hot, small, latency-sensitive
values rather than general-purpose storage. Second, updates are intentionally managed
by the host control plane to simplify correctness and management, which means the sys-
tem is not a fully autonomous NIC store. Third, using UDP keeps the system simple
and easily deployable, but it lacks reliability. Finally, while the design removes the local
(server-side) CPU from the lookup critical path, it does not eliminate the CPU overhead
on the client side, which still needs to generate requests, process responses, and execute
the application logic.

9.2 Future Work

Future work can extend the system in four directions, as shown in Figure 9.1.

Host

PCle Bus

1

NVMe SSD Process Part

Rocev2

100 GBe

Remote Client

Figure 9.1. Future work

(1) Capacity and memory hierarchy: integrate external storage (e.g., SSDs) as a
backend tier (L3), use on-board DRAM as an intermediate tier (L2) bridging L1 and L3,
and keep BRAM/URAM as the on-NIC hot tier (L1) for low-latency access.

(2) Concurrency and scalability: scale to more queues and ports, improve arbitra-
tion and backpressure control, and evaluate multi-tenant isolation for shared SmartNIC
deployments.

(3) Protocol robustness and functionality: strengthen the UDP-based design
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with lightweight reliability (sequence numbers, retransmission, and idempotent opera-
tions) and extend the interface beyond basic GET/SET/DELETE to richer operations;
alternatively, explore RoCEv2 as a transport to leverage stronger reliability and richer
communication primitives.

(4) Autonomous data management: extend the NIC to proactively fetch data
from host DRAM, track access frequency on the NIC, and drive placement decisions—
keeping the hottest items in on-board memory while demoting colder items to the backend
(e.g., SSD) when appropriate.
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