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1. Abstract 

 

The rapid adoption of IoT-based smart-building technologies is enabling predictive maintenance 

that outperforms traditional reactive or purely scheduled strategies. This work presents a practical 

end-to-end workflow for predictive AHU maintenance by combining real-time sensor data, 

machine learning, and a BIM-based digital twin. In a case study, an industrial AHU system was 

created with IoT sensors (18 zone temperatures) and simulated over 11 days under both normal 

conditions and injected faults (e.g. valve malfunctions, stuck valves, filter blockages, fan stress), 

yielding labeled datasets of healthy vs. faulty behavior. After data cleaning and feature engineering 

to capture temporal patterns, two complementary models were trained: a Random Forest classifier 

for real-time fault detection and diagnosis, and a Long Short-Term Memory (LSTM) network for 

sequence-based early fault prediction. 

With Random Forest model you can have these three alarm level, fault probability, and fault code 

for each timestamp as a label. This makes it possible to find problems (like overheating or a 

blocked filter) right away with more than 90% accuracy.  The LSTM model learns how the sensors 

change over time, reaching an accuracy of 90% by sending out early warning signals then unusual 

trends continue across multiple readings.  then the outputs put into a live digital twin (Building 

Information Model), which keeps each virtual sensor update with the most recent values and shows 

AI-driven alerts.  The twin uses color-coded  heatmaps and dashboards to show facility managers 

the current temperature, Air pressure , air flow and alarm status in real live time.  by Combining 

AI and digital twin technology it creates a powerful predictive maintenance tool that can find, 

diagnose, and even predict AHU problems, which reduces unplanned downtime and makes 

maintenance scheduling more efficient.  The framework is modular and can be expanded to include 

more types of sensors also, like humidity, and vibration, for more thorough monitoring. This will 

make it easier to use smart predictive maintenance in more industrial settings. 

 

 

 

 

 

 

 

 

 

 



2. Introduction  

 

2.1. Background and Motivation 

Smart building technologies are changing the way buildings are built, run, and maintained. but it 

is clear in the management of important mechanical systems like heating, ventilation, and air 

conditioning. AHU systems are what make a building work and keep it comfortable, but they are 

complicated and run almost all the time, that makes them prone to wear and tear. There are big 

problems with traditional maintenance methods like reactive maintenance (fixing equipment only 

after it breaks) and preventive maintenance (doing scheduled check-ups). Reactive maintenance 

can lead to unplanned downtime and higher repair costs, while preventive maintenance can be 

wasteful if it means servicing equipment on a set schedule even when it doesn't need it. These 

methods can't tell you how a piece of equipment will act when the load changes, the environment 

changes, or the stress on the machine changes. Because of this, facilities still have unplanned 

outages, waste energy, and put safety at risk when they follow traditional maintenance schedules. 

 

 

Figure 1, Evolution of maintenance strategies 

 

Digital transformation is bringing smart tools to make managing building systems in better 

performance and part of the Industry 4.0 and Building 4.0 paradigms subsequently.  Predictive 

maintenance is become one of the  top choices because it uses sensor data, artificial intelligence 

AI, and the Internet of Things IoT to predict when equipment will break down.  Predictive 

maintenance controls how well assets are working all the time and predicts when maintenance will 

be needed, rather than fixing problems after they happen or on a set schedule so.  This predictive 

approach lets maintenance teams step up in at the right time, which can save a lot of money and 

keep things running smoothly and in more economic way.  Companies that use predictive 

maintenance have seen their maintenance costs go down by 10% to 40% and their unplanned 



downtime go down by 35% to 50%. Companies can also avoid running equipment until it breaks 

or servicing it too soon, which can add up to 40% to the equipment's lifespan.  These benefits lead 

to lower operation costs, longer asset life, and safer working conditions for employees   

 

Figure 2, Reactive maintenance 

 

 

 

Figure 3, Preventive maintenance 

 



Figure 4, Predictive maintenance 

Another technological which exists in the building industry is the integration of Building 

Information Modeling BIM is the  real-time data, leading to the concept of the digital twin. A 

digital twin is a dynamic, virtual replica of a physical asset or system that updates live in response 

to sensor inputs. It effectively combines a BIM 3D model with IoT sensor data to create a “living” 

simulation of the building’s systems. Facility managers can use this to visualize AHU system 

performance in real time, monitor environmental conditions, and detect anomalies as they develop. 

Real-time data from IoT sensors gives the digital twin, to create a live model of the facility that 

allows managers to spot trends, predict issues, and make timely, data-driven. This high level of 

insight and accuracy was not possible with traditional static models or periodic inspections . By 

integrating sensors with BIM, the digital twin can have a better planning, predictive maintenance, 

and operational optimizations, and leading to substantial cost savings and efficiency gains 

        

This research create a approach to combine these new technologies in  form of the predictive 

maintenance  for industrial AHU system. The approach includes creating a network of IoT sensors 

within a BIM-based digital twin of the facility, then using machine learning models to analyze the 

temperature and other maintenance data to simulate real-world to operating conditions. 

 

The sensors are placed in the AHU system and facility to ensure complete coverage of the critical 

areas, measuring parameters like temperature, air pressure, air flow, and equipment status in real 

time. By capturing a complete picture of the system’s behavior, the temperature data becomes more 

representative that is useful in maintenance analysis.The machine learning algorithms will  analyze 

this sensor data to learn normal patterns and determine with any anomalies that might shows a 

developing fault.In essence, this project bridges the gap between theoretical research and practical 

application in a factory environment. It demonstrates how BIM-digital twin technology can be 

both with AI analysis to move maintenance from a reactive or proactive tasks into a predictive, 

condition-based practice. 

 

The desire to do this work will also be driven by concerns about safety and sustainability. Indoor 

environment requirements are often in place at industrial facilities. each big change in temperature 

or air quality may affect product quality, worker comfort. If the AHU system in a factory face 

failure suddenly, it can not only raise energy costs and usage, but also it can  put sensitive 

manufacturing processes at risk or make the workplace unsafe. A predictive maintenance system 

help to keep things stable by finding problems early which makes the system run better. This 

protects the health of employees and the quality of the products. Also, avoiding big AHU problems 

and by making the system work better saves energy and lowers the carbon footprint, that is in line 

with larger sustainability goals. In short, this research helps to make the industrial future more 



smarter, safer, and more sustainable by using smart fault detection and predictive system 

management. Each of these improvements will save money, making equipment last longer, using 

less energy, and being safer and shows how important it is to combine predictive maintenance with 

BIM-based digital twins in modern facility management. 

 

Type Trigger Cost Efficiency Downtime Risk Intelligence 

Reactive After failure Low High None 

Preventive  
 

Scheduled  
 

Medium  
 

Medium  
 

Low 

Predictive  
 

Based on data High Low High 

Table 1, maintenance approaches and advantages and disadvantages   

 

2.2. Problem Statement 

 

In factories, AHU systems are important for comfort and also for keeping the air clean, safe, and 

energy-efficient. These systems work with different loads and are very sensitive to things like 

temperature, pressure, and how many people are in the room. Even though they are important, 

many facilities still use old ways to keep things running, like reactive maintenance, which only 

fixes problems after they happen, and preventive maintenance, which follows set schedules. Both 

ways are not very effective because they cause a lot of downtime, safety risks, and higher operating 

costs. 

 

IoT sensors that collect useful information like temperature, air pressure, and air flow are often 

built into modern buildings, but this information is not used enough.  Most facilities don't have the 

tools to look at sensor streams in real time, find small problems, and fix them before they happen.  

People often don't notice the early signs of failures, like small drops in pressure or gradual 

overheating, until they cause big problems.  The fact  that static BIM models don't work with live 

building operations makes this worse.  Tools like Autodesk Revit provide spatial and design data 

but aren’t equipped for real-time monitoring or predictive diagnostics. 

 

In other fields, however, powerful machine learning techniques like Random Forest (for 

classification) and Long Short-Term Memory (LSTM) networks (for sequence prediction) are 

already being used for predictive maintenance. These techniques are not yet part of building 

management practices. The idea of a BIM-based digital twin that uses live sensor data, the 

building's spatial context, and AI-driven analytics is still mostly unexplored in AHU system 

maintenance.This thesis addresses the gap by proposing a scalable, end-to-end framework that 

combines: 



 

1.Real-time sensor monitoring (temperature, air pressure, airflow); 

2.Predictive machine learning models (Random Forest, LSTM) for early fault detection and 

classification. 

3.Integration of this data into a BIM-based digital twin using Revit and Autodesk Tandem; 

4.Spatially aware fault visualization and maintenance decision support. 

The answer is based on the "San Benigno" industrial factory case study. It shows how combining 

sensor networks, machine learning, and digital twin technology can make predictive maintenance 

in industrial AHU systems smarter, safer, and use less energy. 

 

2.3. Objectives 

 

The primary objective of this research is to create and execute a predictive maintenance in the form 

of  system of  AHU equipment in industrial structures. It use the sensor data analysis, machine 

learning algorithms and digital twin technologies in a BIM-based approach. The goal is to find 

early system faults using a real-time, data-driven method that lowers the risk of equipment failure, 

energy waste, and safety . 

This study is motivated by inadequacies in existing maintenance strategies and the growing 

capacity of smart technologies to improve facility management. The project aims to advance 

beyond static models and established routines, transitioning towards intelligent, dynamic AHU 

monitoring and control. 

 

To achieve this, the study follows these core objectives: 

Simulate and collect sensor data in near-real AHU conditions 

It used Energy Plus to model the  both normal and faulty operations by using temperature, air 

pressure, and airflow sensors. 

Add time-series data to show how the system works over time. Add controlled problems like 

overheating, loss of airflow, and filter blockage, among others, to help train ML models. 

Use machine learning models to find and predict faults. Use Random Forest to assign alarmLevel, 

faultProb, and faultCode to each timestamp to figure out what kind of fault it is. 



Long Short-Term Memory (LSTM) networks can help you guess what problems will happen in 

the future based on how sensors have been working.Use Autodesk Revit to make a model of the 

AHU system. 

Make a detailed BIM model of the AHU system. Add sensor metadata (like Sensor_ID and sensor 

type) to Revit objects. Connect the environmental data for each monitored zone to the zone itself. 

 

Use the Dynamo to connect the sensor data in real time with the BIM model.Use the shared IDs to 

write scripts that link external CSV data to Revit elements. And to Give live readings to spaces 

and equipment objects so that they can be seen in real time ambient. 

Monitor how the system works and what goes wrong in Autodesk Tandem. Publishing  the model 

to Autodesk Tandem so that you can use the interactive dashboards. Show zone heatmaps based 

on the temperature and mark readings that are out of the ordinary procedure. Give real-time 

information about faults to help with quick maintenance. Look at how predictive maintenance 

affects on the operations. Find out how finding faults early helps with the planning maintenance 

and using resources. Show improvements in the system's reliability and energy efficiency. 

Emphasize how they help with safety, comfort, and the system's lifespan in industrial settings. 

These goals are to create a scalable, smart framework for the predictive maintenance of AHU 

systems using the integrated BIM, IoT, and AI technologies. This will serve as a model for 

managing smart industrial facilities. 

Objective Tool/Method Output 

Sensor Simulation Energy plus , python ,csv Time-series data 

Anomaly Detection RF, LSTM Classified faults 

Digital Twin Revit + Dynamo static BIM model 

Visualization Tandem Heat map dashboard 
Table 2, objective and its output 

 

 

2.4. Scope of the Study 

This thesis focuses on the design, development, and implementation of a predictive maintenance 

framework tailored for AHU systems in industrial structures, utilizing sensor technologies, 

machine learning algorithms, and BIM-based digital twins enabled by IoT. The scope is clearly 

defined so that the research can be done, is useful, and is relevant given the tools, data, and time 

available. 



2.4.1. Technical Scope 

This study examines the comprehensive process of  the predictive maintenance, by commencing 

the sensor data acquisition , advancing through machine learning-based anomaly detection, and 

concluding with integration and visualization in a BIM-enabled digital twin environment.  

 

The main technical parts are: 

Sensor Data: The research utilize the both of simulated and historical data from 18 temperature, 

16 air pressure and air fellow sensors distributed throughout 18 areas  into 7 distinct zones within 

an industrial facility. These sensors controls a very important AHU setting: Every hour, 11day, data 

is collected and saved in CSV file 

Anomaly Types: Two types of AHU faults are modeled in the dataset to represent common 

anomalies, applied consistently to sensors within each zone: 

Overheating due to continuous AHU (Air Handling Unit) operation. 

Overcooling due to an unexpected system shutdown. 

 

Anomaly type  causes 

Overheating Spike Brief reheat valve or actuator overshoot causes transient warm 

spike 

Overcooling Sustained Cooling valve stuck open or leaking, causing cold temperature 

plateau 

Progressive fouling restricts airflow, damping oscillations 

and shifting baseline 

Filter Blockage  

Reduced airflow due to belt/motor wear causes slow upward 

drift in zone temperature 

AHU Fan/Motor Stress  

Intermittent mechanical stiction causes cold dips from 

incorrect damper position 

Supply Air Damper Stuck 

Table 3, types of anomalies  

 

Machine Learning Algorithms: The maintenance framework leverages two complementary 

machine learning techniques to detect and predict faults from sensor data: 

Random Forest: Used for fault classification, labeling incoming sensor readings as normal or 

anomalous and providing three outputs for each timestamp: 

  alarmLevel: Fault severity 

  faultProb: Probability of fault 

  faultCode: Type of fault (e.g., OVERHEATING, FILTER_BLOCKAGE) 



Long Short-Term Memory (LSTM) networks: Used for time-series prediction and early 

warning. It learns patterns in past temperature data to anticipate failures before thresholds are 

reached. It outputs: 

  earlyWarning: Flag to indicate high risk of fault occurrence in the near future 

These models are trained on engineered datasets with injected anomalies and simulated data to 

ensure realistic and diverse fault behavior. 

Digital Twin Environment: A detailed BIM model of the factory’s AHU system is created in 

Autodesk Revit (including all AHU components and the 7 zones). Each sensor in the BIM model 

is linked via a shared parameter (Sensor_ID) to the corresponding element in the Electrical 

Equipment or Spaces category. Dynamo scripts (visual programming routines) connect the 

external CSV sensor data to these Revit model parameters, ensuring the digital twin reflects the 

real-time or simulated conditions of the AHU system. 

 Visualization Platform: The BIM model is exported to Autodesk Tandem, a cloud-based digital 

twin platform, for real-time monitoring and visualization. Sensor readings are visualized as color-

coded heatmaps in the Tandem environment. Interactive dashboards display temperature values 

and deviations across the spatial zones, enabling fast recognition of anomalies and easy 

identification of problem areas by facility managers. 

 

2.4.2. Geographical and Building Scope 

The case study is about one industrial factory building that has 18 separate rooms or spaces and 

uses a Constant Air Volume (CAV)AHU system. The AHU design and operating conditions take 

into account real-world situations that are common in medium to large manufacturing facilities, 

such as the need for strict thermal control, continuous system operation, and high equipment 

utilization. 

The results and methods are meant to be able to be used in other factories with only a few changes, 

such as changing the types of sensors, changing the layout of the zones, or using a different type 

of system, like Variable Air Volume (VAV) systems. 

 

2.4.3. Software and Tools 

The research workflow used the following software platforms and tools: 

Python 3.11 Used for the simulating data, building machine learning models, and processing data 

in general use. 

Visual Studio Code and Jupyter Notebook are the tools for writing and running Python codes 

workflows and experiments .EnergyPlus is used to model the performance of AHU systems and 

create realistic building sensor data.Autodesk Revit 2023: This program is used to model AHU 



systems and add sensor settings to the BIM model. 

Dynamo for Revit is a visual programming tool that connects external CSV sensor data to the 

parameters of the Revit model. 

Autodesk Tandem is the digital twin platform that lets you see and monitor the BIM model in 

real time with sensor data. 

Microsoft Excel (optional) Used to clean up or format sensor datasets by hand before importing 

them. 

2.4.4. Limitations and Boundaries 

To stay on track and keep the scope manageable, this study purposefully left out a number 

of things: 

The project does not include the installation of a real-time sensor network or any hardware in the 

field; all sensor data is either simulated or historical. 

Automated AHU Control: This study does not include the dynamic control of the AHU 

operations, such as automatically changing the positions of fans or dampers in real time based on 

the predictive model. 

Occupancy-Based Control: Excluded are sophisticated control algorithms that modify AHU 

settings according to the real-time occupancy or adaptive comfort strategies . 

Economic Analysis: The predictive maintenance implementation of the system does not include a 

detailed lifecycle which is cost analysis or a calculation of Return on Investment (ROI). 

Additional Environmental Parameters: The incorporation of the supplementary environmental 

sensors, are including humidity, CO₂, or VOC sensors, is designated for future research 

endeavors and is not addressed in this study. 

Blockchain or Enhanced Security: The inclusion of blockchain technology or comparable 

advanced security layers is regarded as a outside the current scope, although it may be 

investigated as a future improvement for data security. Expected Outcome 

This research is expected to deliver a scalable, digital workflow for predictive AHU maintenance 

that: 

Detects and classifies temperature anomalies using ML, machine learning. 

Embeds data into a spatial BIM context 

Visualizes faults in real-time within a user-friendly dashboard. 

Improves awareness, efficiency, and decision-making for facility managers in factories. 

Category Included in Study Excluded from Study 

Sensors Temperature, air pressure, air flow CO₂, VOC, Humidity 

Algorithms RF, LSTM SVM, KNN, Deep Reinforcement 

Learning 

Platforms Revit, Dynamo, Tandem BMS software, BACnet interfaces 

Hardware Simulated sensor data Physical sensor network or live IoT 

deployment 

Monitoring Heatmap Visualization ,fault code 

dashboard 

Automated HVAC control response 

Table 4, expected outcomes   



3. Literature Review 

3.1.  Overview of Predictive Maintenance in Buildings 

As industrial buildings gets more complicated and uses more energy, keep AHU heating, 

ventilation, and after that air conditioning systems,and running smoothly and efficiently become 

more important for operational performance, energy conservation, and health and safety standards. 

Conventional maintenance approaches reactive or time-based have demonstrated insufficiency in 

addressing to the dynamic behavior of AHU systems within real-time environments. With the rise 

of Industry 4.0 and Building 4.0, predictive maintenance (PdM) has become a game-changing 

option that use to real-time sensor data, machine learning, and digital twin integration. 

From Reactive to Predictive: The Evolution of Maintenance Strategies 

Historically, facility maintenance relied on the following: 

Reactive maintenance, where the faults are fixed and after failure occurs often will leading to 

unplanned downtimes, the system-wide disruptions, and costly repairs. 

Preventive maintenance, which involves on the periodic inspections based on the schedules or 

thresholds. Though better than the reactive approaches, it does not reflect the real-time system 

performance and can lead to both over- and under-maintenance in the systems. 

In contrast, predictive maintenance proactively detects the faults and performance degradation 

before failure occurs. It relies on the real-time data from the sensors like: temperature, pressure, 

airflow) and machine learning algorithms to determine the right time and place for intervention 

for minimizing disruption, energy waste, and maintenance costs. 

 

 

Figure 5, different methodology of the maintenance 

 



This shift is illustrated in the following table: 

Maintenance Type Trigger Tools Needed Downtim

e Risk 

Cost 

Effectiveness 

Intelligence 

Level 

 

Reactive (Corrective) 

 

Failure None Very 

High 

 

Low short-

term 

 

None 

Preventive Time or usage 

intervals 

Maintenance logs Moderate Medium Low 

Predicti

ve    
   

 

Forecasted failures Sensors + ML + 

Models 

Very 

Low 

 

Very High 

 

High 

Table 5 , different strategies for maintenance 

Predictive Maintenance in the Field of Building Management 

AHU systems in factories operate under high stress, variable load conditions, and around-the-clock 

schedules. PdM becomes especially relevant for: 

Maintaining comfort and indoor air quality 

Preventing costly breakdowns in critical production environments 

Optimizing energy consumption 

Typical AHU-related faults detectable through PdM include: 

Predictive maintenance in AHU can find: 

Ducts or filters that are blocked 

Failure sensors 

Wear and tear on the fan or motor Refrigerant leaking 

Insufficient air flow rates 

If these problems aren't found, they might damage the health of the people living there and the 

energy efficiency of the building. In factories, a broken AHU system can stop production, lower 

the quality of products, and even break safety rules. 

       Sensor Indicators 

Filter blockage Drop in air pressure, abnormal airflow 

Overheating High temperature + low airflow 

Valve malfunction Temperature/flow irregularities 

Fan or motor vibration Abnormal vibration patterns 

Table 5 , different strategies for maintenance 

 



Enabling Technologies for Predictive Maintenance 

Predictive maintenance depends on several enabling technologies: 

IoT Sensors Capture real-time environmental and equipment data lively. 

Machine Learning (Random Forest, LSTM) Detect anomalies, classify fault types, and forecast 

failures. 

BIM and Digital Twins like : Autodesk Revit + Tandem Visually map fault locations and system 

behavior. 

Energy Simulation by EnergyPlus a energy simulator Model in building performance and simulate 

sensor behavior under controlled anomalies of the failures in different conditions. 

Cloud based  Dashboards Centralize monitoring and support real-time decision-making. 

 Benefits of Predictive Maintenance in Buildings 

Adopting predictive maintenance yields tangible benefits for facility owners, managers, and 

occupants: 

due to increasing asset lifespans : Early detection of the components wear reduce the mechanical 

stress and on the extends system life. 

Energy savings on Faulty AHU components often lead to the inefficient operation, and detecting 

and fixing them early to reduces waste. 

Reduced operational downtime to the  Maintenance that can be planned during low-use periods 

for minimizing disruption. 

Improved indoor environmental quality (IEQ): Fault detection ensures consistent thermal 

comfort and air quality.  

Data-driven decision making: Access to historical and real-time system behavior enhances 

operational transparency. 

.  

Figure 6, Facility management in the building 



In industrial the settings, where operations are often very important, the predictive maintenance 

will help with safety, compliance, and resilience. This is especially true when the high-

performance AHU systems are necessary for the production environment. 

Challenges and obstacles 

 

Despite of its benefits, the widespread use of the predictive maintenance faces a number of 

different problems: 

 

Data quality and availability: Predictive models need data that is accurate, high-resolution, and 

labeled. 

Integration with old systems: Many buildings have old equipment that doesn't work with 

sensors. 

Gaps in knowledge: Facility management teams may not have enough knowledge of AI or data 

science. 

Initial cost: Setting up data infrastructure and installing sensors will cost a lot of money. 

3.2. AHU Systems in Industrial Buildings 

AHU systems in the factories are very important for  factory's environmental performance and 

operational behaviours. Industrial AHU is different from AHU in homes or regular offices because 

it not only keeps people comfortable, but it also keeps conditions stable for production and safety.It 

has to deal with bigger spaces and special problems like machinery that makes a lot of heat and 

dangerous fumes. In short, industrial AHU is the process of bringing in clean, cool air and getting 

rid of hot, dirty air in big buildings to keep workers safe and comfortable. These systems often run 

24/7 with changing loads, so they need more advance control and monitoring to meet strict 

standards for temperature, airflow, and air quality than those in homes or businesses ones. To deal 

with this  complexity, you need to be proactive, since manufacturing facilities have their own set 

of problems because of their size, complexity, and the specific environmental conditions that need 

to be keep it alive. 

 



 

Figure 7, HVAC System Functions in Factories 

The AHU system in an industrial facility typically performs the following key functions: 

An AHU system in an industrial building does a lot of important things to make sure that both the 

quality of the products and the safety of the workers are good.  The main jobs of any AHU system 

are to keep the air inside clean and to keep people comfortable by controlling the temperature and 

humidity.  In industrial settings, these functions usually include: 

Heating: for Keeping the inside temperature comfortable during cold weather or in areas where 

the cold processes will happen.  Industrial AHU often use a big boilers, steam systems, or electric 

heaters with a lot of power to keep spaces warm as much as possible when they need to be.  

Consistent heating keeps materials and equipment working at the right temperatures and keeps 

workers safe in the winter. 

 Ventilation: This is the process of the constantly by replacing the air inside with fresh air from 

outside to keep carbon dioxide in levels to check , get rid of the airborne particles and fumes, dilute 

volatile organic compounds (VOC), and keep safe pressure differences between rooms.  Heavy 

machinery makes a lot of heat and pollution, so industrial ventilation is very important for getting 

rid of it.  It also keeps sensitive areas, like cleanrooms or dangerous storage, under positive or 

negative pressure as needed to keep things from getting mixed up. 

 Air conditioning (cooling and dehumidification) keep the temperature and humidity in the 

building at the right levels which it's hot outside or when processes make heat.  Cooling is done 

by big chillers, cooling towers, evaporator coils, and air handling units (AHU) all working together 

.  This function keeps workers comfortable and protects equipment and products. For example, it 

keeps electronics from overheating or controls humidity so that materials cure properly and the 

quality of the products stays the same. 

 Filtration: Getting rid of the dust, smoke, and other pollutants in the air which is circulated.  

Industrial AHU use high-quality filters, like HEPA or ULPA in sensitive fields, to catch small 



particles and microbes as well.  In the places like cleanrooms, food processing, and 

pharmaceuticals, when it keep products from getting contaminated and keeps workers healthy, by 

good filtration is very important.  Pre-filters, bag filters, electrostatic precipitators, or chemical 

scrubbers are all examples of filtration systems that can be used to get rid of certain pollutants. 

In short, an industrial AHU system create a controlled environment by heating or cooling as needed 

as,  by getting rid of pollutants while bringing in clean air, and filtering out impurities all on the 

huge scales that industrial facilities need.  Most of the time, big factories have a lot of the ductwork 

and several AHU. They also have energy recovery ventilators to get heat or coolth back from 

exhaust air and big machines like cooling towers.  The HVAC system directly affects the safety 

and quality of the products by making sure that processes are done at the right temperatures and 

humidity levels. It also makes the workplace safe and comfortable for workers.Constant  

 

Air Volume (CAV) Systems 

A CAV system keep the temperature in the space by changing the temperature of the air supply 

and sending a steady flow of air to the space. The amount of the air which moves through the ducts 

stays at the same. The temperature of the air cheanges before it enters in the zone to control how 

much heat or cool it gives off. CAV systems are easy to install and maintain because they are 

simple to design and use. They keep the air moving and work well in places with stable thermal 

loads or single-zone application. A CAV system can be used to keep conditions at the same in a 

small manufacturing area, or storage warehouse that is always full and gains heat. But in multi-

zone setups where different areas have different heat loads, a pure CAV approach can be less 

efficient. This is because some zones may need to be reheated, so it works best in zones where the 

load doesn't change much. In the case study for this research, the factory's AHU system is a CAV 

configuration that provides a constant airflow. Sensors in each zone keep an eye on the temperature 

to find any problems, like unexplained overheating or overcooling.  

 

Figure 8, CAV constant volume system 



 

Variable Air Volume (VAV) Systems 

A VAV system, on the other hand, changes the amount of the air that goes to the each zone based 

on how much is needed at the time, usually while keeping the air temperature about the same.  A 

VAV system changes the amount of air that goes into a zone by changing the speed of the fans or 

the dampers. If a zone needs more cooling or heating, it gets more air. If it needs less, it gets less.  

This means that VAV systems are naturally more energy-efficient because they can slow down the 

airflow (and therefore the fan power and conditioning load) when there isn't much demand.  VAV 

also lets you to change the airflow in the each area or room to fit its needs, so that different 

operations can all get the right conditioning under one roof.  For example, an industrial building 

which might have labs that need very precise climate control and production floors that make a lot 

of heat. A VAV system can handle both by changing to fit the load of each zone.  The downside is 

that VAV systems are harder to design and keep up with.  They depend on a lot of sensors, which 

motorized dampers, and sometimes drives that can change speed.  Still, they are popular in the 

large or mixed-use industrial buildings because they save energy and make the people more 

comfortable by keeping temperatures stable.  VAV systems can save up to 30% more energy than 

CAV systems in large buildings because they don't have to run at full volume all the time.   

        

Figure 9, VAV Variable volume system 

 

 

 



Split or Packaged Units 

These are self-contained AHU units that serve as  a specific area or room, commonly used when a 

facility needs localized climate control. A packaged unit typically contains all the components 

(compressor, fans, coils) in one housing (often roof-mounted or on a slab) and ducts directly into 

the space which it serves. A split system separates the evaporator/air-handler (indoors) and the 

condenser (outdoors) connected by refrigerant piping. In industrial contexts, split or packaged 

units are useful for retrofitting older buildings or annexes where extending central ductwork is 

impractical, or when certain zones (like an office in a factory, or a server/equipment room) have 

distinct needs that a central system can’t precisely meet. They offer modularity – one zone’s unit 

can operate independently – but may be less efficient than a centralized system if many are used 

without coordination. Still, they provide a straightforward solution to deliver cooling or heating to 

isolated spaces without overhauling the main system.Custom Solutions   Specialized systems for 

cleanrooms, paint booths, or flammable material handling, with HEPA filtration and explosion-

proof components. 

 

 

 

Components and Equipment in Factory AHU Systems 

Understanding the equipment which are involved in the AHU setup are the key to identifying 

where faults may occur and how predictive maintenance can intervene. 

In predictive maintenance, the focus lies on early detection of deviations in component 

performance by analyzing trends in sensor readings. For example, a gradual rise in air temperature 

in a zone, despite constant airflow, could indicate a clogged filter or a failing coil. 

 

 

Component Function Common Failures 

AHU (Air Handling Unit) Conditions and distributes air Fan motor failure, clogged filters 

Dampers Regulate air flow direction Actuator failure, stuck position 

Ducts Transport air to and from zones Leaks, insulation degradation 

Sensors (Temp, Pressure, Velocity) Monitor environmental conditions Drift, electrical failure 

Filters Trap dust and particles Clogging, excessive pressure drop 

Thermostats/Controllers Manage AHU operation logic Calibration drift, dead batteries 

VFDs (Variable Frequency 

Drives) 

Control fan speeds (if present) Overheating, electrical fault 

Table 6 , different failures based on their relevant components 



 

Figure 10, Smart AI based BMS Systems. 

 

3.3.  Role of IoT Sensors in Building Monitoring 

 

The Internet of Things (IoT) has changed the way of the buildings are watched over and cared for.  

IoT-based sensor networks will make it possible to manage buildings more  smartly and in real 

time. This is especially useful in the industrial settings where systems like AHU run on a large 

scale and need to be very accurate.  These sensors work like a smart building's "nervous system," 

constantly checking the environment and sending data to make it sure that the building's systems 

are working properly. In this section, we will talk about how IoT sensors are used to control AHU 

systems and figure out when they need maintenance. We will focus on the data they collect, how 

and where they are used, and the problems which come up when trying to make sense of sensor 

data in the buildings that are always changing. 

What Are IoT Sensors? 

IoT sensors are network-connected physical devices that collect data from their surroundings and 

transmit it for analysis or visualization In building applications, these sensors are typically: 

Small, low-power devices: Often battery-powered and unobtrusive. 

Wireless connectivity: Communicate via Wi-Fi, ZigBee, LoRaWAN, or similar protocols. 

Periodic data transmission: Send readings at predefined intervals (e.g., every few minutes). 

Strategic installation: Placed in specific zones, on equipment, or in duct systems to capture 

relevant data. 



 

Figure 10, Smart AI based BMS Systems. 

Each sensor measures one or more physical parameters such as: 

Each sensor can measure one or more physical parameters. For example, sensors may monitor: 

Temperature 

Air pressure 

Airflow velocity 

Humidity 

CO₂ concentration 

VOC levels (volatile organic compounds) 

Occupancy or motion (presence of people) 

In this case study, temperature sensors, air pressure , air flow play a critical role as they provide 

key data for AHU performance diagnostics and fault detection. 

Key Sensor Types for AHU Monitoring 

Sensors readings are particularly important in this study, as they serve as the primary input for 

detecting AHU anomalies. These sensor inputs provide the raw data that feeds into machine 

learning models, which can then detect abnormal patterns and forecast system faults. 

 

 

 



Role of Sensors in Predictive Maintenance 

In a predictive maintenance system, sensors serve several important roles: 

Collecting Data in Real Time: Sensors continuously monitor conditions in each building zone, 

producing time-series data that captures normal operating patterns as well as any deviations or 

anomalies over time. 

Fault Detection: Sudden changes in sensor readings (spikes, drops, or gradual drift) can indicate 

that equipment performance is degrading or that an environmental condition is out of tolerance. 

These anomalies often provide early warning signs of developing faults. 

Learning from the Baseline: By analyzing the historical sensor data, machine learning algorithms 

learn the "normal" behavior profile for each space. The system can then recognize when current 

data deviates significantly from the baseline, signaling a potential issue. 

Spatial Contextualization: When sensor data is linked to a building information model (e.g., a 

digital twin in Revit and Autodesk Tandem), each reading is tied to a physical location in the 

building. This makes it easier to pinpoint where a problem is occurring and take targeted action to 

resolve it. 

Automation Triggers: In advanced setups, sensor thresholds can automatically trigger alerts or 

maintenance work orders. This reduces reliance on human monitoring, helps avoid oversight, and 

speeds up response times when conditions move outside acceptable ranges. 

 

 

Spatial Deployment Strategy 

 

The effectiveness of an IoT-based monitoring system depends heavily on where and how the 

sensors are deployed in the building. Poor placement can be lead to the issues like data blind 

spots, misinterpreted readings, and ineffective zone .To avoid these problems, a careful 

deployment on the strategy was used in this project: 

Coverage:18 temperature, air pressure, airflow sensors were mapped across 7 different zones in 

the factory, ensuring all critical areas are monitored. 

ID Mapping: Each sensor which was assigned to a unique identifier (Sensor_ID) and linked to 

the corresponding "Space" element in the Revit BIM model. This one-to-one mapping between 

sensor and space provides a clear context for the data.Optimal Placement: Sensors were installed 

at working height (approximately 1.2–1.5 meters above the floor) and positioned away from 

direct sunlight, machinery heat sources, and AHU vents. This placement helps the sensors 

capture true ambient conditions without  

.This deliberate deployment approach ensures that the collected data accurately reflects actual 



zone performance. With comprehensive coverage and well-placed sensors, the system can more 

reliably classify anomalies and generate accurate thermal maps of the indoor environments.  

 

Figure 11, Sensors placement in the virtual model 

 

 

Data Characteristics and Format 

In this study, the sensor data was generated through simulation using EnergyPlus, a powerful and 

widely adopted for building energy simulation engine developed . Department of Energy 

EnergyPlus has advanced modeling features that make it perfect for simulating how building 

systems (AHU, envelope, internal loads, etc.)interact with changing the weather conditions.  The 

simulation was set up to show how a constant air volume (CAV) AHU system would work in 18 

different spaces that were divided into 7 thermal zones, with virtual sensors in each of the zones. 

Inputs for the simulation:  To run the EnergyPlus simulation, two important input files will be used: 

The IDF (Input Data File) sets up the building model and simulation settings, such as the building's 

shape, how the zones are set up, and the materials used to build it, and the AHU system's 

configuration which is (CAV in this case).  It also says what the internal loads are (people, lighting, 

equipment),and  how to control them effectively, how often to report, and where to put sensor 

nodes in each zone.In short, the IDF file stores all the information about the virtual building and 

AHU system.EPW (EnergyPlus Weather File): Gives hourly climate data for a typical year at a 

place near the building, such as the outdoor dry-bulb temperature, humidity, wind speed, solar 

radiation, and more.  This real weather data makes sure that the simulation shows how the seasons 

change and how the environment affects AHU operation and indoor temperatures. 

EnergyPlus figures out the air temperature in each zone at every timestep during the simulation.It 

does this by taking into account how the AHU system works, how many people are in the building, 



how heat moves through the building envelope, and the weather outside from the EPW file.  The 

temperature for each zone at each time step is what a real sensor would have measured.  EnergyPlus 

report variables sent these fake sensor readings to CSV files, which were then used for more 

analysis. 

 

Figure 12, Energy Plus platform for simulating the sensor and zone data 

 

 

Dataset Characteristics: The simulation produced a rich time-series dataset of zone  and system 

data. 

 Key characteristics include: 

Time-Series Structure: Each record in the output CSV represents a one hour interval of the 

reading for a given sensor. Columns in the dataset include a timestamp (e.g., 2024-12-01 08:00) 

and the zone and system datasets in the unit of the measurement at that time. 

Resolution and Duration: Sensor readings were recorded every hour for 24 hour of each day, 

corresponding to the facility’s active hours of AHU operation. The simulation spans an entire 

year, resulting in a comprehensive dataset of indoor temperature behavior for each zone over 

various seasons and operating conditions.  



 

Figure 13. Primary cleaned CSV data prepared by Python and EnergyPlus. 

To evaluate the system’s ability to detect faults, synthetic anomalies were injected into the data. 

For example, periods of overheating were simulated by raising zone temperatures into the 23–

25 °C range, and episodes of overcooling were simulated by dropping temperatures to about 16–

18 °C. These abnormal conditions were introduced during specific time windows to mimic 

realistic fault scenarios and not only the temperature of the ambient but also the another sensors 

which connected to the part of the system will affect directly to these failures , such as: 

An AHU damper stuck open or an AHU running continuously (leading to gradual overheating in 

a zone). 

Unplanned system shutdowns or failures that cause a zone to drift below normal temperatures 

(overcooling).  

By embedding these anomalies into the otherwise normal temperature,air pressure , air flow 

profiles, we created realistic fault patterns for the machine learning models to learn from. This 

allowed us to train and test anomaly detection algorithms under controlled “failure” scenarios. 

Data Utilization for ML and BIM: The structured CSV dataset served as a dual purpose in this 

project:  

Machine Learning Input; which is time-series data from all the sensors was used to train and 

validate the predictive models (such as Random Forest and LSTM neural networks) for anomaly 

detection. and also for the The models that learned to classify patterns of normal operation versus 

the injected fault conditions , enabling them to forecast or identify the AHU system faults based 

on the sensor readings  

BIM Integration: The sensor dataset was also integrated with the building’s digital twin model. 

Using Dynamo scripts (a visual programming tool for Revit), we linked each Sensor_ID and its 

temperature readings to the corresponding zone (Space ID) in the Revit model. This dynamic 

linkage meant that the Revit/Tandem digital twin could be updated with real-time temperature data, 



allowing visualization of indoor climate trends and highlighting of zones with abnormal 

conditions. 

This hybrid approach combining EnergyPlus simulation, synthetic fault injection, machine 

learning, and BIM integration provided a robust end-to-end environment for testing predictive 

maintenance strategies. Notably, it achieved this without the need for deploying physical sensors 

during the initial research phase, offering a cost-effective way to develop and refine the system. 

Challenges in Sensor Data Usage 

While IoT sensors offers the immense benefits for the building monitoring, several challenges 

must be addressed to be ensure the reliability of the insights;  

Data Noise: Sensors can produce noisy data due to electronic interference or environmental 

factors. Sensor drift over the time (caused by the temperature effects, aging components, and so 

on) may also introduce the bias or outliers in the readings, which can be mislead analysis if not 

properly filtered.High  

Data Volume: A network of even a few dozen sensors reporting frequently generates a large 

volume of the data. For instance, 18 sensors logging readings every hour create over data points 

per 11 day of the march 2025. Managing, storing, and preprocessing this data (like; smoothing, 

outlier removal) is necessary to extract the meaningful patterns without being overwhelmed by the 

volume. 

Sensor Calibration: Sensors require proper calibration, otherwise their measurements may not be 

reflect true values. A miscalibrated or drifting the sensor can be falsely indicate a problem or, 

conversely, mask a real issue. In practice, calibration drift is inevitable due to the factors like 

temperature fluctuations, material wear, and sensor aging and other problem. Regular calibration 

schedules or self-calibrating sensor technologies are needed to maintain data accuracy. 

Time Synchronization: When the multiple sensors feed into a unified model, their timestamps 

must be accurately aligned. Clock discrepancies or delayed data can cause miscorrelation between 

datasets (e.g., a temperature spike might be misaligned with a corresponding pressure drop), 

complicating fault diagnosis. Ensuring all the sensors and systems use a consistent time reference 

, and synchronized logging in interval is critical for the multi-sensor data analysis. 

System Integration: Integrating sensor data into a BIM or digital twin platform requires consistent 

data mappings and robust data pipelines. Each sensor’s data must be tagged with the correct IDs 

and spatial metadata so that it updates the right element in the model. Maintaining this mapping 

Sensor_ID to BIM elementand ensuring the smooth data flow like ; via APIs or data connectorsis 

non-trivial. Any mismatch or break in the integration can lead to the confusion or gaps in the 

monitoring system.Addressing these challenges is key to harnessing reliable predictions from 

machine learning models and generating accurate heatmap visualizations in the digital twin. It 

often involves implementing data cleaning routines, calibration checks, time alignment processes, 

and rigorous integration testing. 

Sensor-BIM Integration in a Digital Twin Framework 



When the data from the IoT sensor network is put into a digital twin of the building, the network's 

true value becomes clear.  In the our system , the data stream from each sensor goes directly into 

the building's 3D information model: 

BIM Linkage: A shared parameter called Sensor_ID linked each sensor to its physical location in 

the Revit model.  This means that the digital model "knows" which sensor goes with which piece 

of equipment or space. 

Automated Data Import; Dynamo scripts were used to read the live (or simulated) sensor data from 

the CSV files and regularly send those values to the parameters of the Revit model.  This made 

sure which  the BIM model always had the most recent temperature , air pressure and air flow 

readings for each zone. 

Digital Twin Visualization: After uploading the sensor-enabled model to the Autodesk Tandem, 

the cloud-based digital twin platform, the sensor data could be seen in 3D.  Users of Autodesk 

Tandem can see historical trends and current conditions in the context.  For instance, you could 

add a color-coded heatmap overlay to the floor plan or 3D model. Each space would be tinted 

based on its current temperature or risk level.  This makes it easy to see where there are hotspots 

or strange things happening in the building.  Facility managers can easily see the status of 

equipment and the environment right in the 3D model, which helps them to find the problem areas 

right away. 

 When you combine IoT sensor data with the BIM model, you get in insights that are easy to 

understand and have a spatial meaning.  An operator can see a colored floor plan that shows which 

zone is getting too hot or trending in a strange way, instead of having to look through spreadsheets 

of temperature readings.  This contextual approach makes maintenance decisions better because it 

speeds up diagnostics (because the location of problems is immediately clear) and helps people 

make better choices about where to send technicians or how to change system controls.  In short, 

adding sensor data to a digital twin makes the building's data nervous system an interactive 

diagnostic tool, which makes facility management more responsive and efficient.  

 

. 

Figure 14, Dynamo script for connecting sensor data to the model 

 



 

 

 

 

 

 

 

 

 

 

Figure 15, Schema the workflow from data to digital twin 

 

3.4.  Machine Learning for Fault Detection in AHU Systems  

In industrial AHU systems, especially those in the factories, conditions change all the time because 

of production cycles, changes in occupancy, and the weather outside.  These systems run all the 

time, and they can slowly break down or suddenly fail.  Standard maintenance plans that use rules, 

like simple threshold alerts like setting off an alarm if the temperature is over 25 °C, aren't very 

accurate and often miss early or subtle signs of the failure.This leads to false alarms, missed 

failures, or poorly planned maintenance.This thesis uses Machine Learning (ML) methods to find, 

sort, and predict system problems based on how the sensors actually work in order to get around 

the these problems.  ML can find complicated, non-linear patterns in big data sets, change to 

changing operational conditions, and make predictions in real time.  It is the analytical engine 

behind predictive maintenance, turning raw sensor data into useful information. 

The Importance of ML in Predictive Maintenance 

Simulated time-series data is used to train machine learning algorithms. This data includes both 

normal operations and for different kinds of injected faults. After they have been trained, they 

can: 

Find early signs of the behavior that isn't so normal 

Put faults into groups, such as a overheating, blocked filters, or failed cooling. 

Predict strange trends before they become a big problem 

Automatically create maintenance alerts with severity levels 

These models are always being updated to reflect changes in the system. This makes it 

easier to find faults and allows for data-driven maintenance. 

people who worked there would see them. 

 



3.5. Building Information Modeling (BIM) and Digital Twins 

The use of the smart monitoring systems throughout the life of a building is one of the most 

important changes, in the Architecture, Engineering, and Construction (AEC) industry.  Building 

Information Modeling (BIM) and Digital Twin technologies are what this change is all about.   

These tools can make not only the design and construction phases better, but they can also make 

facility management and predictive maintenance a lot smarter, especially in factories and other 

complicated industrial settings. 

  When it comes to AHU maintenance, BIM and digital twins make a single spatial and semantic 

layer that links machine learning insights and real-time sensor data to the building's physical parts.  

This link lets you find problems exactly, see heatmaps in real time situations, and make quick 

decisions about the maintenance. 

 

What is Building Information Modeling (BIM)? 

A facility's physical and operational features are represented in the  BIM as a parametric, data-rich 

digital model.   

BIM has more than just 2D drawings: 

 3D building shapes, like ducts, AHUs, and sensors 

 Metadata about the parts, such as their type, size, and flow rate 

 Connections between systems, like duct ,zone ,AHU , space 

 4D (time), 5D (cost), 6D (operation), and 7D (maintenance) are all lifecycle parameters. 

The BIM model for this project was made in Autodesk Revit 2023, and the AHU parts were made 

to match the real layout of the "San Benigno" industrial building.  There are Revit Spaces and 

Electrical Equipment elements in each AHU space, and each sensor has a shared parameter called 

Sensor_ID. 

 Dynamo can dynamically link external CSV data in this setup, which lets the model's sensor 

values change in real time. 

 



 

Figure 18, BIM building information modeling scheme 

 

Figure 19, HVAC model in BIM  



 

Definition of Digital Twin 

A Digital Twin is a real-time, data-connected virtual model that mirrors the physical building, 

incorporating: 

BIM geometry and spatial zones 

Live performance data from sensors 

ML model outputs (e.g., faultCode, alarmLevel) 

Dashboards and analytics for monitoring and diagnostics 

This thesis uses Autodesk Tandem as the digital twin environment. Tandem displays real-time 

heatmaps and anomaly indicators by consuming sensor-enhanced Revit models. Data is updated 

every 15 minutes during operating hours  (08:00–18:00) to reflect the factory’s HVAC conditions.  

 

Figure 20, DIGITAL TWIN 

 

 



4. Methodology, 

4.1. Sensor Deployment and Data Acquisition 

4.1.1. Introduction to Data Acquisition in Predictive Maintenance 

 

This research formulates a comprehensive methodology for predictive maintenance of an industrial 

AHU system designed as Constant Air Volume (CAV), comprising eight Air Handling Units 

(AHUs) and three synchronized sensing layers: temperature (U1), filter differential pressure (U2), 

and supply air flow (U3). The AHU-zone service maps are set in stone. U2 sensors 

(14_84_U2_1...8) are on the filters, and U3 sensors (14_84_U3_1...8) are on the fan outlets. Data 

are time-stamped every hour for 11 days, keeping both operating during the day and standby hours 

for context. To ensure clear ground truth, U2–U3 anomalies are created without regard to 

temperature, so correlation can be tested instead of assumed. Four physically meaningful AHU-

level fault families are used consistently: Filter Fouling, Duct Leakage, Damper Stuck, and 

Fan/Motor Stress. This is because they happen often and create unique, easy-to-understand multi-

sensor signatures. For example, fouling raises ΔP and slows flow during windows; leakage lowers 

both ΔP and flow persistently; a stuck damper creates short ΔP jitter without changing flow; and 

fan stress looks like a slow on-hours flow decay with slight ΔP softening. The clean control AHUs 

stay the same, and all two-column U2/U3 CSVs ("timestamp, air_pressure/air_flow") are 

combined with temperature and identifiers into one table with fault labels that are all the same. 

Data preparation aligns all streams to the hour, removes duplicates by AHU-hour averaging, 

performs minimal cleaning (short forward-fills), and preserves operating context (hour, day-of-

week, on/off flag). Feature engineering is physics-aware for CAV behavior: we estimate per-AHU 

kin ΔP≈k" " Q^2 from on-hours clean data and compute a residual dp_residual=ΔP-kQ^2to expose 

departures from clean-filter behavior; we add normalized deviations versus on-hours medians 

(flow_dev, dp_dev) and short-term dynamics (1-hour deltas, 3/6-hour rolling means and standard 

deviations for temperature, flow, and pressure), plus cyclical encodings of hour and weekday. 

These features intentionally separate the four fault families: fouling dp_residual↑with 

flow_dev↓during episodes;leakage,dp_dev,flow_dev<1persistently; damper stuck high-frequency 

ΔP variance with flat flow; fan stress negative trend in flow and mild ΔP softening. The dataset 

also keeps clean controls so that “normal” is well represented for calibration and later thresholding. 

Learning uses a two-stage strategy. First, an interpretable Random Forest validates feature utility 

and provides importances while mapping many fine labels (if present) to five macro classes 

normal, filter_fouling, duct_leakage, damper_stuck, fan_stress to improve sample size and clarity. 

Training and evaluation use a time-aware split (first 70% of days for training, last 30% for testing) 

to avoid leakage; class imbalance is handled via balanced subsampling, and performance is tracked 

with per-class precision/recall/F1 and confusion matrices. Second, a temporal LSTM is planned to 

capture persistence, slopes, and burstiness that single-timestamp models can miss, using 24–48h 



sequences per AHU and the same features. Model outputs are produced per AHU per hour as 

predicted class, probability (fault_prob), alarm_level (0 normal, 1 warning, 2 alarm), and 

fault_code mapped to the four families; results are saved to lightweight CSVs ready for BIM/DT 

integration. Visualization and deployment are decoupled: Revit holds spaces/AHUs with shared 

parameters (SensorID/Zone_ID), Dynamo maps per-hour predictions back to elements, and 

Autodesk Tandem (or an equivalent dashboard) can ingest the time series for heatmaps and fault 

overlays. Reproducibility is ensured through fixed folder conventions, explicit random seeds, 

 

4.1.2.  Sensor Types and Their Functional Roles 

 

In this thesis we instrumented the CAV system with three coordinated sensor layers chosen 

explicitly for fault diagnosis rather than generic monitoring: (U1) room/space temperature sensors, 

(U2) filter differential-pressure sensors at each AHU, and (U3) supply air-flow sensors at each 

AHU. Each layer serves a distinct diagnostic role and the three together form a minimal, physics-

consistent set that can separate our four target AHU fault families (filter fouling, duct leakage, 

damper stuck, fan/motor stress) with clear signatures. We sampled all streams hourly over an 11-

day horizon, preserving both on-hours daily and standby periods to retain operational context 

needed by the models. 

U1 Temperature (°C, per zone/space). Temperature sensors capture the effect of supply 

conditions on rooms. We used one sensor per served space (IDs 14_84_U1_1…), mapped to the 

eight AHUs via the service matrix defined in the case study (e.g., AHU1 → zones 1,3,4,5; AHU6 

6–12, etc.). From a diagnostic standpoint, U1 shows 1 gradual warming drifts when delivered 

airflow is chronically low (fan stress or duct leakage), 2  damped diurnal swings and mild warm 

bias during filter fouling episodes, and 3 short cold/warm dips when a damper mispositions. In our 

workflow, U1 values are retained exactly as measured and later used to correlate with the U2–U3 

faults; importantly, U1 did not drive the synthetic U2–U3 anomalies so that correlation can be 

evaluated independently and transparently. 

 

Figure 21, temperature sensors in BIM model 



U2 Differential Pressure at filters (Pa, per AHU). U2 measures the pressure drop across each 

AHU’s filter bank (files 14_84_U2_1…8), which is directly tied to airflow by the quadratic law 

Δ𝑃 ≈ 𝑘𝑄2under clean-filter conditions. This channel is our primary indicator for filter health: 

when fouling occurs, Δ𝑃 rises above the clean baseline for the same flow. Conversely, duct leakage 

(downstream) tends to lower both 𝑄 and the observed Δ𝑃at the AHU, while damper stuck events 

create brief jittery bursts in Δ𝑃without sustained flow change. We deliberately recorded U2 as 

two-column CSVs (timestamp, air_pressure) with hourly timestamps to keep the dataset lean and 

unambiguous for downstream feature engineering (e.g., computing the pressure–flow residual 

𝑑𝑝_𝑟𝑒𝑠𝑖𝑑𝑢𝑎𝑙 = Δ𝑃 − 𝑘𝑄2).  

 

 

Figure 22, air pressure sensors in BIM model 

 

U3 Supply Air Flow (m³/s, per AHU). U3 quantifies delivered airflow at each AHU outlet (files 

14_84_U3_1…8). In a CAV system, on-hours flow should be near-constant at each AHU’s design 

band (e.g., AHU1 ≈ 1.00 m³/s, AHU6 ≈ 1.75 m³/s), with off-hours reduced to ~20%. Deviations 

from this pattern are highly diagnostic: filter fouling produces step-like dips in flow during 

episodes; fan/motor stress manifests as a slow decay of the on-hours flow band over days; duct 

leakage creates a persistent downward bias; and damper stuck generally leaves flow near baseline 

while disturbing pressure. Like U2, U3 is stored as minimal two-column CSVs (timestamp, 

air_flow) so that the time base aligns perfectly with U2 and can be merged cleanly with U1. 

 

Figure 23, air flow sensors in BIM model 



Identification, placement, and mapping. We assigned fixed IDs per sensor family to ensure 

traceability across BIM and analytics: U1 for temperatures (per space), U2_1….8 for AHU filter 

ΔP, and U3_1..8 for AHU outlet flow. Placement was chosen for diagnostic leverage: U2 directly 

across filters to sense fouling; U3 at the supply outlet to reflect delivered 𝑄; U1 inside served 

rooms to capture the thermal consequence of supply. The AHU–zone map (e.g., AHU1{1,3,4,5}, 

AHU6{6..12}, AHU8{14,16}, etc.) is embedded in the integrated dataset so that any detected 

AHU-level anomaly in U2–U3 can be compared with the expected temperature response in its 

served zones. 

Fault visibility by sensor layer. For our four AHU fault families, the primary–secondary roles of 

the sensors are: Filter fouling: Primary = U2↑ (ΔP spike); Secondary = U3↓ (flow dip) and U1 

slight warm bias/damped swings. Duct leakage: Primary = U3↓ (persistent) + U2↓/flat; Secondary 

= U1 mild warm bias during on-hours. Damper stuck: Primary = U2 bursts/jitter(short events); 

Secondary = U1 brief dips/spikes; U3 ~flat. Fan/motor stress: Primary = U3 gradual decay; 

Secondary = U2 slight softening and U1 gradual warming trend. 

Designing U2–U3 anomalies independently of U1 allowed us to validate these causal expectations 

objectively rather than “baking in” the correlation. 

Data products used in the thesis. For reproducibility and ease of ML ingestion, we produced: 1  

per-sensor minimal CSVs for U2 and U3 (two columns, hourly); 2  an integrated table that joins 

U1, U2, U3 by timestamp and AHU/zone mapping, with harmonized fault labels at the AHU level; 

and 3 consistent units across all layers °C (U1), Pa (U2), m³/s (U3). This organization preserves 

the physical meaning of each layer, keeps the files lightweight for feature computation (e.g., rolling 

stats, residuals, deviations), and ensures that each sensor type contributes a distinct, traceable role 

in diagnosing and explaining faults in the CAV system. 

 

Figure 24, assigning the sensors shared parameters in the BIM model 

 



4.1.3. Zone-Based Deployment Strategy 

An effective data-acquisition strategy requires that sensors are both correctly placed and aligned 

to the building’s functional divisions. In this factory case study, the building is partitioned into 18 

Spaces, each with distinct operational profiles (process vs. administrative), occupancy, and thermal 

loads. The goal of this section is to document how we defined zones, mapped sensors, set 

placement rules, simulated data (when BMS feeds were unavailable), structured files and folders 

for downstream tools (Revit/Dynamo, Python ML, Tandem), and validated data quality so the 

dataset reliably supports the predictive maintenance. 

4.1.3.1.  Zone Definition 

Zones were derived from the Revit model (Space elements) and cross-checked against AHU 

equipment distribution, process areas vs. offices, and ventilation control the needs (e.g., high-

airflow equipment bays). Each Space is assigned a unique Zone_ID (Z01…Z18) and preserved as 

a parameter in the Revit for downstream mapping. This definition will ensure the spatial 

traceability from the raw data to BIM and later to the digital twin. 

 

Figure 25, defining zones and spaces  in the BIM model 

4.1.3.2.  Sensor-to-Zone Mapping 

There is a 1:1 mapping for the temperature sensing; one temperature sensor for each Space. This 

makes sure that the analytics and visualization have full coverage and a clear spatial context. There 

is a strict, machine-readable the rule for the sensor IDs;  

ID of the sensor: 14_84_U1_01 ; This naming scheme of the project code 14_84, family U1 for 

the temperature which index per Space lets you do deterministic joins in Python (Pandas) and 

automated lookups in Revit/Dynamo. A companion lookup table connects each Sensor_ID to its 

Zone_ID, making sure that there are no gaps in coverage. 



 

4.1.3.3. Placement Considerations 

To capture representative ambient temperature while avoiding the local bias, sensors will 

be;  

1. Mounted at ~1.5 m above finished floor. 

2. Located at zone centerlines and away from heat sources/direct solar. 

3. Positioned for consistent airflow (near returns, not discharging diffusers). 

4. Checked to avoid interference with terminal devices. 

Coordinates are aligned with the Revit model for precise parameter binding and later visual 

feedback in Autodesk Tandem. 

4.1.3.4. Simulated Sensor Data Architecture (EnergyPlus) 

We made a simulation framework to make realistic temperature timeseries for all 18 Spaces using 

EnergyPlus because there were no live BMS feeds available.  EnergyPlus was chosen because it 

can show how CAVs move, how zones interact, and how weather affects things.  The plant was 

set up as a Constant Air Volume (CAV) system that worked across seven thermal zones and 18 

spaces at the system level. Space-level sensors were attached to zone air nodes to simulate IoT 

measurements. 

 The simulations were based on two main inputs: 

 •IDF (Input Data File): geometry and constructions, internal loads, CAV parts and control logic, 

reporting frequency, and virtual sensor taps. 

 •EPW (weather): hourly climate data from a typical station to show how the weather really is 

outside. 

 We ran a simulation for 11 working days, with onw hour  samples taken every day (when the 

system was on). We exported CSVs using standard Output: Variable settings and post-processing. 



 

Figure 26, energy plus results 

4.1.3.4.1. Simulation Parameters 

 

Time window: 11 days. We generated continuous data for 11 days. That’s long enough to see 

normal daily patterns and a few fault events, but short enough to inspect quickly and debug. 

Sampling: every 1 hour. Each sensor writes one value per hour (00:00, 01:00, …). A regular 

hourly grid makes the data easy to align, plot, and compare across sensors. 

Spaces: 18 rooms (one temp sensor each). Each space has one Temperature (U1) sensor. This 

gives a clear, one-to-one link between a room and its readings. It also lets us color rooms in the 

twin (heatmap) with no confusion. 

Sensors and units: 

U1 – Temperature: °C (room level, 18 sensors). 

U2 – Air Pressure across filters (ΔP): Pa (AHU level, 8 sensors). Think of ΔP as “how hard 

the air has to push through the filters.” 

U3 – Air Flow (supply): m³/s (AHU level, 8 sensors). This is “how much air the AHU is 

actually delivering.” 

Season: Winter. Spaces aim for 21 °C ±2 °C under normal operation. We let values wiggle 

around that to feel realistic. 

System type: CAV AHUs (Constant Air Volume). CAV means air flow is roughly constant 

during working hours (system ON) and much lower when idle/off. In our data: 

During ON hours, Q (m³/s) is near a steady median per AHU; ΔP (Pa) is a healthy value that fits 

the physics relation ΔP ≈ k·Q². 



During OFF/idle, Q drops to ~20% of ON and ΔP drops close to zero (no filter load when fan is 

off). 

How we shaped the signals: 

Temperature: daily “wave” (sinusoid) around 21 °C with small random changes (occupancy, 

equipment heat, weather). 

U2/U3: we model Q near its ON median (with small noise) and compute ΔP with ΔP ≈ k·Q² 

(plus small noise). We estimate k from clean ON hours for each AHU. 

Important: we generated U2/U3 independently from U1 so we can later discover correlations 

(instead of forcing them). 

 

 

4.1.3.4.2. Seasonal Modeling  

 

Target comfort: 21 °C ± 2 °C. 

Daily shape: a smooth curve: slightly cooler early morning, flat/stable during mid-day, small drifts 

later. 

“Healthy” control: values don’t stay perfectly constant; small deviations are normal (doors 

opening, people, machines). 

AHU baselines: 

ON hours: Q steady, ΔP steady (depends on Q and filter health). 

OFF hours: Q low (about 20% of ON), ΔP near zero. 

This gives us believable “normal” days so faults stand out later. 

 

4.1.3.5. Fault Injection Methodology  

To train and test detection, the models need to see both normal patterns and fault patterns. We 

add controlled, realistic faults: 

Temperature (U1) faults: overheating and overcooling the “effect” felt in rooms. 

AHU faults (U2/U3): things going wrong in equipment the “cause” at the unit. 

We control when a fault starts, how strong it gets, and how it recovers, so the models learn not 

only thresholds but also the shape of an event. 



Fault 

ID 

Fault name Signals affected Where it 

appears 

T1 Overheating U1 (Temperature) Effect in rooms 

T2 Overcooling U1 (Temperature) Effect in rooms 

A1 Filter fouling U2 (ΔP), U3 (Q) Cause at AHU 

A2 Duct leakage U2 (ΔP), U3 (Q) Cause at AHU 

A3 Damper stuck (start-up 

jitter) 

U2 (ΔP) (±), U3 (Q) 

(~baseline) 

Cause at AHU 

A4 Fan/motor stress (drift) U3 (Q) ↓, U2 (ΔP) slightly ↓ Cause at AHU 

Table 7 , categorizing the different kinds of the annomalies 

4.1.3.5.1. Anomaly Types  

Temperature (U1): 

Overheating (system ON): 

Warning: ≥ 22 °C 

Alarm: ≥ 23 °C 

Critical: ≥ 25 °C 

Overcooling (system OFF/idle): 

Warning: ≤ 20 °C 

Alarm: ≤ 18 °C 

Critical: ≤ 15 °C 

AHU (U2/U3): 

Filter fouling: Filters clog. ΔP rises, Q falls a bit. Physics check ΔP − k·Q² becomes positive 

and stays positive. 

Duct leakage: Air escapes. Q falls, ΔP also falls (system can’t build pressure). Delivery to rooms 

drops. 

Damper stuck/misposition: Damper flutters or stays wrong. ΔP gets noisy/spiky; Q looks 

flat/limited. 

Fan/motor stress: Fan gets weaker. Q slowly declines across days; ΔP softens mildly.These 

patterns are what the models learn to recognize. 

 



4.1.3.5.2. Duration & Shape  

 

Every injected fault follows a 3-phase shape so it looks like real life: 

1. Onset (~1.5 h): values ramp up (or down). 

2. Peak (~0.5 h): values hold at the worst point. 

3. Recovery (~1 h): values go back toward normal. 

Why this shape? Real systems rarely “jump”; they slip into a problem and recover after 

interventions or natural correction. 

 

4.1.3.5.3.  Synchronized Zone Faults 

If AHU6 feeds Z07–Z12, then a fault in AHU6 can impact all those rooms together (e.g., mild 

overheating group). We purposely synchronized some room events so, in the twin, you can see 

clusters of affected spaces and connect them to the same AHU. 

 

4.1.3.5.4. Sensor ID Structuring & Naming  

We use IDs that explain themselves and are easy for scripts: 

 

U1 (Temperature, spaces): 14_84_U1_01 … 14_84_U1_18 

U2 (Air Pressure, AHUs): 14_84_U2_1 … 14_84_U2_8 

U3 (Air Flow, AHUs): 14_84_U3_1 … 14_84_U3_8 

 

Why it matters: 

Python can join data cleanly. 

Dynamo can match CSV rows to Revit elements. 

Revit/Tandem can show the right numbers on the right objects. 

We also keep a small mapping table like: AHU6 → {Z07, Z08, Z09, Z10, Z11, Z12} for overlays 

in the twin. 

 



4.1.3.5.5. CSV Data Structure & Folder Organization  

 

Per-sensor files (generation level): 

U1 Temperature (space-level): 

Datetime, Sensor_ID, Zone_ID, Temperature, Anomaly_Label 

U2 Air Pressure (AHU-level, Pa): 

Datetime, Air_Pressure (2 columns, as you requested) 

U3 Air Flow (AHU-level, m³/s): 

Datetime, Air_Flow (2 columns, as you requested) 

Merged / operational file (for ML and Twin): two options 

Wide (easy for Dynamo): 

Space row: timestamp, Zone_ID, Temperature, Anomaly_Label 

AHU row: timestamp, AHU_ID, Air_Flow, Air_Pressure 

Tall (better for streaming/APIs): 

timestamp, scope_type(AHU/SPACE), scope_id, metric, value 

 

4.1.3.5.6. Data Quality Assurance & Validation  

Same timestamps: All sensors use the same hourly ticks. If a value is missing, we handle it 

(interpolate small gaps or mark as missing) so windows stay aligned.Realistic ranges: 

Temperature: 10–40 °C allowed; anything outside is flagged. 

Air Flow: ≥ 0 m³/s; Air Pressure: ≥ 0 Pa (non-negative). 

During OFF/idle, Q should be low and ΔP near zero. 

Physics sanity (U2/U3):  

We fit k per AHU so ΔP ≈ k·Q² holds during clean ON hours. Then we compute the residual: 

dp_residual = ΔP − k·Q². 

Close to 0 , physically normal. 

Positive and stays high ,likely filter fouling. 

Both Q and ΔP low , likely duct leakage. 

Manual spot checks: 



Open a few CSVs in Excel and plot quick charts to confirm: smoothness, no weird jumps, no 

missing days. 

 

4.1.3.5.7.  Summary & Next Step 

You now have three clean data layers that reflect reality: 

U1 shows room comfort (the effect people feel). 

U2/U3 show equipment behavior (the cause at AHUs). 

IDs and timestamps are consistent, and files are organized for tools. 

This structure makes the next step Preprocessing & Feature Engineering straightforward: we line 

up all signals, build 3-hour windows, add physics-aware features like dp_residual, and prepare 

time-aware train/test splits. From there, Random Forest and LSTM can learn to spot faults and 

produce fault probability, alarm level, and fault code for the digital twin. 

 

 

4.2.  Dataset Overview and Schema 

4.2.1. Dataset Overview and Schema 

 

Our dataset is organized to preserve both temporal integrity and spatial traceability from the outset: 

every record represents a single sensor observation aligned to an ISO 8601 timestamp within the 

factory’s working window hourly and is explicitly bound to a unique Sensor_ID and its 

corresponding Zone_ID. Temperature sensors (U1) are logged per space, while AHU-level signals 

(U2 differential pressure, U3 airflow) can be joined later by AHU zone mapping to create 

multivariate frames without losing provenance. The schema Datetime, Sensor_ID, Zone_ID, 

Temperature, Anomaly_Label was chosen to be minimal yet complete: it supports deterministic 

merges in Pandas, automated parameter binding in Revit/Dynamo, and straightforward stream 

mapping in Tandem. By using a uniform cadence and a consistent naming convention (e.g., 

14_84_U1_07  Z07), we avoid the typical ambiguity that arises when joining heterogeneous 

sources, and we guarantee that every observation can be traced back to a physical location, a BIM 

element, and a specific hour of operation. This rigor in the base schema is what makes subsequent 

processing deterministic: resampling, windowing, and feature computation can rely on a stable 

index and unambiguous keys, reducing the need for ad-hoc fixes and manual reconciliation. 



4.2.2. Cleaning and Validation 

Before extracting any features, we enforce data reliability through a structured QC pipeline that 

mirrors real deployment constraints: 

completeness of timestamps, absence of duplicates, physical plausibility, and continuity of 

sampling. We first parse and sort by Datetime, then scan per sensor for nulls and apply time-aware 

interpolation where it is safe to do so, followed by short forward-fills (≤1 hour) to bridge brief 

dropouts that often happen in wireless sensing; longer gaps are excluded from training to prevent 

bias while being logged for traceability. Duplicates are removed using a composite key 

(Sensor_ID, Datetime) to ensure each timepoint is unique per sensor, which stabilizes rolling 

statistics and prevents duplicated influence on the loss function. Range checks enforce a 

conservative operational envelope (10–40 °C), smoothing one-off spikes via short rolling means 

and replacing sustained outliers with seasonally appropriate baselines so that labels are not 

confounded by corrupt values. Finally, we verify grid conformity (every expected hourly tick 

exists in working hours) and flag any off-grid segments; those segments are quarantined from 

training but kept in a QC log with sensor, period, and reason so that audits and future replays 

remain possible. The output of this stage is a clean, gap-aware, chronologically consistent table 

ready for contextualization. 

4.2.3. Temporal Windowing (Context Construction) 

Point measurements do not express dynamics such as onset, peak, and recovery the exact shapes 

that define our anomalies so we convert each series into overlapping temporal windows that 

embed short-term memory into each training example. We use a fixed 3-hour window with 1-

hour stride, which matches the designed anomaly morphology (≈1.5 h ramp, 0.5 h peak, ≈1 h 

recovery) and guarantees that at least one window fully contains a canonical event while adjacent 

windows capture its edges. This windowing yields a rolling sequence view where each instance 

carries not only values but also their immediate history, enabling models to detect ramps, 

plateaus, and lagged returns that thresholds alone would miss. Importantly, we construct 

windows per sensor to preserve spatial independence; when fusing U2/U3 later, we align 

windows by time and AHU mapping so the combined instance still reflects a coherent physical 

state. By keeping the stride at one hour, we maintain high overlap (and thus sensitivity to 

transitions) without exploding sample counts excessively, striking a balance between temporal 

resolution and computational efficiency. The resulting design transforms raw logs into context-

rich mini-sequences that better reflect how AHU faults unfold in practice. 

4.2.4. Feature Engineering (Statistics, Dynamics, and Physics) 

Each 3-hour window is summarized into a compact yet expressive vector that blends statistical 

summaries, temporal context, dynamic trends, and physics-informed indicators. Statistical 

descriptors mean, min, max, standard deviation, and range capture central tendency and volatility 

within the window, while dynamic features such as the net change (delta_temp) and linear trend 

(slope_temp) encode directionality and the presence of persistent drifts or ramps. We add calendar 

context using both raw indicators (start hour, weekday, morning/afternoon, weekend) and cyclical 

encodings (sin/cos of hour and day) to preserve periodic adjacency (e.g., 23 to 00) and model 



routine patterns like afternoon heat gains. When U2 and U3 are incorporated, we compute per-

AHU on-hours medians to normalize signals (flow_dev, dp_dev) and estimate the clean-filter 

constant k in the quadratic relation ΔP≈k·Q² using robust statistics; the residual dp_residual = 

air_pressure  ,k·air_flow² then highlights departures from expected behavior. These physics-

based features are deliberately discriminative: fouling elevates dp_residual and suppresses 

flow_dev, duct leakage depresses both devs persistently, a stuck damper increases high-frequency 

variance in ΔP with little flow shift, and fan stress presents as a monotonic decline in flow with 

mild ΔP softening. By fusing statistical, temporal, and physical views, each window becomes a 

dense signature of system health. 

4.2.5. Normalization and Encoding 

To prevent scale-dominant variables from biasing the learner and to avoid train–test leakage, we 

fit normalizers only on the training fold and apply them unchanged to validation and test. 

Numerical features are standardized (or min–max scaled where appropriate), which helps tree 

ensembles remain stable across folds and is essential for distance-based or neural methods. 

Cyclical time variables (hour, weekday) are encoded as sine/cosine pairs so the model perceives 

periodic continuity rather than artificial jumps, a small change that often yields large gains in 

temporal generalization. Categorical identifiers (Sensor_ID, Zone_ID, AHU) are kept for 

grouping, aggregation, and explainability but are not injected directly as model numerics to avoid 

brittle memorization; where per-AHU differences must be learned, we expose them via calibrated 

normalizations (per-AHU medians) and physics parameters (per-AHU k) instead of raw IDs. All 

scalers, encoders, and fitted parameters are serialized with version tags so the exact transformation 

pipeline can be reapplied in deployment and reproduced in audits. 

4.2.6. Window Labeling for Supervised Learning 

We propagate event labels from point level to window level using a conservative rule that favors 

early detection:  

if any sample inside a window is anomalous, the entire window is labeled as anomaly; otherwise, 

it is normal. This choice reflects operations reality maintenance prefers a prompt warning when 

the first signs appear, even if the full pattern has not yet completed and it aligns with our 3-phase 

injection design so the model learns both thresholds and temporal shapes. To mitigate class 

imbalance (faults are intentionally rare), we preserve the natural distribution but apply class-

weighting during training and use stratified validation where applicable. For multi-class extensions 

(e.g., overheating vs. overcooling or AHU-level families when U2/U3 are added), we maintain a 

macro-label that maps fine labels to a small, physically meaningful set, increasing per-class 

support and stabilizing evaluation. All label transformations are logged so that audit trails can 

reconstruct how a raw event influenced each window’s target. 

4.2.7. Time-Aware Train/Validation/Test Split 

Because temporal leakage is a common source of inflated scores in time-series ML, we split strictly 

by chronology: the earliest ~70% of timestamps form the training fold, a slice of the remainder is 

held out for validation and hyperparameter tuning, and the final ~30% is reserved as a true unseen 



test set. This simulates the production scenario train on history, score on the future and ensures 

that drift, seasonality, or schedule changes are fairly reflected in performance. When combining 

multiple sensors or AHUs, we apply the split on the shared time axis so that all streams from the 

same period land in the same fold, preventing cross-contamination. We also verify that each fold 

retains a workable fraction of anomalies; if not, we slightly adjust the cut or use time-block 

stratification to maintain evaluability without violating temporal order. The final outcome is a 

leakage-safe evaluation protocol that produces trustworthy metrics. 

4.2.8. Automation, Reproducibility, and Artifacts 

The entire preprocessing pipeline is implemented as idempotent Python routines 

(Pandas/NumPy/Scikit-learn) that can be executed from a single notebook or a CLI script with 

run-time parameters for paths, horizons, and window sizes. Each step—load, QC, windowing, 

feature build, scaling, label projection, and split—emits artifacts: cleaned per-sensor tables, QC 

logs (missing/duplicates/outliers, dropped spans), feature matrices with schema manifests, fitted 

scalers/encoders, and fold indices. Versioned filenames and a small YAML config capture all 

hyperparameters (sampling cadence, window length, thresholds, seasonal limits, physics fit 

options), making runs replayable and auditable. Lightweight plots (time-series overlays and 

histograms of key features) are auto-generated for quick visual QA, and simple assertions guard 

against schema drift (e.g., unexpected columns or timestamp misalignments). These engineering 

practices ensure that when new data arrives—or when U2/U3 streams are added—the same 

transformations can be applied identically, producing comparable inputs for modeling and fair 

longitudinal evaluation. 

4.2.9. Outcome and Hand-Off to Modeling 

At the end of preprocessing we obtain a clean, temporally contextual, and physics-aware 

feature set where every row represents a windowed snapshot of system behavior, labeled for 

supervised learning and partitioned by time for honest evaluation. The feature vector captures 

instantaneous values, short-term statistics, directional trends, operational context, and physics 

residuals that together distinguish normal regulation from genuine faults with interpretable 

signatures. Because scalers and encoders were fit only on the training period and serialized, the 

same pipeline can be deployed to transform live streams consistently, guaranteeing that inference 

sees the same feature space as training. This dataset is passed to Chapter 4’s modeling stage, where 

we first train an interpretable Random Forest to validate separability and rank features, and then 

escalate to a temporal LSTM that can exploit persistence and recovery dynamics—using the exact 

windows and encodings produced here—thereby closing the loop from raw sensor logs to reliable, 

explainable predictions suitable for integration into the digital twin and maintenance workflows. 

 

4.3.  Machine Learning Algorithms (Random Forest + LSTM Only) 

In this thesis We treat this as a supervised problem because we know the faults we care about and 

we can label examples for them (from our injected events): normal, filter fouling, duct leakage, 

damper stuck, fan/motor stress. In supervised learning, the model sees inputs with the correct 



answer during training, so later it can output clear, actionable results: a fault code, a probability, 

and an alarm level. By contrast, unsupervised methods (like PCA/autoencoders) spot “unusual 

patterns” but don’t naturally tell you which fault it is useful for exploration or future novelty 

detection, but not ideal as the main pipeline when operations need a concrete fault_code for 

dashboards and maintenance tickets. 

 

Figure 27, supervised learning 

Why Random Forest (RF): Think of RF as many simple decision trees voting. It’s great for our 

tabular features (statistics, trends, time encodings, plus physics features like dp_residual = ΔP 

− k·Q²,  flow_dev, dp_dev). RF handles messy, noisy sensor data, copes with class imbalance 

(few faults vs many normal hours), trains fast, and most important for a facility team is 

explainable: we can show which features drove an alarm (e.g., “pressure too high for the flow , 

filter fouling”). This makes RF a reliable baseline that operators can trust from day one. 

 

Figure 28, random forest algorithm for voting 



Why LSTM: Some faults unfold over time (slow fan degradation, repeating damper bursts, 

delayed recovery). An LSTM is a neural network that remembers the last N hours (we use 48 

h) and learns the shape of events ramps, peaks, and recoveries rather than judging one short 

window in isolation. This gives smoother, more stable predictions, catches slow drifts better than 

RF, and reduces “alarm flicker” on the dashboard. 

 

Figure 29, random forest algorithm for voting 

 

Why both (together): RF gives fast, interpretable decisions on physics-aware features; LSTM 

adds temporal intelligence for evolving faults. They output the same fields fault_prob, 

alarm_level, fault_code so our Revit to Dynamo to Tandem flow stays identical regardless of 

which model (or both) we run. In practice, we use RF as the transparent baseline and LSTM to 

strengthen time-dependent cases; thresholds (e.g., 0.70 for level-2) and simple persistence rules 

can be tuned to balance missed faults vs nuisance alarms. This pairing keeps the system 

accurate, explainable, and deployment-friendly for real building operations. 

 

4.4. Why Machine Learning for Predictive Maintenance (AHU) 

Industrial AHU systems are both mission-critical and noisy. Rule-based thresholds alone struggle 

with context: a brief spike at 08:00 may be benign start-up behavior, while the same level at 12:30 

could indicate an incipient failure. Machine learning bridges this gap by learning patterns across 

time (ramps, peaks, recoveries), space (which AHU serves which zones), and physics (how ΔP 

should scale with Q² in CAV). In this thesis, we injected realistic temperature anomalies 

(overheating/overcooling at Space level) and equipment-level faults at AHUs (filter fouling, duct 



leakage, damper stuck, fan/motor stress) to teach models the shapes of faults, not just raw limits. 

The outcome is an operational signal for each timestamp and AHU/Zone: 

fault_prob: a calibrated probability (0–1) the state is faulty, 

alarm_level: a policy tier (0 normal, 1 warning, 2 alarm), 

fault_code: a compact numeric category for dashboards. 

This turns raw sensing into explainable, actionable decisions operators can trust. 

4.5. Model Inputs  

All inputs come directly from §4.2. We use the windowed feature matrix and labels produced 

there: 3-hour windows (stride 1h) with statistical, dynamic, temporal, and physics-aware features 

(notably dp_residual = ΔP − k·Q², plus flow_dev, dp_dev normalized to per-AHU on-hour 

medians). Scalers and time-aware train/val/test splits are exactly those serialized in §4.2 (see 

§4.2.3–4.2.6 for windowing/labeling and §4.2.5 for scaling/encoding). Random Forest consumes 

the tabular windows; LSTM consumes 48-hour sequences built from the very same features. 

 

 

 

 

4.6. Random Forest Classifier (interpretable baseline, operations-ready) 

Concept and fit to AHU 

A Random Forest (RF) is many simple decision trees voting together. Each tree learns human-

readable rules like “if dp_residual is high and flow_dev is low, then fouling”. Because trees 

partition the space non-linearly, RF naturally captures interactions such as “a slight ΔP rise is only 

worrisome when flow is simultaneously depressed”. It also handles class imbalance via 

class_weight, is robust to noise, and provides feature importances for transparent post-hoc 

explanations. 

Training protocol (succinct, reproducible) 

We train on the chronological training fold (earliest ~70%), keeping a small slice for validation; 

the latest ~30% is the untouched test period. Good defaults we used: 

n_estimators = 300–500, class_weight = "balanced_subsample", 

max_depth = None (or tuned), random_state = 42. We preserve the natural class frequencies 

(faults are rare) and rely on class weights rather than oversampling to avoid synthetic artifacts. 

What the RF actually learns here 



The window vector blends statistics (mean/max/std/range), dynamics (delta/slope), temporal 

encodings (hour/weekday as sin/cos), and physics: 

Fouling  dp_residual ↑ (ΔP higher than k·Q²) with flow_dev  (under-delivery). 

Leakage  both flow_dev and dp_dev ↓ persistently (system cannot build flow or pressure). 

Damper stuck  ΔP variance spikes with flow near baseline (fluttering restriction). 

Fan stress  flow trends down across days; ΔP softens mildly. 

Calibrated outputs and policy 

RF yields class probabilities. We use the max class probability as fault_prob, map the argmax to 

fault_code, and apply a simple, explainable policy: 

alarm_level = 0 if class = normal, 

alarm_level = 2 if fault_prob ≥ 0.70, 

alarm_level = 1 otherwise. If you need fewer nuisance alarms, raise the threshold (e.g., 0.80) or 

require persistence (e.g., two consecutive windows) before level-2 alarms. 

Interpretability for operators 

Feature importance consistently highlights dp_residual, flow_dev, dp_dev, and temperature 

slope/mean. This makes it easy to explain: “We alarmed AHU-3 because pressure was too high 

for the flow we observed, which looks like a clogged filter.” Such narratives build trust during 

commissioning. 

 

Figure 30, random forest and decision tree schem 



 

4.7. LSTM: sequence intelligence for drifts and bursts 

Why LSTM on top of RF 

We first prepare the data and the sequences the LSTM needs. From the §4.2 features (temperature, 

ΔP, flow, hour-of-day, weekday), we compute simple statistics over a short window (mean, min, 

max, standard deviation, slope) and a physics feature: ΔP_expected ≈ k·Q², then dp_residual = 

ΔP_measured − ΔP_expected. After normalizing columns using only the training period, we 

build rolling 48-hour sequences with stride 1 hour so the model “watches” how signals evolve 

rather than judging a single moment. The resulting tensor has shape (samples, 48, F), where F is 

the number of engineered features (optionally including the Random Forest’s per-hour probability 

as one extra feature). We keep the split time-aware (past → future) to prevent leakage, and we 

mitigate class imbalance with class weights. 

The model is intentionally compact and stable: LSTM(64) → Dropout(0.2–0.3) → Dense(32, 

ReLU) → Dense(5, Softmax), trained with Adam (1e-3), early stopping (patience 5), and the 

best checkpoint saved on the validation set. Supervision uses the same five labels as the Random 

Forest—Normal, Fouling, Leakage, Damper, Fan—so both models learn from the same truth. 

This “small LSTM” is deep learning, but light enough to run on CPU, and its memory cells learn 

temporal dependencies such as slow drifts (fan stress), repeated start-up bursts (damper), or the 

order in which variables move (e.g., flow change before pressure change). 

At inference time, for each AHU/zone we maintain a rolling buffer of the latest 48 hourly feature 

rows, feed that sequence to the LSTM, and obtain per-class probabilities. We take the maximum 

as fault_prob and its class index as fault_code, then apply the same alarm policy used with the 

Random Forest for consistency: if fault_prob ≥ 0.70 → Alarm Level 2, else if faulty → Level 1, 

else Level 0. To reduce flicker in dashboards, we optionally apply a short moving average or a 

persistence rule (e.g., require two consecutive high-probability hours before Level 2). When 

desired, we fuse the LSTM and RF by averaging probabilities (e.g., 0.6·LSTM + 0.4·RF) to 

combine time awareness with snapshot clarity. The final record—timestamp, fault_prob, 

alarm_level, fault_code—is written to CSV/JSON and mapped via Dynamo into Revit and 

Autodesk Tandem for real-time heatmaps and alarms. 



 

Figure 31, LSTM deep learning model schem 

4.8. Evaluation you can trust  

We evaluate strictly on the held-out future period. Besides accuracy, we report per-class 

precision/recall/F1 and the confusion matrix vital because faults are minority classes. We also 

compute alarm efficiency (share of time in each alarm level) and false-alarms per hour. 

Threshold tuning: lowering the level-2 threshold (e.g., 0.65) catches more faults (higher recall) but 

can increase nuisance alarms; raising it (e.g., 0.80) reduces noise but risks misses. Choose based 

on your operational tolerance and consider a persistence rule (e.g., “two consecutive windows ≥ 

0.70” for level-2). 

Ablation checks (recommended): 

With vs. without physics features (dp_residual) to show their lift. 

RF vs. LSTM vs. RF+LSTM vote (optional) to quantify temporal gains. 

4.9. From models to the final CSV  

Both RF and LSTM feed the same exporter so Tandem/Dynamo remain simple. For each 

timestamp and AHU (and optionally Zone), we write: 

timestamp, scope_id(AHU or Zone_ID), pred_class, fault_prob, alarm_level, fault_code 

fault_code mapping (example): 0=normal, 1=fouling, 2=leakage, 3=damper_stuck, 4=fan_stress. 



If a timestamp is missing for an AHU (rare), we carry last value for display and log the gap for 

QC.This uniform schema means the same Dynamo graph can handle outputs from either model or 

even an ensemble without changes. 

4.10. Digital Twin integration  

At runtime, a small Python job watches the sensor folders, applies the serialized §4.2 pipeline 

(same scalers, same features, same time windows), runs RF (fast) and optionally LSTM, and 

updates the predictions CSV. A Dynamo script reads this file hourly, matches rows to Revit 

elements via Sensor_ID / Zone_ID / AHU, and writes fault_prob, alarm_level, fault_code into 

shared parameters. When the model is published to Autodesk Tandem, heatmaps and status badges 

reflect the latest state. Key principle: one stream that mixes Zone temperature (effect) and AHU 

equipment state (cause) on the same timeline, so operators see both sides on one dashboard. 

 

4.11. Operationalization: stability, drift, and retraining 

To keep performance stable: 

Version every artifact (models, scalers, feature list, per-AHU k constants). 

Monitor drift monthly (feature means/variances; simple PSI or KS tests). 

Retrain when drift is significant or after seasonal changes. 

Track alarms: rate, persistence, and work-order outcomes help tune thresholds for your site. 

4.12. Limits and mitigations  

Label mismatch vs. reality: injected faults are cleaner than real life. Start with RF (interpretable), 

log disagreements, and refine. 

Rare classes: some faults (e.g., damper stuck) may be rare. Keep class weights and consider per-

AHU fine-tuning if needed. 

Over-alarming: apply persistence rules and raise the level-2 threshold; optionally suppress repeat 

alarms within a short window. 

 

4.13. Chapter wrap-up 

This chapter shows how we consume the dataset prepared in §4.2 to produce trustworthy alarms 

using two complementary models. Random Forest provides a fast, transparent baseline anchored 

by physics-aware features, while LSTM learns temporal evolution to stabilize decisions and catch 

slow drifts. Both models emit the same operational fields—fault_prob, alarm_level, fault_code—



so the Dynamo → Tandem pathway is straightforward and consistent. The result is a deployment-

ready loop from sensor CSVs to a living digital twin, where each alarm is explainable, tunable, 

and tied to the real geometry and assets operators care about. 

 

5. Digital Twin Integration (Deep Dive) 

5.1. Introduction to Digital Twin Technology in Buildings 

In this thesis, the digital twin (DT) is the operational bridge between data (from simulated/real 

sensors), analytics (Random Forest + LSTM), and decisions (alarms, maintenance actions). We 

implement the twin across three layers: Revit (authoring, spatial ground truth), Dynamo 

(data/parameter exchange, light ETL), and Autodesk Tandem (facility twin, dashboards, heatmaps, 

alarms). Two design goals drive our approach: (1) single source of spatial truth every value is 

anchored to a Space or AHU element; (2) single stream of operational truth temperatures (18 

Spaces) and equipment sensors (8 AHUs: airflow/ΔP) arrive in one integrated stream, so the DT 

can compute cross-sensor correlations and display the joint state on one dashboard. This avoids 

the classic anti-pattern of “two dashboards, two truths” (e.g., zones warm while AHU looks healthy 

or vice versa). Instead, we publish synchronized time-aligned, keyed measurements and ML 

outputs, so Tandem can highlight which zones are impacted by which AHU fault and with what 

confidence at the exact timestamp. 

 

Figure 32, digital twin facility managing 

 



5.2. Revit Model Structure and Parameter Setup  

Revit provides the semantic map of the facility. We modeled 18 temperature sensors (U1, one per 

Space; we use 18 Spaces in analysis + 1 spare for QA) and 8 equipment sensors per AHU streams 

(U2 ΔP at filters, U3 supply airflow), categorized as Electrical Equipment (for visibility and 

discipline filters). Each Space is a Revit Space element with Zone_ID = Z01…Z18; each 

temperature sensor carries Sensor_ID = 14_84_U1_01…18; each AHU has logical bindings to its 

U2/U3 signals (14_84_U2_1…8, 14_84_U3_1…8). We add Shared Parameters that act as “ports” 

between BIM and the runtime pipeline: 

Spaces: Zone_ID (Text), Temperature (Number), Anomaly_Status (Integer), Risk_Score (Number 

0–1), Last_Update (Text/Date). 

Sensors (U1): Sensor_ID (Text), Temperature (Number), Anomaly_Status (Integer), Risk_Score 

(Number), Last_Update. 

AHUs / Equipment (U2/U3): AHU_ID (Text), Air_Pressure (Number, Pa), Air_Flow (Number, 

m³/s), AHU_FaultCode (Integer), AHU_Risk (Number 0–1), AHU_AlarmLevel (Integer), 

Last_Update. 

Schedules (e.g., Mechanical Equipment Schedule and a Spaces Schedule) expose these 

parameters for in-model QA: you can sort by Risk_Score, filter on Anomaly_Status=1, or review 

Last_Update freshness before publishing to Tandem.  

 

 

 

Figure 33, schedueling different parameters in revit 



5.3. Unified Data Stream: One Stream, Many Signals (Why and How) 

Why one stream? If we publish temperature-only and AHU-only streams separately, dashboards 

fragment: you see a red Space but must open another panel to discover the upstream AHU event. 

One stream with aligned timestamps and keys (AHU↔Zones) lets Tandem (and operators) see 

causal relationships at a glance: “AHU6 fan-stress (AlarmLevel=2) → Zones Z06–Z12 warming 

drift; confidence 0.82.” 

How to structure it. We define a single, append-only CSV/JSON line protocol where each row is 

one timestamp per logical scope (AHU record + Space records). Two practical packing patterns: 

Tall format (recommended)—each row is one measurement at time t: 

timestamp, scope_type, scope_id, metric_name, metric_value, fault_code, fault_prob, 

alarm_level. 

Examples at 2025-03-06 10:00: 

..., "AHU", "AHU6", "air_flow", 1.58, 4, 0.78, 2 

..., "AHU", "AHU6", "air_pressure", 72.3, 4, 0.78, 2 

..., "SPACE", "Z09", "temperature", 24.6, 4, 0.78, 2 

..., "SPACE", "Z09", "zone_risk", 0.74, 4, 0.78, 2 

Tall format scales to extra metrics (humidity, CO₂) with no schema migration. 

Wide format (compact)—one row per AHU and one row per Space per time t: 

AHU row: timestamp, AHU_ID, air_flow, air_pressure, ahu_fault_code, ahu_fault_prob, 

ahu_alarm_level 

Space row: timestamp, Zone_ID, temperature, zone_fault_code 

zone_fault_prob,zone_alarm_level. Wide is simpler for Dynamo CSV nodes; tall is better for 

APIs and streaming. 

We used wide inside Dynamo (for minimal node wrangling) but maintain a tall export for 

Tandem/API work. The key is time alignment: all rows use the exact same hour tick (e.g., 2025-

03-06T10:00:00Z). 

Correlation enablement. The stream includes a static mapping table (published once and 

versioned): 

AHU6 → {Z06, Z07, Z08, Z09, Z10, Z11, Z12}. During dashboard rendering, Tandem overlays 

the AHU state on its served Spaces, allowing color-by-AHU-state and joint filters (e.g., “show 

zones affected by fouling events only”). 



 

Figure 34, stream of the connection in the tandem  

  

5.4. Dynamo for Data Integration  

Dynamo performs the light ETL: read the unified stream, match to model elements by ID, write 

parameters, and (optionally) aggregate to Space level. The graph includes: 

1. Input (CSV): Data.ImportCSV → List.Transpose. For wide format, we split AHU rows 

and Space rows by a Type column or by presence of AHU_ID vs Zone_ID. 

2. Collect Elements: 

Spaces: Categories → Spaces → All Elements of Category → 

Element.GetParameterValueByName("Zone_ID"). 

Sensors: Electrical Equipment → All Elements → GetParameterValueByName("Sensor_ID"). 

AHU equipment: Mechanical Equipment (if modeled), or we keep AHU as logical and stamp 

Space-only parameters that mirror AHU status. 

3. Match & Write: Dictionaries keyed by Zone_ID and Sensor_ID; 

Element.SetParameterByName updates Temperature, Anomaly_Status, Risk_Score, and 

Last_Update for Spaces/Sensors; for AHUs (if elements exist) we set AHU_FaultCode, 

AHU_Risk, AHU_AlarmLevel. 

4. Aggregation (optional): For Spaces served by multiple sensors (future scenario), we 

compute avg(Temperature) and max(Anomaly_Status) to populate zone-level flags. 

5. Validation: The graph emits lists of unmatched IDs, type errors, and stale timestamps (if 

Last_Update too old), so QA is immediate inside Revit before publish.Automation. We 

keep the graph modular and data-driven: when CSVs grow (more sensors, more zones), no 



node redesign is required. Operators can run it with Dynamo Player or a Revit Task; later, 

a small C#/Python add-in can trigger hourly refreshes. 

 

  

Figure 35, dynamo VPL  for connecting the sensor data to the revit  

 

 

5.5. Publishing & Live Views in Autodesk Tandem  

Prepare the model: ensure shared parameters are filled (via Dynamo), sensor category is visible, 

and Spaces are named/tagged consistently. Save as cloud model, then publish to the chosen 

ACC/BIM 360 hub. In Tandem: 

Facility setup: start from “Sample Template – Simple Categories” and tailor panels to MEP. 

Property mappings: 

Sensor ID ← Sensor_ID 

Zone ← Zone_ID 

Temperature ← Temperature (Space/Sensor) 

Anomaly Flag ← Anomaly_Status 

Risk Score ← Risk_Score 



AHU Fault Code / Risk / Alarm Level ← AHU parameters (if modeled) or derived overlay (via 

stream properties). 

Heatmaps: 

Temperature Heatmap (continuous): Blue (19–22°C), Yellow (23–26°C), Red (>27°C). 

Anomaly Map (discrete/gradient): Green (0), Orange (warning), Red (alarm) driven by 

Anomaly_Status/Risk_Score. 

Integrated overlays: filter to AHU6 and highlight its served Spaces; view AHU risk and Space 

temps at the same time. This is the core payoff of the one-stream approach: operators see cause 

(AHU) and effect (Spaces) together. 

Refresh approach. Our thesis uses CSV batch refresh (publish after Dynamo writes). For higher 

frequency, Tandem can read via APS/Data Exchange or a custom connector (future work): the 

unified tall stream can be pushed every 5–10 minutes, avoiding manual republish. 

 

Figure 36, monitoring the digital twin results in tandem in single stream   

 

5.6. Correlation in the Twin  

Publishing temperature and AHU signals into one stream enables three correlation modalities right 

inside the DT: 

Spatial correlation: If AHU1 fouling fires (FaultCode=1, Alarm=2), the Spaces it serves should 

show mild warm bias or damped cycles. Tandem can shade those Spaces while the AHU panel 

shows the active fault operators see a causal cluster rather than isolated red dots.Temporal 

correlation: When AHU8 leakage is persistent, affected Spaces display a steady on-hours bias 



(slightly warm). On the timeline scrubber, the AHU alarm and Space deviations move together. 

This temporal adjacency is only clear when signals share the same time base. 

Model correlation (RF/LSTM outputs): Both models write fault_prob and fault_code for AHU and 

Zones. Tandem can show risk gradients across Spaces and a fault family chip on the AHU card 

(e.g., “Leakage, p=0.81”), letting the operator compare predicted cause (equipment) with observed 

effect (rooms) in one pane. 

 

5.7. Alarm Policy & Codes (Consistent Across the Stack) 

We standardize alarms so Revit, Dynamo, Tandem, and Python all agree: 

Fault codes: 0=normal, 1=filter_fouling, 2=duct_leakage, 3=damper_stuck, 4=fan_stress. 

Alarm levels (from model probabilities): 

Level 0 = Normal 

Level 1 = Warning if fault_prob < 0.70 

Level 2 = Alarm if fault_prob ≥ 0.70 

Visualization: 

Spaces: outline by Level (green/orange/red); fill by temperature scale. 

AHUs: status badge by FaultCode (icon) and AlarmLevel (color), numeric Risk on hover. 

If nuisance alarms appear, increase the Level-2 threshold (e.g., 0.80) or require persistence (e.g., 

two consecutive hours at Level-2). 

 

Figure 37, threshold determined for keep the temperature of the room under control 

 



5.8. Data Governance, Provenance 

Provenance matters in facilities. We log: 

Run context: RF/LSTM model versions, scaler hashes, feature schema, k constants (ΔP-Q² per 

AHU). 

ETL logs: counts of matches, unmatched IDs, out-of-range values, stale timestamps. 

Auditability: every published Tandem update links back to the CSV batch name and timestamp. 

Fallback behavior: if a Space has no fresh data (stale Last_Update > 2 hours), Tandem displays a 

hatched fill and a tooltip (“data stale”), avoiding false confidence. 

These controls let engineers trust the display and reconstruct decisions later. 

 

5.9. Performance, Scalability, and Reliability 

 

Throughput: Our one-stream CSVs are lightweight (18 Spaces + 8 AHU metrics per hour). Scaling 

to hundreds is feasible; switch to tall JSON with chunked uploads if needed. 

Latency: CSV+publish is “near-real-time” (minutes). For sub-minute dashboards, implement 

APS/Tandem data connectors. 

Resilience: If the model backend fails, the last known safe values persist in Revit/Tandem, flagged 

as stale; operators can still see structure and last status. 

Extensibility: Add CO₂/humidity/occupancy by appending rows (tall) or columns (wide). The 

Dynamo graph reads by header names, so no code change is required beyond mapping nodes. 

 

5.10. Operating Procedures (What the Team Actually Does) 

Data update: Python job generates the unified stream and predictions CSV hourly. 

BIM refresh: Open Revit → Run Dynamo Player “Update-Twin” → watch the QA panel for 

unmatched IDs/old timestamps. 

Publish: Save cloud model; publish to Tandem. 

Monitor: In Tandem, open the AHU Twin dashboard; view Temperature Heatmap + Anomaly 

overlay; filter by AHU or FaultCode; click a Space to inspect sensor history and AHU status. 

Respond: For Level-2 alarms, check fault family and affected Spaces; create a maintenance ticket, 

attach a Tandem snapshot, note the timestamp and fault_prob. 



(When streaming is automated, steps 2–3 are replaced by connectors.) 

 

 

5.11. Future Expansion  

APS/Tandem connectors: push tall JSON every 5–10 minutes with auth; auto-map to Tandem 

properties without manual publish. 

Edge buffering: if the network drops, store-and-forward from site gateways. 

Closed-loop hooks: send recommended actions from the ML backend (e.g., “inspect AHU1 filters 

within 24h”). 

Explainability widgets: for RF, show top contributing features (e.g., dp_residual, flow_dev) inside 

Tandem as a mini card per alarm. 

KPI boards: daily false alarm rate, mean time to acknowledge, energy impacts while in degraded 

modes. 

 

5.12. Summary 

 

The DT integration delivers a single, comprehensible view where Spaces (effects) and AHUs 

(causes) are time-aligned and co-visible. Revit anchors identity and geometry; Dynamo brings the 

stream into parameters reliably; Tandem presents heatmaps, risk badges, and fault families in one 

place. By unifying zone temperatures and equipment sensors into one stream, the twin can surface 

correlations automatically and help operators act faster—with fewer clicks, fewer 

misunderstandings, and greater confidence. This is the operational value of a digital twin for 

predictive maintenance: not just a 3D model, but a live, explainable decision surface for the 

factory’s AHU health. 

 

 

 

 

 



6. Thesis Review  

6.1. Problem Framing and Objectives 

What you did well: You defined a concrete, industry-relevant problem: predictive maintenance for 

an industrial CAV AHU system using zone temperatures (U1) and AHU-level sensors (U2 ΔP, U3 

airflow), with ML (Random Forest, LSTM) and a digital twin (Revit → Dynamo → Tandem). 

Clear operational outputs—fault_prob, alarm_level, fault_code—kept the work outcome-focused.  

What to tighten: In the abstract and Chapter 1, state two crisp research questions (RQ1: Can 

physics-aware features separate common AHU fault families? RQ2: Does LSTM add temporal lift 

over RF for slow trends?), plus a short hypothesis for each. This sharpens evaluation. 

6.2.  Sensor Architecture & Zone Strategy 

Strengths: Three coordinated layers—U1 (space temps), U2 (filter ΔP), U3 (supply airflow)—

mapped via an explicit AHU↔Zones service matrix. Placement rules are aligned with 

ASHRAE/CIBSE practice; IDs (e.g., 14_84_U1_01, Z01) ensure deterministic joins across 

Python, Revit/Dynamo, and Tandem.  

Gaps: Add a small table that lists design ranges per sensor (°C, Pa, m³/s) and nominal on/off bands 

per AHU; it will help non-experts interpret heatmaps and alarms. 

6.3. Data Generation & Anomaly Design 

Strengths: You simulated working-hours time series with controlled 3-phase anomalies 

(onset/peak/recovery) and later decoupled U2/U3 anomalies from U1 to enable true correlation 

analysis. AHU fault families—filter fouling, duct leakage, damper stuck, fan stress—are 

physically grounded and reflected in signatures.  

Gaps: Include a compact anomaly schedule table (AHU×day×fault type×magnitude). It improves 

reproducibility and lets readers map case studies to plots quickly. 

6.4. Preprocessing & Feature Engineering 

Strengths: Rigorous QC (missing/dupes/range/time-grid), 3-hour sliding windows, calendar 

encodings (sin/cos), and physics-aware residual dp_residual = ΔP − k·Q² (k per-AHU). 

Normalized deviations (flow_dev, dp_dev) and dynamics (deltas, slopes, rolling stats) are 

excellent for separating fault families. 

Gaps: Add an ablation table (±physics features, ±rolling stats) with macro-F1 deltas. That single 

table will convincingly show why your features matter. 



6.5. Modeling: Random Forest → LSTM 

Strengths (RF): Interpretable baseline, fast, class-weighted, strong recall; feature importances 

make the results explainable to operators. 

Strengths (LSTM): Sequence learning for slow drifts and episodic bursts; smoother hour-to-hour 

decisions; better stability on fan-stress patterns. 

Gaps: Summarize per-class precision/recall/F1 for both models in one matrix and add a temporal 

split diagram to make the no-leakage protocol obvious. If you ensembled RF+LSTM (even simple 

voting), note the effect. 

6.6. Evaluation & Results 

Strengths: Time-aware train/test; metrics beyond accuracy (per-class F1; confusion matrices). 

Alarm policy (prob ≥ 0.70 → Level 2) is simple and actionable. 

Gaps: Include false-alarm rate per day and alarm persistence (e.g., 2 consecutive hours) sensitivity. 

This bridges from ML metrics to operations. 

6.7. Digital Twin Integration (Revit → Dynamo → Tandem) 

Strengths: One unified stream for zones + AHUs enables co-visibility of cause/effect (AHU fault 

↔ space impact) with synchronized timestamps. Dynamo graphs are modular; Revit schedules 

provide in-model QA; Tandem overlays deliver intuitive heatmaps and risk badges. 

Gaps: A one-page IO map (CSV fields → Revit params → Tandem properties) plus a small error-

handling checklist (unmatched IDs, stale timestamps) will help future adopters. 

6.8. Governance, Reproducibility, & Ops 

Strengths: Versioned scalers/models, stored k constants, QC logs, and fixed thresholds produce an 

auditable pipeline. The alarm schema (fault_code, alarm_level, fault_prob) is consistent across 

stack layers. 

Gaps: Add a short MLOps routine: monthly re-train, drift check (feature means/variances, 

accuracy decay), and threshold re-tuning playbook. 

6.9. Limitations & Future Work 

Streaming: Current cadence is batch; move to APS/Data Exchange for 5–10 min updates. 

Coverage: Focused on CAV and four fault families; extend to humidity/CO₂/occupancy for 

confounders. 

Generalization: Validate on a second facility or different season to confirm robustness. 



Explainability: Add SHAP for RF and saliency/gradient analysis for LSTM on a few case 

windows. 

 

7. Conclusion  

This thesis delivers a complete and deployable pathway from raw HVAC sensing to trustworthy, 

operator-ready decisions by unifying physics, machine learning, and a digital twin into a single, 

coherent workflow. Starting from a carefully designed sensing strategy—U1 temperature at the 

room level and AHU-level U2 differential pressure and U3 airflow—we established deterministic 

identities (Sensor_ID, Zone_ID, AHU mappings) and engineered realistic, time-aligned data with 

controlled 3-phase anomalies that mirror field faults (filter fouling, duct leakage, damper stuck, 

fan/motor stress). A rigorous preprocessing pipeline protected temporal integrity, enforced quality 

(missing/dupes/ranges/time-grid), and created context-rich windows enhanced by physics-aware 

features: the pressure–flow residual dp_residual = ΔP − k·Q² and normalized deviations 

(flow_dev, dp_dev) that capture how CAV systems should behave when healthy. On this 

foundation, we trained two complementary models: an interpretable Random Forest, which excels 

in recall, speed, and feature transparency, and a temporal LSTM, which captures persistence and 

subtle drifts that static models miss; both produce a unified operational signal—fault_prob 

(confidence), alarm_level (policy), and fault_code (standardized taxonomy). Crucially, we 

reimagined integration as a single operational stream that carries both zone temperatures and AHU 

equipment signals into the digital twin, so cause (equipment state) and effect (spatial comfort) 

become co-visible on the same timestamp. Within Revit, shared parameters bind data to geometry 

for traceability; Dynamo performs reliable, repeatable ETL; and Autodesk Tandem renders 

heatmaps and alarms that non-experts can read at a glance, reducing cognitive load and diagnosis 

time. This architecture closes the loop between sensing, analytics, and action: operators see what 

is abnormal (space temperature), why (fault family at the serving AHU), and how sure we are 

(fault probability and alarm level)—all in one place. Beyond performance, the work emphasizes 

governance and reproducibility (versioned scalers and models, stored k constants, QC logs, time-

aware splits), enabling audits and safe iteration. Taken together, the contributions are threefold: 

(1) a physics-informed feature design that materially improves fault separability; (2) a dual-model 

strategy (RF + LSTM) that balances interpretability and temporal acuity; and (3) a digital-twin 

integration pattern—the one-stream approach—that transforms fragmented telemetry into 

actionable, spatially grounded insight. While real-time streaming, expanded sensors, and multi-

site validation remain compelling next steps, the present system is already deployment-ready for 

semi-automated monitoring, delivering early warnings with clear explanations and an intuitive 

interface. In short, the thesis demonstrates how a factory can move from siloed data and reactive 

fixes to a living, explainable digital twin that anticipates failures, shortens response time, and 

builds trust across engineering and operations—an approach that is both scalable and immediately 

valuable for modern industrial facilities. 
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