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Abstract
Neural Networks are computational models that excel at recognizing patterns

and extracting meaningful insights from data. Today they have become a pillar
of modern technology, powering applications in diverse domains such as image
recognition, autonomous driving, and medical diagnostics. As neural networks find
their way into safety-critical fields, such as healthcare, aerospace, and automotive
systems, the demand for fast, efficient, and reliable inference grows significantly.
Moreover, deploying these networks on edge devices, such as IoT sensors, or
embedded systems, presents additional challenges due to their limited computational
resources and power constraints.

To address these challenges, it becomes essential to reduce the size and complexity
of neural networks without compromising their performance. Techniques like model
quantization and pruning are vital in achieving this balance. To meet the increasing
demand for deploying neural networks in safety-critical and resource-constrained
environments, it is also crucial to ensure their reliability and robustness. This is
particularly important for edge devices, where hardware vulnerabilities, such as bit-
flip errors and external attacks, can significantly impact the performance and safety
of the deployed systems. The objective of this thesis is to enhance the robustness
of FPGA dataflow accelerators for Convolutional Neural Networks (CNNs) against
hardware bit-flip errors. Bit-flips caused by electromagnetic interference or cosmic
rays, can corrupt the weights, activations, or other intermediate data in the
accelerator pipeline, leading to incorrect predictions that could have severe and
possibly life-threatening consequences. This research focuses on Fault-Aware
Training (FAT), a technique that involves simulating various types of hardware
faults during the training process, resulting in a model inherently robust to faults
and potentially reducing the need for expensive redundancy mechanisms. This
approach is applied to quantized neural networks, which have been discretized
using the Brevitas framework.

The primary contribution of this thesis is the development of the bit-flip error
model. A custom error injection layer has been developed, integrated with Brevitas,
to enable the simulation of bit-flip faults injected randomly in the activations
during training and inference. This layer provides a critical tool for evaluating
and improving the fault tolerance of neural networks. Another contribution is the
development of the Fault-Aware Fine-Tuning (FAFT) methodology which is an
extension to the already well known Fault-Aware Training (FAT) procedure. The
FAT training technique has been enhanced to support pretrained quantized neural
networks, eliminating the need to train models from scratch. This improvement
also enables the method to handle a wide range of error injection probabilities
without compromising the stability of the training process.

Finally, the fine-tuned model was exported and deployed on the Xilinx ZCU102



FPGA accelerator board using the FINN framework. The resilience of these
networks has been rigorously evaluated by comparing the fault tolerance observed
in software simulations with the behavior on actual hardware. Experimental results
demonstrate that the fault-aware fine-tuned network exhibits significant resilience
to bit-flip errors in both software and hardware simulations.
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Chapter 1

Introduction

Neural Networks are computational models that excel at recognizing patterns
and extracting meaningful insights from data. Today they have become a pillar
of modern technology, powering applications in diverse domains such as image
recognition [1] [2], natural language processing [3], autonomous driving [4], and
medical diagnostics [5].

As neural networks find their way into safety-critical fields, such as healthcare,
aerospace, and automotive systems, the demand for fast, efficient, and reliable
inference grows significantly. Moreover, deploying these networks on edge devices,
such as smartphones, IoT sensors, or embedded systems, presents additional
challenges due to their limited computational resources and power constraints.

To address these challenges, it becomes essential to reduce the size and complexity
of neural networks without compromising their performance. Techniques like model
quantization [6] and pruning [7] are vital in achieving this balance, enabling
efficient deployment of neural networks in resource-constrained environments while
maintaining their accuracy and reliability. To meet the increasing demand for
deploying neural networks in safety-critical and resource-constrained environments,
it is not only crucial to reduce their size and complexity but also to ensure their
reliability and robustness. This is particularly important for edge devices, where
hardware vulnerabilities, such as soft errors and external attacks, can significantly
impact the performance and safety of the deployed systems. The objective of this
thesis is to enhance the robustness of FPGA dataflow accelerators for Convolutional
Neural Network (CNN) against hardware soft errors and external attacks [8] [9].
As these models are deployed on hardware accelerators for real-time inference in
safety-critical domains like autonomous driving, the issue of hardware faults and
their impact on model performance becomes a significant concern. Soft errors,
such as bit flips caused by electromagnetic interference or cosmic rays [10] [11],
can corrupt the weights, activations, or other intermediate data in the accelerator
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Introduction

pipeline, leading to incorrect predictions that could have severe and possibly life-
threatening consequences. To build a model that is resilient to such errors, a
technique called Fault-Aware Training (FAT) [12] is used. This technique involves
simulating various types of hardware faults during the model training process,
which offers a promising alternative to expensive redundancy mechanisms by
training the model to be inherently robust to hardware faults. This approach is
particularly effective when applied to quantized neural networks, which have been
discretized using the Brevitas framework [13]. Brevitas, developed by Xilinx, is a
PyTorch-based framework for training and deploying Quantized Neural Network
(QNN) on resource-constrained hardware such as FPGAs and ASICs. It integrates
Quantization Aware Training (QAT) [14] to create efficient, low-precision models
optimized for real-world deployment. Brevitas provides quantized versions of
PyTorch layers, such as QuantLinear and QuantConv2d, which inherit functionality
from standard layers but add quantization logic. During the computation, weights
and activations are quantized into lower precision formats, like 8-bit integers,
simulating the behavior of hardware accelerators. This quantization process is
controlled by quantizers, which are modular components defining how data is
quantized. Quantizers allow customization of bit-widths, scaling methods, and
symmetric or asymmetric quantization. Scaling factors, which determine the range
of representable values, can be predefined or learned during training. Clipping
mechanisms are also used to ensure numerical stability.

During training, Brevitas employs the Straight-Through Estimator (STE) to
approximate gradients for non-differentiable quantization functions. This enables
end-to-end optimization of quantized models. Once trained, these models can be
exported in hardware-friendly formats like ONNX [15] or directly integrated with
the FINN framework [16] for FPGA deployment.

One of the primary advancements presented in this thesis is the development of a
Brevitas-based error injection layer designed to simulate bit-flip hardware faults
during training and inference. This layer has been meticulously developed with a
focus on minimizing memory usage during the training process. One key aspect of
its design is its modularity, allowing seamless integration into any existing neural
network architecture. Furthermore, the error injection layer is highly configurable,
enabling the user to specify error injection probabilities through a configuration
file prior to running the training process. This flexibility ensures that the layer can
be adapted to various training scenarios and fault tolerance experiments.

The main contributions of this thesis are the following:
• Training and Quantization of Neural Networks: The training and

quantization of state-of-the-art neural networks for image recognition have been
successfully performed. The quantized models are optimized for deployment
on hardware accelerators, ensuring both accuracy and efficiency.

2



Introduction

• Development of the bit-flip error model: A custom error injection
layer has been developed, integrated with Brevitas, to enable the simulation
of bit-flip faults injected randomly in the activations during training and
inference. This layer provides a critical tool for evaluating and improving the
fault tolerance of neural networks.

• Improvement of FAT methodology: The FAT training technique has been
enhanced to support pretrained quantized neural networks, eliminating the
need to train models from scratch. This improvement also enables the method
to handle a wide range of error injection probabilities without compromising
the stability of the training process.

• Deployment and Evaluation on FPGA: Fault-aware neural networks
have been deployed onto the FPGA accelerator board. The resilience of
these networks has been rigorously evaluated by comparing the fault tolerance
observed in software simulations with the behavior on actual hardware.

These contributions advance the state of fault-tolerant neural network training
and deployment, offering practical solutions for improving reliability in safety-
critical applications.

1.1 Organization
The thesis is organized as follows:

• chapter 1 gives a brief introduction of the content of the thesis

• chapter 2 gives the reader all the basic knowledge useful for the understanding
of the work

• chapter 3 presents state-of-the-art work, focusing on why this thesis could
be a great advancement in it

• chapter 4 groups together all the tools and frameworks used for the de-
velopment of the methodology, as well as explaining in details the actual
implementation of techniques used

• chapter 5 presents the experiments and the results

• chapter 6 wraps up the thesis and outlines future works

3



Chapter 2

Background

This chapter outlines key concepts foundational to this thesis. Section 2.1 intro-
duces Machine Learning and Edge Computing, highlighting their integration to
efficiently run models on limited hardware. Next, in section 2.2, the fundamentals
of Neural Networks are explored, including their history, architecture, and the used
training algorithms. The focus then shifts to CNNs, describing the structure and
layers of these models. At the end of the section three well-known convolutional
neural networks are presented, CNV, MobileNetV1 and ResNet, which will be used
to perform the experiments. In section 2.3 QNNs are discussed as a means to
enhance efficiency by simplifying model precision while balancing accuracy and
resource use. QAT and FAT are then explained as methods to incorporate efficiency
directly into training, maintaining robustness and accuracy. In section 2.4 are
presented Neural Network Accelerators with a focus on Dataflow architecture.
Finally, the chapter is concluded with section 2.5 through a description of the
fault injector component developed for the FINN framework, which is used to
perform hardware error injection.

2.1 Machine Learning and Edge Computing
Artificial Intelligence (AI) is a branch of computer science that aims to develop
computer systems that can perform tasks that typically require human intelligence,
such as understanding language, recognizing patterns, and making decisions. One of
the most influential figures in the history of AI is Alan Turing. Often referred to as
the Father of theoretical computer science and Father of artificial intel-
ligence, Turing’s groundbreaking work laid the foundation for modern computing
and AI research. His 1950 paper, Computing Machinery and Intelligence [17]
introduced the concept of the Turing test, a method to determine if a machine can
exhibit intelligent behavior indistinguishable from that of a human.
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The expanding role of artificial intelligence in the 21st century is redefining
societal and economic dynamics, encouraging a move towards automation, data-
driven decision-making, and the integration of AI systems into various economic
spheres and personal lives.

AI, Machine Learning (ML), and edge computing are interconnected fields. ML
is a subset of AI that focuses on the development of algorithms and statistical
models that enable computer systems to improve their performance on a specific
task through experience. Instead of explicitly programming rules, ML systems learn
patterns from data. However, as ML models become more complex, cloud-based
processing faces challenges such as latency, bandwidth limits, and privacy concerns.
These issues make edge computing a promising solution by enabling AI closer to
where data is generated. Edge computing is becoming increasingly important in
ML applications due to its ability to address several key challenges.

By processing data closer to the source, it significantly reduces latency and
improves real-time responsiveness. It also minimizes bandwidth usage by limiting
the amount of data sent to the cloud, while enhancing privacy and security through
localized data handling. In addition, edge computing offers greater reliability
in environments with unstable network connections and contributes to energy
efficiency, which is crucial for battery-powered devices. Ultimately, by offloading
tasks from centralized cloud systems, it can also help reduce overall computing
costs.

Edge devices are often deployed in environments subject to harsh conditions,
such as radiation in aerospace systems, temperature fluctuations in industrial
settings, and voltage instability in autonomous vehicles. In these scenarios, the
neural networks running on the devices must be robust against both transient
and permanent faults [8] [9]. Localized errors like stuck-at faults or bit flips can
result from extreme temperatures, physical damage, or electromagnetic interference.
These faults may compromise inference accuracy, leading to incorrect predictions
or even system failures. Ensuring reliable operation requires a solid understanding
of the architecture and behavior of the machine learning models in use, particularly
neural networks, which are a key component of many edge computing applications.

2.2 Neural Networks
Neural Networks (NNs) are a type of machine learning algorithm inspired by the
structure and function of the human brain. They are comprised of interconnected
nodes, or neurons, organized into layers. These neurons process information and
transmit it to other neurons, allowing the network to learn and recognize patterns
in data. In the last decade, neural networks have seen significant advancements,
driven primarily by improvements in computational power, availability of large
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datasets, and innovations in architecture design. Usually a neural network is made
of three categories of layers as shown in Figure 2.1 from [18]:

Figure 2.1: Simple Neural Network made of one Input layer, one Hidden layer
and one Output layer.

• Input Layer: This is where data is introduced into the network. Each neuron
in this layer receives a feature of the input data.

• Hidden Layers: These layers process the input data and extract relevant
features. The number of hidden layers and neurons within each layer determines
the complexity of the network.

• Output Layer: This layer produces the final output or prediction based on
the processed information from the hidden layers.

Two types of Neural Networks can be distinguished: Shallow Neural Networks
(SNNs) and Deep Neural Networks (DNNs). A Shallow Neural Network,
typically has a straightforward structure with just a few layers, usually one input
layer, one hidden layer, and an output layer. These networks are well-suited for
relatively simple problems where the relationships between inputs and outputs are
not deeply intricate. They perform adequately on tasks such as basic classification,
regression, or pattern recognition, where the data does not require complex feature
extraction.
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On the other hand, Deep Neural Networks take this architecture to another
level by incorporating many hidden layers between the input and output. The term
Deep refers specifically to the increase in the number of hidden layers. The additional
layers allow the network to learn more abstract and hierarchical representations of
the data. Each layer in a DNN progressively builds on the output of the previous
one, enabling the network to identify increasingly complex patterns.

Among the various types of DNNs, Convolutional Neural Networks (CNNs)
are particularly prevalent for image and video processing tasks. Unlike traditional
feedforward networks, CNNs use specialized layers that effectively capture spatial
features and patterns within the input data.

2.2.1 Training: Forward and Backward propagation

Forward and backward propagation are two computational processes for training
neural networks. Forward propagation computes output predictions by passing
input data through the network, layer by layer, using weighted sums and activation
functions, while Backward propagation computes how the network’s parameters
should change by calculating gradients of the loss between predictions and ground
truth labels. Gradients of the loss are computed using the chain rule and are
used to update the parameters through optimization algorithms such as Stochastic
Gradient Descend (SGD) [19] or ADAM [20] iteratively minimizing the loss and
improving the accuracy. By applying these interconnected processes, the network
learns patterns and generalizes to new data.

Forward propagation

Forward propagation involves passing input data through the network layer by
layer, where each neuron applies its weights and activation function to generate
predictions. To simplify the explanation, a neural network composed solely of linear
(or fully connected) layers is considered. While the focus here is on this simpler
architecture, the underlying principles can be extended to CNNs as well. Figure
2.2 illustrates a basic example: a first linear layer with 4 neurons, followed by a
second linear layer with 3 neurons.

The neurons of the first layer contains the values of the activations a(l)
i where l

denotes the layer index and i identifies the neuron within the layer. These values
are used to compute the activations of the subsequent layer.

Each connection has an associated weight wi,j, where j indexes a neuron in the
previous layer and i a neuron in the current layer. The neurons in the current layer
also have a bias term bi, which is a trainable parameter added to the weighted sum
of inputs. It allows the model to shift the activations, enabling it to better fit the
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Figure 2.2: Neural Network made of linear layers

data and improve flexibility in learning; the value of the activation a(1)
0 is given by

the weighted sum plus the bias of the neuron:

a
(1)
0 = w0,0a

(0)
0 + w0,1a

(0)
1 + w0,2a

(0)
2 + w0,3a

(0)
3 + b0

Once the weighted sum is calculated, it is passed through an activation function,
which is an element-wise mathematical operation that introduces non-linearity
to the network’s output. This step is essential for enabling the model to learn
complex patterns and perform tasks that go beyond simple linear classification or
regression. Without activation functions, even deep networks would behave like a
single linear transformation. One commonly used activation function is Rectified
Linear Unit (ReLU), defined as ReLU(x) = max(0, x). It returns the input value
if it is positive, and zero otherwise, effectively acting as a thresholding operation
that preserves positive signals and suppresses negative ones. By introducing ReLU,
the network can stack multiple layers to create hierarchical representations of data.
Adding the ReLU activation function the correct equation is:

a
(1)
0 = ReLU(w0,0a

(0)
0 + w0,1a

(0)
1 + w0,2a

(0)
2 + w0,3a

(0)
3 + b0)

There’s a more concise way to show how these elements connect to each other, this
time let’s consider the equations for all the activations of the second layer:
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
a

(1)
0

a
(1)
1

a
(1)
2

 = ReLU


w0,0 w0,1 w0,2 w0,3
w1,0 w1,1 w1,2 w1,3
w2,0 w2,1 w2,2 w2,3



a

(0)
0

a
(0)
1

a
(0)
2

a
(0)
3

+

b0
b1
b2


 (2.1)

Everything can be compacted in the form

a(1) = ReLU(Wa(0) + b)

During forward propagation, input data flows through the network layer by
layer, with each neuron applying its weights and activation function to produce
predictions. These predictions are then compared to the actual target values using a
loss function, which is a mathematical function that measures the error or difference
between a neural network’s predicted outputs and the actual target values.

One of the most well-known loss functions that will be used for the purpose of
explaining the key concepts of this work is the Mean Squared Error (MSE). The
MSE measures the average squared difference between the predicted outputs and
the actual target values. It is defined as:

MSE = L = 1
n

nØ
i=1

(ŷi − yi)2

where:

• n represents the total number of samples in the dataset

• ŷi (read as y hat) is the predicted value for the i-th sample

• yi represents the actual/true value for the i-th sample

The loss value is minimal when the network confidently and accurately classifies
the images, but it becomes significantly larger when the network appears uncertain
or incorrect in its predictions.

Backward propagation
Training a neural network can be described as a calculus exercise; essentially,
it involves finding the minimum of a specific function. This is where gradient
descent comes into play; it uses the loss function’s gradient (partial derivatives
with respect to each weight or bias) to determine how to adjust the network’s
weights to minimize the error. The gradient essentially points in the direction
of steepest increase in the loss landscape, so by moving in the opposite direction

9



Background

(descending the gradient), the weights can be iteratively updated in order to reduce
the prediction error.

The fundamental challenge in neural network optimization lies in determining
how to adjust weights and biases based on the loss value to improve network
performance. To develop a deeper understanding, let’s begin with a simplified
scenario before addressing the full complexity of neural networks.

Let’s consider first a loss function L(w) with a single input and output, rather
than the more complex multi-dimensional case L(w1, w2, w3, ..., wn). While finding
the minimum through direct derivative evaluation is theoretically possible, this
approach becomes impractical for complex functions. Instead, an iterative approach
proves more effective: at any given point, the direction of steepest descent is
determined, and a step is taken in that direction to minimize the function’s
value. More specifically, the gradient calculation at the current position determines
the optimal direction of movement: a positive gradient indicates movement in
the negative direction to decrease the function value, while a negative gradient
indicates movement in the positive direction. Repeating this process, which involves
evaluating the slope and adjusting the steps, leads the algorithm to converge to
a local minimum of the function. As shown in Figure 2.3 it’s important to note
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Figure 2.3: Loss function L(w) descend to three minimum points

that this method doesn’t guarantee convergence to the global minimum of the cost

10



Background

function, only to a local minimum. By making step sizes proportional to the slope,
the algorithm naturally takes smaller steps as it approaches a minimum, where the
slope flattens out, thus preventing overshooting.

Extending this concept to a two-dimensional case, let’s consider a loss function
L(w1, w2) as shown in Figure 2.4. Here, the loss function can be visualized as

Figure 2.4: Loss function L(w1, w2) descend to a global minimum point

a surface above the (w1, w2) plane. Instead of working with a single slope, the
challenge lies in identifying the direction within this two-dimensional input space
that results in the the most significant decrease in the function’s value, similar
to predicting the trajectory of a ball rolling down a slope. Mathematically, this
direction is given by the negative gradient of the loss function, which points in the
direction of steepest descent.

The gradient descent algorithm operates on a straightforward yet effective
principle: calculating the gradient, taking a small step in the direction opposite to
it, and repeating the process. This fundamental principle extends naturally from
our two-dimensional example to the high-dimensional space of neural networks,
where loss functions typically involve thousands of parameters.

The algorithm used to compute gradients efficiently is known as backpropagation.
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Before delving into this algorithm, let us first explore the behavior of each weight
and bias for a given training example. In essence, the process of learning in a
neural network involves minimizing a cost function. To facilitate this, the cost
function must produce a smooth output, allowing us to find a local minimum by
iteratively stepping downhill. This iterative process, known as gradient descent,
adjusts the input to the function by a small multiple of the negative gradient,
enabling convergence toward a local minimum of the cost function. Each component
of the negative gradient provides two key pieces of information:

• Its sign indicates whether the corresponding input vector component should
increase or decrease.

• Its relative magnitude highlights which adjustments are more significant.

In the context of our network, modifying certain weights can have a significantly
greater effect on the cost function than adjustments to others.

Backpropagation algorithm
To illustrate the backpropagation algorithm, a simple neural network consisting of
four layers, each containing a single neuron, will be considered as shown in Figure
2.5.

Figure 2.5: Function with three minimum points

For notation purposes the last and the second two last activations are named
respectively a(N) and a(N−1). Given a single training example with a target value y,
and using the previously defined MSE loss function, the loss for this example is:

L0(. . .) = (a(N) − y)2

where:
a(N) = ReLU(w(N)a(N−1) + b(N))

by substituting
z(N) = w(N)a(N−1) + b(N)
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the previous equation is:
a(N) = ReLU(z(N))

The initial objective is to analyze the sensitivity of the loss function to minor
perturbations in the weight w(N), or more formally, to determine the derivative of
L0 with respect to w(N).

∂L0

∂w(N)

From a theoretical perspective, any alteration in w(N) propagates to create a
change in z(N), which subsequently affects a(N), ultimately impacting the loss L0.
This analysis is approached by decomposing it into three steps: first examining the
ratio of infinitesimal changes in z(N) relative to w(N), then considering the ratio
of changes in a(N) relative to z(N), and finally analyzing the ratio between L0 and
a(N).

∂L0

∂w(N) = ∂z(N)

∂w(N)
∂a(N)

∂z(N)
∂L0

∂a(N)

Following the chain rule principle, the product of these three ratios yields the
overall sensitivity of L0 to infinitesimal variations in w(N).

The derivative of the loss function with respect to the output layer’s activations
is given by

∂L0

∂a(N) = 2(a(N) − y)

It’s important to observe that even minor discrepancies between the predicted
output, a(N), and the target value, y, can have a substantial influence on the value
of the loss function.

The derivative of the output layer’s activations with respect to its value before
passing through the activation function is expressed as

∂a(N)

∂z(N) = ReLU′(z(N))

which is simply the derivative of the employed non-linear activation function.
Considering the derivative of the weighted sum with respect to the weights in

the output layer, we have
∂z(N)

∂w(N) = a(N−1)

This indicates that the degree to which a small adjustment to the output layer’s
weights affects the weighted sum is proportional to the activation strength of the
preceding layer’s neurons, a(N−1).
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Combining these relationships using the chain rule, the derivative of the loss
function with respect to the output layer’s weights for a single training example
can be expressed as

∂L0

∂w(N) = ∂z(N)

∂w(N)
∂a(N)

∂z(N)
∂L0

∂a(N) = 2(a(N) − y)ReLU′(z(N))a(N−1)

This derivation refers to the cost associated with a single training instance. How-
ever, the overall cost function is calculated by averaging the costs across all training
examples. Consequently, its derivative requires averaging the aforementioned
expression across the entire training dataset made of n instances:

∂L

∂w(N) = 1
n

n−1Ø
k=0

∂Lk

∂w(N)

This derivative represents a single component of the gradient vector, which is a
vector composed of the partial derivatives of the cost function with respect to all
the network’s weights and biases:

∇L =



∂L
∂w(1)

∂L
∂b(1)

...
∂L

∂w(N)

∂L
∂b(N)


The sensitivity of the cost function to the weights and biases of preceding layers
can be determined by iteratively applying the chain rule in reverse. While this
illustrative example employs a simplified network structure with single-neuron
layers, the fundamental principles remain consistent even for more complex, multi-
neuron architectures. The primary difference lies in the introduction of additional
indices to track individual neurons within each layer, such that the activation of a
layer becomes a

(N)
i instead of simply a(N), where i denotes the neuron index.

Finally, after computing the gradient vector ∇L the weights and biases of
the neural network are updated using a gradient descent optimization step. The
updated weights and biases are calculated by subtracting the product of the gradient
and the learning rate α from the current weights and biases.

Mathematically, this process is expressed as:

w∗(i) = w(i) − α
∂L

∂w(i)
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b∗(i) = b(i) − α
∂L

∂b(i)

where:

• w∗(i) and b∗(i) are the updated weights and biases of the i-th layer, respectively.

• α is the learning rate, a positive scalar hyperparameter controlling the step
size of the updates. An hyperparameter is a value set manually before training
begins that guides the learning algorithm.

2.2.2 Convolutional Neural Networks
Convolutional Neural Networks (CNNs) are a specialized type of deep neural
network architecture designed to process and analyze data that has a grid-like
structure, such as images, videos, and audio signals. They are particularly effective
at recognizing patterns and features within these types of data. CNNs are mainly
used for image recognition, object detection, image segmentation, medical
image analysis, natural language processing and autonomous driving
[21] [22]. They employ a hierarchical structure that allows them to learn complex
patterns from raw data. A representation of a CNN is shown in Figure 2.6 [23]; at
the core there are convolutional layers, which apply filters to the input data,
extracting specific features or patterns. These filters slide across the input, hence
the name convolutional. Pooling layers are then used to downsample the output
of the convolutional layers, reducing the dimensionality of the data while preserving
important information. Finally, fully connected layers, similar to traditional
neural networks, combine the extracted features to produce a final output, such as
a classification or regression result.

Figure 2.6: Convolutional Neural Network representation
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Convolutional layer
In Figure 2.7 from [21] is shown an example of convolution performed on a 5x5

input feature map. The convolution operation involves sliding a smaller matrix,
called a filter or kernel (dark blue), over a larger matrix, which in this case represents
the input data or an image (light blue).

Figure 2.7: Convolution example

Each step of this operation, known as convolution step, consists of the filter
being placed over a section of the input matrix. The filter’s values are multiplied
element-wise with the corresponding values in the input matrix. These products
are then summed together to produce a single output value for that position, which
is recorded in the corresponding location in the output matrix (green).

Multiple snapshots of this process are shown where the dark blue filter slides
across different positions of the input matrix. The overlapping sections represent the
area where the convolution is being performed at each step. After each convolution
step, a new matrix appears, showing the resultant values generated from the
element-wise multiplication and summation.

The output matrix, produced through the convolution operation, encodes the
local features identified by the filter across the image. Its dimensions are influenced
by the filter size, stride, and padding, resulting in a transformed representation of
the input image
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Pooling layer
Pooling reduces the dimensions of feature maps by applying a function, such as

averaging or taking the maximum value, to summarize subrgions.
This process involves sliding a window across the input and applying the pooling

function to the window’s contents. In essence, pooling operates similarly to discrete
convolution, but instead of a linear combination from a kernel, it uses different
functions such as average pooling or max pooling.

Fully Connected layer
Fully connected layers are responsible for mapping the high-level features ex-

tracted by previous layers (e.g., convolutional and pooling layers) into the final
output of the network.

As can be observed in Figure 2.8 from [24], each neuron is connected to every
neuron in the previous layer, meaning all inputs contribute to the output of each
neuron. This makes it a densely connected layer, where each connection has an
associated weight, which is learned during the training process.

Figure 2.8: Fully Connected layer
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Activation layers
Non-linear activation functions play a crucial role in DNNs by introducing non-

linearity [25], which is essential for capturing complex patterns in data. These
functions are typically applied after each convolutional or fully connected layer.
Over the years, a variety of such functions have been developed and utilized; those
functions are depicted in Figure 2.9 from [26, p. 7].

Figure 2.9: Activation functions

Historically, conventional functions like sigmoid and hyperbolic tangent were
the standard choices. However, the Rectified Linear Unit (ReLU) has recently
gained widespread popularity due to its simplicity, computational efficiency, and
ability to accelerate the training process [27]. The ReLU operation ensures that all
negative values are set to zero while positive values remain unchanged, introducing
non-linearity into the model. This property allows ReLU to avoid the vanishing
gradient problem during backpropagation. Furthermore, it is computationally
efficient since it involves only a simple comparison operation.

Three famous and widely used examples of CNNs that will be used in the
course of this theis are CNV, which is a small network used for testing purposes,
MobileNetV1, known for its lightweight design tailored for mobile and embedded
devices, and ResNet, well-known for its adoption of skip connections to enable the
training of very deep networks.
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CNV
The CNV network architecture, introduced in the FINN paper [16], is a convo-

lutional neural network design inspired by BinaryNet [28] and VGG-16 [1], and
tailored for efficient deployment on hardware accelerators. It features a repeating
block composed of two 3×3 convolutional layers followed by a 2×2 max pooling
layer. This block is stacked three times, with the number of channels increasing
across layers: 64, 128, and 256, respectively.

In the version used in this thesis, an additional modification is made: a ReLU
activation layer is inserted after each convolutional block. This adjustment eases the
setup of the experiments by ensuring that the activations remain unsigned, avoiding
the complications introduced by signed values in the absence of a non-linear layer.
For simplicity, this modified version will still be referred to as CNV throughout
the thesis.

MobilenetV1
MobileNetV1 [29] was developed by researchers at Google, it was introduced

in 2017 to address the challenge of deploying CNNs in environments with limited
computational resources. The traditional CNN, with their millions of parameters
and extensive computational power requirements, weren’t ideal for such constrained
settings. MobileNetV1’s architecture was a response to this challenge, aiming to
reduce the model size and computation cost without significantly compromising
performance.

One of the key innovations of MobileNetV1 is the use of depthwise separable
convolutions. This technique fundamentally alters the way convolution operations
are handled in neural networks. Instead of the conventional approach that applies
a dense set of convolutional operations to every channel of the input image, Mo-
bileNetV1 performs a depthwise convolution first, where a single filter is used for
each input channel, followed by a pointwise convolution, which is essentially a 1x1
convolution applied to combine these channels.

In Figure 2.10 [29, p. 4], on the left, the convolutional layer is shown followed by
batch normalization (BN) and ReLU layers, which are commonly found in CNNs.
Batch normalization improves training stability and performance by normalizing
the layer outputs to have a consistent distribution, which helps maintain effective
gradient flow. On the right, the depthwise and pointwise convolutional layers are
represented, each followed by batch normalization and ReLU layers. This two-step
process significantly reduces the number of parameters and computational cost,
resulting in a more lightweight model.

MobileNetV1 was originally designed to work with the ImageNet [30] dataset,
which is why the input activation size is set to 224 × 224. For the purposes of this
thesis, the network was adapted by modifying the stride and padding parameters
in the convolutional layers. This adjustment allows MobileNetV1 to work with the
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Figure 2.10: Left: standard Convolutional block. Right: MobileNetV1 Convolu-
tional block .

CIFAR10 and CIFAR100 datasets [31], which consist of images sized 32 × 32 pixels,
reducing the activation size throughout the network accordingly.

The structure of MobileNetV1, originally designed for ImageNet, is described
on page 4 of paper [29]. Table A.1 presents the modified MobileNetV1 architecture
adapted for the CIFAR10 and CIFAR100 datasets. The points where stride is equal
to 2 are particularly notable, as these indicate where the activation dimensions are
halved within the network.

These modifications ensure that the architecture is well-suited for the smaller
input sizes and different characteristics of the CIFAR datasets, while maintaining
the efficiency and design principles of MobileNetV1.

ResNet
Deep learning has revolutionized image recognition, with depth being a critical

factor in improving neural network performance. However, as networks grow deeper,
they face optimization challenges such as vanishing gradients and the degradation
problem [32] where adding more layers unexpectedly worsens training accuracy.
ResNet [2], or Residual Network, was introduced to address these limitations,
offering a breakthrough in building extremely deep yet efficient models.

ResNet redefines the learning process by adopting a residual learning strategy.
Instead of requiring each layer to learn a direct mapping from input to output, it
is designed to capture the residual which is the difference between the input and
the target output. Mathematically, if x represents the input and H(x) represents
the desired mapping, ResNet layers aim to approximate

F (x) = H(x) − x
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transforming the final output H(x) into F (x) + x. This approach simplifies
optimization, as identity mappings (where F (x) = 0) can be achieved by driving
residuals toward zero, reducing the effort required for learning. The key to ResNet’s
architecture lies in its shortcut connections, which bypass one or more layers,
performing identity mappings; Figure 2.11 [2, p. 2] illustrates the fundamental
building block of a Residual Network, which demonstrates the concept of residual
learning. These connections introduce no additional parameters or complexity, yet

Figure 2.11: ResNet building block.

enable effective gradient flow, ensuring deeper networks converge efficiently.
ResNet, originally designed for the ImageNet dataset, has multiple variants

that differ based on their depth. The architecture and various versions tailored for
ImageNet are detailed on [2, p. 5]. ResNet achieved remarkable depths by addressing
optimization difficulties, for example, it achieves a depth of 152 layers for ImageNet
while preserving computational efficiency, outperforming predecessors such as VGG
[1] networks. Its versatility extends to tasks like object detection and segmentation,
as demonstrated by its success in COCO [33] and ILSVRC [34] 2015 competitions.
ResNet’s principles have since become foundational, influencing architectures across
various domains. For instance, ResNet50 has been used for ImageNet dataset,
and its structure is presented in Table A.2. Similar to MobileNetV1, ResNet was
adapted for the CIFAR10 and CIFAR100 datasets, as described by He et al. [2].
The network architecture consists of an initial convolutional layer, followed by 6n
convolutional building blocks, where n is a positive integer that determines the
overall depth of the network. The building block is illustrated in Figure 2.11. After
the convolutional blocks, the network concludes with a fully connected (linear)
layer that produces the final output.

Every building block comprises two convolutional layers, each followed by a batch
normalization layer and an activation function. Additionally, residual connections
are incorporated to facilitate gradient flow and improve training stability. The
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overall architecture is summarized in Table 2.1, with the bottom row indicating
the number of filters, which increase as the network depth grows.

output map size 32x32 16x16 8x8
#layers 1+2n 2n 2n
#filters 16 32 64

Table 2.1: ResNet layer and filter configuration for CIFAR dataset.

By modifying the value of n, it is possible to configure networks of different
depths for the CIFAR10 and CIFAR100 datasets. In this thesis, experiments have
been conducted with n set to 3 and 9, corresponding to ResNet20 and ResNet56
networks, respectively.

2.3 Quantized Neural Networks (QNNs)
The growing complexity and scale of neural networks have created substantial
challenges for deploying them on resource-constrained edge and mobile devices.
Quantization has emerged as an effective optimization technique to address these
limitations [6] [13]. Quantized Neural Networks (QNNs) have gained significant
traction, especially for embedded applications, due to their ability to deliver high
accuracy while drastically reducing computational costs, memory usage, and energy
consumption compared to their floating-point counterparts. In QNNs, both weights
and activations are represented using low-bit precision, limiting their values to a
discrete set. This simplification reduces hardware complexity for Multiply And
Accumulate (MAC) operations, enabling the use of smaller and more efficient
adders and multipliers.

The goal is to minimize the error between quantized and original data while
reducing the precision requirements. This involves decreasing the number of
quantization levels, and hence the bits needed for the representation of activations.

There are two ways of performing quantizations of a model:

• Fixed quantization: Applies the same method across all data, layers, filters,
and channels.

• Variable quantization: Allows different quantization methods for weights,
activations, layers, and filters.

With the goal of optimizing the performance of QNNs on embedded devices,
two primary quantization techniques are widely used: Post-Training Quantization
(PTQ) [35] and Quantization Aware Training (QAT) [35], [6], [14]. Both methods
aim to reduce the model size and enhance inference speed, though they differ in their
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approach and trade-offs. PTQ is a simpler method that quantizes a pre-trained
model without requiring retraining, offering a quick and effective way to achieve
a smaller model with minimal accuracy loss. On the other hand, QAT integrates
quantization into the training process itself, enabling the model to learn and adapt
to the lower precision, often resulting in better accuracy retention at the cost of
increased training time. In this thesis the second method (QAT) has been used.

2.3.1 Quantization-Aware Training (QAT)
While the underlying tensors in standard neural networks are typically represented
in 32-bit floating-point (float32) format, during QAT, the network simulates the
effects of quantization during the training process by means of a lower-bitwidth
representations (e.g., 8-bit or less), allowing it to learn weights that will perform
well when quantized. This approach helps bridge the gap between full-precision
training and low-precision inference, making models more efficient for deployment.

2.3.2 Fault-Aware Training (FAT)
Fault-Aware Training (FAT) is an innovative methodology designed to train QNNs to
be resilient to specific fault patterns in the hardware on which they are implemented.
The primary goal of FAT is to mitigate the negative impact of hardware faults on
the accuracy of QNNs during inference. It is based on introducing error models
during the training phase of the neural network. Instead of training the network on
error-free data, as in Standard Training (SAT), FAT deliberately injects errors into
the convolutional layers of the network. This error injection simulates the effects
of potential hardware faults, allowing the network to learn how to compensate for
these errors and maintain high accuracy even in the presence of faults.

There are several benefits of FAT:

• Improved Fault Tolerance: QNNs trained with FAT show greater resilience
to hardware-induced errors compared to networks trained with SAT.

• Lower Hardware Cost: Using FAT reduces the need for hardware redun-
dancy, such as Triple Modular Redundancy (TMR), thereby cutting down
implementation costs.

On the contrary the drowbacks are:

• Increased Training Complexity: FAT introduces additional layers for error
injection and requires modifications to the training process, which can make
training more complex and time-consuming.
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• Higher Computational Cost: While FAT improves fault tolerance, the
need for error injection during training may increase the overall computational
cost, requiring more resources for each training iteration.

To implement strategies like QAT and FAT effectively, specialized tools and
frameworks are essential. One such framework is Brevitas [13], which provides
a flexible and efficient platform for designing and training neural networks with
quantization in mind.

2.4 Neural Network Accelerator
This thesis aims to evaluate the resilience of a Fault-Aware Trained model on a
hardware accelerator by comparing its accuracy to that of a Standard Trained
model under identical hardware-induced errors. Hardware accelerators come in
various forms, including Graphics Processing Units (GPUs), Application Specific
Integrated Circuits (ASICs), and Field Programmable Gate Arrays (FPGAs),
each with distinct advantages. GPUs are versatile and highly parallel processors,
commonly used for training and inference tasks due to their efficient handling of
large-scale matrix computations. ASICs, on the other hand, are custom-designed
chips used for specific workloads, offering unmatched performance and energy
efficiency at the cost of flexibility. FPGAs, such as the one integrated into the
Xilinx ZCU102 development board used in this work, provide a reconfigurable
platform that offers a trade-off between performance and flexibility by allowing
different hardware implementations for specific tasks.

To efficiently process neural networks there are two main accelerator architectures
that are Systolic Array and Dataflow. Systolic arrays are structured networks
of processing elements that operate in sync to efficiently execute matrix operations.
Dataflow architectures, in contrast, optimize computations by dynamically mapping
tasks to hardware resources and processing data as it flows through the system. In
this thesis, a dataflow-based approach will be employed, leveraging the FPGA on
the Xilinx ZCU102 to achieve high performance and efficient resource utilization. To
ensure the robustness and reliability of neural network accelerators, particularly in
safety-critical applications, it is essential to evaluate their behavior under potential
faults. This need drives the development of the Fault Injector, a tool specifically
designed to assess the resilience of dataflow-based neural network architectures by
simulating error conditions directly within the FPGA implementation.

2.5 Fault injector
The Fault Injector [36] is a specialized module designed to evaluate the resilience
of neural network models, specifically in the context of FPGA-based dataflow
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accelerators. It introduces bit-flip errors into specific layers of the neural network
to assess their impact on model performance and robustness. Key design principles
include maintaining a minimal hardware footprint, low latency overhead, and
ensuring ease of use and flexibility.

The module integrates directly into the FINN framework, which is used to
generate highly customized dataflow accelerators. This integration ensures com-
patibility with a broad range of quantized neural network models. The Fault
Injector’s functionality is highly customizable, allowing the user to specify error
characteristics, such as whether the faults should affect layer inputs or weights, the
bit position to flip, the frequency of error occurrence, and which operations are
affected. These configurations can be adjusted dynamically at runtime through a
JSON file, eliminating the need for time-consuming re-synthesis of the model.
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Chapter 3

Related works

3.1 Quantization
Deep learning’s growth has increased demand for efficient, low-latency neural
networks in edge devices [37]. Quantization, which reduces weights and activations
from 32-bit to lower precisions, significantly cuts memory and computation costs
while maintaining acceptable accuracy. However, in some scenarios, especially when
using very low bit-widths, the quantization noise can lead to noticeable accuracy
degradation. Two key quantization methods are: Post-Training Quantization
(PTQ), a low-cost, data-efficient approach, and Quantization Aware Training
(QAT), which retrains models for better accuracy retention under aggressive bit
reductions. Brevitas [13] is a framework based on the PyTorch [38] library designed
for QAT, developed by the Xilinx Research Lab. It offers several quantized versions
of standard PyTorch layers and is very user-friendly: to utilize it, users simply
need to replace the existing PyTorch layers in their code with the corresponding
Brevitas implementations. When Brevitas implements quantized layers using
PyTorch layers, it essentially wraps the standard PyTorch layers with additional
quantization operations. For each PyTorch layer (like Linear or Conv2d), Brevitas
creates a wrapper that maintains the same basic functionality but adds quantization
steps before and after the core operation. During the forward pass input tensors are
first quantized, then the standard PyTorch layer operation is performed with these
quantized values. Some of the layers supported by Brevitas are listed in Table 3.1.

Brevitas offers a variety of quantizers available in the brevitas/core/quant
folder. Each quantizer is fully customizable, allowing users to tailor its functionality
to meet specific requirements. The behavior of each quantizer is defined by a set of
parameters, with the most important ones being:

• bit_width: is the number of bits used to quantize the original parameter.

• narrow_range: is a boolean variable that, when set to True, adjusts the
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PyTorch Layer Brevitas Layer
Linear Layers

nn.Linear QuantLinear
Convolutional Layers

nn.Conv1d QuantConv1d
nn.Conv2d QuantConv2d

nn.ConvTranspose1d QuantConvTranspose1d
nn.ConvTranspose2d QuantConvTranspose2d

Pooling Layers
nn.MaxPool1d QuantMaxPool1d
nn.MaxPool2d QuantMaxPool2d
nn.AvgPool2d QuantAvgPool2d

Non-linear Activations
nn.ReLU QuantRelu

nn.Sigmoid QuantSigmoid
nn.Tanh QuantTanh

Table 3.1: PyTorch and Brevitas Layer Equivalents

value range from −(2b−1 − 1) to +(2b−1 − 1), instead of the default range
−(2b−1) to +(2b−1 − 1), where, b represents the bit width. This adjustment
enhances the efficiency of hardware inference.

• signed: is a boolean variable that, when set to True, allows the quantized
values to include both positive and negative numbers.

• QuantType: specifies the type of quantization implemented for the parameter
by the library. The most commonly used options are:

– QuantType.INT: implements integer quantization. Given an input
tensor, it applies scaled, shifted, and uniform integer quantization based
on the provided arguments: scale, zero-point, and bit-width. The result
is a quantized tensor returned in a de-quantized format.

– QuantType.BINARY: performs binary quantization. The output in-
cludes the quantized tensor in a de-quantized format along with the scale,
zero-point, and bit-width (set to 1 in this case).

In the case of layers such as QuantLinear or QuantConv2d, the default weight
quantizer used is Int8WeightPerTensorFloat. This quantizes the weights to 8 bits
within the range [-127, 127], employing a floating-point scale factor. The scale
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factor is determined using the formula:

scale = max_val

int_val

where max_val is defined as the maximum absolute value in an input tensor A

max_val = max
i,j=1,...,|dim(A)|

|ai,j|

and int_val is defined as:

int_val =
2b−1 − 1 if signed=True

2b − 1 if signed=False

Then, quantization is achieved by calculating the ratio between the floating-point
value and the scale factor.

quant_val = fp_val

scale

During network training, it is crucial to note that the quantized parameters,
along with the scale factor, are recalculated each time the optimizer updates the
original non-quantized parameters after the backward propagation. Additionally,
the convolution operation is not executed using the integer representation of the
weights but rather the de-quantized form of the quantized weights. Consequently,
during training, all convolution operations are carried out using floating-point
values.

3.2 Robustness
Recent research in self-driving cars has focused on assessing the safety of DNNs [39,
40]. When examining error tolerance in DNNs, previous research concentrated on
Multi-Layer Perceptrons (MLPs), a class of feedforward neural networks composed
of fully connected layers. These studies particularly focused on stuck@0 faults [41,
42], exploring various training methodologies to enhance the robustness of MLPs
against such errors. The field has recently evolved to address CNNs. Notably, Duddu
et al. [42] combined adversarial training for feature extraction with supervised
training for classification to combat stuck@0 errors. However, there remains
a significant gap in research regarding QNNs and their robustness to stuck@
errors, particularly for values different than zero. Regarding QNN fault tolerance
analysis, Gambardella et al. [43] made significant contributions by developing an
error injection framework to evaluate QNNs under single channel stuck@ faults
in hardware. Their research revealed that convolutional layers are particularly
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vulnerable to errors, showing greater accuracy degradation compared to fully
connected layers. Their work highlighted a critical challenge: while quantized
CNNs achieve accuracy comparable to floating-point CNNs, they demonstrate high
error sensitivity. This finding is particularly relevant given that quantized CNNs
are preferred for deployment in practical applications.

Zahid et al. [12] developed the FAT methodology, addressing the limitations
identified in SAT as demonstrated in Gambardella et al. [43]’s work. FAT introduces
a novel training paradigm by simulating fault conditions during the training phase.
By injecting error models into layers of CNNs, FAT equips the network to tolerate
hardware-induced errors. The methodology leverages PyTorch-based injection
layers that model single channel stuck@ and same pixel in all channels stuck@,
where the former results in an entire output channel of a specific layer being stuck
at a constant value, whereas the latter causes all channels in the same pixel to
share the same value. These simulated scenarios allow the network to develop
resilience, maintaining accuracy even in the presence of real-world hardware faults.
The paper provides a comparative analysis of FAT against SAT and alternative
techniques like Dropout2D. Results reveal that FAT-trained QNNs achieve higher
worst-case accuracy under fault conditions and incur minimal accuracy loss during
error-free operations. Additionally, the research demonstrates FAT’s superiority in
cost-efficiency. For example, FAT achieves robustness comparable to systems with
triple modular redundancy but at significantly reduced hardware costs. In this
thesis, the focus will shift towards the bit-flip error model, where errors may occur
across all output channels and pixels of every layer. The study aims to simulate
bit flips during inference across different layers and evaluate the model’s resilience
to such errors.

3.3 Hardware Implementation
CNNs consist of a series of layers, each characterized by specific attributes such
as feature map sizes, channels, and filters. A comprehensive overview of CNN
accelerators tailored for programmable logic is presented in the work of Mittal [44]
and Venieris et al. [45]. This thesis utilizes the publicly available QNN accelerators,
named FINN [16, 46], accessible on GitHub [47]. Blott et al. [46] introduced two
distinct hardware architectures for FINN, known as dataflow and loopback.

In the dataflow architecture, all layers are simultaneously deployed onto pro-
grammable logic, with each layer assigned a dedicated array of Processing Elements
(PEs). These arrays process layers in a folded manner, meaning each PE calculates
one or more outputs, such as an entire channel of an Output Feature Map (OFM).
Conversely, the loopback architecture uses a single PE array to sequentially com-
pute the outputs of all CNN layers, resulting in each PE contributing to one or
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more outputs across multiple layers.
FINN is closely integrated with Brevitas and requires a quantized neural network

to be exported directly from Brevitas in the ONNX format. The ONNX format is
independent of the specific deep learning library used to build the model, making
it highly versatile. Its flexibility and ease of use have contributed to its popularity,
and a variety of visualization tools, such as Netron [48], are now available to support
it. To enable quantization support, the FINN development team introduced a
custom Python class named ModelWrapper. This class allows ONNX models to
be imported into FINN while retaining all the quantization attributes included in
the model. Once the model is successfully imported, the transformation process in
FINN can start.
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Chapter 4

Methodology

This chapter presents the methodology adopted for implementing the Error Injection
Layer, followed by the proposed technique for performing Fault-Aware Training
(FAT) on pretrained quantized models. It also provides an overview of the tools,
libraries, and frameworks used throughout the development process. The chapter
is structured as follows: section 4.1 introduces the concept and implementation
details of the Error Injection Layer, while section 4.2 refines and extends the
original Fault-Aware Training (FAT) technique by proposing the enhanced Fault-
Aware Fine-Tuning method.

4.1 Error Injection Layer
As discussed in Chapter 1, evaluating the accuracy of neural network models under
adversarial conditions is crucial. This thesis extends the work of Zahid et al. [12],
which focused on two types of error models: single-channel stuck@ and same-
pixel-in-all-channels stuck@. In addition to these, this work presents a more
general bit-flip error model which includes the previous two. It extends them by
generalizing the notion of stuck-at faults; instead of fixing values deterministically,
it introduces variability through random bit-level perturbations.

Figure 4.1 illustrates the differences among the three error models: single-channel
stuck@ on the left, same-pixel-in-all-channels stuck@ in the center, and bit-flip on
the right. In the first two error models, the goal during inference is to simulate
scenarios in which an entire channel or specific pixels remain fixed at a constant
value. In contrast, the third model, which is the one used in this thesis, introduces
random bit-flips in pixels across all channels. These bit-flips alter the values of the
activations, resulting in random integers limited by their bit width to maintain
accurate value mapping.
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Figure 4.1: Left: single-channel-stuck@ error model. Center: same-pixel-in-all-
channel-stuck@ error model. Right: bit-flip error model.

During inference and training, Algorithms 1 and 2 are used to inject faults
into the model. These procedures systematically implement the error model by
iterating across various layers and channels, modifying the corresponding activa-
tions, and evaluating the impact on model accuracy. This approach effectively
models potential bit-flip occurrences that may arise during inference under extreme
operating conditions, such as exposure to radiation in aerospace environments, high
temperatures, or voltage fluctuations. These conditions can induce transient faults
in hardware, degrading the accuracy of neural network models [8, 9].

Algorithm 1 Full model error injection evaluation (bit-flip)
for every layer: do

for every channel: do
inject errors randomly to the activation tensor with a probability p

end
end

In Algorithm 1, the entire model is treated as a black box, with the assumption
that a fixed percentage of the total activations is subjected to bit-flips. The model’s
overall accuracy is then evaluated under these conditions.
Algorithm 2 Single layer error injection evaluation (bit-flip)
for i in num_iterations: do

enable injection layer i and disable others
for every channel: do

inject errors randomly to the activation tensor with a probability p
end

end
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Alternatively, for a more granular analysis of the effect of bit-flip errors, Al-
gorithm 2 injects errors into one layer at a time. The variable num_iterations
corresponds to the number of layers in the model. Thus, the model’s accuracy is
evaluated multiple times, once per iteration, with a different layer subjected to
bit-flips in each case.

The next step in simulating these error models is the implementation of an
Error Injection Layer, designed to introduce faults in a controlled manner. The
proposed error injection layer has been designed to enable flexible error injection
during both inference and training. A key parameter, injection, determines the
scope of error injection and can take one of two values: layer or full_model. When
layer is selected, errors are introduced into a single layer of the neural network.
Alternatively, by selecting full_model, errors are injected across all layers. During
inference and training, the parameters p_inj_eval and p_inj_train are configured
to indicate the percentage of faulty activations within a layer. In addition to the
one already discussed, the error injection process during training also requires two
more parameters:

• epoch_interval: number of epochs after which errors are injected.

• step_interval: percentage of randomly selected iterations per epoch that
experience faults.

To clarify the role of these two additional parameters a further observation is
required. When faults are injected at every epoch, the model tends to learn the
presence of errors as part of its normal inference environment. As a result, its
accuracy during standard, fault-free inference can be lower than when faults are
intermittently injected. This happens because the model fails to generalize to clean
inference conditions. By tuning epoch_interval and step_interval appropriately,
it is possible to maximize the model’s accuracy under normal inference while still
maintaining fault-awareness.

Figure 4.2: Effect of the two parameters epoch_interval and step_interval
during the training process.
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The effect of these two additional parameters is illustrated in Figure 4.2, where
epoch_interval is set to 2 and step_interval to 0.5. In this configuration, errors
are injected during all iterations of odd-numbered epochs, while in even-numbered
epochs, only a subset of iterations is affected.

4.1.1 Error Injection Layer Design
The proposed solution involves introducing an Error Injection Layer as an additional
layer in the model. The initial design consideration focuses on determining the
optimal placement of this layer to effectively simulate errors. The placement of the
Error Injection Layer in the Brevitas model is critical for accurately simulating error
injection at a specific stage of the hardware pipeline. FINN’s internal architecture is
fundamentally built around a specialized module designed to execute convolutions
efficiently. When constructing the model for FINN, particular transformations are
applied to the convolutional block. These transformations effectively fuse the layers
of the convolutional block converting them into a Matrix Vector Threshold Unit
(MVTU), which performs dot product operations between the prepared input data
and weights. The module’s performance is primarily determined by two parameters:

• Processing Element (PE): Determines the number of computational units
utilized.

• Single Instruction Multiple Data (SIMD): Specifies the input lanes
assigned to each PE.

Each SIMD within a PE processes specific input and weight values, performing
multiplications. Temporary results are stored in an accumulator, as illustrated in
Figure 4.3, until the convolutional window is fully processed. The activations then
pass through a threshold unit, and the final result is written to the output vector.

Figure 4.3: Matrix Vector Threshold Unit (MVTU) block diagram. [12, p. 2]
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Analyzing the architecture of a standard convolutional block, depicted in Figure
2.10 (Left), the first approach positions the Error Injection Layer immediately after
the convolutional layer, as illustrated in Figure 4.4 (Left).

Figure 4.4: Left: first error injection layer position. Right: final error injection
layer position

Injecting faults immediately after the convolutional layer presents a challenge
due to the inherent properties of activation functions, which can unintentionally
attenuate the impact of these errors. Non-linear activation functions, such as ReLU,
sigmoid, or tanh, introduce transformations that can clip, saturate, or threshold
the input values. For instance, ReLU sets all negative values to zero, potentially
nullifying certain error-induced perturbations. This behavior can lead to an un-
derestimation of the fault-induced degradation, as the network may inadvertently
suppress some of the injected errors before they propagate deeper into the model.
The objective is to evaluate the network’s robustness under realistic hardware
faults, ensuring that the impact of perturbations is fully reflected in the inference
process. Additionally, the training procedure is designed to produce a final model
that is robust to the fault rate defined as a hyperparameter.

After the considerations done above, a better approach is to inject errors after
the activation layer, as shown in Figure 4.4 (right). Injecting errors after the
activation layer, specifically at the output of the thresholding stage within the
MVTU, ensures that faults are effectively incorporated into the training process
and prevents the injected faults from being masked or suppressed by the activation
function.

Implementation
The error injection mechanism was implemented as a custom layer in PyTorch to
facilitate the introduction of bit-flip errors during the neural network inference
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and training process. This layer operates by accepting an input tensor during
the forward pass and introducing bit-flip errors based on a predefined probability
parameter p. These perturbations are applied directly to the output activation
tensors. The parameter p defines the probability that any single element in the
tensor will be modified due to a bit-flip, independently of the others. For example,
if p = 0.01, then each activation value has a 1% chance of being altered, regardless
of the others in the tensor. In this sense, p is applied uniformly across the tensor,
but the occurrence of faults is determined independently for each element. When
such a modification occurs, the original value is replaced with an alternative value
determined by the bit-width representation of the activations.

This implementation allows for multiple simultaneous bit-flips within a single
value, as the entire value is substituted rather than individual bits being modified
independently. Given the following N -dimensional tensors:

• Input activations: α ∈ Rα0×···×αN−1

• Random values: ρ ∈ Rα0×···×αN−1 where ρi ∼ U(0,1)

• Random Integer values: β ∈ Z+ α0×···×αN−1 where βi ∈ [0, 2b − 1] and b is the
bit-width of the quantized activations

• Injection values: ξ ∈ Z+ α0×···×αN−1 given by:

ξ =
A

α

scale(α) + β

B
mod 2b

• Output activations: α̂ ∈ Rα0×···×αN−1 , defined as follows:

α̂i =
ξi · scale(α), for ρi < p

αi, otherwise
(4.1)

where α̂i, αi and ξi are respectively the ith elements of α̂, α and ξ and where
scale(α) is the scale factor of the quantized tensor α.

To maintain effective gradient propagation during training, the error injection
mechanism must be adapted for the backward pass. Replacing activation values
directly with corrupted ones can distort gradients or cause them to vanish, slowing
model convergence. To prevent this, the loss gradients with respect to the activations
are adjusted to ensure meaningful updates while enabling the model to learn
robustness to injected faults. Given the loss gradients, ∂L

∂α̂
∈ Rα0×···×αN−1 , and

the input gradients, ∂L
∂α

∈ Rα0×···×αN−1 , the backward pass of the injection layer is
defined as follows:
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∂L

∂αi

=
0, for ρi < p

∂L
∂α̂i

, for ρi ≥ p
(4.2)

where ∂L
∂α̂i

is the ith element of ∂L
∂α̂

and ∂L
∂αi

is the ith element of ∂L
∂α

. The reason
why the gradients are set to zero can be deduced from Chapter 2, where the
backpropagation algorithm and the equation for updating the weights using the
chain rule were discussed. By setting the gradients to zero at the indices where errors
are injected, the algorithm effectively prevents these disturbances from influencing
weight updates. This means that the network doesn’t learn to compensate for faults
it wouldn’t normally encounter in real-world data, ensuring that the adjustments
made during backpropagation are based solely on genuine signal patterns.

4.2 Fault-Aware Fine-Tuning
FAT process typically involves training a quantized model from scratch while
injecting errors at every epoch, as illustrated in Figure 4.5.

Figure 4.5: Standard FAT timing diagram.

This approach can lead to one of two possible outcomes: either the model
successfully adapts to the injected faults and learns to be fault-aware, or the
training fails entirely due to the errors disrupting the learning process.

To address the challenge of training robust models under fault conditions, a
technique called Fault-Aware Fine-Tuning (FAFT), illustrated in Figure 4.6, has
been developed. This approach ensures that models can be trained to be resilient
to hardware-induced faults using the desired injection probability.

The first step in this process involves fine-tuning a pre-trained model instead of
training it from scratch. This significantly reduces the number of training epochs
required to obtain a fault-aware model compared to full training. However, even
during fine-tuning, the training process can sometimes fail to converge properly due
to the presence of injected errors. This issue is especially noticeable in models using
higher bit-width quantization, like 8-bit, where the wider range of representable
values increases sensitivity to low injection probabilities. However, models with
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lower bit-width quantization can exhibit similar vulnerabilities when the injection
probability is higher, as the more frequent perturbations can still disrupt the
training process despite the reduced dynamic range.

Figure 4.6: Fault-Aware fine-tuning timing diagram.

To improve training stability, a warm-up phase is introduced at the beginning
of fine-tuning. During this phase, the fault injection probability is increased
progressively: starting from 1% and incremented by 1% at each epoch until the
target injection probability is reached. This gradual exposure to faults helps the
model to adapt more effectively and ensures a smoother convergence.

The Fault-Aware Fine-Tuning (FAFT) method is introduced as an improvement
over the original Fault-Aware Training (FAT) approach, but for simplicity, it will
still be referred to as FAT throughout the rest of this thesis.
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Chapter 5

Experiments

This chapter details the experimental setup and summarizes key results. Experi-
ments were performed on CNV, MobileNetV1, and ResNet using CIFAR10
and CIFAR100 datasets. Section 5.1 shows baseline accuracies using Standard
Training (SAT). Section 5.2 presents post-FAT accuracies under error-free condi-
tions, using various fault injection probabilities during fine-tuning. Section 5.3
explores error propagation across layers, while section 5.4 evaluates its impact on
accuracy via cosine similarity and Root Mean Square Error (RMSE). In section
5.5 and section 5.6 error injection is performed on standard and fault-aware
models respectively using Algorithm 1 (global injection) and Algorithm 2 (per-layer
injection). Finally, in section 5.7, the software results are compared with those
obtained from the hardware inference after the board deployment.

5.1 SAT baseline accuracy
Before evaluating the results of FAT methodologies, it is important to first establish
a baseline accuracy by performing a Standard Training (SAT) on quantized models.
To this end, models were trained on the CIFAR10 and CIFAR100 datasets using
quantized weights (w) and activations (a) at 2, 4, and 8 bits. These configurations
are referred to as w2a2, w4a4, and w8a8, respectively, and are evaluated alongside
a float32 baseline. The resulting accuracy for each configuration is summarized in
Table 5.1.

As can be observed in the case of MobileNetV1 and CNV, quantized models can
sometimes outperform their float32 counterparts. The reduced precision introduces
quantization noise during training, which helps prevent overfitting by limiting the
model’s reliance on less important patterns. This built-in regularization, similar to
a noise-based constraint, improves generalization, especially in over-parameterized
networks, and can lead to better accuracy on unseen data. To provide a clearer
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SAT

Network CIFAR10 CIFAR100
float32 [%] w2a2 [%] w4a4 [%] w8a8 [%] float32 [%] w2a2 [%] w4a4 [%] w8a8 [%]

CNV 91.19 90.64 91.33 91.65 65.6 64.91 65.55 65.63
MobileNetV1 92.81 92.13 93.42 93.18 72.38 68.7 73.27 73.2
ResNet20 92.59 86.32 90.45 91.1 68.17 55.58 62.84 63.76
ResNet56 92.29 86.99 91.5 92.04 71.01 56.75 64.93 66.45

Table 5.1: Models (SAT) accuracy on CIFAR10 and CIFAR100 datasets for
different quantization levels.

context regarding the capacity of each network under study, Table 5.2 reports the
total number of parameters for each architecture.

Network # layers # params
CNV 8 1.54M

MobileNetV1 27 3.22M
ResNet20 20 0.27M
ResNet56 56 0.85M

Table 5.2: Number of parameters of the examined models.

Based on the number of parameters and the accuracy results reported in Table
5.1, it is evident that a higher parameter count can contribute to improved accuracy,
as seen in the case of the MobileNetV1 network. However, this relationship does not
always hold. For example, ResNet20 has significantly fewer parameters than the
CNV network, yet it achieves comparable or even superior accuracy in some cases.
This indicates that accuracy is influenced not only by the number of parameters,
but also by the network’s architectural design. A key example is the presence of
residual connections in ResNet models, which can offer advantages over traditional
convolutional networks like CNV.

5.2 FAT baseline accuracy
This section presents the baseline accuracies of the previously discussed models,
now trained using FAT with error injection probabilities of 1%, 3%, 5%, 7%, and
10%, as reported in Table 5.3. The objective is to evaluate whether applying FAT
results in any accuracy degradation when the models are tested under error-free
conditions.

Experimental results show a clear drop in accuracy for the ResNet56-w8a8
model on the CIFAR100 dataset when error injection rates of 5%, 7%, and 10% are
applied during training. In contrast, the shallower ResNet20-w8a8 model remains
stable under the same conditions, even with error rates up to 10%. This difference
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FAT - 1%

Network CIFAR10 CIFAR100
w2a2 [%] w4a4 [%] w8a8 [%] w2a2 [%] w4a4 [%] w8a8 [%]

CNV 91.03 91.37 91.28 64.78 65.53 66.51
MobileNetV1 92.56 93.81 93.59 69.33 73.15 73.18
ResNet20 87.37 90.71 91.09 56.49 62.98 64.19
ResNet56 88.1 91.72 91.71 56.76 66.6 67.71

FAT - 3%

Network CIFAR10 CIFAR100
w2a2 [%] w4a4 [%] w8a8 [%] w2a2 [%] w4a4 [%] w8a8 [%]

CNV 90.24 90.78 90.92 64.23 65.59 66.35
MobileNetV1 92.16 93.6 92.98 69.21 72.85 72.83
ResNet20 86.7 90.39 89.44 55.24 60.75 62.11
ResNet56 87.27 90.91 89.77 52.86 64.76 65.46

FAT - 5%

Network CIFAR10 CIFAR100
w2a2 [%] w4a4 [%] w8a8 [%] w2a2 [%] w4a4 [%] w8a8 [%]

CNV 88.99 90.36 90.31 63.14 65.13 65.32
MobileNetV1 91.66 93.75 92.99 68.82 71.76 72.7
ResNet20 85.65 89.71 87.78 52.63 58.58 59.65
ResNet56 85.34 90.31 87.81 49.43 62.25 10.59

FAT - 7%

Network CIFAR10 CIFAR100
w2a2 [%] w4a4 [%] w8a8 [%] w2a2 [%] w4a4 [%] w8a8 [%]

CNV 88.34 89.75 89.99 60.87 65.29 64.79
MobileNetV1 91.5 93.22 92.87 67.1 71.89 72.37
ResNet20 84.24 89.02 86.17 50.3 56.58 57.24
ResNet56 81.92 89.37 85.41 45.47 60.07 2.55

FAT - 10%

Network CIFAR10 CIFAR100
w2a2 [%] w4a4 [%] w8a8 [%] w2a2 [%] w4a4 [%] w8a8 [%]

CNV 86.48 88.1 89.16 59.56 64.82 63.04
MobileNetV1 90.16 92.89 92.26 66.37 70.49 70.93
ResNet20 81.53 87.94 83.87 46.31 52.36 54.0
ResNet56 77.98 87.51 84.92 37.43 56.44 1.51

Table 5.3: Models FAT accuracy on CIFAR10 and CIFAR100 datasets for different
quantization levels.

in robustness is mainly due to two factors. First, the high error rates (5-10%) add a
large amount of noise, which disrupts the learning process and makes it harder for
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the network to converge. Second, and more importantly, the deeper architecture of
ResNet56 causes errors to pass through many more layers. As they move through
the network, these errors can grow and spread, heavily affecting the activation
values and making training unstable.

5.3 Analisys of Error propagation
Implementing error injection after each activation layer in the examined models
enables the evaluation of the percentage of corrupted outputs when flipping a
fixed number of values in a specific layer. The experiment was conducted on the
MobileNetV1 network at various quantization levels. Figures 5.1 illustrate the
mismatch rate after injecting faults into 1% of activations in the first layer.
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Figure 5.1: MobileNetV1 mismatch rate for every layer after 1% injection in the
first layer.

It can be observed that higher-bit quantization leads to rapid error propagation
through the layers. Specifically, with 8-bit quantization for both weights and
activations, the error increases from 1% at layer 1 to approximately 50% at layer 3
and 60% at layer 5. In contrast, for 2-bit quantization, the error grows from 1%
at layer 1 to around 7% at layer 3 and 15% at layer 5. A similar trend is observed
with a 5% fault injection in the first layer, with the primary difference being a
higher overall error percentage for every layer.

Additionally, the error reaches a saturation point within the first 5-6 layers
before gradually decreasing. This decrease is accompanied by oscillations between
higher and lower error percentages, which can be attributed to the alternating

42



Experiments

depthwise and pointwise convolutional layers in MobileNetV1.
Considering that higher bit-width quantization exhibit greater error propagation

across layers, MobileNetV1-w8a8 was examined by injecting errors at different
layers and evaluating the percentage of mismatch. Specifically, errors are introduced
in increments of five layers and compared to the case where errors are injected in
the first layer as illustrated in Figure 5.2.
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Figure 5.2: MobileNetV1-w8a8 mismatch rate for every layer after 1% injection
in layers 1, 5, 10, 15 and 20.

When activations pass through a depthwise convolutional layer, the 3×3
kernel processes each channel independently, applying several weighted sums per
activation. This channel-wise processing limits error propagation across channels,
leading to a local saturation effect at the maximum and minimum quantization
values determined by the bit width used in the model. As a result, error percentages
tend to be lower in even-numbered layers, where depthwise convolutions occur.

On the other hand, pointwise convolutional layers, which use a single 1×1
kernel, mix information across channels but apply only one weighted sum per
activation. With fewer operations per activation, errors from previous layers are
less likely to be averaged out or mitigated. Consequently, odd-numbered layers,
where pointwise convolutions occur, exhibit slightly higher error percentages due
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to the redistribution and amplification of accumulated errors.
Two more aspects characterizing the network’s mismatch behaviour can be sum-

marized. Firstly, the gradual reduction in difference between clean and corrupted
tensors as the network depth increases. Secondly, error injection at layers 1, 5, 10,
15, and 20 consistently leads to similar error saturation levels, indicating a stable
propagation pattern regardless of the injection point.

The same experiment is conducted on ResNet20-w8a8, which features residual
connections, and its results are illustrated in Figure 5.3. Injection is performed
in layers 1, 5, 10, and 15, and the behavior of errors across different quantization
levels is consistent with MobileNetV1, suggesting that error propagation follows a
characteristic pattern.
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Figure 5.3: ResNet20 error propagation for every layer after 1% injection in the
first layer

The error reduction present on MobileNetV1 when activations flow deeper
through the network is not observed in ResNet20. The primary reason for this dis-
crepancy lies in the presence of residual connections also known as skip connections,
which enable each layer to retain information from previous activations, preventing
the natural attenuation of errors as the network depth increases. Consequently,
the error exhibits a more sustained propagation throughout the network.
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5.4 Cosine similarity and RMSE
To further analyze the impact of errors on the network’s behavior, an additional
experiment was conducted on MobileNetV1-w8a8 to evaluate the cosine similarity
between clean and corrupted tensors, along with their Root Mean Square Error
(RMSE). Cosine similarity, which measures the cosine of the angle between two
vectors, helps assess how similar the corrupted tensor is to the original one. In
this context, a value close to 1 indicates a high similarity between the tensors.
This evaluation is needed because while the previous analysis demonstrated that
error propagation increases with higher-bit quantization, it remained essential
to determine whether these errors significantly alter the network’s output. By
measuring the cosine similarity between the clean and corrupted tensors, when
1% of activations are corrupted in the first layer, it was observed that despite a
high percentage of differing values in the following layers, reaching approximately
60%, the overall structure of the tensors remained largely preserved. Additionally,
the RMSE was found to be high at the injection layer but decreased significantly
within a few layers, indicating that while errors alter individual values, their overall
impact on feature representations diminishes as they propagate.
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Figure 5.4: MobileNetV1-w8a8 (SAT) cosine similarity for different injection
probabilities at layer 1.

Figure 5.4 illustrates the cosine similarity curves across all layers for different
error injection rates. Errors were injected into the first layer at varying rates:
1%, 10%, 25%, and 50%. The curves indicate that for small injection rates (e.g.,
1%), the similarity remains high across most layers. As the error rate increases,

45



Experiments

a progressive decline in similarity is observed, with a more substantial drop in
deeper layers. This suggests that while low percentages of corruption is tolerated
in standard-trained networks, higher fault rates lead to cumulative distortions in
feature representations, which may impact accuracy results.
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Figure 5.5: MobileNetV1-w8a8 (SAT) RMSE for every layer after 1% injection
at layers 1, 5, 10, 15 and 20.

Figure 5.5 illustrates the RMSE curves when 1% error is injected at layers 1,
5, 10, 15, and 20. The results show that the RMSE is highest at the injection
layer and rapidly decreases in the following layers. This behavior can be explained
by the processes that follow error injection within the network’s layers. When
an error is introduced into an activation value, it propagates to the subsequent
convolutional layer, which performs a weighted sum of input activations, including
the corrupted one. This operation integrates the error into the overall sum, which
can reduce its impact, especially when the sum includes many contributing terms.
Following the convolution, the result undergoes quantization. This process involves
scaling the activation by dividing it with a predetermined scale factor, evaluated
during the training phase. This division effectively reduces the magnitude of any
additive error present in the activation, as the error term itself is scaled down
along with the activation value before potential rounding. The combined effect of
the weighted sum, the subsequent quantization and rounding tends to reduce the
absolute or relative magnitude of the error observed in the quantized activations
of the following layer compared to the original error magnitude at the point of
injection.
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To better understand the differences between the standard-trained and fault-
aware-trained networks, the same analysis is also performed on the MobileNetV1-
w8a8 model where FAT is performed with 5% error injection rate.
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Figure 5.6: MobileNetV1-w8a8 (FAT-5%) cosine similarity for different injection
probabilities at layer 1.

Figure 5.6 shows the cosine similarity curves for different error injection proba-
bilities. Compared to the Figure 5.4 of the standard network, the model trained
with FAT exhibits significantly smaller differences between tensors, resulting in
higher cosine similarity values. This behavior reflects the effect of FAT, which
encourages the network to distribute critical information across multiple weights
rather than relying on individual ones. Such redundancy allows to preserve the
integrity of activations even in the presence of faults.

A similar trend to that shown in Figure 5.5 is observed in the RMSE values for
the FAT network. These results are not included here, as they closely follow the
same pattern, with the primary difference being consistently lower RMSE values
across all layers.

Accuracy [%]
pinj 0% 1% 10% 25% 50%
SAT 93.36 92.97 62.3 20.89 13.67
FAT 92.18 91.99 91.89 90.03 82.42

Table 5.4: Acccuracy evaluation SAT vs FAT-5%
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Experiments on cosine similarity and RMSE have been performed using a single
batch of 512 test images to generalize the results and because it was the maximum
supported by the available GPU resources. Moreover, a final comparison illustrating
the resilience of fault-aware networks is presented in Table 5.4, where evaluations
with this batch size showed results very similar to those obtained using the full test
set. Faults were injected into the first layer with different injection probabilities.

5.5 Error injection on standard models
To better assess the effectiveness of FAT and compare its performance with a SAT
network, the first step is to evaluate the resilience of the standard network under
fault injection. This is done by injecting errors according to both Algorithm 1
and Algorithm 2.

Algorithm 1 - Global error injection (SAT)
Following Algorithm 1, errors are injected simultaneously in every layer with the

same probability. Experiments were conducted on all the considered architectures:
CNV, MobileNetV1, ResNet20, and ResNet56 on both CIFAR10 and CIFAR100
datasets. Since the following sections will present results for larger and deeper
networks, aiming to offer a more comprehensive and representative evaluation
of typical use cases, this section focuses only on a detailed analysis of the CNV
model trained on the CIFAR10 dataset. The left Table from Figure 5.7 presents
the accuracy results for different injection probabilities, ranging from 0% (i.e., no
injected errors) to 10% of all activations undergoing bit-flip errors.

pinj [%] w2a2 [%] w4a4 [%] w8a8 [%]
0 90.64 91.33 91.65

0.01 90.39 91.21 91.17
0.05 90.22 90.85 90.34
0.1 90.13 90.46 88.57
0.5 87.08 85.84 67.97
1 80.54 74.97 43.62
3 38.31 28.09 13.66
5 18.31 14.65 11.5
7 13.10 11.5 11.00
10 10.40 10.25 10.03
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Figure 5.7: Accuracy table and plot of CNV (SAT), global error injection with
Algorithm 1.

These experiments are repeated for multiple quantization levels, and a graphical
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representation of the results is shown in Figure 5.7 (Right).
Analysis shows that networks utilizing lower bit-widths exhibit enhanced re-

silience to errors. For example, in a w2a2 network, a significant degradation in
accuracy is observed only after approximately 1% of activations are corrupted. In
contrast, a w8a8 network begins to experience accuracy degradation at a much
lower corruption rate of 0.1%. This difference can be attributed to the wider
range of potential values that activations in higher bit-width networks can assume,
making them more susceptible to errors.

Algorithm 2 - Per-Layer Error Injection (SAT)
With Algorithm 2, faults are injected into individual layers one at a time, while

maintaining a constant injection probability. This methodology enables a more
granular analysis of the impact of faults across different layers of the network. For
the same reasons outlined in the previous paragraph, the CNV is again selected
as the network under analysis, and the corresponding results are summarized in
Table 5.5.

w2a2 [%] w4a4 [%] w8a8 [%]
Layer 5 [%] 10 [%] 25 [%] 50 [%] 5 [%] 10 [%] 25 [%] 50 [%] 5 [%] 10 [%] 25 [%] 50 [%]

1 89.76 87.03 46.13 11.36 88.98 82.10 12.02 10.00 89.05 80.50 21.34 9.70
2 73.09 36.31 10.53 10.00 72.39 31.05 12.52 10.80 80.94 45.79 16.23 11.37
3 87.12 75.23 13.99 10.53 84.97 57.48 10.20 10.01 72.29 31.08 10.16 10.00
4 38.31 17.42 10.69 10.09 37.49 18.99 10.69 10.30 27.25 15.75 11.10 10.54
5 88.67 85.15 68.55 26.24 86.67 79.90 53.73 25.12 79.42 63.57 40.50 21.58
6 90.00 89.54 86.71 61.91 90.95 89.97 87.77 67.61 90.83 89.33 78.02 18.84
7 90.55 90.20 87.04 42.71 87.54 83.67 63.84 40.54 63.49 47.96 31.43 19.12
8 90.60 90.61 90.44 88.81 91.23 91.21 91.22 90.59 91.65 91.74 91.50 91.26

Table 5.5: Accuracy table of CNV (SAT), per-layer error injection with Algorithm
2.

As discussed in section 5.4, errors tend to be mitigated as they propagate through
subsequent layers, therefore, the injection probability must be increased to observe a
noticeable degradation in accuracy. Despite this difference, the experiment confirms
a that lower bit-widths exhibit enhanced fault tolerance.

5.6 Error injection on Fault-Aware models
In standard neural networks, important features or patterns can be heavily depen-
dent on certain weights, for this reason the goal of the FAT method is to strengthen
neural networks by making sure crucial information is shared across multiple
weights instead of relying too much on specific ones. It encourages the network
to distribute this responsibility more evenly, so if some weights get damaged in a
deployed system, others can take over and keep the network functioning properly.
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Algorithm 1 - Global error injection (FAT)
This section focuses on deeper networks such as ResNet20 and MobileNetV1

because they better reflect real-world use cases compared to smaller models. Based
on the analysis presented in section 5.1, the w4a4 quantization demonstrates a good
trade-off between bit-width and model accuracy, making it a suitable choice for
illustrating the advantages of FAT. Table 5.6 contains the inference accuracy results
of ResNet20-w4a4 trained on CIFAR10 under different fault injection probabilities,
compared with the corresponding SAT baseline.

pinj [%] SAT FAT-1% FAT-3% FAT-5% FAT-7% FAT-10%
0 90.45 90.71 90.39 89.71 89.02 87.94

0.01 90.2 90.57 90.32 89.53 88.93 88.01
0.05 89.92 90.5 90.42 89.57 89.17 87.7
0.1 89.59 90.56 90.4 89.47 88.81 87.81
0.5 88.01 90.0 89.97 89.23 88.78 87.4
1 84.04 89.06 89.5 89.07 88.76 87.6
3 46.52 80.41 86.88 88.06 87.71 86.83
5 17.68 58.91 79.79 84.57 85.16 85.41
7 11.27 27.44 62.42 78.87 80.7 83.19
10 10.16 12.94 26.57 54.35 58.99 76.66

Table 5.6: FAT accuracy of ResNet20-w4a4 trained on CIFAR10 under different
injection probabilities.

A graphical representation of data contained in Table 5.6 can be observed in
Figure 5.8.

0.1 0.5 1 3 5 7 10 15 200

20

40

60

80

100

Injection probability p [%]

A
cc

ur
ac

y
[%

]

SAT
FAT-1%
FAT-3%
FAT-5%
FAT-7%
FAT-10%

Figure 5.8: FAT accuracy plot of ResNet20-w4a4 trained on CIFAR10.
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The same experiment is then performed on MobileNetV1-w4a4 and results are
depicted in Table 5.7 and Figure 5.9.

pinj [%] SAT FAT-1% FAT-3% FAT-5% FAT-7% FAT-10%
0 93.43 93.81 93.6 93.75 93.22 92.89

0.01 93.16 93.79 93.61 93.66 93.16 92.89
0.05 93.16 93.63 93.55 93.67 93.26 92.9
0.1 92.95 93.7 93.56 93.63 93.2 92.83
0.5 90.83 93.49 93.52 93.8 93.31 92.65
1 80.46 92.97 93.42 93.64 93.34 92.85
3 11.35 78.39 91.3 92.68 92.98 92.56
5 9.98 26.55 79.4 88.88 91.01 92.07
7 10.03 13.5 41.8 75.47 85.4 89.73
10 10.0 9.88 13.96 26.86 49.74 74.95

Table 5.7: FAT accuracy of MobileNetV1-w4a4 trained on CIFAR10 under
different injection probabilities.
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Figure 5.9: FAT accuracy plot of MobileNetV1-w4a4 trained on CIFAR10.
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To demonstrate consistency across datasets, the analysis is repeated on Mobile-
NetV1-w4a4 trained on CIFAR100, with results shown in Table 5.8 and Figure
5.10, confirming alignment with those obtained on CIFAR10.

pinj [%] SAT FAT-1% FAT-3% FAT-5% FAT-7% FAT-10%
0 73.27 71.73 70.45 68.39 69.50 64.09

0.01 72.92 71.99 70.30 68.17 69.54 64.02
0.05 72.46 71.52 70.43 67.99 69.54 64.56
0.1 72.35 71.80 70.57 68.38 69.53 64.51
0.5 60.86 70.92 70.28 68.18 69.58 64.47
1 28.45 68.65 69.57 67.42 69.66 64.45
3 1.41 36.20 59.67 61.30 66.15 63.04
5 0.92 4.42 30.62 42.79 54.85 57.96
7 1.05 1.36 6.12 15.59 28.94 46.22
10 1.07 1.02 1.27 2.05 3.47 16.11

Table 5.8: FAT accuracy of MobileNetV1-w4a4 trained on CIFAR100 under
different injection probabilities.
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Figure 5.10: FAT accuracy plot of MobileNetV1-w4a4 trained on CIFAR100.

Considering both maximum accuracy under error-free conditions and fault
tolerance, the results obtained using FAT with a 5% fault rate appear to be a good
choice for further experimentation. Consequently, in the following section, where
the experiment is repeated using Algorithm 2, the evaluation will focus on the
ResNet20 and MobileNetV1 models trained on CIFAR10 and CIFAR100 datasets
with FAT-5%.

52



Experiments

Algorithm 2 - Per-Layer Error Injection (FAT)
The analysis described in Section 5.5 for the CNV network using Algorithm 2 is

now extended to both MobileNetV1 and ResNet20 architectures trained with FAT-
5%. In order to analyze the behavior across different network architectures, three
levels of quantization are considered: 2-bit, 4-bit, and 8-bit for both weights and
activations. The inference results for networks trained on CIFAR10 are presented
in Tables 5.9 and 5.10, corresponding to MobileNetV1 and ResNet20, respectively.

w2a2 [%] w4a4 [%] w8a8 [%]
Model SAT FAT SAT FAT SAT FAT
Acc. 92.13 91.66 93.42 93.75 93.18 92.99
pinj 10 [%] 25 [%] 50 [%] 10 [%] 25 [%] 50 [%] 10 [%] 25 [%] 50 [%]

Layer SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT
1 91.33 90.85 87.90 88.26 42.94 37.09 90.35 93.50 79.13 92.72 22.59 86.41 64.06 92.67 19.05 91.29 11.58 81.99
2 91.50 91.29 88.76 89.76 59.78 69.67 91.62 93.32 84.17 92.69 25.99 87.89 54.75 92.70 23.33 92.04 10.69 86.65
3 91.83 91.26 90.14 90.32 60.75 62.96 92.10 93.45 83.70 93.02 16.90 86.46 77.10 92.91 43.44 92.06 12.15 82.92
4 91.66 91.53 90.69 90.78 62.05 75.93 92.60 93.49 85.11 93.02 22.18 86.77 70.69 92.67 27.49 92.33 10.39 87.60
5 91.79 91.56 89.25 91.15 66.03 78.85 92.68 93.75 85.32 93.09 28.34 85.62 79.86 92.81 23.06 92.58 9.92 88.51
6 91.05 91.32 86.05 88.72 34.16 57.84 91.98 93.45 80.49 92.11 21.06 71.04 70.00 92.86 12.32 92.22 10.03 84.76
7 91.70 91.31 86.58 89.85 31.72 60.93 91.91 93.52 76.55 92.97 10.34 82.15 63.45 92.82 10.12 92.18 11.14 78.12
8 91.50 91.25 86.03 89.41 35.37 58.33 90.79 93.46 62.16 92.71 9.91 73.96 43.15 92.76 15.33 91.17 10.05 50.70
9 90.99 90.98 82.81 88.95 17.22 42.42 90.59 93.43 51.24 91.92 9.98 57.71 48.93 92.70 14.96 90.57 10.02 34.53
10 90.22 90.84 69.94 85.20 11.49 24.86 90.38 93.53 53.90 92.34 10.04 66.10 48.20 92.26 17.72 88.31 10.60 21.01
11 90.20 91.20 65.39 87.81 15.61 21.90 88.45 93.48 38.46 90.53 10.00 41.11 63.15 92.82 18.03 90.49 15.57 45.22
12 90.77 91.35 66.38 86.28 12.93 16.32 86.65 93.29 43.72 89.24 15.99 27.60 60.98 92.41 26.67 88.45 13.85 46.43
13 89.77 91.32 64.64 86.29 15.01 28.91 87.17 93.24 37.22 89.13 10.67 38.81 36.06 92.69 18.43 89.21 11.03 51.78
14 89.49 91.18 57.69 84.23 13.52 19.80 86.49 93.06 36.27 87.33 10.03 35.09 46.79 92.53 15.37 87.91 9.98 37.65
15 90.64 91.49 73.30 88.35 11.27 31.81 87.64 93.52 35.29 91.56 10.42 57.63 17.94 92.89 12.40 90.53 10.00 64.02
16 90.38 91.46 68.01 86.34 11.16 29.42 88.62 93.53 68.81 90.40 16.37 59.74 33.24 92.41 10.89 79.70 12.47 17.88
17 90.77 91.81 61.28 89.29 13.05 18.00 86.63 93.51 51.07 92.29 10.69 62.99 18.26 92.77 10.08 89.06 9.94 45.57
18 90.39 91.17 67.10 80.09 13.54 19.46 87.45 93.17 58.34 86.87 9.94 40.52 41.11 92.21 15.03 84.46 10.27 21.94
19 88.88 91.74 58.95 87.31 10.05 37.58 85.63 93.44 36.24 91.83 10.87 67.81 33.40 92.68 17.78 89.11 10.02 51.96
20 90.59 91.12 75.57 82.08 12.17 12.85 87.94 92.73 43.09 82.53 10.47 26.95 65.88 92.02 17.65 81.98 9.74 39.73
21 88.40 91.11 61.57 84.85 10.00 11.36 86.81 93.23 44.77 91.53 17.89 60.94 25.92 92.53 9.10 90.34 10.00 58.70
22 89.96 90.75 72.32 82.97 10.00 26.43 85.57 93.16 38.39 89.89 19.34 52.52 51.85 92.36 13.22 89.58 10.05 43.97
23 82.57 90.92 10.23 85.21 10.00 25.94 82.31 93.35 23.12 89.75 10.02 35.10 21.98 92.04 10.03 81.80 10.00 21.13
24 86.39 90.23 28.22 66.03 10.25 10.00 81.89 91.62 24.97 53.63 12.07 10.40 32.22 89.31 10.00 40.95 10.00 10.81
25 28.64 91.05 12.48 63.87 10.00 11.05 60.42 93.09 17.71 88.25 11.13 29.56 22.81 92.42 11.27 77.25 10.00 18.20
26 25.43 87.64 10.00 22.21 10.00 13.26 41.23 91.81 11.68 74.89 10.00 23.47 18.24 89.66 15.19 39.40 10.69 10.04
27 83.01 91.16 45.51 87.84 20.27 45.26 90.65 93.41 73.00 92.32 32.15 77.63 92.74 92.77 91.53 92.38 75.05 90.13

Table 5.9: Accuracy table of MobileNetV1 (FAT-5%) trained on CIFAR10, per-
layer error injection with Algorithm 2.

An interesting pattern emerges from the previous experiments: within SAT
networks, lower-bit quantization generally leads to greater resilience against faults
compared to higher-bit configurations. In contrast, when examining FAT networks
under a 50% error injection rate, the FAT-w8a8 model demonstrates stronger
robustness than the FAT-w2a2 variant, achieving higher accuracy despite using
a larger bit-width. This indicates that the broader dynamic range provided by
higher-bit quantization can compensate for the effects of faults, resulting in a more
fault-tolerant network.
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w2a2 [%] w4a4 [%] w8a8 [%]
Model SAT FAT SAT FAT SAT FAT
Acc. 86.32 85.65 90.45 89.71 91.1 87.78
pinj 10 [%] 25 [%] 50 [%] 10 [%] 25 [%] 50 [%] 10 [%] 25 [%] 50 [%]

Layer SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT
1 83.91 84.36 72.55 78.86 14.98 22.23 84.67 89.25 63.53 86.42 16.90 59.94 52.15 86.24 19.07 78.29 12.03 36.08
2 85.16 84.95 83.07 83.81 71.72 70.37 88.81 89.41 84.79 88.66 73.26 86.93 88.04 87.06 82.04 85.68 69.89 79.15
3 84.01 84.60 72.60 77.62 10.52 12.14 87.14 89.38 70.34 85.85 18.07 55.73 66.02 86.75 18.01 83.33 8.90 50.85
4 84.21 83.90 76.75 77.20 57.82 57.48 88.79 89.12 84.44 87.69 67.52 80.28 83.77 86.55 59.56 81.30 24.72 61.77
5 84.29 84.97 78.19 81.61 17.01 22.67 87.75 89.20 72.59 85.78 21.22 57.30 80.08 87.59 40.46 85.02 10.25 59.74
6 83.08 84.06 72.18 77.45 39.06 44.48 87.37 89.34 78.17 87.12 61.82 79.63 87.65 86.74 81.11 83.15 63.10 74.26
7 84.32 85.40 74.85 81.76 23.99 43.00 87.84 89.39 74.98 86.69 28.89 62.41 81.41 87.40 45.40 85.44 9.48 67.62
8 82.48 84.27 63.73 78.58 18.29 39.67 86.37 88.73 55.21 85.89 23.20 57.27 72.00 85.96 39.25 77.22 14.78 49.31
9 75.56 84.75 40.41 75.62 12.24 18.20 83.99 88.80 48.61 84.55 12.42 40.99 77.93 87.38 43.12 83.57 17.77 52.77
10 85.05 85.11 80.75 83.73 69.86 77.73 86.88 88.70 70.58 85.65 40.49 75.03 86.34 87.16 67.85 84.94 33.69 78.83
11 81.56 84.89 55.25 78.94 18.43 30.95 86.47 89.15 65.56 87.13 19.64 67.21 83.34 87.71 53.42 85.99 19.71 68.82
12 84.30 85.15 79.35 83.51 66.01 77.59 88.08 89.28 79.41 87.75 59.33 82.35 71.80 87.00 43.76 83.75 24.29 75.55
13 81.55 85.29 53.56 78.91 18.43 22.72 86.43 89.25 64.92 86.50 23.20 63.63 80.61 87.15 42.01 84.35 15.31 60.58
14 75.48 85.22 28.13 71.31 10.76 11.79 82.21 88.79 56.21 83.65 25.65 53.09 70.15 86.94 25.91 79.90 10.65 31.49
15 29.68 83.61 16.55 66.77 10.77 23.15 66.28 87.75 25.14 79.89 12.66 35.22 32.76 84.88 14.29 71.85 11.10 35.19
16 84.48 85.61 79.45 82.79 72.73 74.29 80.03 88.60 52.20 84.38 29.17 67.02 73.41 86.85 33.39 83.08 18.34 72.58
17 56.32 84.89 24.52 79.75 11.57 45.32 80.80 89.28 38.72 86.04 14.32 54.25 64.65 87.00 28.51 84.77 11.90 69.86
18 85.50 85.30 80.99 83.62 50.13 70.56 85.32 88.87 64.66 85.45 28.99 58.56 50.33 87.23 38.59 85.51 38.96 82.41
19 86.06 85.61 82.47 85.33 34.36 83.19 90.32 89.71 89.97 89.37 85.50 88.35 89.04 87.40 76.31 86.46 50.49 79.42

Table 5.10: Accuracy table of ResNet20 (FAT-5%) trained on CIFAR10, per-layer
error injection with Algorithm 2.

w2a2 [%] w4a4 [%] w8a8 [%]
Model SAT FAT SAT FAT SAT FAT
Acc. 68.70 68.82 73.27 71.76 73.20 72.70
pinj 10 [%] 25 [%] 50 [%] 10 [%] 25 [%] 50 [%] 10 [%] 25 [%] 50 [%]

Layer SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT SAT FAT
1 66.22 67.04 54.01 58.09 7.36 8.59 68.92 67.84 54.32 64.67 12.31 45.72 20.22 72.32 4.17 70.83 1.00 61.68
2 67.69 68.34 61.89 65.42 17.48 29.62 69.23 67.73 55.35 65.37 12.02 49.87 23.71 72.24 4.36 70.92 1.35 61.74
3 68.23 68.40 66.30 67.52 41.54 50.74 71.62 67.80 60.34 66.21 11.41 52.85 45.52 72.56 11.28 71.46 1.73 60.31
4 68.37 68.78 67.05 67.46 43.62 49.88 70.56 67.75 55.40 66.47 3.94 54.06 38.22 72.54 7.41 71.53 1.56 63.38
5 68.15 68.46 66.37 67.40 36.22 46.24 71.41 68.23 59.62 66.31 7.11 52.83 48.89 72.64 9.73 72.17 1.47 63.97
6 67.65 68.31 62.16 63.37 3.73 5.13 71.34 67.72 56.46 64.06 4.48 39.64 50.12 72.84 10.63 71.88 1.68 63.05
7 68.18 68.59 65.05 65.52 21.45 23.50 71.25 67.86 56.32 65.54 8.23 43.70 48.46 72.62 6.14 71.91 1.03 58.01
8 68.09 68.43 64.74 65.47 20.98 23.36 69.16 67.89 48.63 64.48 3.86 33.10 45.40 72.62 8.56 71.80 1.00 61.81
9 68.03 68.18 62.19 63.81 12.40 17.78 66.39 67.73 27.91 61.87 3.37 15.25 53.98 72.54 9.95 70.84 2.40 53.69
10 67.28 67.51 49.47 58.14 1.53 5.72 64.97 67.40 26.93 62.18 1.52 17.67 46.77 72.48 5.93 70.05 1.01 50.95
11 67.21 67.83 46.09 57.78 2.08 5.80 61.66 67.39 15.76 56.36 1.30 9.46 32.50 72.29 2.87 68.81 1.67 36.99
12 65.90 66.94 36.71 48.89 1.83 2.20 54.67 67.17 7.57 53.48 1.01 8.22 23.74 72.01 2.29 64.64 1.09 16.55
13 66.30 67.84 43.82 58.11 3.14 6.85 53.56 67.61 3.83 59.77 1.00 14.53 17.17 71.94 1.13 64.55 1.00 18.66
14 62.79 67.21 25.54 48.62 1.00 1.24 29.89 66.87 1.07 54.52 1.00 7.70 17.68 71.88 1.01 62.45 1.00 13.65
15 65.54 68.17 35.09 56.69 1.03 2.27 32.01 67.11 1.00 56.40 1.00 5.47 5.70 72.40 0.99 64.91 1.00 16.23
16 64.62 67.81 30.28 48.16 1.00 1.00 3.77 66.63 1.00 49.99 1.00 1.66 2.05 72.34 0.97 62.71 1.00 3.09
17 63.51 68.19 11.10 50.14 1.00 1.00 15.59 66.75 1.19 48.69 1.00 1.00 11.09 72.67 1.20 67.44 1.79 8.25
18 64.40 68.17 19.72 41.04 1.06 1.00 8.80 65.27 1.05 35.50 1.02 1.00 1.22 71.43 1.20 47.21 1.04 1.02
19 58.27 68.11 8.44 44.84 1.00 1.00 17.57 66.83 1.36 50.08 1.00 1.04 20.47 72.35 1.98 63.36 1.01 3.23
20 62.15 66.73 15.46 28.01 1.00 1.00 32.42 64.95 1.29 31.97 1.00 1.03 6.14 71.84 1.88 53.79 1.07 1.79
21 63.89 68.47 30.51 61.63 1.03 4.91 38.25 67.05 1.93 59.88 1.00 6.92 6.26 72.24 1.07 68.14 0.89 24.07
22 66.01 68.35 42.95 58.26 4.82 8.19 44.52 65.53 5.18 47.99 1.00 5.94 6.21 71.14 1.37 61.38 1.01 13.57
23 53.78 65.71 7.47 34.07 1.09 2.10 23.42 66.19 1.56 48.62 1.43 7.87 1.94 71.21 1.44 59.28 1.05 9.82
24 51.19 63.00 5.48 19.20 1.43 2.23 26.99 59.07 2.08 16.43 1.00 2.37 4.61 65.09 2.07 32.27 1.22 4.21
25 3.66 65.84 1.59 32.19 1.16 1.78 11.74 64.85 1.20 43.90 1.08 3.54 2.52 70.43 1.11 53.88 1.00 4.65
26 12.31 62.21 2.23 21.33 1.05 2.67 22.76 62.71 4.42 35.02 1.76 4.28 4.40 67.46 1.77 42.78 1.15 5.74
27 46.48 61.68 13.19 29.80 2.86 3.57 70.93 66.34 60.93 61.33 27.01 35.92 61.68 70.73 31.05 65.01 5.97 38.05

Table 5.11: Accuracy table of MobileNetV1 (FAT-5%) trained on CIFAR100,
per-layer error injection with Algorithm 2.
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A similar trend is observed in Table 5.11 which shows the results for MobileNetV1-
w4a4 trained with FAT-5% on CIFAR100. It indicate that the effect persists
even with a larger number of target classes. This supports the idea that the
resilience observed in high-bit quantized networks trained with FAT is an intrinsic
property of quantization. The wider range of representable weight values in high-
bit quantization allows information to be distributed more evenly, unlike low-bit
quantization, which restricts the expressiveness due to its limited value set.

5.7 Board deployment and experiments
The final step of this work is to verify whether the results produced by the software
simulation align with those observed during hardware deployment. To do this, the
trained neural network is first exported in ONNX format, then used as input to
build a deployable accelerator using the FINN framework.

Deployment
Before presenting the accuracy results, it is important to examine the hardware

accelerators generated with the FINN framework. The experiments used CNV
and MobileNetV1 networks, both quantized to 2-bit weights and activations. The
models were synthesized and deployed on the ZCU102 FPGA by generating the
bitstream (network.bit), which mapped all operations onto the programmable
logic using LUTs, Flip-Flops, BRAMs, and DSPs.

CNV
SAT FAT

Resource Utilization Available Utilization [%] Utilization Available Utilization [%]
LUT 43120 274080 15.73 56820 274080 20.73
LUTRAM 8412 144000 5.84 8168 144000 5.67
FF 55362 548160 10.10 83462 548160 15.23
BRAM 101.5 912 11.13 98.5 912 10.80
DSP - - - - - -
BUFG 2 404 0.50 18 404 4.46

MobileNetV1
SAT FAT

Resource Utilization Available Utilization [%] Utilization Available Utilization [%]
LUT 116181 274080 42.39 159103 274080 58.05
LUTRAM 20446 144000 14.20 20618 144000 14.32
FF 139308 548160 25.41 228157 548160 41.62
BRAM 500 912 54.82 500 912 54.82
DSP 48 2520 1.90 48 2520 1.90
BUFG 11 404 2.72 39 404 9.65

Table 5.12: SAT and FAT resource Utilization for CNV and MobileNetV1 w2a2.
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Table 5.12 presents the resource utilization for both network accelerators in two
configurations: the standard architecture (SAT) and the fault-aware architecture
(FAT), where fault injection support is added after each layer. The table details the
usage of key FPGA resources, including LUTs, LUTRAMs, flip-flops (FFs), block
RAMs (BRAMs), and clock buffers (BUFGs), offering insight into how effectively
each design leverages the available resources on the ZCU102 platform.

Experiments
As detailed in chapter 2, the model is tested under bit-flip faults using the fault

injector [36]. This module injects faults at specific bit positions in the activations
of a selected layer. For every pixel across all channels, a random injection decision
is made based on a binary frequency vector where a 1 indicates a bit-flip at that
location. The fault injection rate is controlled by the frequency_value parameter,
which sets how many 1s appear in the vector. To improve control over the injection
percentage, the vector size was increased from 128 to 1024, allowing finer granularity.
The fault injector imposes constraints on both the location and the bit-flip position,
preventing fully random fault injection. To align with these hardware limitations,
the software-based fault injection process is adapted accordingly. Replicating the
hardware fault pattern in software ensures consistent model behavior across both
environments. This suggests that the model would exhibit similar robustness if the
hardware allowed equivalent fault injection randomness.

Algorithm 1 - Global error injection
Algorithm 1 is applied to the SAT and FAT versions of each network, in both

software and hardware. The resulting accuracies are then compared to demonstrate
that using the same fault injection methodology produces consistent results across
implementations.

Frequency: 1024
LSB MSB

SAT FAT SAT FAT
pinj [%] SW HW SW HW SW HW SW HW

0.01 90.33 90.13 88.88 88.79 89.33 89.32 88.77 88.82
0.05 90.33 90.13 88.88 88.79 89.33 89.32 88.77 88.82
0.1 90.01 90.07 88.97 88.97 87.39 87.54 88.64 88.53
0.5 88.19 88.24 88.77 88.82 79.85 79.87 87.45 87.50
1 85.54 85.37 88.49 88.41 67.22 67.61 85.69 85.76
3 63.95 64.08 88.28 88.26 19.45 19.11 80.85 80.60
5 38.20 38.07 86.61 86.96 11.08 10.99 60.13 59.91
7 27.96 27.26 85.02 84.98 11.50 11.93 47.40 47.01
10 18.25 18.04 81.49 81.43 10.12 10.12 25.94 25.53

Table 5.13: CNV-w2a2 SAT/FAT Algorithm 1 SW/HW inference.
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Frequency: 1024
LSB MSB

SAT FAT SAT FAT
pinj [%] SW HW SW HW SW HW SW HW

0.01 90.75 90.74 90.80 90.87 89.56 89.69 90.34 90.40
0.05 90.75 90.74 90.80 90.87 89.56 89.69 90.34 90.40
0.1 90.34 90.42 90.67 90.60 87.72 87.46 89.57 89.71
0.5 88.44 88.47 90.34 90.27 81.80 81.52 88.09 88.17
1 84.90 85.25 90.55 90.58 59.60 59.54 85.87 85.53
3 66.37 66.49 86.13 86.11 21.59 21.27 56.72 56.69
5 43.09 42.93 85.92 86.05 11.95 12.11 37.40 36.62
7 11.49 11.56 85.00 85.46 10.08 10.09 30.12 29.68
10 10.50 10.50 81.06 81.31 10.12 10.22 14.62 14.70

Table 5.14: MobileNetV1-w2a2 SAT/FAT Algorithm 1 SW/HW inference.

Table 5.13 and Table 5.14 present the inference results of applying Algorithm
1 to both the software and hardware implementations of the CNV-w2a2 and
MobileNetV1-w2a2 models, respectively. The selection of 2-bit quantized networks
was made to simplify computations and facilitate the analysis of bit-flip effects.
This approach enables the examination of both least significant bit (LSB) and most
significant bit (MSB) flips, providing a more comprehensive understanding of the
network’s behavior.

Algorithm 2 - Per-Layer Error Injection
Finally, the same analysis is repeated on both CNV and MobileNetV1 using

Algorithm 2 to obtain more fine-grained accuracy results. Faults are injected
layerwise with a probability of 50%, and the corresponding results are reported in
Tables 5.15 and 5.16.

Frequency: 1024
LSB-FLIP MSB-FLIP

SAT FAT SAT FAT
Layer SW HW SW HW SW HW SW HW

1 54.13 54.44 70.62 70.61 11.14 11.12 10.54 10.53
2 20.03 20.14 53.19 52.90 10.07 10.10 15.60 15.58
3 12.54 12.36 23.69 23.83 11.51 11.68 11.73 11.81
4 10.06 10.06 29.93 29.96 10.00 10.00 10.00 10.00
5 77.98 78.26 85.49 85.54 38.04 38.16 49.01 49.08
6 88.68 87.98 87.73 87.54 61.44 61.68 66.33 66.20
7 89.50 89.34 88.75 88.95 50.91 50.61 80.29 80.51
8 90.66 90.45 88.84 88.77 90.03 89.99 85.27 85.16

Table 5.15: CNV-w2a2 SAT/FAT Algorithm 2 SW/HW inference.
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Frequency: 1024
LSB-FLIP MSB-FLIP

SAT FAT SAT FAT
Layer SW HW SW HW SW HW SW HW

1 87.58 87.67 88.14 88.03 20.90 20.90 27.08 27.44
2 87.35 87.33 89.70 89.76 20.36 20.81 24.28 23.84
3 90.35 90.31 90.54 90.55 18.68 19.06 16.74 16.71
4 90.42 90.05 90.14 90.37 13.32 13.14 18.00 17.93
5 89.62 90.10 90.39 90.33 23.39 24.05 48.50 48.58
6 88.70 88.55 90.11 89.94 14.56 14.76 27.70 27.65
7 88.59 88.68 89.97 89.95 17.99 17.95 37.33 37.48
8 88.89 89.22 90.08 90.26 19.74 19.13 34.65 34.47
9 87.91 87.85 89.90 89.79 12.51 12.50 15.12 14.97
10 79.02 79.53 87.03 86.77 12.44 12.70 19.44 19.28
11 84.00 84.18 89.58 89.44 15.45 15.21 18.51 18.47
12 76.47 76.76 88.93 89.10 10.78 10.84 16.02 16.10
13 85.43 85.25 89.54 89.65 17.35 17.48 22.14 22.11
14 61.70 61.72 86.59 86.22 14.23 14.07 25.62 25.46
15 79.02 78.67 89.39 89.44 11.90 12.09 17.11 16.79
16 68.40 67.87 88.71 88.69 11.10 11.22 17.13 17.40
17 67.12 67.08 88.54 88.59 14.42 14.42 12.75 12.92
18 67.33 66.78 81.28 81.20 15.93 15.94 17.15 17.10
19 68.34 68.82 89.28 89.33 15.42 15.43 20.75 20.89
20 69.78 69.70 81.68 81.38 10.97 11.12 12.11 12.19
21 72.74 73.10 88.91 88.92 12.64 12.56 11.31 11.43
22 75.50 75.84 86.80 86.95 10.00 10.00 28.96 28.88
23 10.10 10.13 85.91 85.90 10.00 10.00 17.72 17.71
24 33.59 33.57 70.56 70.41 9.88 9.87 10.59 10.61
25 10.11 10.08 30.87 31.07 10.12 10.10 16.37 16.12
26 10.39 10.34 27.53 27.33 10.02 10.03 12.53 12.52
27 40.99 41.18 84.34 84.28 14.69 14.70 37.60 37.85

Table 5.16: MobileNetV1-w2a2 SAT/FAT Algorithm 2 SW/HW inference.

As shown in the tables generated using both Algorithm 1 and Algorithm 2,
the results are consistent between hardware and software implementations, with
only minor accuracy differences (less than 0.5%). This consistency indicates that
FAT effectively improves the robustness of quantized models, ensuring reliable
performance even when bit-flip errors occur during hardware deployment.
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Chapter 6

Conclusions and Outlook

This thesis addresses the challenge of improving the robustness of FPGA-based
dataflow accelerators for Convolutional Neural Networks (CNNs) in the presence
of soft errors, specifically bit-flips. A key contribution of this work is the implemen-
tation of a generalized bit-flip error model, which encompasses the two models
introduced in [12], namely the single-channel stuck-at and same-pixel-in-all-channels
stuck-at error models. By adopting this broader model, the proposed approach
enables a more flexible and realistic evaluation of error resilience.

Another significant contribution is the enhancement of the Fault-Aware Training
(FAT) technique. Through a series of modifications, FAT has been made compatible
with a wide variety of quantized neural networks and supports a broad range of
error injection probabilities. These improvements extend its applicability and
effectiveness in diverse deployment scenarios.

To support these advancements, a custom error injection layer was developed
using the Brevitas framework. This layer can be integrated into nearly any neural
network architecture and allows precise control over the fault injection process via
hyperparameters, enabling the simulation of realistic fault conditions.

The CNNs evaluated in this study include CNV, MobileNetV1, ResNet20, and
ResNet56, all of which are widely used in mobile and embedded vision applications.
Experimental results confirm the effectiveness of the improved FAT technique when
applied to these models. Furthermore, tests conducted on both the CIFAR10 and
CIFAR100 datasets reveal that the proposed approach maintains robust performance
even as task complexity increases.

There are several promising directions to extend the work presented in this thesis.
One approach is to apply the proposed techniques to more complex tasks, such as
natural language processing, object detection and semantic segmentation, which may
respond differently to soft errors compared to image classification. Expanding the
study to a broader set of neural network architectures, including transformer-based
models commonly used in Large Language Models (LLMs), could provide deeper
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insight into the generality and effectiveness of the approach. Another important
direction is to adapt the approach to different hardware platforms beyond the FINN
framework, which would help evaluate its robustness across various deployment
environments. Additionally, a more detailed study of how different fault injection
patterns affect neural network behavior could lead to a better understanding of
the relationship between fault sensitivity and model robustness. Investigating the
impact of noise and its correlation with error resilience may also contribute to
designing more fault-tolerant neural networks.
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Appendix A

Tables

Type / Stride Filter Shape Input Size
Conv / s1 3 × 3 × 3 × 32 32 × 32 × 3

Conv dw / s1 3 × 3 × 32 dw 32 × 32 × 32
Conv / s1 1 × 1 × 32 × 64 32 × 32 × 32

Conv dw / s1 3 × 3 × 64 dw 32 × 32 × 64
Conv / s1 1 × 1 × 64 × 128 32 × 32 × 64

Conv dw / s1 3 × 3 × 128 dw 32 × 32 × 128
Conv / s1 1 × 1 × 128 × 128 32 × 32 × 128

Conv dw / s1 3 × 3 × 128 dw 32 × 32 × 128
Conv / s1 1 × 1 × 128 × 256 32 × 32 × 128

Conv dw / s1 3 × 3 × 256 dw 32 × 32 × 256
Conv / s1 1 × 1 × 256 × 256 32 × 32 × 256

Conv dw / s1 3 × 3 × 256 dw 32 × 32 × 256
Conv / s1 1 × 1 × 256 × 512 32 × 32 × 256

5× Conv dw / s1
Conv / s1

3 × 3 × 512 dw
1 × 1 × 512 × 512

32 × 32 × 512
32 × 32 × 512

Conv dw / s2 3 × 3 × 512 dw 32 × 32 × 512
Conv / s1 1 × 1 × 512 × 1024 16 × 16 × 512

Conv dw / s2 3 × 3 × 1024 dw 16 × 16 × 1024
Conv / s1 1 × 1 × 1024 × 1024 8 × 8 × 1024

Avg Pool / s1 Pool 8 × 8 8 × 8 × 1024
FC / s1 1024 × 10/100 1 × 1 × 1024

Softmax / s1 Classifier 1 × 1 × 10/100

Table A.1: MobileNet Architecture for CIFAR10/CIFAR100 dataset
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Layer Name Output Size 50-layer
conv1 112×112 7×7, 64, stride 2

3×3 max pool, stride 2

conv2_x 56×56

 1 × 1, 64
3 × 3, 64
1 × 1, 256

× 3

conv3_x 28×28

1 × 1, 128
3 × 3, 128
1 × 1, 512

× 4

conv4_x 14×14

 1 × 1, 256
3 × 3, 256
1 × 1, 1024

× 6

conv5_x 7×7

 1 × 1, 512
3 × 3, 512
1 × 1, 2048

× 3

1×1 average pool, 1000-d fc, softmax

Table A.2: ResNet-50 architecture for ImageNet dataset.
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