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Summary

Keyword Spotting (KWS) systems have become part of our everyday
life. They are employed in various applications such as virtual assistants
(i.e. Amazon’s Alexa), voice-controlled devices, and healthcare. Those
systems are usually a part of more complex architectures, that are
designed to help us speed up some everyday tasks such as setting an
alarm, activating smart objects, or giving us responses to our questions.

Among all the challenges that KWS systems’ designers have to face,
the data collection process is one of the most important and resource-
consuming. These systems are often implemented through deep learning
models which are well-known for being hungry for data for their training.
Having the highest quality samples for training is one of the objectives
pursued by KWS creators since models’ performances are highly influ-
enced by the quality of the data fed into them.

The aim of the study was to analyze the impact of blending famous
KWS datasets with samples synthesized by modern generative Text-To-
Speech (TTS) systems, trying to understand if the integration of such
data could reduce the resources needed to construct the dataset main-
taining the same performances. We built different hybrid datasets used
to train state-of-the-art models in the KWS task, analyzing their re-
sults compared to the ones achieved with the use of the original datasets.

In the experiments, the presence of synthetic data led to a drop in

performance that grew with the increase of such samples, revealing that
particular care must be taken to preserve the quality of the models.
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Chapter 1

Introduction

In recent years, advancements in artificial intelligence have met the eyes
and the everyday lives of people, creating a new symbiotic relationship
with the widespread of smartphones, smart home devices, wearables,
and such. Nowadays, talking to a device is normal, as is its ability to
understand the moment you start a conversation with it, the question
you are asking, and the ability to respond with a voice that resembles
that of an actual person.

The ability of a system to understand a word or a phrase, such as the
popular "Alexa’, "Siri" and "Hey Google', has exponentially grown in
the last few years, thanks to the diffusion of virtual assistants, and thus
the increment in quantity and quality of the data to train the models
designed to understand specific words. However, these models come
with important challenges for their developers that aim at bringing high
levels of satisfaction to the user of smart home assistants or just virtual
assistants, and the satisfaction arises when the smart systems are able
to promptly understand the words of the users without errors and to
give them a response that met their expectations and intentions. The
specific task of understanding a particular word in a continuous speech
is called Keyword Spotting (KWS), and it has various applications
outside the field of virtual assistance, such as healthcare applications
and voice-controlled devices. Traditionally, the procedure to collect data
for training the models that perform this task has been tedious, since it
requires human supervision and may come with privacy-related issues
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Introduction

since the volunteers that share their own voices may be recognized if
privacy measures are not taken. Although, nowadays is quite simple to
ask a generative Al model to say something with the voice of a famous
person, or with our own voice, and a possible question may arise asking
what happens when someone uploads an Al-generated (synthetic) voice
into a dataset comprised of only recorded human voices, passing every
quality check characteristic of the data collection process that precedes
the construction of the datasets.

1.1 Objectives

The objective of this thesis work is to simulate the extreme situation
where a non-negligible number of synthetic speech files replace or come
along with real recordings, analyzing the impact and the consequences
on the Keyword Spotting models’ performance. In the first scenario,
we adopted a strategy involving the removal of a certain percentage of
recordings from a dataset, replacing the missing data with synthetic
speech files. After that, we trained a model with both the starting
dataset and the modified one, computing quantitatively the difference
in performance between the two. In the second scenario, the strategy
has been focused on adding (or accumulating) the generated speech
data into a dataset of recorded human voices. After that, we trained a
model on both the original dataset and the one expanded with synthetic
data, computing the difference in performance.

1.2 Thesis Overview

The structure of the thesis work is defined as follows:

o« Background & Related Works: In this chapter, the main
aspects of the KWS task and the basics of Speech Synthesis are
introduced to give the reader a general understanding of these
subjects, pointing the focus also to the previous scientific works
that are important for understanding the actual state of the art
in the field of KWS, Speech Synthesis, and the studies that try to
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reveal the impact of placing side by side human-generated data
and synthetic data.

Methodology: This chapter reports the details of the technical
steps required to develop the general work pipeline, giving insights
into the speech generation process used to create a synthetic speech
dataset for simulating the previously introduced scenarios.

Experimental Setup: This chapter gives off the details of all
the elements needed to repeat this work’s experiments, starting
from the choice and analysis of the datasets, going through the
parameters of the employed models for both data generation and
classification, also exploring the details of the data preprocessing
and the training parameters for the classification models.

Results: In this chapter the results obtained following the method-
ology and the experimental setup described in the previous sections
are presented and discussed.

Conclusion: The final considerations of this work are presented
briefly in this last section.






Chapter 2

Background & Related
Works

This chapter of the thesis presents an introduction to the concepts and
procedures needed to understand the Keyword Spotting task and the
generation of audio data, as well as the main works related to them,
trying to understand the development in these fields throughout the
years.

The first section describes in detail the procedures to manage the
development of the Keyword Spotting task starting from the data
collection process, going through the preparation of the data before
feeding it into the models, and ending with the choice of the classification
models explored by the research community.

The second section focuses on the description of the historical procedures
and models employed for generating speech, going into the details of
the newer deep learning models.

The final section of this chapter presents the research work that explored
the contamination of datasets with Al-generated files in the field of
image recognition.



Background & Related Works

2.1 Keyword Spotting (KWS)

Keyword spotting (KWS) in machine learning involves detecting specific
keywords or phrases within audio data. This is an essential component
in many speech-processing applications, such as voice-activated assis-
tants (e.g. Apple’s Siri, Amazon’s Alexa), call center automation, and
security systems. The main objectives of the keyword spotting task
include:

e High Accuracy: Obtaining high accuracy in the classification task,
particularly distinguishing between words and silences (Automatic
Speech Recognition), as well as identifying keywords in normal
speech.

« Low Latency: The system must quickly detect keywords, often
in real-time, for responsive interactions. Low latency is crucial for
voice-activated assistants, where users expect immediate feedback.

o« Low Computational Resource Consumption: Especially for
embedded systems or mobile devices, optimizing keyword spotting
algorithms for low power and memory usage is important, ensuring
continuous device operation without significant battery drain or
performance degradation.

2.1.1 Data Collection

An important step for every machine learning task is data collection,
which is renowned to be tedious, time-consuming, and not always
straightforward to achieve.

The datasets for the training of KWS models are usually comprised of
audio files recorded by people (often volunteers) saying short utterances
corresponding to one of the needed keywords. In this collection, several
aspects have to be taken into account to construct a dataset with good
quality:

o The data distribution needs to represent the target population,
meaning that it should cover a wide variety of voices, which can be
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achieved by including different speakers, but avoiding a bias towards
any particular speaker or gender, meaning that the distribution
should be balanced both in terms of singular speakers and in terms
of voice characteristics.

o Working with real data imposes that data protection and privacy
measures are required, meaning that data should come with li-
censes or access policies if collected from the web, or volunteers
should record their voices with their devices, leaving room for the
possibility of bad quality recordings, mistakes in the labeling of the
files hence needing some sort of quality checking, resulting in time
loss.

o The dataset can be constructed with recordings done with profes-
sional equipment, or through the usage of personal microphones.
The first choice usually comes with a higher quality of the record-
ings (less noise) but with scarcity concerning the quantity of the
data. The usage of personal devices ensures a wide variety of
environment-related noise and also high variability in the qual-
ity of the recordings but may come with the previously discussed
problems.

2.1.2 KWS Preprocessing

In machine learning, the preprocessing of the input data is a fundamen-
tal step to ensure quality, robustness, and consistency before the actual
training of the models. In speech-processing applications, it is essential
to prepare the audio data by selecting the same sampling rate among
all the files and normalizing the data before feeding it into the models.
Another critical step is feature extraction, which consists of reducing the
dimensionality of the data, changing its representation from waveforms
into a new form that embeds the majority of the information in a more
compact space.



Background & Related Works

“ forward” | “backward” “turn left” “turn right”

N = S
e | FAEAET

|
spectrum
g |

(@) (b) ©) (d)

Figure 2.1: Waveform and MFCC representations of different spoken
words. Source: [1]

Feature Extraction

In the domain of speech-processing, the feature extraction is managed
by the application of log Mel-spectrograms or Mel-Frequency Cepstrum
Coefficients(MFCC) (see Figure 2.1) which are compact representations
of a sound signal in the frequency domain that enclose a large amount
of useful information, especially for voice signals.

Data Augmentation

Another important step in the preprocessing phase of audio signals is
data augmentation, which consists of a set of techniques to artificially
increase the dataset by modifying the copies of the original data. This
technique is particularly useful to avoid overfitting while also acting
as a regularization for machine learning models. In this work, two
kinds of augmentation have been explored: the first one is the addition
of random noise in the recordings, simulating the randomness of the
environmental sounds, enabling the model to better generalize to unseen
noisy conditions. The second and more complex augmentation technique
is called SpecAugment [2], which is specifically designed for speech data
and operates directly on the spectrograms of audio signals. It has gained
widespread adoption due to its simplicity and effectiveness in enhancing
model performance. SpecAugment alters the spectrogram of an audio
signal using three main types of augmentation (see Figure 2.2): time
warping, frequency masking, and time masking. These modifications
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are intended to replicate different distortions and noise conditions that
can occur in real-world situations. By doing this, SpecAugment assists
the model in learning more resilient features and becoming immune to
certain types of noise and variations in the input data.

Figure 2.2: SpecAugment: augmentations applied to an audio, given at
the top. From top to bottom, the images depict the log mel spectrogram
of the base input with no augmentation, time warp, frequency masking
and time masking applied. Source: [2]

2.1.3 KWS C(Classification Models

The state-of-the-art in the field of Keyword Spotting models has been
divided into two main branches: the first one follows an accuracy-
centered design, as in the case of Residual Networks (ResNets) [3]
and Broadcasted Residual Networks (BC-ResNets) [4], while the lat-
ter is slightly more focused on the low latency and power usage for
embedded systems and mobile devices as in the case of Depthwise
Convolutional Neural Networks (DSCNN) [5], Temporal Convolution
Residual Networks (TC-ResNets) [6], and MicroNets [7]. All of these
architectures have proven to be effective for the implementation of a
classification model for KWS, however, the ResNets are not particularly

9
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suited for the application on edge devices due to their size and the
high inference latency, hence we focused our attention on the selection
between MicroNets and DSCNN, choosing the latter as the smallest
model occupies only 32 KB of disk space, also being easier to implement
and with a difference in accuracy reasonably low with respect to the
other architecture.

Depthwise-Separable Convolutional Neural Networks

The main model that we employed for the Keyword Spotting task is a
DSCNN, an architecture based on Depthwise-Separable convolutions
(DS-Conv), first introduced by MobileNet [8]. The DS-Conv works
by performing first a depthwise convolution, meaning that a single
convolutional filter is applied for each channel, and then a pointwise
convolution is performed on the outputs, as shown in Figure 2.3. This
change of strategy with respect to the classic convolution, leads to a
drop in the number of operations while retaining the same effectiveness
in extracting good features from inputs.

Depthwise Pointwise

Figure 2.3: Standard convolution and depthwise separable convolution.
Source: [9]
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2.2 Text to Speech Synthesis

Text-to-Speech (TTS) synthesis comprehends various techniques and
technologies aimed at converting textual data into spoken words. This
process involves several steps such as the tokenization of the words,
or the assignment of phonetic transcriptions (phonemes), and has
seen significant evolution over the years, driven by advancements in
computational linguistics, machine learning, and more significantly in
the last few years, artificial intelligence.

A
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Time

Figure 2.4: Evolution of TTS models performance. Source: [10]

2.2.1 Concatenative Speech Synthesis

In the 1990s, concatenative synthesis [11] emerged as the dominant
method for speech synthesis. This approach involved creating a vast
database of recordings and then stringing together small units like
diphones or triphones to generate speech. While this method greatly
enhanced the naturalness of the speech with respect to previous ap-
proaches, it demanded extensive and expensive databases.
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2.2.2 Statistical Parametric Speech Synthesis

In the early 2000s, statistical parametric synthesis gained popularity.
Hidden Markov models (HMMs) were utilized in HMM-based Speech
Synthesis Systems [12] [13] to model the statistical properties of speech.
This approach enabled smaller data requirements and greater flexibility
in generating different voices, although it occasionally resulted in a
"muffled" sound.

2.2.3 Deep Learning techniques

In the last decade, there have been significant advancements in the field
of speech synthesis, particularly with the introduction of deep learning
techniques [10]. Neural networks, including recurrent neural networks
(RNNs) and convolutional neural networks (CNNs), have been utilized
to develop more precise and realistic Text-to-Speech (TTS) systems.
Models such as WaveNet [14], Tacotron [15][16], SpeechT5 [17], and
FastSpeech [18] [19], have transformed TTS by directly generating
spectrograms, resulting in highly natural and expressive speech.

A vocoder is used to create the sound waveform from the spectrogram
output of the T'TS model. In simple setups, the waveform is generated
using the Griffin-Lim algorithm [20], which utilizes the Short Time
Fourier Transform (STFT) of the signal. In more recent applications,

the vocoder is implemented using General Adversarial Networks (GANS)
such as HiFiGAN [21].

SpeechT5

The SpeechT5 model [17] is based on the T5 framework [22] and is
designed for spoken language processing tasks. It uses both speech
and text data in the pre-training phase with a shared encoder-decoder
architecture. The model consists of a shared Encoder-Decoder backbone
and modal-specific Pre/Post-Nets. The pre-training phase involves
different strategies to equip the model to handle both speech and text
data in an effective way.

12
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o Speech Pre-Training: This phase involves Bidirectional Masked Pre-
dictions and Sequence-to-Sequence Generation. The masked predic-
tions are influenced by a BERT model [23], where segments of the
speech input are masked, and the model is trained to predict these
masked segments. This approach uses a cross-entropy loss function
to measure the accuracy of the predictions, enabling the model
to learn effective speech representations. Sequence-to-Sequence
Generation ensures that the model focuses on reconstructing the
original speech features from sequences with masked segments.
This strategy utilizes an L1 loss to evaluate the accuracy of the
reconstructed continuous speech features and a binary cross-entropy
loss for predicting stop tokens, allowing the model to generate the
end of a speech sequence.

o Text Pre-Training: The model’s text pre-training strategy is similar
to that of the BART framework [24], using Masked Text Recon-
struction to corrupt the original text and then train the model to
reconstruct it, in the same fashion as the speech pre-training. This
helps the model learn robust text representations to handle noisy
and incomplete text data.

o Joint Pre-Training: In order to create a complete model that can
actually handle both speech and text inputs, joint pre-training
techniques are used to combine speech and text representations.
The Cross-Modal Vector Quantization method does the mapping
from speech and text representations to a common discrete space
using vector quantization. This model then randomly combines the
quantized representations with contextual states, allowing it to learn
cross-modal features. To ensure that the model is able to utilize
a wide range of codebook entries, a Diversity Loss is introduced.
This loss function encourages the utilization of diverse entries,
which promotes richer and more varied feature representations by
maximizing entropy.

After the pre-training phase, the model is fine-tuned to improve its
performance on specific tasks including Automatic Speech Recognition

13
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(ASR), Speech Translation (ST'), Voice Conversion (VC), Speech En-
hancement (SE), Speaker Identification (SID) and Text-to-Speech
(T'TS). Each task uses the model’s shared encoder-decoder backbone
along with the task-specific pre-net and post-net modules. By opti-
mizing task-specific loss functions, the model is customized to perform
well in each specific application, also thanks to the strong pre-trained
representations produced in the earlier stages.

For the TTS task, the model takes a text sequence as input, which
is processed by the text-encoder pre-net to convert it to embeddings.
These embeddings are then processed by the shared encoder-decoder
backbone. Afterward, the speech-decoder post-net generates log Mel-
filterbank features. Finally, a vocoder like HiIFiGAN is used to convert
the features into waveforms.

Outputs:
Y/t vét

Speech-decoder Text-decoder
Post-net Post-net

U

Speech/Text Speech/Text
Encoder Decoder
H
Speech-encoder Text-encoder Speech-decoder Text-decoder
Pre-net Pre-net Pre-net Pre-net
x5t xtt _x/1 x‘t
Inputs: el

Figure 2.5: SpeechT5 model. Source: [17]

HiFiGAN

The architecture of this generative vocoder is illustrated in Figure
2.6. In recent years, TTS found valuable use in the implementation
of Generative Adversarial Networks as vocoders since they are able
to reconstruct the waveform from the spectrogram representation gen-
erating more accurate synthetic audio. It comprehends a generator
and two discriminators, trained adversarially. This model is capable
of converting mel spectrograms to waveforms by modeling periodic
patterns in the audio files within a short time and with high quality,

14
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thus becoming the standard vocoder for many TTS models.

pe—

-|||||||-||||||- —————— e > Muli-Period »
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v l
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Figure 2.6: HiFiGAN model architecture. Source: [21]

2.3 Dataset Contamination

With the rapid adoption of Generative Al models, and the large amount
of data that they are creating and leaving on the Internet, future large
models that will train on the available data will inevitably face the mix of
real data and synthetic data. This can lead to a destructive loop where
the models will not improve but instead degrade with the contamination
of the Al-generated data as analyzed by various researchers [25]. In the
realm of image classification, Hataya et al. (2023)[26] performed a study
to analyze the impact of the contamination of real datasets with Al-
generated images. The researchers employed the StableDiffusion model,
which is a cutting-edge text-to-image generative model pre-trained
with LAION-2B, to produce images. To mimic contamination, they
replaced a certain percentage of real images in the original datasets with
generated ones. This substitution was carried out without replacement
to ensure a combination of generated and real images. More specifically,
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they swapped generated images for 20%, 40%, and 80% of the real
images in the datasets. The tainted datasets were used to train popular
models to assess how contamination affected subsequent performance.
The results of these experiments revealed the negative impact of dataset
contamination, showing that the performance of models trained on
these datasets was corrupted by the inclusion of generated images.

16






Chapter 3

Methodology

This part of the thesis provides a description of the general workflow
followed to obtain the results discussed in the fifth chapter.

3.1 Pipeline

The general pipeline observes the classic processes and methods for
implementing a machine learning classification task. Keyword Spotting
is in fact a sub-problem of classification where the models try to assign
the correct label to the input speech.

The steps to pursue to perform this task are:

1. Collecting real data: the datasets for the KWS task are comprised
of audio files along their labels (the words spoken in the audio).
They are then split into training and testing sets.

2. Generating data: this step is the only one that differs from the
standard training procedure of a classification task. The new speech
data is generated through the implementation of generative models
and constitutes a dataset which is then combined in different ways
to obtain hybrid datasets used for the experiments.

3. Feature extraction: as mentioned previously, using a compact
representation for the data is essential to have a low latency at
inference time, and it can also shorten the training time.

18
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4. Training the models: the models are trained using the extracted
features from the samples using the labels as ground truth.

5. Evaluating the performance: eventually, the models are evaluated
on the testing sets, which contain only real samples. The results
are then compared between the experiments that involve synthetic
data and the ones with the original data only.

3.2 Speech Generation Process

This section illustrates the speech generation process, summarised in
Figure 3.1, and analyzed in detail in the next chapter.

TDNN

Audio Speaker
Embeddings

Speech Decoder|— Speech-decode - — 'lll II'
Post-net Spectrogram

WAV
File

SpeechT5

— [I'ext-encoder b—»[l’exl Encoder}
Pre-net

Speech-decoder
Pre-net

Figure 3.1: Speech Generation Process.

Starting by looking at Figure 3.1 from left to right, the first steps that
need to be taken are the collection of the list of words that will be
spoken by the synthetic voice (Text) and the retrieval of the audio file
from which we want to extract the features to reconstruct the synthetic
voice (Audio). In the specific case of this thesis work, the list of words
is represented by the 30 (or 35) commands present in the GSC datasets
shown in Table 4.1, while the audio files come from the LibriTTS corpus
and specifically from the dev-clean split. The audio files are fed into
a pre-trained Time Delay Neural Network (TDNN) whose output is
a 1-dimensional vector of 512 features, called speaker embedding.
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The actual speech generation is achieved by inputting the text and the
speaker embeddings to the pre-trained TTS generative model, which in
our case is SpeechTH. The majority of the TTS models do not output
directly an audio file, but a spectrogram, which needs to be converted
to a signal representation in order to be reproduced. This last step is
achieved by the implementation of a vocoder, which in our case is a
HiFiGAN pre-trained model. After the audio signal has been generated,
the final step consists of assuring that the audio signal is not longer than
one second for consistency reasons with the original dataset, meaning
that the last segments of the audio files (usually presenting silence) are
automatically cut if needed.
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Chapter 4

Experimental Setup

The previous chapter introduced the general workflow to follow to
execute a classic KWS task with the addition of the speech generation
process needed to extend the original datasets to perform the desired
simulations. This chapter depicts the experimental setup adopted
to conduct the experiments, introducing the datasets, models, and
hyperparameters operated in the training phase.

4.1 Hardware

The hardware employed for the training of the models is an NVIDIA
TITAN Xp on an Ubuntu 18.04.6 LTS machine. The experiments have
been conducted using Python version 3.9.5 with PyTorch version 2.1.0
(CUDA 12.1).

4.2 Datasets

In this section, a detailed description of the utilized datasets is given
to better understand the properties and the differences between the
original dataset represented by Google Speech Commands and the
synthetic one, generated with the process discussed in the previous
chapter.
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4.2.1 Google Speech Commands

The datasets employed in the simulations are the Google Speech Com-
mands version 1 and 2 (GSCv1 and GSCv2) [27]. These datasets were
gathered from a public website, where volunteers used their microphones
to record audio at a frequency of 16kHz. Users were presented with a
random English word from a predefined list, asked to record it, and the
recording was uploaded if it met quality standards such as acceptable
noise levels. Version 1 of the dataset contains 64,727 utterances from
1,881 speakers, while version 2 expanded to 105,829 utterances from
2,618 speakers, reflecting a significant increase in both the number of
utterances and the diversity of speakers. The first version contains 30
different keywords, while the latter added 5 more commands as shown
in Table 4.1. For this work, following the standard procedure for KWS,

yes no up down left =
— right on off  stop go | X
S C; ZEero one two  three four _
4|3 five six  seven eight nine | g
- E bed bird cat  dog happy | g
. . ~
house Marvin Sheila tree  wow 5

x | v/ | backward forward follow learn visual

Table 4.1: Keywords found in GSCv1 (first 6 rows) and GSCv2 (all
the rows) divided in the 10 standard commands for Keyword Spotting
and the unknown class represented by the remaining commands.

we reorganized the classes into 12: 10 command classes, one silence
class, and one unknown class that incorporates the original classes not
included in the selected ones.

These datasets have been used to train and test the models chosen
to perform the KWS task and we refer to their records as original
samples.
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4.2.2 Synthetic Dataset

The synthetic audio data is created following the pipeline presented
in the previous chapter. A pre-trained SpeechT5 model [17] takes as
input a text to be spoken (the command) and vocal feature vectors
(X-vectors), also known as speaker embeddings. The embeddings are
derived from the LibriTTS corpus’ dev-clean split which delivers 5,736
speaker embeddings from 40 different speakers. The resulting datasets
have respectively 91,776 samples with 30 keywords and 109,092 samples
with 35 keywords. Their only difference is that the second version
contains, for consistency, the samples for the 5 keywords added in
GSCv2, all assigned to the unknown class label.

4.3 TTS Model

As introduced in the second chapter, the text-to-speech model employed
to create the synthetic data is a pre-trained SpeechT5 model fine-tuned
on LibriT'TS. The main objective of the model is to generate the 30
(35 in version 2) vocal commands found in the GSC dataset, which
are recorded in English, removing the need to fine-tune the model in
another language. Since the model is employed only for inference, its
parameters have not been modified, leaving room only for the tuning
of three hyperparameters:

o threshold: set to 0.01; when this number is close to 0, the proba-
bility of generating an audio that stops exactly at the end of the
last word is higher. Setting the threshold this low helps to generate
the vocal commands without any undesired audio segments which
could result in an audio file unrelated to the commands.

« minlenratio: set to 0; is a parameter used by the model to compute
the minimum required length for the output.

« maxlenratio: set to 20.0; is a parameter used by the model
to compute the maximum allowed length for the output. The
generated files could be truncated after the first syllable if this
parameter is set too low.
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4.4 Combination Strategies

This section defines the strategies to construct a hybrid dataset com-
posed of real recorded data and the generated synthetic data for the
main experiments proposed in the introductory part of this work.

4.4.1 Accumulation

The accumulation strategy provides for an expansion of the original
dataset with the generated data. The scenario where new Al-generated
data is added to a previously constructed real dataset is likely in an
era where access to generative Al is simplified by the availability of
cloud infrastructures able to sustain the high computational resources
required by the best performing, and bigger, models developed by big

tech companies.
In this thesis work, we decided to build three different hybrid datasets

Version 1 Version 2
70000 |
40000
60000
330000 850000
o o
£ € 40000
220000/ 2
T T 30000
8 2
20000
10000 |
10000 ]
0! 0!
Hyb 20 Hyb 50 Hyb 100 Hyb 20 Hyb 50 Hyb 100

Bl original_samples I synthetic_samples

Figure 4.1: Number of samples for the 6 different hybrid datasets for
the accumulation strategy. On the left: datasets with GSCvl1 labels.
On the right: datasets with GSCv2 labels.

per GSC version, obtaining a total of 6, as can be seen in Figure 4.1,
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the number of original samples from the GSC datasets remains the
same while the number of synthetic samples increases from 20% of
the original number of samples to 100% (illustrated in Figure 4.1 in
the x-axis ticks’ labels: Hyb_n where n is the percentage of synthetic
samples with respect to the original samples in the dataset).

4.4.2 Replacement

The replacement strategy attempts to simulate a scenario where some of
the original samples are substituted with Al-generated ones. Differing
from the previous strategy, this one involves the creation of hybrid
datasets that match the respective original datasets’ sizes. Starting
from the data collection process described in chapter 2, a hybrid dataset
can be obtained if some volunteers upload synthetic audio files and then
pass the quality checks, effectively taking the place of real recordings.

For this thesis work, we produced a total of 6 datasets (3 per GSC

Version 1 Version 2
35000
20000
30000
0n w0
2 15000 2 250001
o o
% % 20000
(7] n
g 100001 £ 15000
e e
1
5000 0000
50001
0 0.
Rep_20 Rep 60 Rep 80 Rep 20 Rep_60 Rep_80

B original_samples W synthetic_samples

Figure 4.2: Number of samples for the 6 different hybrid datasets for
the replacement strategy. On the left: datasets with GSCv1 labels. On
the right: datasets with GSCv2 labels.

version) varying the ratio between real and synthetic data as shown
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in Figure 4.2. All the classes have been balanced, meaning that the
different samples are taken randomly uniformly from every class for
both datasets (original and synthetic).

Removing Synthetic Data

The last experiment involves the creation of a scenario where the syn-
thetic audio files are perfectly distinguishable from the real recordings,
thus having an automatic system that can detect the Al-generated files
before they are implemented in the dataset.

As regards the experiments, the models are trained on a subset of the
GSC datasets with sizes corresponding to the number of samples repre-
sented by the blue bars in Figure 4.2. The results obtained are then
compared to those achieved by the replacement strategy to gain insight
into the impact of replacing real recordings with synthetic speech.

4.5 Model Architectures

The selected classification models are Depthwise Separable Convolu-
tional Neural Networks (DSCNN), which have proven to be well-suited
for the keyword spotting task in restricted environments. They achieve
good accuracy and low latency which are the main properties for em-
ploying a model on an edge device. Based on [5], we have implemented
two versions of the model: DSCNN-Small and DSCNN-Medium. These
models differ from each other in terms of input channels as shown in
Table 4.2.

4.6 Classification

Keyword Spotting can be seen as a sub-problem of the multi-class
classification problem in machine learning, where the model decides
whether an input audio file delivers a certain command among the

pre-defined list (see Table 4.1).
The standard practice needed to deliver a good classification strategy
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Model Size Block(C,H,W)
Conv(64,10,4)
DS-Conv(64,3,1)
DS-Conv(64,3,1)
DS-Conv(64,3,1)
DS-Conv(64,3,1)
AvgPool
Conv(172,10,4)
DS-Conv(172,3,2)
DS-Conv(172,3,1)
DS-Conv(172,3,1)
DS-Conv(172,3,1)
AvgPool

DSCNN-Small 38.6 KB

DSCNN-Medium | 189.2 KB

Table 4.2: DSCNN-Small and DSCNN-Medium comparison.

consists of the preparation of the input data by cleaning it, modifying
it (usually changing its representation space), and extracting useful
information from it. The whole process is defined as preprocessing and
it is fundamental to ensure the quality of the inputs of the classification
models, improving their performance and reducing the error rate.

4.6.1 Preprocessing

In the preprocessing phase of audio data for training a neural network,
several critical steps are undertaken to enhance the robustness and
effectiveness of the model. The main steps of this procedure are:

o Padding: the padding of the audio files ensures that all the records
have the same length, adding silence at the end or the beginning
of the audio. For the nature of the vocal commands, all the files
last less than a second, and the padding forces all of the audio files
to be exactly 1 second long.

« Background Noise: the addition of background noise in the files
helps the model to better generalize in noisy conditions. This

28



Experimental Setup

step is critical especially if the model is going to be employed in a
real-world application where the quality of the microphones and
the environment are prone to high diversity.

« Feature Extraction: the extraction of critical information (fea-
tures) from the audio files is one of the most important steps since
the reduction of dimensionality of the input data reduces the time
needed to train (if the extraction is performed efficiently), without
loss in accuracy, and with the possibility of employing smaller
models that compete in performance with the bigger ones. The
next subsection dives into the features extracted for the audio files.

« Data Augmentation: as introduced in chapter 2, the data aug-
mentation technique employed in this work is SpecAugment. Data
augmentation is fundamental to enhance the robustness of the
models and avoid overfitting. The combination of this technique
and feature extraction ensures that the neural network can robustly
learn and recognize patterns within the audio data, even in the
presence of noise.

4.6.2 Feature Extraction

The Mel-frequency cepstral coefficients (MFCCs) represent the short-
term power spectrum of a sound, capturing the essential characteristics
of speech and other audio signals in a compact form. When the
audio is transformed into the MFCC domain, the feature extraction
effectively reduces the dimensionality of the data while preserving
critical information, making learning by the models more efficient and
effective. The parameters used for the MFCC transform are depicted
in Table 4.3.

4.6.3 Training

The training of the models is executed by performing 80000 training
steps using a batch size of 100. We used a learning rate that starts at
Irg = 0.1, increases linearly for 2000 steps, and then decreases following
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Parameter | Value
hop_length | 320 ms
win__length | 640 ms

n_ fft 1024
n_mels 40
n_mfcc 10

Table 4.3: MFCC parameters.

a cosine scheduling as described by the equation 4.1:

Ir =0.5-lrg- (1+ cos(m - (step — 2000)/(80000 — 2000)))  (4.1)

The training process concludes with a learning rate of 0 at the final
training step. The batches are randomly sampled from the training set
with replacement. Lastly, the selected optimizer is Stochastic Gradient
Descent with a momentum parameter set to 0.9 and a weight decay of
le-3. The chosen loss is the cross-entropy loss since the desired metric
to analyze is accuracy.
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Chapter 5

Results

This chapter reports the results achieved by following the previously
described methodology, using the experimental setup presented in
chapter 4.

To evaluate the results, all the sections provide both quantitative
evaluation via tabular data and qualitative visualization through plots,
which are useful for understanding the nature and the trend of the
results. All the training experiments were run five times with different
seeds to mitigate the effects of random factors in the training phase,
giving better insight into the results.

5.1 Accumulation

The results of the accumulation strategy are presented in Table 5.1 and
Figure 5.1 for the datasets corresponding to GSCv1, and Table 5.2 and
in Figure 5.2 for the datasets with the keywords of GSCv2.

Starting by looking at the plots, the general trend highlights that the
accumulation of synthetic data into the datasets results in a drop in
accuracy as the number of these samples grows. The medium model
achieves better accuracy with respect to the small one, also maintaining
higher stability, meaning that the drop in performance is less substantial
but still present. Table 5.1 reports the results for the datasets with the
keywords present in GSCv1, where the accuracy drops by A .. = 0.727%
when DSCNN-Small is used and the original dataset (first row) is
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expanded with more than 20000 synthetic samples. In the same scenario,
when the medium model is employed: A4.. = 0.176%, confirming the
higher stability. By looking at Table 5.2, it can be observed that the
accuracy decreases by a A g.. = 1.104% when employing the small model
and having a hybrid dataset where half of the samples is synthetic
(in red) compared to the accuracy achieved by the original GSCv2
dataset (in green), while A 4., = 0.511% when the medium model is
utilized. These results may seem counterintuitive since the addition
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DSCnnSmall
9451 : , .
0 4452 11124 22248

synthetic_samples

Figure 5.1: Results of accumulation on GSCv1. The dots in the same
vertical line represent the accuracy of the different experiments with
the same datasets, while the triangles mark the average accuracy.

of samples in the training phase of machine learning models usually
leads to an increase in performance up to a certain upper bound,
but it is not always the case, especially if the new samples mislead
the model with wrong information. Synthetic speech misses some
important voice characteristics (specifically when speaking a single
word without context) such as breathing and tone, or real environment
sounds. Another information that can be extracted is that the bigger
models are less prone to performance degradation than smaller ones,
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Model Total samples | Synth. samples | Accuracy (%)

92920 0
26672 4452 95.631 4+ 0.173
DSCNN-Small 33884 11124 95.411 4+ 0.075
44468 92948 95.164 + 0.430
922920 0 96.586 + 0.084

. 26672 4452

DSCNN-Medium 33884 11124 96.521 + 0.292
44468 92948 96.410 + 0.186

Table 5.1: Results of accumulation on GSCvl1.
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synthetic_samples

Figure 5.2: Results of accumulation on GSCv2. The dots in the same
vertical line represent the accuracy of the different experiments with
the same datasets, while the triangles mark the average accuracy.

which are favored in real-world applications, especially for edge devices,
meaning that the attention to the quality and the kind of data used
for their training is particularly important for guaranteeing the best
possible performances.
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Model Total samples | Synth. samples | Accuracy (%)
36590 0
43970 7380 95.505 4+ 0.093
DSCNN-Small 55046 18456 95.337 + 0.163
73514 36924 94.622 + 0.264
36590 0
. 43970 7380 96.785 =+ 0.097
DSCNN-Medium 55046 18456 96.626 + 0.173
73514 36924 96.389 + 0.183

Table 5.2: Results of accumulation on GSCv?2.

5.2 Replacement

The results of the replacement strategy are presented in the same form
as the previous section, with an illustrative plot and tabular results for
both GSC versions. As introduced before, the number of samples in
the datasets remains the same throughout the experiments, while the
ratio between real and generated audio files varies. For both versions
of the datasets, the results behave in the same way: as the number of
synthetic samples increases, the accuracy of the models drops signifi-
cantly, so that in some cases, the medium model trained on a dataset
constructed with the majority of synthetic samples, performs worse
than the small model trained on a dataset with the same size, but with
only real samples or just less synthetic samples as can be observed
in Figures 5.3 and 5.4. In the last columns of Tables 5.3 and 5.4 is
reported the difference in accuracy between the models trained with
the hybrid datasets and the one trained with the original GSC dataset.
In every situation, the dataset comprising a higher percentage of real
data achieves better results than the others. When 80% of the datasets
are constituted of generated data, the accuracy may even drop to more
than 3 percent when employing GSCv2 and the small classification
model.

As noted in the previous section, the medium model is more stable and
robust than the smaller version, being able to mitigate the performance
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Figure 5.3: Results of replacement on GSCv1. The dots in the same
vertical line represent the accuracy of the different experiments with
the same datasets, while the triangles mark the average accuracy.

Model Real/Synth.(%) | Accuracy (%) | Asce(%)
100/0 95.891 & 0.288
80,20 05.501 4 0.198 | -0.390
DSCNN-Small 40/60 04.528 £ 0.193 | -1.363
20,80 03.275 £ 0.346 | -2.616
100/0 96.586 + 0.084
. 80,20 06.534 + 0.131 | -0.052
DSCNN-Medium 40/60 05.852 £ 0.207 | -0.734
20,80 04.735 4+ 0.441 | -1.851

Table 5.3: Results of replacement on GSCv1.

drop in case of data replacement. Specifically, if the number of switched
samples is 20% the reduction in accuracy is almost inconsequential.
These results provide an understanding of the impact of the substitu-
tion of human-generated data with Al-generated ones, where the same
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Figure 5.4: Results of replacement on GSCv2. The dots in the same
vertical line represent the accuracy of the different experiments with
the same datasets, while the triangles mark the average accuracy.

Model Real /Synth.(%) | Accuracy (%) | Aace(%)
100/0 95.726 + 0.154
80,20 05.374 4 0.208 | -0.352
DSCRN-Bmall 40/60 04.241 £ 0.195 | -1.485
20,80 02.491 +0.239 | -3.235
100/0 96.900 + 0.131
. 80,20 06.793 £ 0.189 | -0.107
DSCNN-Medium 40/60 05.759 £ 0.176 | -1.141
20,80 04.785 4+ 0.105 | -2.115

Table 5.4: Results of replacement on GSCv2.

models find difficulties in extracting good features from synthetic files
even if, to the human hearing, the audio is speaking the correct text.

The last experiment, described in the following section, tries to under-
stand the quantitative advantages, in terms of accuracy, of discarding
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the synthetic data before it is included in the final datasets, effectively
simulating a scenario where a perfect automated system selects only
human-recorded speech for the building of a KWS dataset aimed at
training small models for edge devices.

5.3 Synthetic Data Removal

The following results lead to a better comprehension of the real impact
of replacing real data with Al-generated records. The experiments
have been performed by training the models on a subset of the original
datasets with sizes corresponding to the ones illustrated by the blue bars
in Figure 4.2. In Figures 5.5 and 5.6, it can be seen that, as expected,
the training of the models with subsets of the original dataset led to an
increment in accuracy from the smaller subsets up to the upper bounds
defined by the complete datasets (for GSCv2) or their biggest subsets
(for GSCv1). In Tables 5.5 and 5.6 the difference in accuracy between
the training with the hybrid datasets of the replacement strategy and
the subsets of GSC is given in the last columns. In every single case,
is better to train the models on a subset of the original dataset than
a hybrid dataset with a bigger size, and the results are reinforced by
the fact that the discrepancy in performance is wider when a bigger
number of synthetic samples is present in the datasets.

Model Real samples | Accuracy (%) | Aace(%)
17796 95.943 + 0.237 | +0.442

DSCNN-Small 8904 95.495 +£0.238 | +0.967
4452 94.713 £ 0.157 | +1.438

17796 96.650 = 0.149 | +0.116

DSCNN-Medium 8904 96.066 = 0.218 | +0.214
4452 94.787 £ 0.063 | +0.052

Table 5.5: Results of synthetic data removal on GSCv1.

Figure 5.7 illustrates the comparison in accuracy between the replace-
ment strategy’s experiments (in blue) and the ones introduced in this
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Figure 5.5: Results of training the subsets of GSCv1. The dots in the
same vertical line represent the accuracy of the different experiments
with the same datasets, while the triangles mark the average accuracy.

Model Real samples | Accuracy (%) | Aace(%)
29544 95.558 £ 0.156 | +0.184

DSCNN-Small 14772 95.276 £0.154 | +1.035
7380 94.916 £+ 0.209 | +2.425

29544 96.863 + 0.127 | +0.070
DSCNN-Medium 14772 96.466 = 0.176 | +0.707

7380 95.595 £ 0.202 | +0.810

Table 5.6: Results of synthetic data removal on GSCv2.

section (in red). Some important pieces of information can be extracted
from the plot:

o Removing Al-generated data from the subsets leads to a significant

gain in accuracy especially when their percentage in the datasets
is higher.

o The advantages in performance expected by the bigger models
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Figure 5.6: Results of training the subsets of GSCv2. The dots in the
same vertical line represent the accuracy of the different experiments
with the same datasets, while the triangles mark the average accuracy..

become less significant in the presence of synthetic data, in fact in
both versions, the small model trained solely on 20% of the GSC
datasets is able to achieve a higher accuracy than the medium
model trained on a dataset with five times the number of records.

o The presence of synthetic data widens the discrepancies between the
models, especially weakening the small one, causing the architecture

to underperform when implemented in edge devices, thus limiting
its real potential.
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Figure 5.7: Comparison between replacement results and the removal

of synthetic data from them.
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Chapter 6

Conclusion

This thesis explored the scenarios where datasets constructed specifi-
cally for the Keyword Spotting task encounter Al-generated audio files
in the data collection process, ultimately building hybrid datasets that
threaten their quality.

The KWS task has been described in detail, explaining its challenges,
the process of collecting the data, and all the methods and procedures
to deploy deep learning models able to achieve state-of-the-art perfor-
mances both in terms of accuracy and inference speed.

Afterward, the Text-To-Speech task was introduced, along with the
recent works that exploit new methods and architectures such as
transformer-based generative models or Generative Adversarial Net-
works for the vocoder implementation. Speech synthesis has become
a user-friendly tool and has the option to be utilized easily by any-
one, thus threatening the datasets comprised of only human-generated
data. As shown by the results obtained in the experiments, the pres-
ence of synthetic speech in benchmark datasets such as Google Speech
Commands leads to a decrease in performance as the number of the
generated samples grows, especially disadvantaging the smaller and
less capable models, which however are the ones employed in the vast
majority of the real world applications due to their efficiency.

An important aspect of this finding is that, although the speech genera-
tion process results fast and does not require nearly as much time as the
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resource-consuming data collection process for constructing a dataset,
the quality of the generated samples, at this moment in time, may not
be adequate for the training of efficient models employed, causing the
aforementioned models, to underperform.

In the future, researchers may explore the impact of synthetic data gen-
erated by new, or different, T'T'S models on the training of the datasets
employed for KWS, also testing different deep learning architectures,
leading to a more complete research in this field.
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