
POLITECNICO DI TORINO
Master’s Degree in Data Science and Engineering

Master’s Degree Thesis

Text-to-SQL for Fact Extraction and
Verification Over Tabular Data

Supervisors

Prof. Luca CAGLIERO

Ph.D. Simone PAPICCHIO

Candidate

Ali YASSINE

October 2024





Summary

This thesis addresses the task of Text-to-SQL for Fact Verification, focusing on the
extraction and validation of information from tabular data sources. The connection
between Text-to-SQL and Fact Verification lies in the ability of Text-to-SQL to
translate natural language queries into structured SQL statements, which facilitate
intuitive interactions with databases. By transforming user queries into executable
SQL, the system can effectively retrieve relevant data entries needed for fact
verification.

Fact Verification, on the other hand, entails confirming the accuracy of informa-
tion retrieved from data sources, ensuring the reliability of conclusions drawn from
such data. The decision to use Text-to-SQL for Fact Verification stems from its
capacity to bridge the gap between human language and structured data, allowing
for dynamic querying of databases to ascertain the validity of claims based on real
data.

The research presents an integrated approach for extracting and validating
facts from tabular data, specifically utilizing the Feverous dataset. It tackles the
challenges of incorporating a retrieval component to effectively identify pertinent
data entries, followed by generating and optimizing SQL queries to draw necessary
evidence from dataset structures. The study investigates various techniques, includ-
ing retrieval models, sequence-to-sequence (seq2seq) models, and language model
(LLM) prompts, to build knowledge bases and facilitate query answering systems.

This research advances Text-to-SQL for Fact Verification by offering comparative
insights into different models and approaches, laying a foundation for future
improvements.The approach opens pathways for more intuitive and reliable solutions
in information retrieval and verification, including refining models, and expanding
to different datasets.
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Chapter 1

Introduction

The rapid dissemination of misinformation in the digital era poses significant
challenges across multiple domains, from journalism and social media to academia
and policy-making. False or misleading claims can spread widely, leading to
consequences such as public confusion, economic impacts, and even threats to
democratic processes [1]. As a result, the need for reliable fact-checking tools has
never been more pressing. While much of the research has focused on verifying facts
in unstructured text, the vast amount of factual information stored in structured
data—especially in tables—remains underutilized.

Structured data, such as databases and spreadsheets, plays a vital role in
various industries including finance, healthcare, scientific research, and government.
For instance, financial analysts rely on tabular data to verify economic reports,
healthcare professionals depend on medical databases to check patient records,
and scientists need to validate experimental results using data from studies. The
ability to extract and verify facts from these tables in an automated way could
significantly enhance the efficiency of fact-checking processes in these fields.

The motivation for this research stems from the growing importance of auto-
mated fact verification in industries that rely on structured data. In real-world
scenarios, such as news agencies combating misinformation or healthcare providers
validating patient data, the ability to automate this process has far-reaching im-
plications. Automating fact-checking can significantly reduce manual labor in
media organizations, ensuring timely dissemination of accurate information, and it
enables real-time validation in financial markets where swift decisions are critical.
Moreover, the potential to minimize human error and enhance data accuracy makes
this research particularly relevant in sectors where large volumes of data need
to be processed quickly and reliably [2]. By bridging the gap between natural
language claims and structured data verification, this work aims to contribute to
the development of more effective tools for fact-checking and validation, ultimately
fostering a more informed society.
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Introduction

This thesis addresses the challenges of fact extraction and verification over
tabular data using SQL, the standard language for querying structured data. By
focusing on the retrieval of relevant data and the generation of SQL queries from
natural language claims, this research explores how structured data can be leveraged
to perform automated fact verification. While well-structured SQL queries can
retrieve relevant data, the potential for ambiguity in data interpretation underscores
the need for rigorous fact-checking processes to ensure the accuracy and reliability
of the information being reported. Fact-checking from tables involves retrieving
the correct data from large, structured datasets, which is crucial for ensuring that
the evidence used to support or refute claims is accurate and relevant.

The FEVEROUS [3] (Fact Extraction and VERification Over Unstructured and
Structured information) dataset, used in this thesis, consists of millions of Wikipedia
pages and annotations provided by experts. It includes 87,026 verified claims, each
annotated with evidence drawn from Wikipedia tables and sentences. The claims
are labeled based on whether the evidence supports, refutes, or provides insufficient
information to assess the claim. However, while FEVEROUS offers verified claims
and their supporting evidence, it does not provide the SQL queries required to
automate the fact-checking process. Therefore, this thesis develops a methodology
to generate, clean, and refine SQL queries, ensuring they are executable and capable
of retrieving the relevant evidence from tables.

The methodology employed in this thesis covers the entire process from retrieving
data based on natural language claims, generating SQL queries, through query
cleaning, to performance evaluation. This comprehensive approach allows for the
assessment of how well the generated queries align with the evidence required for
fact verification. The evaluation of these queries is performed using benchmarking
tools that measure their accuracy and relevance in retrieving data from structured
sources [4].

Furthermore, various models and techniques were utilized to assess the effec-
tiveness of the proposed methodology, with experiments conducted to compare
their performance in generating and executing SQL queries. The results indicated
some advancements in the efficiency and accuracy of automated fact verification
processes, suggesting potential pathways for further exploration in this area.
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Chapter 2

Related Work

This section reviews the literature on fact verification and automated systems,
highlighting key methodologies and datasets that shape current research. It first
addresses the urgent need for automated fact-checking amid rising misinformation
and the limitations of traditional methods. Next, it discusses the significance of
structured data and SQL in enhancing the verification process. The section also
explores advancements in SQL query generation from natural language, along with
the challenges this entails. Notable datasets such as FEVEROUS are examined
as benchmarks in this field. Finally, it touches upon evaluation methods for SQL
queries in fact verification, underscoring their role in advancing automated systems.

2.1 Fact Verification and the Rise of Automated
Systems

The challenge of verifying factual information has become increasingly important
in our digital age, driven by the proliferation of misinformation and the growing
complexity of information sources. As the volume of information online expands,
traditional fact-checking methods are struggling to keep pace with the sheer quantity
of content that needs verification [5].

Historically, fact verification has been a manual process, relying on human
experts to cross-check information against reliable sources. This approach, while
thorough, is time-consuming and limited by human capacity. The rise of automated
systems offers a promising solution to these challenges, aiming to enhance the speed
and scalability of fact-checking processes.

Automated fact-checking systems leverage advanced technologies, including nat-
ural language processing (NLP) and machine learning, to streamline the verification
process. These systems can analyze large volumes of data quickly, identifying
claims and assessing their validity against structured data sources. By automating
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the retrieval and comparison of information, these systems significantly reduce
the time required to verify facts and can handle a greater volume of claims than
manual methods alone.

However, the effectiveness of automated systems depends on their ability to
accurately process and interpret both structured and unstructured data. For
instance, structured data, which is organized in databases and tables, can be
queried directly using SQL to retrieve relevant information for fact verification.
This contrasts with unstructured data, which requires more complex processing to
extract relevant facts.

The integration of automated systems in fact verification not only addresses the
limitations of manual checking but also enhances the ability to manage vast amounts
of information. By combining traditional techniques with advanced technologies,
automated systems offer a more efficient and scalable approach to ensuring the
accuracy of information in an era marked by rapid data growth and information
overload.

2.2 The Role of Structured Data in Fact Verifi-
cation

n the realm of fact verification, structured data plays a pivotal role due to its
organized nature and extensive volume. Unlike unstructured data, which is often
textual and requires complex interpretation, structured data is neatly arranged
in databases and tables [6]. This organization facilitates precise querying and
retrieval of relevant information, making it an invaluable resource for verifying
factual claims.

Structured databases contain billions of data points spread across various do-
mains such as healthcare, finance, and governance. This vast quantity of structured
information offers a substantial opportunity for fact-checking systems to leverage
SQL (Structured Query Language) for accurate data retrieval. The ability to
execute SQL queries over such extensive datasets enables the extraction of specific
details needed to verify or refute claims.

Traditional fact verification techniques have often focused on matching textual
queries to expected results, which can be limiting when dealing with complex or
large-scale data. Simple query matching approaches may only assess whether a
query aligns with predefined patterns or exact matches. However, these methods
might not fully address the intricacies of structured data, where the challenge is
not only to match queries but to ensure their precision and relevance in retrieving
accurate information from extensive databases.
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2.3 SQL Query Generation and Fact Verification
SQL query generation from natural language is a longstanding challenge in both
the NLP and database communities. The task requires converting user-input claims
into executable SQL queries that retrieve relevant information from structured
datasets. This process has direct applications in automated fact verification, where
claims about structured data such as statistics or financial figures—need to be
validated against factual records stored in databases [7].

Several approaches have been developed to tackle SQL generation, with many
leveraging machine learning models to translate natural language questions into SQL
queries. Early systems employed rule-based methods or template-based approaches
that mapped specific phrases to SQL query patterns. However, with the advent of
deep learning, especially transformer-based [8] architectures, more sophisticated
models have been trained to handle the nuances of natural language and generate
complex SQL queries.

Recent advancements in large language models (LLMs), such as OpenAI’s GPT
series [9] and Meta’s LLaMA [10], have shown potential in handling SQL generation
through zero-shot or few-shot prompting techniques. These models have the ability
to generate SQL queries from claims without requiring extensive task-specific
training. However, challenges remain, particularly in terms of ensuring query
accuracy and executability, as many generated queries contain errors that prevent
them from running on structured databases.

In recent years, the field of SQL generation and fact verification over structured
data has seen significant advancements, particularly through the development
of state-of-the-art (SOTA) approaches aimed at enhancing Text-to-SQL tasks.
Notable methods include TapEx [11], which employs a BART-based architecture
to execute SQL-like reasoning over tabular data, thereby improving the accuracy
of fact verification processes. Another important contribution is PICARD [12],
which integrates schema linking with constrained decoding techniques to ensure
that generated SQL queries maintain syntactic validity while facilitating effective
cross-verification of facts against tabular structures.

UniTab [13] further enhances this landscape by aligning SQL generation directly
with fact verification, leveraging pre-trained models specifically designed for tabular
contexts. The TabFact benchmark [14] provides a robust framework for evaluating
fact-checking capabilities in structured data environments. Additionally, recent
explorations involving Graph Neural Networks [15] demonstrate the efficacy of
graph-based models in reasoning through relationships within tables and claims,
thus enhancing factual consistency in SQL mappings.

Distinct from these approaches, this research focuses specifically on utilizing
SQL for fact extraction and verification within structured datasets, consciously
excluding unstructured data. This targeted methodology carves a unique niche in
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the evolving landscape of fact verification, setting it apart from existing literature
and approaches. Furthermore, by integrating SQL generation with verification tasks,
this research aims to develop more reliable systems for automated fact-checking,
showcasing the potential of SQL as a powerful tool for verifying information in
structured datasets.

2.4 Datasets for Fact Verification
Datasets play a crucial role in advancing research on automated fact verification,
providing benchmarks for developing and evaluating fact-checking systems. One
of the most well-known datasets in this domain is the FEVER (Fact Extraction
and VERification) dataset [16], which contains claims paired with evidence from
Wikipedia, annotated to determine whether the evidence supports or refutes the
claim. FEVER primarily focuses on unstructured text-based evidence, enabling
significant advancements in the development of fact verification models.

As the need for verifying claims against structured data—such as tables and
databases—has grown, the FEVEROUS dataset emerged. FEVEROUS (Fact
Extraction and VERification Over Unstructured and Structured information) [3]
extends FEVER by incorporating both textual and tabular data, recognizing the
importance of structured data in verifying factual information.

The FEVEROUS dataset includes over 87,000 annotated claims, with supporting
or refuting evidence drawn from Wikipedia’s text and tables. This combination
of unstructured and structured data makes it one of the first large-scale datasets
to integrate these two forms of evidence. Each claim is annotated by experts,
categorizing it as supported, refuted, or containing insufficient information. The
inclusion of tabular data, in particular, adds a layer of complexity to fact verification
tasks, as it necessitates systems capable of reasoning across both text and structured
tables.

In addition to FEVEROUS, the HoVer (Hop-Verifiable) dataset [17] offers
another comprehensive resource for fact verification. HoVer focuses on claims that
require multi-hop reasoning, where evidence from multiple Wikipedia articles must
be combined to verify or refute a claim. Unlike traditional single-hop datasets
like FEVER, which typically involve evidence from one source, HoVer emphasizes
cross-document reasoning, making it more challenging and reflective of real-world
fact verification tasks.

HoVer contains 26,000 human-written claims that require reasoning over multiple
documents and has been used to benchmark models designed for complex fact-
checking scenarios. It encourages models to retrieve and reason over several pieces
of evidence, which is critical for claims that cannot be easily verified by a single
source.
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In this thesis, both FEVEROUS and HoVer are considered as relevant datasets.
The focus is on leveraging FEVEROUS for generating SQL queries from claims
referencing structured data, while HoVer provides insights into handling more
complex, multi-hop fact verification tasks. By utilizing these datasets, this research
seeks to advance the accuracy and scalability of automated fact verification systems.

2.5 The FEVEROUS Dataset for Fact Verifica-
tion

FEVEROUS [3] (Fact Extraction and VERification Over Unstructured and Struc-
tured information) is a dataset designed to advance research in fact verification
across both textual and structured data. It builds on the earlier FEVER dataset,
expanding its scope to include tables from Wikipedia, making it one of the first
large-scale datasets to incorporate structured information alongside unstructured
text.

FEVEROUS contains over 87,000 annotated claims, each accompanied by evi-
dence that either supports or refutes the claim. The evidence is drawn from both
text and tables, reflecting the diverse nature of the data found on Wikipedia. Each
claim is annotated by experts to indicate whether the provided evidence supports,
refutes, or provides insufficient information to make a judgment about the claim’s
validity.

One of the main challenges of working with the FEVEROUS dataset is the lack
of ground-truth SQL queries that could directly retrieve relevant data from the
tabular evidence. This gap highlights the need for methods capable of generating
SQL queries from natural language claims, a task this thesis seeks to address.

Moreover, the FEVEROUS dataset presents a range of complexities that con-
tribute to its difficulty. These challenges include multi-hop reasoning, where models
must synthesize information from multiple pieces of evidence to arrive at a con-
clusion. Numerical reasoning is also required, as claims may involve quantitative
data that necessitates precise calculations or comparisons. Additionally, the inte-
gration of structured data—combining tables and text—introduces further layers
of complexity, requiring robust methods to handle both data types effectively.

Entity disambiguation poses another significant challenge, as models must
accurately identify and link entities mentioned in claims with those represented
in the evidence. Furthermore, search terms may not appear directly in the claim,
making it essential for models to derive implicit relationships between claims and
their corresponding evidence.

Figure 2.1 illustrates a sample example from the FEVEROUS dataset. Given a
specific claim, the highlighted evidence in tables serves as the golden evidence that
supports or refutes the claim, showcasing the relationship between claims and their
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corresponding evidence.

Figure 2.1: FEVEROUS sample instances, extracted from the FEVEROUS paper.
Evidence in tables is highlighted in red. (Adapted from [3])

2.6 Evaluation of SQL Queries for Fact Verifica-
tion

Assessing the quality of generated SQL queries is crucial for determining their
effectiveness in fact-checking systems. Traditionally, evaluation techniques might
have focused on simple query matching, where queries are directly compared to
expected results based on predefined patterns or exact matches. However, such
methods often fall short in complex scenarios where the accuracy of the query’s
output is crucial.

In the context of fact verification, evaluating SQL queries involves more nuanced
metrics like precision, recall, and F1 score. These metrics measure how accurately
the query retrieves relevant data compared to a ground-truth reference. The
challenge here is not just to match queries but to ensure that they effectively align
with the evidence provided by datasets such as FEVEROUS.

FEVEROUS offers a rich dataset of verified claims and annotated evidence, which
necessitates sophisticated evaluation techniques. Tools like QATCH [QATCH]
(Benchmarking SQL-centric tasks with Table Representation Learning Models) are
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designed to support end-users in testing Table Representation Learning (TRL)
models on proprietary data, specifically for tasks such as Question Answering (QA)
and Semantic Parsing (SP). While QATCH was developed for these purposes, its
evaluation component provides a comprehensive framework that can be adapted to
assess SQL-based fact verification tasks. This makes it particularly interesting for
our context, as it offers metrics that extract deeper evaluations than traditional
methods, making it a valuable testing benchmark in this new scenario.

By leveraging QATCH and similar evaluation frameworks, researchers can gain
deeper insights into the performance of SQL queries, refining query generation
methods and enhancing the reliability of automated fact-checking systems. This
approach helps bridge the gap between traditional query matching techniques and
the complex demands of verifying facts across various domains.
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Chapter 3

Methodology

The rationale behind this research is to address the challenges of automating fact
retrieval and verification over tabular data using large language models (LLMs).
The process begins with the retrieval of relevant data from large tabular datasets,
which serves as the basis for generating SQL queries to verify facts. While LLMs
can generate these queries, they often contain errors or inconsistencies that affect
execution and accuracy. To tackle these issues, a pipeline was designed to retrieve
data, generate and refine SQL queries, and produce multiple versions aimed at
improving their accuracy and execution. Additionally, an evaluation phase is
incorporated to assess the effectiveness of the queries and their ability to accurately
verify facts. The goal is to enhance the automation of fact-checking through better
query generation and verification.

In this chapter, the implementation of the automated fact verification system
is detailed, highlighting the methodologies and techniques employed to transform
natural language claims into verifiable SQL queries. The process is structured into
several key sections, each focusing on a critical component of the system.

3.0.1 Pipeline Overview
Figure 3.1 illustrates the comprehensive pipeline utilized in our automated fact
verification system. Each component plays a critical role in transforming natural
language claims into executable SQL queries.

3.1 Data Filtering
The initial step involved filtering out irrelevant data from the Feverous dataset.
Since the focus was on verifying facts using tabular data, only Wikipedia pages
containing tables were retained. Non-tabular pages were discarded to streamline
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Figure 3.1: Automated Fact Verification Pipeline

the process, ensuring that the dataset was structured in a manner that aligned
with the SQL-centric approach.

Within these selected Wikipedia pages, any tables that did not conform to
standard formats or had missing or incomplete annotations were also filtered
out. After applying this multi-step filtering process, a subset of Wikipedia pages
containing verified tables and relevant annotations suitable for the subsequent steps
in the pipeline was randomly sampled.

However, due to resource limitations, the Wikipedia pages were further filtered
to retain primarily those that had at least one related annotation, resulting in a
more manageable selection of pages.

3.2 Retrieval Strategy
In the context of this work, retrieval refers to the process of identifying and extract-
ing relevant information from a larger dataset—specifically, relevant Wikipedia
pages based on specific claims. This step is critical as it allows for the gathering
of pertinent data that supports the SQL query generation process. By retrieving
the most relevant documents, the subsequent analysis is grounded in accurate
and contextually appropriate information, ultimately enhancing the quality of the
results.

Initially, the BM25 algorithm was used to retrieve relevant Wikipedia pages
based on specific claims. However, a more sophisticated strategy involving a
Retrieval-Augmented Generation (RAG) pipeline was later adopted to enhance
performance.

3.2.1 BM25 Algorithm
To perform initial retrieval tasks, the BM25 algorithm was utilized [18]. This
algorithm provides a robust solution for ranking documents based on term fre-
quency and inverse document frequency. By evaluating the relevance of documents
concerning specific claims, the top relevant documents for each claim were efficiently
retrieved. This initial filtering was crucial as it allowed for narrowing down the
dataset to the most pertinent Wikipedia pages for further processing.
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3.2.2 Retrieval-Augmented Generation (RAG) Pipeline
After the initial retrieval using the BM25 algorithm, the information retrieval and
query generation capabilities were enhanced by integrating a Retrieval-Augmented
Generation (RAG) pipeline. This pipeline encompasses several key components:

1. Data Loading: Relative loaders were developed to efficiently handle the
annotations. Additionally, a database loader was employed to manage the
loading of Wikipedia pages. This dual approach ensured that both the
structured data from the annotations and the unstructured data from the
Wikipedia pages were loaded seamlessly for processing.

2. Vector Database: A robust storage system was utilized for embedding
representations of the data. This component is crucial for allowing efficient
retrieval operations based on the semantic similarity of the data, ensuring
that relevant information is quickly accessible during the querying process.

3. Embedding Model: A high-performing embedding model was employed
to generate high-quality embeddings for the Wikipedia pages. This model
transforms the textual content into vector representations, capturing semantic
relationships and contextual information. The embeddings were then stored in
ChromaDB [19], facilitating quick and relevant retrieval during the querying
process.

4. Page Retrieval: For each query generated during the retrieval process,
cosine similarity was leveraged to retrieve the top K pages from the vector
database. This method ensures that the pages returned are not only relevant
but also contextually aligned with the query (claim). By focusing on semantic
similarity, the relevance of the information provided to users was improved,
leading to more accurate responses to their queries.

To evaluate the effectiveness of the retrieval strategy, the metrics of recall and
precision @K are employed.

• Precision @K: This metric measures the proportion of relevant documents
among the top K retrieved documents. It indicates how many of the retrieved
documents are actually relevant to the user’s query, reflecting the accuracy of
the retrieval process.

• Recall @K: This metric evaluates the proportion of relevant documents that
are retrieved in the top K results compared to the total number of relevant
documents available. It indicates how effectively the retrieval process captures
all relevant information related to the query.
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These metrics are crucial for understanding the performance of the retrieval
strategy, as they provide insights into both the quality (precision) and completeness
(recall) of the information retrieved for each claim.

3.3 SQL Query Generation and Refinement
Following the retrieval of relevant pages, the next crucial step in our pipeline is
the generation of SQL queries. This process involves transforming the retrieved
information into structured query language (SQL) that can be executed against
relational databases. This section elaborates on the methods employed for gen-
erating and refining these SQL queries to ensure they are accurate, efficient, and
aligned with the structured data from the retrieved tables.

3.3.1 Query Generation
The initial SQL query generation was based on relevant Wikipedia pages and the
annotations obtained through filtering and retrieval processes. Several predefined
templates were utilized to systematically construct queries based on the available
data. These templates were adapted from existing frameworks to facilitate the
SQL generation process, as they provide a structured way to generate queries in
line with different SQL generation strategies found in the literature.

This approach to prompting is informed by recent research that emphasizes the
significance of effective prompt design in SQL generation. Wang et al. (2023), in
their paper "Text-to-SQL Empowered by Large Language Models: A Benchmark
Evaluation" [20], highlight the critical role that these carefully crafted prompt
templates play in enhancing the performance of large language models for SQL
tasks.

The templates used for SQL query generation are as follows:

• Basic Prompt:

1 {schema}
2

3 { cla im }
4

5 SELECT
6

• OpenAI Demonstration Prompt:
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1 ### Complete SQL query only and with no exp lanat ion
2 ### Given the database schema :
3 {schema}
4

5 ### How do I answer the f o l l o w i n g cla im ?
6 { cla im }
7

8 SELECT
9

• Text Representation Prompt:

1 /∗ Given the f o l l o w i n g database schema : ∗/
2 {schema}
3

4 /∗ Answer the f o l l o w i n g cla im : { c la im } ∗/
5 SELECT
6

• Code Representation Prompt:

1 Given the f o l l o w i n g database schema :
2 {schema}
3

4 Answer the f o l l o w i n g : " { c la im } " .
5

6 SELECT
7

• Alpaca SFT Prompt:

1 Below i s an i n s t r u c t i o n that d e s c r i b e s a task , pa i r ed with an
input that prov ide s f u r t h e r context . Write a response that
approp r i a t e l y completes the r eque s t .

2

3 ### I n s t r u c t i o n :
4 Write a SQL to answer the ques t i on " { c la im } " .
5

6 ### Input : {schema}
7

8 ### Response :
9 SELECT

10
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These templates were crucial in enabling systematic query generation based on
the structure of the tabular data and the claims extracted from Wikipedia.

3.3.2 Query Refinement
Prior to generating various versions of SQL queries, it was crucial to refine the
initially produced queries to ensure their executability. Many of these generated
queries were found to contain errors or were incomplete, hindering their successful
execution. The refinement process consisted of two primary steps:

• Syntax Correction: This involved rectifying any syntax errors or incorrect
SQL constructs present in the queries.

• Validation: It was ensured that the queries complied with the database
schema, confirming their potential to execute accurately.

Here are some examples illustrating our approach to query refinement:

1. Error Handling and Syntax Correction: An algorithm was implemented
to handle common SQL errors, such as missing commas or quotation marks,
to ensure the correctness of the syntax. For example, if the generated query
was:

1 SELECT name age FROM use r s ;
2

Our algorithm would identify the missing comma between the ‘name‘ and ‘age‘
fields and correct it to:

1 SELECT name , age FROM use r s ;
2

Additionally, the algorithm detects unbalanced quotes or parentheses. For
instance, if the query was:

1 SELECT name , age FROM use r s WHERE name = " John ;
2

The algorithm would automatically append the missing closing quote to ensure
proper syntax:

15



Methodology

1 SELECT name , age FROM use r s WHERE name = " John " ;
2

2. Handling Incomplete Queries: Mechanisms were developed to address
incomplete queries that might arise from ambiguities in user claims or missing
data in the tables. For instance, if a generated query included a ‘GROUP BY‘
clause without any columns specified:

1 SELECT name , COUNT(∗) FROM use r s GROUP BY;

Our algorithm would automatically remove the ‘GROUP BY‘ clause to yield
a valid query:

1 SELECT name , COUNT(∗) FROM use r s ;

Similarly, if the query ended with a trailing ‘AND‘ condition without a valid
subsequent criterion:

1 SELECT name FROM use r s WHERE age > 18 AND;

The algorithm would eliminate the trailing ‘AND‘:

1 SELECT name FROM use r s WHERE age > 18 ;

3. Alias Management: To improve the accuracy of generated queries, aliases
were extracted and quoted using regex patterns. For example, if the generated
query was:

1 SELECT name AS user_name , age AS user_age FROM use r s ;

Our algorithm would ensure that the aliases are properly quoted for consistency,
transforming the query into:

1 SELECT name AS " user_name " , age AS " user_age " FROM use r s ;
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This prevents potential ambiguities when using aliases later in the query,
especially when they contain spaces or special characters.

4. Comprehensive Query Cleaning: Our cleaning algorithm addressed various
potential issues, ensuring adherence to SQL syntax standards. For instance,
consider a scenario where the query included unnecessary text after a semicolon:

1 SELECT name FROM use r s ; Here i s some extra text ;

The algorithm would remove the extraneous text, preserving the query as:

1 SELECT name FROM use r s ;

It was also ensured that incomplete or empty ‘FROM‘ clauses were corrected.
If the generated query was:

1 SELECT name FROM;

Our algorithm would identify the incomplete ‘FROM‘ clause and remove it,
resulting in an empty query, which could be further handled or logged for
review.
Additionally, unbalanced quotes and parentheses were addressed. For example,
if the query was:

1 SELECT name , age FROM use r s WHERE (name = " John ;

The algorithm would append the missing closing parenthesis and quote, pro-
ducing:

1 SELECT name , age FROM use r s WHERE (name = " John " ) ;

This thorough approach to query cleaning not only improves the reliability of
generated SQL but also enhances overall performance in execution.

3.3.3 Implementation of Query Versions
To gain diverse perspectives on the queries and analyze their effects more thoroughly,
three distinct versions of each SQL query were created based on the cleaned original
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queries. These versions served as references for evaluating the quality and accuracy
of the generated SQL queries. Each version focuses on different aspects of SQL query
construction, ensuring that the resulting queries align with various requirements
and use cases. Below, each version is detailed along with examples to clarify its
functionality and purpose.

Version 1: Retain Filtering Conditions

This version retains the filtering conditions specified in the WHERE clause of the SQL
query while removing any subsequent clauses, such as ORDER BY. This approach
ensures that the essential conditions for data retrieval are preserved, allowing for
focused analysis on specific data subsets by concentrating solely on the criteria
that dictate which records are included in the results. By isolating these filtering
conditions, it becomes easier to understand the impact of specific criteria on the
outcome of the SQL query, providing insights into how these conditions influence
the retrieved data..

Example:

1 Or ig ina l Query :
2 SELECT name , age FROM use r s WHERE age > 18 ORDER BY name ;
3

4 Resu l t ing Query :
5 SELECT name , age FROM use r s WHERE age > 18 ;

In this example, the original query retrieves names and ages from the users
table for those older than 18 but removes the ORDER BY clause.

Version 2: Simplify by Removing Aggregation Functions

This version focuses on simplifying the query by removing any aggregation functions,
such as COUNT, SUM, or AVG, while retaining the selected columns. Additionally,
it eliminates any GROUP BY and HAVING clauses to provide a clearer and more
straightforward query structure. By removing these elements, the resulting queries
facilitate the evaluation of how the exclusion of complex calculations influences
the output. This allows for an assessment of the underlying data distribution
and relationships without the added complexity of aggregation, enabling a clearer
interpretation of individual data points and their relevance to the query’s intent.
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Example:

1 Or ig ina l Query :
2 SELECT COUNT( age ) , name FROM use r s GROUP BY name HAVING COUNT( age ) >

5 ;
3

4 Resu l t ing Query :
5 SELECT name FROM use r s ;

Here, the COUNT(age) is removed, along with the GROUP BY and HAVING clauses,
leaving only the name column.

Version 3: Basic Query Structure

This version simplifies the SQL query to include only the SELECT and FROM clauses,
discarding all other components, including WHERE, GROUP BY, HAVING, and any
ordering clauses. By focusing on these fundamental elements, this version serves as a
foundational query structure that facilitates attribute matching. This approach can
be particularly useful in scenarios where straightforward data retrieval is necessary,
enabling the examination of how individual attributes relate to the overall dataset
without the influence of additional filtering or complexity. Such simplification
allows for a clearer understanding of the dataset’s inherent characteristics and
supports the identification of relevant attributes for subsequent analysis.

Example:

1 Or ig ina l Query :
2 SELECT name , age FROM use r s WHERE age > 18 ORDER BY name ;
3

4 Resu l t ing Query :
5 SELECT name , age FROM use r s ;

In this case, the resulting query contains only the essential elements, making it
suitable for scenarios where no additional conditions are necessary.

By employing these different versions, the evaluation of the generated queries
can be conducted against various criteria, ensuring that they meet the expected
standards for accuracy and performance. Each version—focusing on different
aspects such as retaining filtering conditions, simplifying by removing aggregation
functions, and providing a basic query structure—serves as a reference point
to analyze how well the SQL generation algorithm captures the intent of user
claims while maintaining SQL syntax integrity. This approach ultimately provides
insights into different levels of query complexity and their implications on data
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retrieval, helping to identify potential issues in the generated queries. It also enables
the discovery of how various SQL structures and elements affect the outcome,
offering valuable information for refining the query generation process and gaining
deeper insights into the factors influencing query performance. Furthermore, this
comparative analysis can illuminate specific areas where the generated queries
may deviate from expected behavior, guiding future enhancements in SQL query
construction.

3.4 Query Clustering
To better understand the nature of the generated SQL queries and evaluate their
performance, the queries were systematically clustered into six distinct categories.
This categorization not only aids in analyzing the types of queries being generated
but also highlights their implications for how well these queries fulfill their intended
purposes. The categories are as follows:

• SELECT: Queries that specify the columns to be retrieved from the database.

• WHERE: Queries that include conditions to filter the results.

• DISTINCT: Queries that include the DISTINCT keyword to ensure that
duplicate records are not included in the results.

• AGG (Aggregation functions): Queries that involve aggregation operations
such as COUNT, SUM, AVG, etc.

• GROUP BY: Queries that group the results based on one or more columns.

• HAVING: Queries that include the HAVING clause to filter groups based
on aggregate functions.

By clustering queries into these categories, it was to possible to evaluate the
types of SQL queries being generated and gain valuable insights into their alignment
with intended objectives. This analysis enables a deeper understanding of query
patterns, helping to identify strengths and areas for improvement in the query
generation process. Furthermore, it allows for a comprehensive evaluation of how
effectively different query structures contribute to achieving the desired outcomes
in the context of the specific tasks being performed.
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3.5 Evaluation with QATCH
To evaluate the effectiveness of the SQL queries, the evaluation component of
QATCH [21] was employed. Although QATCH was not primarily designed as
an evaluation method for SQL queries, it provides a unique set of metrics that
align with our need to assess the accuracy and quality of SQL query outputs in
comparison to the golden evidence provided by the Feverous dataset.

Unlike traditional binary evaluation methods, which merely confirm if a query
runs successfully or fails, evaluating SQL query results requires a more nuanced
approach. Given the complexity of SQL queries—especially in tasks like fact extrac-
tion—it is not fair to judge their effectiveness with a simple success/failure metric.
This is where deeper and more complex metrics, like those offered by QATCH,
become crucial. These metrics allow us to analyze the results in terms of precision,
recall, tuple cardinality, and more, providing a comprehensive understanding of
query performance beyond just execution accuracy. Figure 3.2 illustrates a dummy
example of how QATCH evaluates the results of an SQL query.

Figure 3.2: Illustration of QATCH evaluation of SQL query predictions compared
to the target result set (Adapted from [21])

Additionally, in the Feverous dataset, each annotation is linked to an evidence
list, which often includes several pieces of evidence. Therefore, the ground truth
is not a straightforward answer to a question but a collection of supporting facts
spread across multiple sources. As a result, traditional evaluation methods would
be insufficient to assess the correctness and completeness of the SQL queries.
QATCH’s metrics, such as cell precision and recall, allow us to evaluate not only
if the correct data is retrieved but also whether all relevant evidence has been
captured.

The key metrics used are:

• Cell Precision: This metric measures the proportion of correctly retrieved
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cells in the result set relative to the total number of retrieved cells. It indicates
how many of the returned cells match the expected results, providing an
assessment of the accuracy of the retrieved data.

• Cell Recall: Cell recall measures the proportion of correctly retrieved cells
relative to the total number of relevant cells that should have been retrieved.
It reflects the completeness of the query results, showing how many of the
expected cells were actually retrieved.

• Tuple Cardinality: This metric evaluates the number of tuples (rows) in
the result set of the SQL query. It compares the number of tuples returned
by the query to the number of tuples expected according to the ground truth.
This helps assess whether the query returns the right number of rows.

• Tuple Constraint: Tuple constraint measures how well the returned tuples
adhere to the constraints or conditions specified in the query. It assesses
whether the tuples meet the criteria required by the query, helping to evaluate
the correctness of the constraints applied.

• Tuple Order: This metric assesses the order of the tuples in the result set. It
checks if the tuples are returned in the expected order as specified by the query.
This is important for queries where the sequence of results is significant.

These metrics collectively help in understanding the performance of the SQL
queries in terms of precision, recall, and correctness of the returned results. Each
metric provides insights into different aspects of the query performance, ensuring a
comprehensive evaluation of the query’s effectiveness.

In summary, the methodology combines advanced retrieval techniques with
sophisticated query generation and evaluation methods. The transition from BM25
to the RAG pipeline, along with the use of LLMs and refined SQL queries, has
significantly enhanced the effectiveness of fact extraction and validation from
tabular data.
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Chapter 4

Experimental Setup

4.0.1 Hardware
The experiments were conducted on a high-performance computing (HPC) server
provided by Politecnico di Torino, equipped with NVIDIA Tesla V100 SXM2 GPUs.
Each GPU features 32 GB of memory and 5120 CUDA cores, allowing for efficient
processing and model training.

4.0.2 Packages and Libraries
We utilized several libraries and tools to facilitate our experiments:

• Transformers Library [22]: This library was used to load and utilize various
pre-trained large language models from Hugging Face.

• LangChain [23]: Integrated into the retrieval-augmented generation (RAG)
pipeline, LangChain facilitated seamless interactions between different compo-
nents of the setup.

• ChromaDB [19]: Employed to store the embeddings generated by the models,
allowing for efficient retrieval based on cosine similarity.

• Rank-BM25 Library [24]: The BM25 algorithm [18] was implemented
using this library, providing a robust solution for ranking documents.

• QATCH [21]: Used for benchmarking SQL-centric tasks, the QATCH library
can be found at https://pypi.org/project/qatch/.

4.0.3 Models
We employed various LLMs sourced from Hugging Face, with a focus on models
known for their performance on benchmarks. This includes:
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Embedding Model

The Salesforce/SFR-Embedding-2_R model [25] was utilized to generate high-
quality embeddings for our text data. This model ranks among the highest in the
MTEB leaderboard [26], making it suitable for our requirements. The SFR model
was effective in retrieving the top 5 relevant documents based on cosine similarity.

Text Generation Models

The following LLMs were employed for text generation tasks:

• mistralai/Mistral-7B-Instruct-v0.3 [27]

• meta-llama/Meta-Llama-3-8B-Instruct [28]

• meta-llama/Llama-3.1-8B-Instruct [29]

• meta-llama/Llama-2-7b-hf [30]

• tiiuae/falcon-7b-instruct [31]

While these models offer promising capabilities, their performance can be inconsis-
tent, particularly with larger datasets and more complex queries.

4.0.4 Parameters
To set up the language model pipeline, we used the following configuration:

• The task specified for the pipeline is "text-generation", indicating that the
pipeline will be used for generating text based on given input.

• The model and tokenizer were selected based on the models listed in the
previous subsection.

• The maximum number of new tokens generated was limited to 256.

• The pipeline was configured to utilize the GPU if available; otherwise, it
defaults to the CPU.
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The configuration can be expressed in Python as follows:

1 llm_pipeline = pipeline (
2 "text - generation ",
3 model=model ,
4 tokenizer =tokenizer ,
5 max_new_tokens =256 ,
6 device =0 if torch.cuda. is_available () else -1 # Use GPU

if available , otherwise CPU
7 )

These parameters were chosen to balance performance and memory usage, en-
suring effective output generation without overloading hardware resources. Overall,
this combination provides a practical foundation for our experiments, particularly
for smaller LLMs, where performance can vary.
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Chapter 5

Results & Discussion

This chapter presents the results of the data filtering, retrieval strategies, SQL
query generation, and evaluation.

5.1 Data Filtering Results

Table 5.1 shows the number of pages and annotations before and after filtering.
The filtering process significantly reduced the dataset to only relevant entries.

Dataset Before Filtering After Filtering
Pages 5,421,406 6,000

Annotations 7,891 1,464

Table 5.1: Number of Pages and Annotations Before and After Filtering

The significant reduction in the dataset underscores the importance of data
relevance and compatibility for enhancing research outcomes. Filtering out irrel-
evant entries ensures that the data can be effectively utilized in SQL contexts,
optimizing the performance of zero-shot prompting techniques. Resource availabil-
ity also played a crucial role in this filtering process, as it necessitated a focus on
high-quality, structured data rather than sheer volume. This approach minimizes
noise, allowing for better resource allocation and aligns with best practices in
data management. Ultimately, this filtering is not merely a preliminary step; it
strategically enhances the integrity of the research framework, facilitating more
effective analyses and robust findings.
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5.2 Retrieval Evaluation
To evaluate the performance of the retrieval strategies, a comparison was made
between BM25 [18] and the SFR-Embedding-2_R model model [25] based on
precision and recall metrics. The subsequent SQL query generation and refinement
steps, including SQL query clustering, were carried out as part of the methodology
but are not the focus of this comparison.

Figure 5.1: Comparison of Recall and Precision @5 Between BM25 and SFR-
Embedding-2_R

The SFR-Embedding-2_R model significantly outperformed BM25 in both
precision and recall. However, as shown in Table 5.2, the precision of SFR decreases
as more results are retrieved (higher K values), which is normal since retrieving
more results typically includes irrelevant documents. This reflects the trade-off
between precision and recall—while high recall ensures more relevant documents
are retrieved, it often results in lower precision due to the inclusion of irrelevant
ones.
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K 1 2 3 5 10
Recall@K 0.86 0.93 0.94 0.95 0.96

Precision@K 0.89 0.49 0.33 0.20 0.10

Table 5.2: Performance of SFR-Embedding-2_R on a dataset of 6,000 items and
1,464 annotations.

5.3 SQL Query Generation Results

The results in Table 5.3 highlight the significant impact of our cleaning methodology
on the executability of SQL queries generated by different LLM models. While
the initial percentage of executable queries was low across all models and prompt
templates, the cleaning process dramatically improved the functionality of these
generated SQL statements.

LLM Model Prompt Template Before Cleaning (%) After Cleaning (%)

Falcon-7B-Instruct

Basic Prompt 1.98 40.98
Text Representation Prompt 3.69 41.67
Code Representation Prompt 3.69 41.05

OpenAI Demonstration Prompt 1.71 34.63
Alpaca SFT Prompt 3.55 42.83

Meta Llama 3 8B Instruct

Basic Prompt 11.89 64.89
Text Representation Prompt 35.59 70.21
Code Representation Prompt 2.80 69.12

OpenAI Demonstration Prompt 5.46 67.83
Alpaca SFT Prompt 1.30 57.04

Meta Llama 3.1 8B Instruct

Basic Prompt 14.48 53.96
Text Representation Prompt 31.15 55.46
Code Representation Prompt 18.17 39.13

OpenAI Demonstration Prompt 7.58 41.26
Alpaca SFT Prompt 9.08 48.29

Llama 2 7B HF

Basic Prompt 21.17 46.93
Text Representation Prompt 24.11 49.04
Code Representation Prompt 24.11 47.06

OpenAI Demonstration Prompt 8.00 35.64
Alpaca SFT Prompt 13.25 28.89

Mistral 8B Instruct v0.3

Basic Prompt 18.72 62.36
Text Representation Prompt 49.66 58.33
Code Representation Prompt 22.54 53.96

OpenAI Demonstration Prompt 20.22 49.52
Alpaca SFT Prompt 30.46 39.48

Table 5.3: Comparison of Executable Queries Before and After Cleaning for Each
LLM Model and Prompt Template
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The analysis of the data reveals several important trends. For Falcon-7B-
Instruct, the initial execution rates were notably low, with the highest before-
cleaning percentage at just 3.69% for the Text Representation Prompt, indicating
that these prompts generated queries with significant structural and syntactical
issues. Post-cleaning, however, there was a substantial improvement, with execution
rates rising to as high as 42.83% for the Alpaca SFT Prompt. This underscores
the necessity of our cleaning techniques, which were able to rectify many of the
initial errors.

In the case of Meta Llama 3 8B Instruct, the updated results show a marked
improvement in the pre-cleaning stage, where the Text Representation prompt now
reaches 35.59% executability. After cleaning, this percentage rises to an impressive
70.21%, suggesting that this model generates higher-quality outputs from the outset
compared to other models, but still benefits significantly from the cleaning process.
Other prompts such as the Basic Prompt and Code Representation Prompt also
saw considerable improvement post-cleaning, with the former reaching 64.89%.
This result underscores that, although Meta Llama 3 8B Instruct starts from a
relatively strong position, the cleaning process amplifies its effectiveness, making
the queries far more reliable for practical use.

With the introduction of Meta Llama 3.1 8B Instruct, the initial execution rates
before cleaning ranged from 9.08% to 31.15%. The Text Representation prompt
again performed the best before cleaning and maintained the lead after cleaning,
reaching 55.46%. However, the overall post-cleaning performance of Meta Llama
3.1 8B Instruct did not match the improvement levels observed in Meta Llama 3
8B Instruct. This could suggest that the model itself may generate lower-quality
SQL queries, even after cleaning, compared to its predecessor. Further analysis is
needed to determine whether this discrepancy stems from inherent differences in
model architecture, or whether additional fine-tuning of the cleaning process could
still yield better results.

Llama 2 7B HF demonstrated moderate performance, with before-cleaning
percentages ranging from 21.17% to 24.11%. After the cleaning process, the results
showed improvement, although not as substantial as those observed in Meta Llama
3 8B Instruct. The highest after-cleaning percentage was 49.04% for the Text
Representation Prompt, indicating that while the cleaning process was beneficial,
there is still room for further refinement in query generation.

Mistral 8B Instruct v0.3 showed strong potential, especially in the Text Repre-
sentation Prompt, where the initial executability rate was the highest among all
models at 49.66%. Although the cleaning process did not result in as dramatic
an improvement as seen with Meta Llama 3 8B Instruct, the after-cleaning rates
remained solid across prompts, with a notable 62.36% executability for the Basic
Prompt. This suggests that the Mistral model produces relatively higher-quality
outputs before cleaning, reducing the necessity for extensive post-processing, though
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our methodology still provided meaningful improvements in most cases.
It is important to note that smaller models were employed, which typically do not

generate high-quality results when compared to their larger counterparts. As such,
the low initial number of executable queries aligns with the expectations associated
with these models. However, the marked increase in executability following the
cleaning phase demonstrates the critical role of the methodology in transforming
these outputs into functional SQL queries. Thus, despite initial limitations, the
cleaning procedure proves essential in enhancing the quality of generated queries,
facilitating more reliable data interactions and database operations. This under-
scores the necessity of rigorous post-processing steps, particularly when working
with models that may not inherently produce optimal results.

5.4 Query Version Analysis
n this continuation from the previous discussion on the importance of cleaned SQL
queries, an assessment is made on how various query versions affect the retrieval of
relevant data. The different versions of SQL queries were derived from a cleaning
process aimed at ensuring the queries could be executed effectively. The analysis
focuses on the following three versions:

• Version 1: Queries that retain only the WHERE clause.

• Version 2: Queries with aggregation functions removed, allowing for a
straightforward retrieval of data.

• Version 3: Queries where attributes are matched, projecting only the relevant
columns to minimize unnecessary data retrieval.

This analysis evaluates the effectiveness of these versions based on their ability
to meet the requirements of the original claims and produce accurate results. The
results are summarized in Table 5.4.
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LLM Model Prompt Template Version 1 (%) Version 2 (%) Version 3 (%)

Falcon-7B-Instruct

Basic Prompt 41.05 41.734 54.01
Text Representation Prompt 41.73 43.17 56.08
Code Representation Prompt 41.05 41.46 47.60

OpenAI Demonstration Prompt 34.63 34.76 54.51
Alpaca SFT Prompt 42.90 44.33 50.55

Meta Llama 3 8B Instruct

Basic Prompt 65.16 66.94 69.74
Text Representation Prompt 70.62 66.33 74.32
Code Representation Prompt 69.67 67.90 74.04

OpenAI Demonstration Prompt 68.03 66.73 72.88
Alpaca SFT Prompt 58.33 57.72 75.48

Meta Llama 3.1 8B Instruct

Basic Prompt 54.64 53.62 62.84
Text Representation Prompt 55.74 52.94 61.82
Code Representation Prompt 39.61 38.39 50.00

OpenAI Demonstration Prompt 41.67 40.64 53.76
Alpaca SFT Prompt 48.70 47.60 58.13

Llama 2 7B HF

Basic Prompt 50.82 46.86 60.86
Text Representation Prompt 49.73 48.63 57.24
Code Representation Prompt 47.81 47.27 54.71

OpenAI Demonstration Prompt 39.33 36.32 58.48
Alpaca SFT Prompt 32.92 29.03 62.23

Mistral 8B Instruct v0.3

Basic Prompt 62.70 65.23 68.72
Text Representation Prompt 59.29 50.27 59.01
Code Representation Prompt 55.12 47.81 58.54

OpenAI Demonstration Prompt 51.30 45.63 56.56
Alpaca SFT Prompt 40.84 40.10 62.23

Table 5.4: Comparison of Executability for Different Query Versions Across Each
LLM Model and Prompt Template

The analysis presented in Table 5.4 reveals noteworthy trends in the perfor-
mance of different SQL query versions across various language models and prompt
templates.

Version 1 shows moderate success rates across the models. Among the evaluated
models, Falcon-7B Instruct displays the lowest performance in handling these
queries, indicating its limited capability to process basic WHERE clause queries. In
contrast, Meta Llama 3 8B Instruct achieves the highest success rate, highlighting
its robustness in executing simplified queries. Mistral 8B Instruct and Meta Llama
3.1 8B Instruct, while not surpassing Llama 3, perform considerably well, especially
when using the Basic Prompt. This variation underlines the importance of model
selection based on the nature of the queries to be executed.

Moving to Version 2, there is a slight improvement in success rates across most
models. This suggests that simplifying the queries enhances their executability,
allowing the models to retrieve data without additional complexity introduced
by aggregations. However, the Alpaca SFT Prompt still reflects relatively low
percentages across all models, indicating potential challenges in the underlying
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architecture or training data.
Version 3 demonstrates the highest success rates across the board, particularly in

the case of Meta Llama 3 8B Instruct and Mistral 8B Instruct, where success rates
peak at 79.12% and 68.72%, respectively. This indicates that a more refined query
structure enhances the ability of the models to generate executable queries. The
performance gains seen in this version reaffirm the significance of precise attribute
matching and targeted data retrieval in enhancing query effectiveness.

The observed results can be attributed to the systematic refinement process
applied to the original queries. Each version was generated with the intent to strip
down unnecessary complexity and focus on core elements that enhance execution
success. The removal of aggregation functions in Version 2 reduced cognitive load
on the models, allowing them to concentrate on basic retrieval operations. In
Version 3, the further refinement by projecting only relevant columns ensured that
the models worked with the most pertinent information, leading to significant
improvements in accuracy.

In conclusion, the results highlight the crucial role of query refinement in
optimizing the performance of language models for SQL execution. The differences
in success rates across versions and models suggest that careful consideration of
query structure can lead to more effective retrieval of relevant data, supporting
the objectives of the original claims. Future work should continue to explore these
variations to better understand how model architecture and prompt design can be
tuned for improved SQL generation and execution.

5.5 Query Clustering Results
The clustering of SQL queries into six categories allowed for an analysis of the types
of queries generated and their effectiveness. The categories included SELECT,
WHERE, DISTINCT, AGG, GROUP BY, and HAVING queries.

As seen in Figure 5.2, the WHERE and SELECT categories are the most
prominent across all models, which indicates that the majority of the generated
queries focus on selecting data and applying conditions for data retrieval. The
WHERE category has particularly high counts in the Falcon-7B-Instruct model
with 1,034 queries, showing its dominance in generating condition-based queries.
This is followed by the Mistral-7B-Instruct-v0.3 model (730 queries) and the
Llama-3.1-8B-Instruct model (726 queries), all demonstrating strong capabilities in
formulating conditional queries.

In the SELECT category, the Llama-2-7b-hf model leads with 619 queries,
followed by Falcon-7B-Instruct (385 queries) and Mistral-7B-Instruct-v0.3 (212
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Figure 5.2: Distribution of SQL Queries Across Categories

queries). The high count for Llama-2-7b-hf indicates that a significant number
of its generated queries contain only the SELECT clause, suggesting a tendency
toward generating simpler or more naive queries without additional conditions,
such as WHERE. This could reflect a preference for generating straightforward
queries rather than more complex or context-specific SQL structures.

In contrast, the DISTINCT, AGG, GROUP BY, and HAVING categories
are much less frequent across most models, indicating that these more advanced
SQL constructs are rarely generated. The Mistral-7B-Instruct-v0.3 model
stands out for generating 282 AGG queries and 159 HAVING queries, which is
significantly higher than the output of other models like Meta-Llama-3-8B-Instruct
and Llama-2-7b-hf, which generated very few such queries.

The None category, which includes faulty SQL queries that do not contain
any recognizable SQL constructs, shows significant variation across models. The
Meta-Llama-3-8B-Instruct model recorded the highest number of faulty queries
(270), indicating that many queries did not conform to standard SQL syntax or
structure. However, the Mistral-7B-Instruct-v0.3 model had the lowest count (11),
showing that it was the most consistent in producing syntactically correct queries.
Falcon-7B-Instruct also demonstrated strong reliability with only 31 faulty queries,
reinforcing its overall high performance.

In conclusion, while all models show a strong tendency toward generating basic

33



Results & Discussion

queries (WHERE and SELECT), the Mistral-7B-Instruct-v0.3 model stands
out for its enhanced ability to handle more complex SQL constructs such as
AGG and HAVING. The Falcon-7B-Instruct model, with the highest number
of queries overall in key categories like WHERE and SELECT, demonstrated
the greatest versatility in SQL query generation. Despite these strengths, the
presence of faulty queries in the None category across models indicates areas
where further optimization is needed to minimize faulty query generation. These
results demonstrate varying levels of performance across models and highlight the
potential of models like Mistral for more complex SQL tasks, while others, such as
Falcon, focused on basic SQL query generation as appropriate for their context.
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5.6 Evaluation with QATCH
To analyze the performance of the SQL queries generated by the models, the
QATCH evaluation metrics were used, providing detailed insights into the precision,
recall, and correctness of the generated SQL queries. The results are presented
across the five models—Mistral-7B, Meta-Llama-3-8B, Meta-Llama-3.1-8B, Llama-
2-7B, and Falcon-7B—using the five prompt templates mentioned previously.

5.6.1 Cell Precision
In this subsection, the Cell Precision of SQL queries generated by the models across
the five prompt templates is evaluated. Cell Precision measures the accuracy of
the retrieved cells in comparison to the expected results. The performance of each
model under the five templates is detailed in Table 5.5.

LLM Model Prompt Template Original Version 1 Version 2 Version 3

Falcon-7B-Instruct

Basic Prompt 0.0082 0.0082 0.0083 0.0477
Code Representation Prompt 0.0105 0.0105 0.0105 0.0512

OpenAI Demonstration Prompt 0.0016 0.0016 0.0016 0.0618
Alpaca SFT Prompt 0.0020 0.0020 0.0020 0.0331

Text Representation Prompt 0.0056 0.0056 0.0038 0.0546

Meta-Llama-3-8B-Instruct

Basic Prompt 0.029 0.029 0.0290 0.05
Code Representation Prompt 0.0474 0.0498 0.0544 0.132

OpenAI Demonstration Prompt 0.0280 0.0280 0.03207 0.07
Alpaca SFT Prompt 0.0397 0.0402 0.0518 0.144

Text Representation Prompt 0.020 0.0214 0.0250 0.062

Meta-Llama-3.1-8B-Instruct

Basic Prompt 0.0329 0.0324 0.0344 0.106
Code Representation Prompt 0.0242 0.0276 0.0292 0.163

OpenAI Demonstration Prompt 0.0351 0.0355 0.0422 0.148
Alpaca SFT Prompt 0.0318 0.0328 0.0368 0.149

Text Representation Prompt 0.025 0.0259 0.0298 0.118

Llama-2-7B-HF

Basic Prompt 0.0159 0.0173 0.0150 0.0554
Code Representation Prompt 0.0265 0.0257 0.0275 0.0720

OpenAI Demonstration Prompt 0.0160 0.0171 0.0165 0.0673
Alpaca SFT Prompt 0.0053 0.0053 0.0052 0.0526

Text Representation Prompt 0.0171 0.0163 0.0152 0.0638

Mistral-7B-Instruct-v0.3

Basic Prompt 0.0362 0.0375 0.0363 0.0579
Code Representation Prompt 0.0462 0.0513 0.0517 0.1380

OpenAI Demonstration Prompt 0.0368 0.0391 0.0465 0.1507
Alpaca SFT Prompt 0.0279 0.0312 0.0328 0.1657

Text Representation Prompt 0.0347 0.0380 0.0413 0.1258

Table 5.5: Cell Precision Scores Across Models, Versions and Prompt Templates

The Falcon-7B-Instruct model exhibits consistently low Cell Precision across
all templates, with the highest score of only 4.77% achieved in Version 3 using
the Basic Prompt. In contrast, the Meta-Llama-3-8B-Instruct model demonstrates
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better performance, particularly in Version 3 of the Code Representation Prompt,
where it reaches 13.2%. This indicates a more effective retrieval of the expected
cells compared to its predecessors.

The Meta-Llama-3.1-8B-Instruct model shows promising results, especially in
Version 3 of the Code Representation Prompt, achieving 16.3%. This model also
excels in the Basic Prompt, obtaining a score of 10.6%. These results reflect an
improved capability to retrieve accurate data compared to the earlier versions.

The Llama-2-7B-HF model presents moderate Cell Precision scores, peaking at
7.20% in Version 3 with the Code Representation Prompt. However, it shows a
lack of results for the Alpaca SFT Prompt across all versions.

The Mistral-7B-Instruct-v0.3 model achieves notable improvements, particularly
in Version 3 of the OpenAI Demonstration Prompt, where it attains a Cell Precision
of 15.07

Overall, the results indicate a trend of improvement in Cell Precision across
the later versions of the models, especially with the Code Representation and
OpenAI Demonstration prompts. The variation in performance suggests that the
choice of prompt template significantly influences the models’ ability to retrieve
accurate cell data. Notably, the highest precision scores achieved in Version 3 reflect
the models’ enhanced capabilities in understanding and generating SQL queries,
pointing towards a positive trajectory in model performance and the effectiveness
of prompt engineering.

5.6.2 Cell Recall
In this subsection, the Cell Recall evaluation is presented. Cell Recall measures how
complete the query results are by assessing the proportion of correctly retrieved
cells relative to all relevant cells. Table 5.6 shows the performance of each model
with the five different prompt templates.

The results indicate notable variations across different models and prompt tem-
plates. For instance, The Meta-Llama-3-8B-Instruct model performs particularly
well, achieving 50.99% recall with the Code Representation Prompt in Version
3. Similarly, Meta-Llama-3.1-8B-Instruct improves steadily, with its Alpaca SFT
Prompt reaching 44.4% and the OpenAI Demonstration Prompt at 36.60%.

The Falcon-7B-Instruct model, though starting with lower scores, improves
significantly with the Basic Prompt (25.83% in Version 3), demonstrating the
potential for models with initially low performance to benefit from prompt tuning.
The Mistral-7B-Instruct-v0.3 model also shows strong results, with its OpenAI
Demonstration Prompt reaching 49.97%.

While the Alpaca SFT Prompt generally underperforms, requiring further
refinement, overall trends suggest that optimized prompt strategies significantly
boost Cell Recall across models.
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LLM Model Prompt Template Original Version 1 Version 2 Version 3

Falcon-7B-Instruct

Basic Prompt 0.0375 0.0375 0.0387 0.2583
Code Representation Prompt 0.0318 0.0318 0.0318 0.1532

OpenAI Demonstration Prompt 0.0056 0.0056 0.0056 0.2456
Alpaca SFT Prompt 0.0071 0.0071 0.0071 0.1055

Text Representation Prompt 0.0045 0.0045 0.0036 0.1661

Meta-Llama-3-8B-Instruct

Basic Prompt 0.0705 0.0707 0.0749 0.2173
Code Representation Prompt 0.0744 0.0789 0.097 0.5099

OpenAI Demonstration Prompt 0.0393 0.0393 0.0482 0.281
Alpaca SFT Prompt 0.0389 0.04 0.0544 0.4393

Text Representation Prompt 0.0253 0.026 0.0395 0.227

Meta-Llama-3.1-8B-Instruct

Basic Prompt 0.0497 0.0512 0.0540 0.3162
Code Representation Prompt 0.0245 0.0285 0.0311 0.3617

OpenAI Demonstration Prompt 0.0359 0.0364 0.0424 0.3660
Alpaca SFT Prompt 0.0493 0.0503 0.0555 0.444

Text Representation Prompt 0.0308 0.0313 0.0354 0.3401

Llama-2-7B-HF

Basic Prompt 0.0446 0.0498 0.0448 0.2483
Code Representation Prompt 0.0521 0.0523 0.0542 0.2989

OpenAI Demonstration Prompt 0.0379 0.0413 0.0442 0.2734
Alpaca SFT Prompt 0.0115 0.0138 0.0111 0.2787

Text Representation Prompt 0.0329 0.0349 0.0351 0.2895

Mistral-7B-Instruct-v0.3

Basic Prompt 0.0989 0.0992 0.0968 0.2737
Code Representation Prompt 0.0422 0.0442 0.0533 0.4640

OpenAI Demonstration Prompt 0.0535 0.0560 0.0687 0.4997
Alpaca SFT Prompt 0.0366 0.0407 0.0434 0.4671

Text Representation Prompt 0.0437 0.0451 0.0607 0.4453

Table 5.6: Cell Recall Scores Across Models and Prompt Templates

5.6.3 Tuple Cardinality

In this subsection, the performance of the models in terms of Tuple Cardinality is
assessed. This metric evaluates the number of tuples (rows) returned by the query
compared to the expected number of tuples. The results are summarized in Table
5.7.

The results reveal a diverse performance landscape across the models and
prompt templates. The Meta-Llama-3-8B-Instruct model demonstrates consistent
performance across versions, particularly with the Basic Prompt, where the score
rises from 31.10% in the Original version to 34.90% in Version 3. However, for
the Code Representation Prompt, the Tuple Cardinality drops from 23.74% in the
Original to 18.77% in Version 3, indicating some challenges with tuple retrieval
using this prompt.

The newer Meta-Llama-3.1-8B-Instruct model shows a mix of improvement
and fluctuation. For example, with the Basic Prompt, it rises from 20.33% in
the Original version to 24.67% in Version 3. Conversely, the Code Representation
Prompt displays more modest progress, increasing slightly from 14.14% to 17.82%
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LLM Model Prompt Template Original Version 1 Version 2 Version 3

Falcon-7B-Instruct

Basic Prompt 0.1080 0.1080 0.1062 0.2161
Code Representation Prompt 0.1734 0.1734 0.1691 0.2642

OpenAI Demonstration Prompt 0.0498 0.0498 0.0463 0.1929
Alpaca SFT Prompt 0.3313 0.3313 0.3268 0.4076

Text Representation Prompt 0.1813 0.1813 0.1655 0.2795

Meta-Llama-3-8B-Instruct

Basic Prompt 0.3110 0.3100 0.3150 0.3490
Code Representation Prompt 0.2374 0.2439 0.1669 0.1877

OpenAI Demonstration Prompt 0.2716 0.2747 0.1869 0.2487
Alpaca SFT Prompt 0.1606 0.1677 0.1092 0.1689

Text Representation Prompt 0.2985 0.3002 0.2127 0.2730

Meta-Llama-3.1-8B-Instruct

Basic Prompt 0.2033 0.2041 0.1832 0.2467
Code Representation Prompt 0.1414 0.1393 0.0825 0.1782

OpenAI Demonstration Prompt 0.1611 0.1604 0.1128 0.1867
Alpaca SFT Prompt 0.1657 0.1654 0.1241 0.1753

Text Representation Prompt 0.2313 0.2299 0.1465 0.2024

Llama-2-7B-HF

Basic Prompt 0.2840 0.2966 0.2833 0.3632
Code Representation Prompt 0.1918 0.1958 0.1882 0.2616

OpenAI Demonstration Prompt 0.2220 0.2406 0.2023 0.2948
Alpaca SFT Prompt 0.1029 0.1089 0.1183 0.2333

Text Representation Prompt 0.2455 0.2476 0.2277 0.3192

Mistral-7B-Instruct-v0.3

Basic Prompt 0.2589 0.2614 0.3009 0.3266
Code Representation Prompt 0.1926 0.2230 0.1092 0.1642

OpenAI Demonstration Prompt 0.1782 0.2078 0.1019 0.1632
Alpaca SFT Prompt 0.0713 0.0719 0.0546 0.1519

Text Representation Prompt 0.2379 0.2682 0.1109 0.1496

Table 5.7: Tuple Cardinality Scores Across Models and Prompt Templates

between versions.
In contrast, the Falcon-7B-Instruct model presents significant improvement,

particularly with the Alpaca SFT Prompt, where it jumps from 33.13% in the
Original version to a high of 40.76% in Version 3. The Basic Prompt also shows a
sharp rise, from 10.80% in the Original to 21.61% in Version 3, demonstrating the
model’s growing tuple retrieval capacity.

A general trend observed is that most models show improved Tuple Cardinality
as the prompt templates evolve from the Original to Version 3. The performance
fluctuation among different prompt templates highlights the significance of effective
prompt selection to enhance tuple retrieval capabilities in SQL query generation.

5.6.4 Tuple Constraint
In this subsection, the focus is on Tuple Constraint, which evaluates how well the
returned tuples adhere to the constraints or conditions specified in the query. Table
5.8 provides the performance results of the models.

The Falcon-7B-Instruct model consistently exhibits low scores, with the Basic
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LLM Model Prompt Template Original Version 1 Version 2 Version 3

Falcon-7B-Instruct

Basic Prompt 0.0037 0.0037 0.0037 0.0055
Code Representation Prompt 0.0000 0.0000 0.0000 0.0022

OpenAI Demonstration Prompt 0.0000 0.0000 0.0000 0.0070
Alpaca SFT Prompt 0.0000 0.0000 0.0000 0.0021

Text Representation Prompt 0.0000 0.0000 0.0000 0.0036

Meta-Llama-3-8B-Instruct

Basic Prompt 0.0030 0.0030 0.0030 0.0080
Code Representation Prompt 0.0081 0.0081 0.0081 0.0349

OpenAI Demonstration Prompt 0.0029 0.0029 0.0029 0.0186
Alpaca SFT Prompt 0.0013 0.0013 0.0013 0.0195

Text Representation Prompt 0.0028 0.0028 0.0028 0.0118

Meta-Llama-3.1-8B-Instruct

Basic Prompt 0.0017 0.0017 0.0026 0.0168
Code Representation Prompt 0.0000 0.0000 0.0000 0.0298

OpenAI Demonstration Prompt 0.0000 0.0000 0.0000 0.0172
Alpaca SFT Prompt 0.0074 0.0074 0.0074 0.0471

Text Representation Prompt 0.0060 0.0060 0.0060 0.0196

Llama-2-7B-HF

Basic Prompt 0.0000 0.0000 0.0000 0.0032
Code Representation Prompt 0.0009 0.0009 0.0018 0.0090

OpenAI Demonstration Prompt 0.0000 0.0000 0.0008 0.0089
Text Representation Prompt 0.0000 0.0000 0.0000 0.0058

Alpaca SFT Prompt 0.0000 0.0000 0.0000 0.0081

Mistral-7B-Instruct-v0.3

Basic Prompt 0.0034 0.0034 0.0034 0.0074
Code Representation Prompt 0.0075 0.0075 0.0075 0.0516

OpenAI Demonstration Prompt 0.0043 0.0043 0.0043 0.0553
Alpaca SFT Prompt 0.0080 0.0080 0.0080 0.0378

Text Representation Prompt 0.0066 0.0066 0.0066 0.0557

Table 5.8: Tuple Constraint Scores Across Models and Prompt Templates

Prompt achieving 0.37% in the Original version, increasing slightly to 0.55% in
Version 3. Other prompts for this model remain at 0.00% in the Original version,
reflecting limited effectiveness in meeting tuple constraints.

In contrast, the Meta-Llama-3-8B-Instruct model shows a more notable improve-
ment, particularly with the Code Representation Prompt, where the score rises
from 0.81% in the Original version to 3.49% in Version 3. Similarly, the OpenAI
Demonstration Prompt and Alpaca SFT Prompt show significant improvements
from their low initial values, with Alpaca SFT reaching 1.95% and 1.86% for the
OpenAI Demonstration Prompt in Version 3.

The Meta-Llama-3.1-8B-Instruct model also demonstrates substantial gains in
later versions. With the Alpaca SFT Prompt, the score starts at 0.74% in the
Original version and rises to 4.71% in Version 3, making it one of the strongest
performers for this task. The Basic Prompt also shows consistent improvement
across versions, reaching 1.68% in Version 3.

For the Llama-2-7B-HF model, results remain low across the board, with minimal
gains across the prompt templates. The highest improvement is seen with the Code
Representation Prompt, increasing from 0.09% in the Original version to 0.90% in
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Version 3.
Finally, the Mistral-7B-Instruct-v0.3 model displays noticeable variability across

prompt templates, with the Code Representation Prompt showing a strong in-
crease from 0.75% to 5.16%. The OpenAI Demonstration Prompt also improves
significantly, reaching 5.53% in Version 3.

The low scores across most models suggest that they struggle to generate query
results that fully comply with the conditions specified in the SQL queries. In
practical terms, this means that even when the models return data, much of it
does not satisfy the essential filtering or constraint conditions of the queries. This
is a significant limitation, as it undermines the reliability of the generated SQL
in real-world applications, where correct adherence to query constraints is crucial
for accurate data retrieval and fact verification. Despite some improvements in
later versions, especially for models like Meta-Llama-3 and 3.1, the overall low
scores highlight the need for further refinement of these models to ensure they can
consistently generate results that meet specified conditions

5.6.5 Tuple Order
Lastly, the evaluation of Tuple Order is presented. This metric checks if the tuples
are returned in the expected order. Table 5.9 summarizes the results for the five
models using different prompt templates.

The performance of the models shows notable variations across the different
versions of queries. While the original queries produced varying results, Version 3
stands out with significantly improved scores. Version 3 consists of queries that
match attributes and project only the relevant columns, effectively minimizing
unnecessary data retrieval. This focused approach allows the models to better align
with the expected order of tuples, leading to higher accuracy in tuple ordering.

For instance, in the Falcon-7B-Instruct model, the Basic Prompt yields 10.83%
in the Original version, but this dramatically increases to 50.28% in Version 3.
Such an improvement suggests that by projecting only the necessary attributes,
the model can better manage the ordering of results as it has less irrelevant data
to contend with.

Similarly, the Meta-Llama-3-8B-Instruct model demonstrates a progression from
27.20% with the Basic Prompt in the Original version to 48.81% in Version 3. This
indicates that the refined query structure in Version 3 enables the model to focus
on the essential data, enhancing its ability to return tuples in the correct order.

The Llama-3.1-8B-Instruct model also shows notable improvements, moving
from 16.10% with the Basic Prompt in the Original version to 47.17% in Version
3. This improvement illustrates how the focused approach in Version 3 enhances
the model’s performance in tuple ordering by prioritizing relevant attributes and
reducing the processing of irrelevant data.
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LLM Model Prompt Template Original Version 1 Version 2 Version 3

Falcon-7B-Instruct

Basic Prompt 0.1083 0.1083 0.1083 0.5028
Code Representation Prompt 0.1443 0.1443 0.1421 0.4967

OpenAI Demonstration Prompt 0.0387 0.0387 0.0369 0.5026
Alpaca SFT Prompt 0.2080 0.2090 0.2059 0.4979

Text Representation Prompt 0.1168 0.1168 0.1078 0.5000

Meta-Llama-3-8B-Instruct

Basic Prompt 0.2720 0.2720 0.2810 0.4895
Code Representation Prompt 0.1875 0.1915 0.1626 0.4879

OpenAI Demonstration Prompt 0.1886 0.1907 0.1593 0.4871
Alpaca SFT Prompt 0.1193 0.1240 0.1071 0.4993

Text Representation Prompt 0.2152 0.2173 0.1852 0.4784

Meta-Llama-3.1-8B-Instruct

Basic Prompt 0.1610 0.1635 0.1550 0.4717
Code Representation Prompt 0.1027 0.1051 0.0785 0.4348

OpenAI Demonstration Prompt 0.1218 0.1228 0.1024 0.4623
Alpaca SFT Prompt 0.1283 0.1292 0.1115 0.4870

Text Representation Prompt 0.1638 0.1647 0.1280 0.4556

Llama-2-7B-HF

Basic Prompt 0.2127 0.2230 0.2127 0.4952
Code Representation Prompt 0.1580 0.1607 0.1580 0.4928

OpenAI Demonstration Prompt 0.1548 0.1677 0.1532 0.4935
Alpaca SFT Prompt 0.0746 0.0798 0.0827 0.4978

Text Representation Prompt 0.1672 0.1705 0.1614 0.4901

Mistral-7B-Instruct-v0.3

Basic Prompt 0.2507 0.2520 0.2728 0.4866
Code Representation Prompt 0.1379 0.1535 0.0985 0.4490

OpenAI Demonstration Prompt 0.1307 0.1480 0.1013 0.4727
Alpaca SFT Prompt 0.0716 0.0760 0.0694 0.5000

Text Representation Prompt 0.1631 0.1797 0.1015 0.4436

Table 5.9: Tuple Order Scores Across Models and Prompt Templates

The Llama-2-7B-HF model reflects a similar trend, with the Basic Prompt scoring
21.27% in the Original version, increasing to 49.52% in Version 3. Again, this
improvement can be attributed to the model’s refined focus on relevant attributes,
streamlining the data it processes.

Lastly, the Mistral-7B-Instruct-v0.3 model also exhibits increased accuracy,
starting at 25.07% with the Basic Prompt and rising to 48.66% in Version 3. This
consistency across models highlights the effectiveness of the attribute matching
and focused projection employed in Version 3.

In contrast, Versions 1 and 2 did not yield significant increases in performance.
Version 1 retains only the WHERE clause, which may limit the model’s context
and ability to effectively retrieve and order data. Meanwhile, Version 2 removes
aggregation functions, yet still lacks the focused attribute matching present in
Version 3. As a result, these earlier versions did not sufficiently streamline the
data retrieval process, leading to less dramatic improvements in tuple ordering
compared to Version 3.

In summary, while the original queries yielded varied performance, the shift to
Version 3 resulted in significant improvements in maintaining the expected order of
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tuples. By prioritizing relevant attributes and minimizing extraneous data, these
queries allowed the models to enhance their performance in tuple ordering tasks.

5.6.6 Discussion
The evaluation of the SQL queries generated by various models using the QATCH
metrics reveals both strengths and weaknesses in performance. Among the models
tested, Meta-Llama-3-8B-Instruct, Llama-3.1-8B-Instruct, and Mistral-7B-Instruct-
v0.3 stood out as the most promising, particularly in Version 3, where they
demonstrated notable improvements across several metrics.

For instance, Meta-Llama-3-8B achieved significant gains in both Cell Recall
and Tuple Order, indicating its enhanced ability to accurately retrieve relevant
data while maintaining the correct ordering of results. Similarly, the Llama-3.1-
8B-Instruct model showed marked improvement in Tuple Order in Version 3,
which suggests its capability to effectively manage and organize retrieved data.
Meanwhile, the Mistral-7B-Instruct-v0.3 model demonstrated robust performance
in Tuple Cardinality and Tuple Constraint, showcasing its potential for effective
data retrieval and adherence to specified conditions.

In contrast, earlier versions—Version 1, which retains only the WHERE clause,
and Version 2, which removes aggregation functions—did not yield significant
improvements. These limitations suggest that while the initial queries laid a
foundational understanding of SQL generation, they lacked the focused attribute
matching and streamlined retrieval processes seen in Version 3.

While the results of this evaluation indicate progress, they also highlight that
the overall performance remains unsatisfactory in many areas. The modest im-
provements achieved suggest that further refinements in prompting strategies and
model training are crucial for enhancing the accuracy and reliability of SQL queries.

Nonetheless, these findings represent a valuable step forward in the ongoing
research into SQL generation by language models. The insights gained here will
inform future efforts, guiding enhancements to both model architectures and
prompting techniques. As we build on this foundation, there is potential for
more effective SQL generation in subsequent iterations, ultimately advancing our
understanding of how to leverage language models for complex data retrieval tasks.
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Conclusion

This research has undertaken a comprehensive investigation into the generation of
SQL queries and the extraction of facts from tabular data, aiming to contribute to
the development of more efficient and accurate methodologies in this area. While
the overall results did not meet our initial expectations, they provided valuable
insights into the complexities involved in SQL generation. Notably, certain models,
versions, and prompting techniques exhibited better performance, demonstrating
the potential for refinement and optimization in future studies.

The variability in outcomes highlights the challenges inherent in generating
accurate SQL queries, particularly when dealing with diverse datasets and query
complexities. However, the instances of improved performance underscore the
importance of specific configurations and methodologies, which could serve as
effective foundations for further exploration. For instance, certain language models
showed a greater capacity for understanding SQL syntax and semantics, suggesting
that leveraging more advanced architectures might yield more consistent results.

Furthermore, the research indicates that the choice of prompts plays a critical
role in the quality of the generated SQL queries. Some prompting techniques led
to better metrics, emphasizing the need for strategic approaches when formulating
input for language models. This finding suggests that future research could benefit
from a focused examination of prompt engineering, aiming to uncover best practices
that maximize the effectiveness of SQL generation.

While this study laid the groundwork for effective SQL generation and fact
extraction from tabular data, several areas warrant further exploration to enhance
applicability and performance. One key area involves expanding retrieval criteria
beyond simply obtaining entire pages; developing methodologies that allow for
the retrieval of specific tables or parts of tables would enable more precise and
contextually relevant SQL queries. This refinement could significantly improve the
effectiveness of the fact extraction process by narrowing the scope of retrieved data
to more pertinent information.
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Another potential direction for future studies is the utilization of larger language
models, particularly those with parameter counts exceeding 8 billion. Such models
may better capture complex patterns in the data, leading to improved understanding
of SQL syntax and semantics. The use of more advanced models could enhance the
quality and accuracy of the generated SQL queries, providing a richer foundation
for fact extraction.

A comprehensive evaluation framework is essential for assessing the quality of
generated SQL queries. Future research could incorporate additional metrics that
go beyond measuring execution success, including assessments of semantic accuracy
and performance efficiency. Additionally, using large language models (LLMs) to
verify generated SQL queries against expected outcomes could serve as a robust
validation mechanism, ensuring both the reliability and utility of the queries.

Incorporating non-structured data into the SQL generation process is another
promising research avenue. Methods that effectively process and extract relevant
information from non-structured sources, such as text documents or web content,
would expand the versatility of SQL generation. This integration would allow for a
more holistic approach to data analysis, enabling insights that span both structured
and unstructured datasets.

Finally, real-world applications and scalability should be a focus for future
research. Conducting case studies across various domains—such as healthcare,
finance, and education—would provide valuable feedback on the practical use
of SQL generation techniques. Additionally, evaluating the scalability of these
solutions is essential to ensure they can handle larger datasets and more complex
SQL queries. Optimizing these techniques for performance in real-world scenarios
would further enhance their practical value.

In summary, while the results of this study are not wholly encouraging, they
reveal critical insights and opportunities for advancement in SQL generation.
By focusing on the successful models and prompting strategies identified, future
research can strive for greater performance metrics and reliability, contributing to
the evolving landscape of data analysis and automated query generation. Addressing
the limitations faced in this study and building upon the promising results could
lead to more robust and flexible data analysis solutions, ultimately paving the way
for further investigation into SQL generation and fact extraction.
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