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CHAPTER 1

Abstract

The human-machine interaction through audio interface, has gained a lot of attention

in recent years. Many applications, like ”Google Assistant”, ”Amazon Alexa”, ”Siri”,

are nowadays everywhere in the world and work only through vocal interaction. The

motivation of the abrupt diffusion of these systems is the ease of accessing the func-

tionalities of such devices through the natural voice. The trend for the future seems to

be a pervasive diffusion of these systems.

Typically, a small local device is responsible for collecting the audios and transmits

them to a remote server, where a complex system, able to translate the audio into

actions, is implemented. An enabling factor, for a correct implementation of this

paradigm, has been represented by Keyword Spotting (KWS). KWS are applications

that mount on the local device and act as a filter, forwarding to the cloud only the

audios that are valuable. The principle through which these systems work is based on

the spotting of an activation word. When a KWS recognizes the activation word, it

activates the remote application and begin the communication of the request of the

user. The practice of implementing KWS is an enabling factor for drastically reducing

the power consumption.

KWS applications are implemented locally over edge devices like MCUs. They

are composed of two stages, a Feature Extraction (FE) stage that is responsible for

performing spectral analysis over the input and of a classification stage that is usually

implemented through a deep learning model. Implementing both these stages inside a

limit resources device like MCUs, is a challenging operation for the correct deployment

of a KWS application.

For this reason, many optimizations have been proposed in the literature. In recent

years, a lot of attention has been put in dynamic re-configuration of deep learning mod-

els, over their implementation in edge devices. These works are very promising. The

flexibility that is guaranteed by dynamic systems is much more suitable with respect

to static techniques, at least on edge devices. In particular, dynamic systems are able

to provide, when needed, high accuracy and when necessary, low power consumption.

However, these solutions cannot be applied to KWS ecosystem. This, due to the fact

that both the feature extraction stage and the deep learning model contribute equally

1
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to the consumption of the resources of a device. Optimizing only the deep learning

model may lead to only partial benefits for the entire system.

In this contest, the thesis wants to propose one of the first example of a dynamic

KWS system, with the emphasis of optimizing both the stages that constitute a KWS

application. Far from proposing an optimal solution, the thesis aims at introducing

the concept of full dynamic optimization in the KWS ecosystem. The hope is that in

the future, more literature could benefit from this thesis.

The thesis proposes a dynamic power-driven system: FDO, that is able to provide a

configuration of SotA accuracy (91.87%) and a configuration of low power consumption,

that is able to spare half the power consumption with respect to the high accuracy

configuration.

The thesis also proposes an input-driven system that is built upon FDO: AdaptFDO.

The system is able to provide a pareto curve of possible run time configurations, each of

them being a trade-off between latency and accuracy. The power savings, with respect

to the high accuracy configuration, range from x1.14 to x1.41, while providing a small

loss in terms of accuracy.



CHAPTER 2

Introduction

Overview

The presence in the market, of small electronic devices like IoT nodes, has increased out

of proportion in recent years. Devices like smart TVs, smartphones, smartwatches, and

virtual assistants are nowadays everywhere. One of the trends that group together all

these devices, is the implementation of vocal assistants. Some notorious example are:

”Google Assistant”, ”Siri”, ”Amazon Alexa”. The ease of communicating with such

devices through the voice is the leading reason of the abrupt diffusion of these systems.

Also, the expectation for the future is that audio interfaces will be more and more

diffuse in the world. Historically, these audio recognition applications are composed of

two sub-systems: a remote one, where a Large Vocabulary Speech Recognition (LVSR)

is implemented, and a local one that is responsible for the acquisition of the audio input

and for transmitting the signal to the remote side. This implementation paradigm,

however, leads to major drawbacks. Due to their ’always-on’ nature, these systems

generate high values of power consumption, given the fact that the audio must be

constantly transmitted to the cloud, in order to recognize it. In addition, the constant

flux of data may result in personal information that arrive unauthorized to the cloud.

In the practice, most of the time, no words are spoken, and the remote system is

actually performing computationally expensive operations over no valuable input data.

Following the principle of optimizing the most common case scenario, keyword

spotting (KSW) is introduced.

Keyword Spotting Systems

KSW is the process of identifying some specific words among those pronounced by a

user. In a typical scenario the user pronounces an ’activation word’ to a device, the

device captures the word through the microphone, elaborate the information and if the

activation word is recognized, it begins the communication with the cloud and activates

the complete LVSR system. The process of KSW is nowadays typically executed locally:

this means that all the tasks that are required by such an application must run in the

same hardware. Some common solutions are MCUs and ASICs. KSW systems act

3
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Table 2.1: STM board platforms

Board Frequency Sram Flash

STM32L475 80 MHz 128 KBytes 1Mbytes

STM32F401 84 MHz 96 Kbytes 512 Kbytes

STM32F405 168 MHz 192 Kbytes 1 Mbyte

Table 2.2: Model Size classification after compression. Source: [1].

Size Memory occupation

Small 80 KBytes

Medium 300 KBytes

Large 500 KBytes

then like filters: they redirect only the meaningful information to the cloud, avoiding

sending unnecessary data. This paradigm leads to major benefits:

• User experience: since KSW is implemented locally, the response time is short.

Thus, the device is able to give fast feedback to the user.

• Privacy : since only some communications are redirected to the server (where the

complete system is implemented), more privacy is guaranteed to the user.

• Network congestion and reduce power consumption: KSW behaves like a filter that

transmit to the cloud only the data that are meaningful. Neglecting the practice

of KSW means having a constant stream of data that flows from the microphone

to the cloud, even if it is not necessary.

Most of the KSW applications proposed in the literature are composed of a Fea-

ture Extraction (FE) stage, in which the raw input audio is ’refined’ and of a deep

learning model, that is able to correctly classify the elaborated audio. Implementing

an application that contains a feature extraction stage and a deep learning model, on

a small resources’ device like an MCU is a challenging operation. Table 2.1 shows the

characterization of some STM boards. The resources are in all cases limited. On the

contrary, deep learning models are complex and expensive structures in terms of mem-

ory occupation and execution time. A typical model could contain 40,000 parameters

or even more and the execution time is directly dependent on the number of inter-

nal parameters. It is then imperative to find optimizations able to improve the KSW

pipeline, in terms of power consumption, latency time and memory occupation.

The first solutions that were able to fit a deep learning model inside a microcon-

troller, refer to the compression of the model using techniques such as pruning and

quantization. In 2.2 we can see a classification of the model, after being reduced,

according to the memory occupation. The classification is based on the work of [1].

Following the trend of considering the model much more computational expensive with

respect to the FE stage, the vast majority of the State-of-the-art (SotA) optimizations

in the literature, improves the KSW pipeline acting over the deep learning model. For
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what concern large deep learning model (memory occupation ≥ 500Kbytes), the in-

ference stage is responsible for most of the operations of the entire pipeline. These

optimizations have a huge impact over the entire system. However, [3] shows that for

small and medium models (≤ 300Kbytes), the latency and consequently the power con-

sumption of the FE is comparable with the one of the inference stage. The literature

showed that we reach a point, in the model’s optimization, in which both the stages

contribute equally to the consumption of resources of a MCUs. In this scenario, it be-

comes a necessity to optimize the entire pipeline. Some works managed successfully

to optimize the entire pipeline in hardware, for example [4] and [5]. However, these

works focus their target on ASICs. The thesis wants to propose a system for MCUs,

for their higher flexibility. Studies that propose a full optimization at the algorithmic

level are very rare. Moreover, the approach of the majority of the literature is static,

in the sense that the configuration of the system is fixed and is not able to change

during the execution of the application. A static approach may be suitable for appli-

cations in which there are not strict constraints over the hardware resources. However,

MCUs and ASICs are usually alimented by batteries, making the power optimization

a primary metric to take in consideration in these systems.

The rationale behind dynamic systems is that, not all the time we need the maximum

possible performances for the system. Most of the time, correct executions can be

made with less resources, and only sometimes the full potentiality of the application is

required. For this reason, dynamic systems usually provide better profile in terms of

power consumption; thus, increasing the battery life cycle of the devices in an important

way. For the purposes of the thesis, two types of dynamic systems are evaluated:

• Power-driven. These types of systems modify the complexity of the operations,

according to the power consumption generated.

• Input-driven. These systems modify the complexity of the operations, according

to the complexity of the input.

Actually, some dynamic approaches have been proposed in the literature in the

recent years, for reducing the power consumption of the deep learning model. Examples

of this approach are [10]-[13]. The problem of these works is that they cannot be easily

imported in the KSW ecosystem. This because an optimization of only the model leads

to partial overall benefits, since also the FE stage contributes to the power consumption.

Personal Contribution and Major Results

In this context the thesis shines at his best, at proposing two dynamic approaches: Full

Dynamic Optimization (FDO) and Adapt Full Dynamic Optimization (AdaptFDO),

being the second a more refined and complex version of the first one.

The primary goal of FDO is to provide two configurations for a KSW application, one

with high accuracy and high power consumption and one with low power consumption,

at the expense of accuracy. Such a power-driven configuration is particularly useful

because many devices that implement KSW are powered by small batteries. In this
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condition, it may be preferable to use the high performance configuration when the

battery is charged and switch to the low power configuration when the battery is out

of charge; in that case, maintaining the system alive becomes more important that

providing high accuracy. FDO is able to switch in between the 2 states at run-time.

In addition, the low power configuration has been optimized, at algorithmic level, on

both FE and deep learning model, making this configuration a rare example in the

literature.

The fast configuration of FDO is able to execute the FE and the inference in 108.4ms

with an accuracy of 91.87%. The opposite configuration generates results in 53.9ms

and presents an accuracy of 77.63%. The inference time drops to half, with respect

to the high accuracy configuration. This means that also the power consumption is

halved. It’s a very important result, given that the majority of the application of

KSW are implemented in battery-driven devices; making the power consumption one

of the primary parameters to optimize. On the other side, 77.63% of accuracy is pretty

low. However, in a condition of low State of Charge (SoC) of the battery, it is more

important to extend the battery life as much as possible, also at the expense of an

important loss in terms of accuracy.

The motivation that brings to life AdaptFDO is the low accuracy of the low power

state of the FDO system. With respect to the SotA, that accuracy is far from optimal.

AdaptFDO is a more refined version that provides more working conditions, each

of them being a trade-off between accuracy and latency time, with the purpose of

providing savings in terms of latency and power consumption without sacrificing too

much accuracy. AdaptFDO is an input-driven system: according to the complexity of

the input, a specific accuracy-latency trade-off is selected. The system is also aware of

the resource limits of MCUs. It provides an implementation for low memory occupation

and an implementation for minimum latency.

AdaptFDO optimized for delay is able to provide latency savings, with respect

to the high accuracy model, while minimizing the loss of accuracy. The ranges for

optimization are: for the accuracy [91.87-88]% and for the latency savings [0-29]% with

respect to the 108.4ms value of the high accuracy state. Being 77.63% of accuracy, for

FDO, the only mode for saving power consumption, AdaptFDO introduces much more

flexibility. The main drawback of AdaptFDO optimized for delay is the necessity of

reserving 33KBytes of memory.

AdaptFDO optimized for area is able to reduce the memory footprint to 2.3KBytes

(7% of occupation with respect to AdaptFDO for minimum latency), while maintaining

a degree of flexibility for the intermediate operating modes. This configuration is

proposed for the devices that are characterized by small memory availability. The

drawback is the increased latency with respect to the fast configuration.

All these different configurations try to propose a valid KSW system for a wide vari-

ety of MCUs, based on the most important metric to be optimized: power consumption,

latency execution, memory occupation.

To sum up, the major contribution of the thesis is the proposal of two dynamic
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KSW systems in which the KSW pipeline is fully optimized. Dynamic deep learning

models have recently gained a lot of attention for the benefits they provide, in partic-

ular regarding the power consumption. However, these approaches cannot be directly

applied to the KSW ecosystem because they do not provide an optimization for also

the FE. The strength of the thesis is to propose one of the first dynamic approach that

optimizes the entire KSW pipeline. The systems are:

• FDO: provide two operating modes for a dynamic, reconfigurable KSW applica-

tion. One for high accuracy and one for low power consumption, being the low

power consumption state a full optimization of FE and inference execution; thus,

providing maximum performances with respect to many works in the literature.

• AdaptFDO: provide a set of operating modes, each being a trade-off between ac-

curacy and latency. For each of this operating mode a configuration of maximum

speed or a configuration of minimum memory occupation are provided. The flex-

ibility introduced by AdaptFDO is particularly useful, given the low accuracy of

the low power state of FDO.

In particular, AdaptFDO is aware of the different characteristics of the many edge

devices in the market. For this reason, it provides configuration for reduced memory

occupation and for minimal latency. The considerations of the memory occupation, to-

gether with latency, power consumption and accuracy give reliability to the thesis, since

all the major metrics that characterize KSW applications are taken in consideration.

Following

The remaining part of the document is organized as follows. In Chapter 3 a complete

background about the FE extraction stage is provided, as well as an overview of the

major deep learning models used in the KSW ecosystem; Chapter 4 presents the SotA

literature, over the which this thesis is conducted; Chapter 5 describe the specific

configurations that this thesis want to propose; Chapter 6 lists the experimental setup

and the major results that we gain by applying the proposed techniques; Chapter 7 is

the conclusion, in which all the work done, the limitation of the thesis and some future

perspective are highlighted.



CHAPTER 3

Keyword Spotting Pipeline

In this chapter we are going to describe more in details the Feature Extraction (FE)

stage, the theory behind the deep learning model and the main parameters that are

usually optimized in a KSW application. For both FE and classification stages, a

background of the techniques used for the thesis is provided. The thesis follows a

standard flow of development for a typical KSW application. However, many other

techniques could be implemented. Some of them are presented at the end of each

section, in order to give a global view of the entire KSW ecosystem. A general schematic

for the implementation of a KSW system is in figure 3.1. The steps that compose it

are the following:

1. Acquisition of the input: in which the microphone of the board acquires data from

the outside world.

2. (optional) Preprocessing : in which the raw audio is filtered. Only meaningful

portions of the audio pass through this stage. It is an optional stage.

3. Feature Extraction: in which the signal is refined, and some specific features of

interests are elaborated and highlighted.

4. Inference: in which the processed audio is forwarded to a deep learning model,

so that it can elaborate the data and recognize if the ’activation word’ has been

pronounced.

3.1 Acquisition and Digitalization

Acquisition of audios is the process of converting air pressure variations into analog

electrical signal. A microphone is usually responsible for performing this task.

Digitalization is the process of converting the electrical analog signal into a digital

one. This is an automatic operation that is usually performed by a Digital-To-Analog

converter, already presents in the board. One of the standard techniques, that is

use to digitalize an analog signal, is Pulse-Code Modulation (PCM). PCM consists on

8
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Figure 3.1: Keyword Spotting pipeline. Source: [1].

sampling an analog signal at regular intervals (sampling) and translate the amplitude of

each of the sample into a digital representation (quantization). Two are the parameters

that influence the analog-to-digital conversion:

• Sampling rate. A certain value of sampling frequency dictates how distant are

the samples collected by the PCM process. The higher the sampling frequency,

the lower are the intervals and the more samples are collected for the same audio

signal. Typical values of sampling rate, in audio recognition applications, are:

[8000, 16000].

• Bid-width. The bit-width dictates the precision of the amplitude value. Higher

values for the bid-width results in more refined conversion and in more memory

occupation. Typical values for the bit-width are [8, 16, 32].

For DSP applications, PCM is particularly useful because it provides an uncom-

pressed and lossless digital output signal. This results in maximum audio quality and

consequently in more refined elaborations of the audio. In the audio ecosystem, the

digitalized audios are typically store in a .wav file (Waveform Audio File Format).

3.2 Preprocessing

In most speech recognition applications, the raw input audio is partially filtered. This

stage is used to highlights some features of the audio and discard the unwanted com-

ponents such as background noises. It is a dispensable stage that usually increases the

accuracy of the system. The order in which the operations are presented can varying

depending on the implementation of the system. In particular, if the following oper-

ations are implemented with an analog circuit in hardware, they usually precede the

digitalization phase. For the microcontroller ecosystem, all the operations are executed

by the processor, so all of them follow the digitalization phase.

According to [44], the operations that are performed inside this stage are: filtering,

amplification, noise suppression, speech activity detection, windowing and normaliza-

tion. However, the processes of windowing and normalization are analysed in the
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following section, since their implementation is mandatory and strictly related to the

following spectral operations.

The first step is characterized by the Voice Activity Detection. The objective of this

operation is to filter the input signal and let only the part of the signals that actually

contains voice to pass through. The advantages of implementing a VAD algorithm are

important: avoiding elaborating superfluous frames, that don’t contain voice, greatly

impact on the power consumption of the system. Two main type of VADs are present

in the literature:

• Time-Based Algorithm. Strategy like Short-Term Energy (STE), Short-Time Av-

erage Magnitude (STAM) are included in this division. They integrate the ampli-

tude of the signal over short period of time. Another example is the Zero-Crossing

Rate (ZCR). Typically, these are very simple implementations, that are greatly

affected by background noise.

• Frequency-Based Algorithm. Spectral Flatness (SF) and Spectral Power (SP) are

the most common choices of this group. Typically, frequency-based algorithms

perform better because they are able to better select the frequency range of the

voice with respect to noises.

The second step is related to the noise removal. The objective is to produce an

audio that is as clean as possible, without background noise that could interfere with

the later computational stages. According to [46], the strategies implemented for this

phase have historically been statistical. However, in recent years, both AutoEncoder-

based methods and CNN have been proposed for the de-noise process, showing better

results with respect to more standard statistical approaches.

The final step is the pre-emphasis. Pre-emphasis is the process of increasing the

amplitude of high frequencies and decreasing the amplitude of low frequencies. Typ-

ically, the energy of a sample of speech is concentrated on the low frequency values

(≤4000). In order to put more attention on the high frequency values, pre-emphasis is

used. However, in many real case scenarios, pre-emphasis is not implemented because

it causes a degradation in performances. This because, in many applications, it may

be a valuable characteristic to have low frequencies highlighted, with respect to higher

ones. A possible implementation of pre-emphasis may be suitable in an application in

which the activation word contains many ’s’ or ’f’. These phonemes are characterized

by high frequency representation. In order to highlight the presence of these phonemes

inside an audio recording, pre-emphasis could be used. Some techniques, like [45],

have been proposed in order to compensate the error introduced by pre-emphasis. In

particular the work shows that the accuracy of a speech recognizer is higher without

pre-emphasis. However, applying first pre-emphasis and later a compensation algo-

rithm, the final accuracy reaches a peak value.
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Table 3.1: Feature Extraction Transformation

Transformation Accuracy Memory Occupation

Spectrogram 68.62% 4Kbytes

Mel-Spectrogram 80.12% 4Bbytes

MFCCs 91.87% 2.3Kbytes

3.3 Feature Extraction

The microcontroller takes as input an audio from the microphone. In a scenario with-

out FE, after the digitalization of the analog audio and the preprocessing stage, the

information are forwarded directly to the DL model. Researches have demonstrated

that, this raw input signal can be partially elaborated into information structures that

highlight some features of interests. This process highly increases the accuracy of the

model. The rationale behind this strategy is that, with proper transformations, we

are able to put focus on some features of the audio that are particularly useful when

the audio needs to be recognize and classified by a DL structure. In addition, the FE

transformations reduce a lot the number of coefficients. This results in smaller data

as input to the deep learning model, thus increasing the performances of the model

itself. In figure 3.2 we can see all the transformations that usually take place when

dealing with audio speech recognition. It is a pipeline of stages in which, in order, the

following operations, over the preprocessed audio data, are performed: normalization,

windowing, spectrogram conversion, mel-spectrogram conversion, MFCCs conversion.

Table 3.1 reports the accuracy and the memory occupation according to the type of

transformation used for the training of a deep learning model. The data have been

collected using the same model configuration and the same dataset. The MFCCs re-

sults in better profile both in term of accuracy and in term of memory. For this reason,

MFCCs are nowadays the standard de-facto for KSW applications.

Figure 3.2: Pipeline of Feature Extraction transformations
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Normalization

Audio normalization is the process of applying a constant value to every sample that

constitute an audio recording. The purpose of audio normalization is to bring all

the values of the audio inside a precise range of amplitude. Several techniques for

normalizing audio exist. Some examples are:

• Loudness normalization: It is the practise of normalizing an audio based on the

average value of loudness. Specific standard units of measure are used in order

to evaluate the loudness of an audio (i.e., LKFS). This type of normalization is

mostly used for commercial applications like ’Spotify’ or ’YouTube’, because it is

able to provide the same level of ’intensity’ when playing different songs, avoiding

that the user might have to re-tune the audio of the device.

• Peak Normalization: adjust the recording based on the maximal amplitude that is

present in the audio. In most of the Digital Signal Processor (DSP) applications,

the target level is the range [-1, +1]. The process of peak normalization manifests

on the application of ’1/maxAmplitude’ to each sample of the audio.

In the DSP ecosystem, peak normalization is typically used because it better pre-

serves the original content of the input signal, with respect to the loudness normaliza-

tion option.

Digital signals are usually represented graphically through waveforms. Figure 3.3 is

a waveform of an audio that has already been digitalized and normalized. The x-axis

of the graph reports the time, the y-axis reports the amplitude of the input signal.

Figure 3.3: Example of a Waveform.

Windowing

The process of windowing is the process of applying the same ’window function’ over

different samples of the input signal. Typically, a window function is a mathematical

function that is non-zero valued only for a small range of values (windowSize); outside
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that range, the function is fixed at ’0’. Applying a window to a signal, means obtaining

non-zero value only on the windowSize range, where the window is positively defined.

The window function is replicated numerous times over the signal length, because this

leads to a better time-frequency resolution for the following transformations.

Performing spectral operations over sections that are not windowed could lead to

discontinuity near the edges of each section. This because, after sectioning, each frame

is characterized by short cuts at his extremes. The process of windowing is a technique

that is used in order to ’smooth’ the edges of each section, resulting in more ’meaningful’

spectral outputs. Two consecutive windows are partially overlapped. The length of the

non-overlapping section of a window is the stepSize. Overlapping is a necessary process

because of the nature of window transformation. Each section has been ’smoothed’ at

his edges by the window function. This leads to a potential lost of information. In order

to retrieve the data, overlapping becomes a mandatory process. The entire windowing

process is reported in 3.4. The number of window is dictated by the formula:

N = (samplesNumber − windowSize)/stepSize+ 1 (3.1)

Figure 3.4: Example of a windowing process. Source: [52]

Several are the different window functions that could be use. Table 3.2 reports some

of the most used functions and their efficacy when implemented in spectral analysis

domain. The data are collected from [25] and [44]. According to the literature, there

no exists an absolute best choice for the selection of the windowing function. The

choice strongly depends on the requirements of the application. However, a solution

that is usually implemented, that is also the standard option for many frameworks of

spectral analysis, is the Hann window. The different types of window are also reported

in 3.5. The literature is active also on this field: [50] proposes a new multi-frame

blocking technique for signal segmentation. The objective of the work is to find a

segmentation policy, together with an activation function, that reduce at minimum

the loss of information when windowing. The results seem positive, since this new

technique is able to provide a better recognition performance.
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Table 3.2: Window Function for spectral analysis comparison. Source: [25].

Window Function Frequency Resolution Spectral Leakage

Hanning Good Good

Hamming Good Fair

FlatTop Poor Good

None/Rectangular Best Poor

Figure 3.5: Example of the major window functions

Spectrogram

A spectrogram is a complex structure that is the result of applying, over the input

signal, a Short Time Fourier Transform (STFT) transformation. The output of this

operation is a time-frequency representation of the original signal. Typically, for a

generic analysis of a signal, a frequency representation is a powerful tool that helps to

decompose the signal into his basic components. For what concern audio recognition,

also the time domain is equally important, because the phoneme, the basic element

we want to elaborate, have a precise order. The time domain is used to preserve the

order between the single phonemes. In the following, first an introduction to the STFT

operation is presented. Later a spectrogram is analyzed and the main parameters of

the transformation are discussed.

Fourier Transform The purpose of a Fourier Transform (FT) is to represent the same

signal of the waveform but in different term. In practise the FT is able to represent the

input signal in term of the frequencies that compose it and their relative magnitude.

The magnitude is a measure of how much a frequency is present in the original signal.

From a time domain representation, the FT brings the signal to a frequency domain

representation.

A frequency domain representation is more useful when deep analysis needs to be

performed over a signal. Let’s consider for example the case of human speech with

background noise: the natural frequencies of a general conversation may vary between

100 to 7000 HZ. The noise may have much higher frequencies. With a time repre-

sentation of audio, it is very difficult to distinguish the two. After decomposing the
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audio into his primitive’s frequencies, it is immediate to understand which are the com-

ponents that are correlated to human speech, and which are the components of the

background noise.

3.7 is the formula for the FT. In the equation appears the frequency as ’f’. Given a

precise value of ’f’ the FT returns a complex number, whose amplitude shows how much

that particular frequency is present in the initial signal. 3.8 shows the result of the

FT over a specific input ’f’. The magnitude is calculated as the absolute value of the

complex number through 3.9. Typically a FT is iterated over the interval [−∞ : ∞], in

order to find out all the possible frequency values that are present in the input signal.

Discrete Fourier Transform A FT is an operation that deals with continuous numbers.

After the digitalization phase, all the information are in binary form. The digital

version of the FT takes the name of Discrete Fourier Transform (DFT). A DFT is

exactly a FT that is applied over discrete digital signals. In 3.10 the formula for the

DFT. ’f’ is the frequency value, while ’N’ is the number of samples that compose the

digital input signal. The result of applying a DFT for different values of frequency is

an array of complex number. Each element of the array is associated with a specific

frequency and the amplitude corresponds to its presence in the input signal. The DFT

requires O(n2) steps to perform the full transformation.

Fast Fourier Transform Another spectral implementation, over digital numbers, exists

and takes the name of Fast Fourier Transform (FFT). A FFT is an algorithm for the

calculation of the DFT, in which the input signal has a dimension of a power of 2. The

big advantage, by using FFT is that the underlying hardware is able to operate much

faster. The FFT is an algorithmic implementation that requires only O(n log n) steps.

Real Fast Fourier Transform In case the input of a FFT is composed of only real values,

a RFFT can be applied. Specific mathematical properties of real signals make half the

inputs redundant. As a result, only half of the input can be computed in order to obtain

the same result. An example of RFFT, applied over the waveform, is in figure 3.6. The

x-axis reports the frequency value, the y-axis reports the magnitude of each frequency.

The higher is the magnitude value of a frequency, the more that particular frequency

is present in the original signal. In the microcontroller ecosystem, where all the

signals are real and minimum latency is required, the RFFT is the most

widely used option for generating spectrograms, because it is able to speed-up

the execution of the operation.

In general, applying a FFT or a RFFT over an entire audio length presents some

major limitation. The frequency domain is not able anymore to represents the order

of the audio samples. It may happen for example, that the same frequency is present

at the beginning of the audio and also at the end. In the frequency domain these two

frequencies are aggregate together. In practise we would like also to keep track of the

time in which a specific frequency appears. This because, when dealing with speech

signals, the order in which the audio samples appear, matters a lot. A word makes
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Figure 3.6: Example of a Real time Fourier Transform

sense only if a specific letter precedes another one. In the word ”right”, the meaning

is preserved only if the letter ”g” comes before the ”h” and after the ”i”. With the

application of RFFT over the whole length of the signal, the order information are lost.

The standard solution that has been proposed in literature and is applied nowadays

in all the practical applications, is STFT. This operation is able to both keep track of

the time domain and of the frequency domain of the input audio.

Implementation - Short Time Fourier Transform Here we report the parameters that

characterize a typical implementation of the STFT transformation:

• FrameSize: is the size of a single frame. For RFFT operations, the size of the signal

must be a power of 2. In most of the applications it is equal to the windowSize.

• StepSize: is the measure of the non-overlapping portion of two consecutive frames.

When a frame coincides with the corresponding window, the stepSize and the

frameSize establish the number of frames of a STFT. The more frames we have

and the more they overlap, the more accurate the analysis is. At the expense of

the execution time.

• FftSize: is a parameter that determines the frequency resolution of a spectrogram.

It is usually set equal to the FrameSize.

The input audio has already been split into N sections by the windowing process.

Each of these parts is further divided into frames. The length of a frame is defined

as: frameSize. Typically, the windowSize and the frameSize coincide, so a frame

corresponds to a window section in most of the applications. Literature showed that

a value in between 20-40ms, for the frameSize, provides a good final accuracy. The

frequencies are grouped in bins. Each bin is composed of more frequencies. The number

of bins depends by the fftSize parameter, according to the following formula:
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NSpectrogramBins = fftSize/2 + 1 (3.2)

Given that, the amount of frequencies enclosed in a same bin is:

NFrequenciesPerBin = (samplingFrequency/2)/NSpectrogramBins (3.3)

The higher the fftSize, the higher the number of bins, the lower the number of frequen-

cies masked by the same bin. The resolution thus increases. Finally, over each frame

a RFFT is applied. The whole process is summarized in figure 3.7.

Figure 3.7: Example of the Short Time Fourier Transform Generation. In most of the high-level

frameworks, the windowing stage and the STFT operation are computed within the same function.

First the audio is windowed, and several different sections are provided. Later, over each of this

section a Fourier transform is applied. Source: [52]

The output of a STFT is a spectrogram: a series of FFT applied over each frame

of the audio. In figure 3.8 we can see a representation of a spectrogram. It is a three

dimensions graph:

• The x-axis represents the frame number. A subdivision in frames, keeps track of

the order in which they appear in the audio.

• The y-axis reports the frequencies: they are grouped in bins.

• The third dimension is represented by the color: the intensity of a colors refers to

the value of the magnitude of a specific frequency bin, that appears in a specific

frame of time.

During the analysis of the spectrogram operation, a major trade-off has been en-

countered: computational speed at the expense of resolution and vice versa.

The major component that afflicts this trade-off is the number of frames. By tuning

the nFrames parameter, a faster, or more precise STFT can be performed.
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Figure 3.8: Example of a Spectrogram

Mel Spectrogram

Human perception of different audio’s frequencies is not linear. The brain is able to

distinguish better differences between lower frequencies, with respect to higher ones.

This means for example that it is easier for a human to understand the difference

between two frequencies at 500HZ and 1000HZ, but it is not as easy to discern the

same difference between 5000HZ and 5500HZ. In order to make the difference between

two frequencies to be represented in term of how human’s ears perceived it and not in

term of how distant they are in the HZ scale, the mel-scale has been introduced. It is

a logarithmic scale that is able to represent frequencies that are perceived as equally

distant by humans, as equally distant in the graph. A mel-spectrogram is a spectrogram

in which the frequencies are represented through the mel-scale. In figure 3.9 on the left,

a representation of the mel-scale, used to convert Hz into Mel. It is logarithmic, as just

mentioned, so as our perception of sounds. The equation that generates the mel-scale

is 3.11; while the inverse equation is 3.12. Actually, other types of logarithmic scales

exist. One example is the bark scale. [38] demonstrated that for specific datasets, the

bark scale may show better results. For example, in recognizing an Indian dialect the

MFCCs with bark scales obtain 1% more of accuracy with respect to the mel scale.

However, in the majority of the cases the mel scale shows better performances.

Implementation Here we report the parameters that characterize a typical implemen-

tation of the mel-spectrogram transformation:

• Spectrogram. Established in the previous STFT operation.

• NSpectBins. Established in the previous STFT operation.

• NMelBins : it is representative of the granularity of mel operation. The more bins

we have, the more precise and finer is the representation of the mel-spectrogram,

at the expense of computational time.
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• Lower frequency : lower frequency to be represented by the mel-spectrogram.

• Upper frequency : higher frequency to be represented by the mel-spectrogram.

• Sampling rate.

The first step that leads to the creation of a mel spectrogram is to initialize a

structure, called mel-filterbank, that is composed of a set of filters. The range [lower

frequency, upper frequency ] is considered for the implementation of the filterbank. Ac-

cording to the extent of the range, we are able to consider more or less frequencies

in the analysis. The more frequencies we consider, the deeper the analysis is and the

longer is the execution time. However, in audio speech applications, we are interested

only on the frequencies that generally belongs to the range of a normal conversation.

A typical frequency, that is able to consider most of the components of a human speech

and provide good accuracy is 4 KHz. The range is thus, in most of the cases: [20, 4000].

The range, from Hz, is transformed into mel. Later it is further divided into nMelBins

points. Each of this point is used for the generation of a filter. A filter is used to

extrapolate the energy content of all the frequencies inside that particular filter. The

more bins we have, the finer is the analysis, at the expense of execution time. Typical

KSW applications consider 40 number of mel-bins. At higher frequencies, the filters

are larger. This is due to the logarithmic nature of the mel scale. The outcome of a

logarithmic consideration is that low frequency values are represented by more filters,

thus providing a more accurate analysis; while high frequency values are represented

by less filters, thus providing a less accurate analysis. The disparity is performing well

in speech recognition, because the frequencies we are interested on (those of a normal

conversation), have low values. In the majority of the implementations, triangular fil-

ters are used. A graphical representation is in figure 3.9 on the right. In the top of

the graph, we have frequencies expressed in the mel scale, on the bottom frequencies

in Hz and on the left the filter values. Each triangle is a filter. Each filter aggregates

many different frequencies expressed in Hz, into a single value. Actually, other type

of filters can be used. For example, [28] proposes the use of rectangular filters for an

ASIC implementation. Triangular filters are calculated, in hardware, through a multi-

ply and accumulate operation, meanwhile rectangular filters can be elaborated through

simple additions. This brings overall better performances. The drawback is the cost

of designing specific hardware for the application. Also, the same windowing functions

presented above could be used in this process.

In figure 3.10 a mel-spectrogram is reported:

• In the x-axis there are still frames, so the transformation is still able to keep track

of the time resolution of the audio signal.

• In the y-axis the number of mel bins is introduced. This is a configuration pa-

rameter that dictates how many filters to implements and how deep to perform

the analysis.
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Figure 3.9: On the left: an example of mel-scale. On the right: an example of mel filterbank with

triangular filters.

• The third dimension is still represented by colors: more intense colors are related

to more energy content, for a precise mel bin inside a precise frame.

Figure 3.10: Example of a Mel Spectrogram

Mel-frequency cepstral coefficients

Human voice can be seen as being the ensemble of two components, as in 3.11:

• Glottal pulse: it is the tonality of the voice. The value of the glottal pulse is

specific for each person, but it is almost constant. This value is also called pitch.

• Vocal tract : it is a filter that modulates the sound coming from the glottal pulse

and is able to generate specific phoneme.

The composition of a speech can be modeled as in 3.15, where e(t) is the ”glottal pulse”

and h(t) the ”vocal tract”.

On the other side, also the logarithm of a spectrum can be expressed as a sum of

two components:
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Figure 3.11: Speech Generation Flow. Source: [54]

• Spectral envelope: it is the particular shape of the logarithm of a spectrum.

• Specral detail : these are the small variations that appear along the spectral enve-

lope.

Also a spectrum can be modeled through 3.15. There is a strict connection

between the composition of a speech signal and the composition of a loga-

rithmic spectrum. 3.12 clearly identifies these similarities.

Figure 3.12: speech and spectrum comparison. Source: [54]

The MFCC operation is able to separate the ”glottal pulses” and the ”vocal tract”

components by operating on the logarithm of a spectrum. In particular, for the pur-

poses of speech recognition we are interested only on the ”vocal tract”. That means

that the ”spectral detail” can be neglected (glottal pulse). This separation is perpe-

trated because the ”vocal tract” is the one responsible of the creation of phonemes,

while the glottal pulse is responsible only for the pitch. General application ok KSW

aims at recognizing phonemes; thus, the glottal pulse can be omitted by the analysis.

Implementation The main parameters of MFCC are:

• mel-spectrogram: as input signal.

• nCoefficients : it is a parameter that defines the granularity of the operation. The

higher the value, the finer is the representation of the features.

Given a mel spectrogram, its logarithm is computed. After, an operation that takes

the name of Discrete Cosine Transform (DCT) is performed. A DCT behaves like the

inverse of a FT. The main advantages of using DCT instead of the inverse of FT, is

that the first operation produces only real value as outputs: this means less memory
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storage. DCT also does a better job at isolating the frequencies we are interested on

(spectral envelope) and discard the one we are not interested on (spectral details). The

raw output of the DCT has dimension {number of frames, mel-bins}. The number of

coefficients dictates how many coefficients to consider in the final graph. Usually, a

value between 10 and 13 is enough for considering the vocal-tract/spectral-envelope and

discard the rest of the information. Basically, the operation that is performed is to

select a range of low frequencies (those that correspond to low filter values) and neglect

the other frequencies. 3.19 formalize the whole operation of generating a spectrum,

calculating the logarithm, and performing the DCT over it. C(z) is the value of the

MFCC.

3.13 represents the output of the whole pre-processing stage:

• In the x-axis there are still frames, so the transformation is still able to keep track

of the time resolution of the audio signal.

• In the y-axis the coefficients number is introduced. It dictates the range of fre-

quencies to consider in the final output.

• The third dimension is still represented by color: more intense colors are related to

more energy content, for a precise coefficient inside a precise frame. For the graph

it is immediate to understand that most of the audio energy is concentrated in

the very first value of coefficients. The standard choice of considering 10-13 total

coefficients thus seems reasonable.

Figure 3.13: Example of a MFCC

Summary and other techniques

According to 3.1, MFCCs provide better accuracy with respect to spectrogram and mel-

spectrogram. Given the fact that the most expensive operation is the RFFT, it seems

reasonable to include MFCCs computation in a KSW application. However, many

other techniques have been proposed for the FE, in the ecosystem of audio recognition.
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Figure 3.14: Different FE approaches. Source: [39].

Delta and Delta-Delta MFCCs Some works propose the usage of also the first and

second other derivatives of the MFCCs, as inputs to the deep learning model. The idea

is that speech signals are variant in the time-frequency domain, so there is a correlation

in between adjacent phonemes. MFCCs alone, only capture the static behavior of the

speech, meanwhile the derivatives are able to extract dynamic features ([5]). The

drawback of this paradigm is the increased size of the input, that leads to higher

number of operations for the inference.

MFCCs variation over the filters The major techniques of this area, are presented

in 3.14. Some works propose the usage of Linear Frequency Filter Banks. Log-mel

filterbanks put more emphasis on low frequency values, while linear filters put the

same emphasis on the entire frequency’s range. [36] shows the superiority of MFCC

with respect to Linear Frequency Cepstral Coefficients, given the fact that MFCCs are

able to better suppress noise in high frequency value. [37] however, highlights that

female’s speech produces higher frequencies value with respect to men ones. For this

reason, LFCCs could be a valid option in case the audio to be recognized comes from

a female user.

A similar approach regard using Inverse Mel Frequency Cepstral Coefficients. In this

paradigm, the logarithmic scale is inverted, so the high frequencies are more precisely

analyzed. IMFCCs alone, are inferior to MFCCs, due to the fact that human speech

frequencies are better represented in low values of frequency. This technique could be

applied in other field of audio recognition. For example [40] shows that IMFCCs may

be a valid approach in bird sound recognition, because of the higher frequencies that

characterize this domain.

Power Normalized Cepstral Coefficients are another type of feature coefficients that
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show particular characteristics. The method for calculating PNCCs is similar to a

standard KSW FE stage. However, PNCCs are characterized by different filterbanks

(see 3.14) and by one more process, that is used to remove the background noise. The

results is thus more reliable. [41] demonstrate the superiority of PNCCs with respect to

MFCCs in noisy environment. The drawback is the additional latency that increases

the duration of the operation of 30%. PNCCs could be a valid solution for KSW

applications in very noisy environments.

Some interesting perspectives are offered by [39], in which the authors proposes a

combination of FE techniques in order to provide more reliable information, in noisy

environments. In particular, a combination of IMFCC and PNCCS show better per-

formances with respect to simple MFCCs. The drawback is the important addition in

term of latency, that requires two FE stages to be computed and also increased output

dimension. For standard KSW applications, the choice of including a two FE stage for

additional reliability and accuracy, seems too conservative.

Perceptual Linear Predictive Another approach parallel to MFCCs is PLP. In 3.15

the different flow is highlighted. The FFT operation is the starting point for both

the strategy. The Critical-Band Integration is equivalent to the filtering operation of

the MFCCs elaboration. Later, the signal is converted into an approximation that

mimics the hearing systems of humans. This process is done in the Equal Loudness

Pre-Emphasis stage and is analog to the mel scale conversion. The Intensity to Loud-

ness Compression stage deals with the application of a cubic root to the signal. The

final step is to apply, to the intermediate signal, the inverse of a FFT. The outcome

is a cepstract coefficient, similar to the MFCC case. PLP coefficients shows similar

performances with respect to MFCCs. However, the literature about PLP is very rare,

thus it is not able to be as reliable as MFCCs.

Figure 3.15: PLP extraction flow. Source: [58]
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3.4 Deep Learning model

Given the complexity of deep learning structures and the many applications where they

are involved, models may vary a lot. In the following we will describe first the general

flow used for implementing a model, then we will focus more in details on some of the

major deep learning structures that demonstrated good results, in the KSW ecosystem.

3.4.1 Overview

Dataset

A dataset is, like the name suggests, a set of data, that is used to ’teach’ the model how

to correctly function. The quality of the dataset is directly responsible for better or

worst functional deep learning models. In the KSW ecosystem, the dataset is composed

of audios. The standard dictates that the audios should be stored as .wav file. This

format saves each audio sample as an integer of 16 bits.

Collecting a dataset is not a trivial task, since numerous files are needed for the

model, so that it can learn how to work properly. Depending on the results we want to

obtain, the number of files may vary a lot: from some hundred, to hundred thousand

files. It is common practise, to re-use datasets already available online; at least for

what concern the research ecosystem. This practise leads to major advantages:

• Automation of the process: without the need of creating a dataset for each single

application, the development time highly decreases.

• Standardization of the publications: being the dataset a common point for all the

researches in a specific field, the results, for different implementations, are easier

to compare.

A dataset is typically divided into three independent groups: training dataset, vali-

dation dataset, test dataset. The groups are used, in order, for the following processes:

training, validation, testing.

Classification and classes

A dataset is associated with a group of classes. Each element of the dataset belongs to

one and only one class. The purpose of a deep learning model is to associate an

input data to a class, to which it belongs to. This process is called classification.

To be more precise, after the processing phase, the model creates an association between

the input and each class, with a value that represents a probability. The probability in

this case is related to the confidence that the model puts into the connection class-input.

The higher the probability, the higher is the chance of the input of belongings ’for real’

to that specific class. The classification process translates, in the KSW ecosystem, into

an association between an audio and an ’activation word’.
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Training

The training phase has the purpose of ’teaching’ the model how to correctly classify. In

practise: teaching the model how to associate an input to the corresponding activation

word. The more suited a training is, the better the model is able to classify each input.

The model is trained with the training dataset, that usually represents the majority

of the entire dataset. Every time a training input is forwarded to the model, the last

makes a prediction. Depending on the results of the prediction (if it is correct or not),

the internal parameters of the model are modified accordingly to the correctness of the

prediction, in a process called back propagation. The set of training inputs is forwarded

many times to the model, in time frames that take the name of epochs. Training a

model for 10 epochs means forwarding to the model the same training dataset 10 times.

After a suitable number of epochs, the model should begin to gain a good accuracy

at classifying the input. After a ”long enough” training, the model is able to classify

the input correctly in the majority of the cases.

Validation

When training the model with the same inputs over and over again, the model may

face a bias phenomenon towards those training input data. The model may learn how

to behave only when it faces the specific inputs it has already encountered. In order

to prevent this possibility to arise, the validation process is performed at the end of

each training epoch. Validation consists of feeding the model with unseen input data

(validation dataset), verify how the model behaves with them and adjust the training

parameters of the model accordingly.

It is good practise, every time the model is exported into other platform

or resized, to perform validation in order to check if the accuracy is the

same and the properties of the model have been preserved.

Testing

Once the training phase ends, the next step is to measure the accuracy of the model

over new input data, that have not been used during the training. This phase takes

the name of Testing and gives to the user affordable metrics to evaluate the efficacy of

the model.

Reduced Model

A deep learning model may contain hundred thousand parameters, that cannot fit in a

real-time device. In order to solve this inconsistency, all the major toolchains are able

to automatically generate a new model, based on the trained one, that is reduced in

term of size. The idea is to create a new model, that ideally preserves the same accuracy

and fits inside a microcontroller. Two are the main operations that are performed for

generating the new model:
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• Pruning: It is an operation that lead to the removal of unnecessary connections

between the internal elements that constitute the initial model.

• Quantization: It is the process of resizing the internal parameters of the model.

For example: if we express the parameters of the model with a 32 bits integer, we

may quantize the model to express the same parameters with lower precision, like

as 8 bits integer.

Naturally, both the operations may produce a degradation in term of accuracy,

because some information are lost. Nowadays however, smart toolchains are able to

guarantee insignificant losses in term of accuracy.

3.4.2 Models Implementation

In the following, the major deep learning models typically used in ioT devices are

presented. The accuracy and the latency values, that characterized each model, are

taken from the work of [1] and [2].

Artificial Neural Network

ANN or Deep Neural Network (DNN), are a standard solution that have been exten-

sively discussed in the literature. They are very simple models, over the which more

sophisticated structures are often realized. The basic structure of a ANN is reported

in 3.16. The model is composed of several layers of different topology: one input layer,

one output layer and multiples hidden layers.

Figure 3.16: Generic structure of a ANN. Source: [55]

Neuron Each layer is an ensemble of elements called Neurons. Each neuron is con-

nected to each single neuron of the following and preceding layer. A neuron performs

a weighted sum of all the inputs that comes from the preceding layer. Later a bias is

added to the operation. Finally the result is given as an input to an activation func-

tion. The schematic of the operation that each neuron undergoes during inference is

summarized in 3.17. The ensemble of neurons and layers is also called fully connected

layers.
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Figure 3.17: Neuron computation schematic

Activation Functions The purpose of activation functions is to introduce non-linearity

into the system. The model itself is not able to produce non-linear information. How-

ever, the input signals it has to deal with, are in most of the cases non-linear (i.e.,

images, audios). For this reason, an external element is required for introducing non

linearity. The result of the activation function is also the output of each neuron. Actu-

ally there exists several nonlinear functions. In the following we report the major ones

and also a visual representation is provided in 3.18.

• Sigmoid. It shrinks every input into the range [0,1]. One major limitation of

sigmoid is that there are some problems with the gradient, when the values is

near the edges of the output range. It is expressed by:

f(x) =
1

1 + e−x
(3.4)

• Tanh: It is very similar to sigmoid. The output range is [-1, +1]. It is expressed

by:

f(x) =
ex − e−x

ex + e−x
(3.5)

• ReLU. It became a standard approach in the recent years because of its superiority

in convergence and reliability. It shows better characteristics with respect to both

sigmoid and tanh. It is express in the form:

f(x) = max(0, x) (3.6)

Figure 3.18: Examples of some of the major activation functions for CNN



Runtime Reconfigurable Keyword Spotting for Low-power Microcontrollers 29

Performances in Keyword Spotting ANN shows positive results for what concern the

inference time. It is actually the model that requires less computation, thus providing

less power consumption per inference. However, the accuracy produced by ANN is

very limited and is not able to compete for a SotA accuracy.

Convolutional Neural Network

A CNN is a model that derives from DNN and is structured into three main compo-

nents:

• Convolutional network. It takes as input the signal information and perform the

operation of convolution. The operation of convolution is responsible of highlight-

ing some important features of the input data. These features are the outputs of

the convolutional network and will be used in the following phase. In a CNN, the

convolutional layers are responsible for the majority of the operations of the entire

model. Thus, these are also the layers that can bring most power consumption

reduction if optimized. In particular, [17] points out that the convolutional layers

are responsible for the 90% of the arithmetical operations of the model. Reduc-

ing the complexity of these layers means reducing inference time and thus power

consumption.

• Pooling Layer. It is a single layer that is responsible of reducing the size and

dimension of the convolutional layers output while maintaining the same char-

acteristics of the data. Pooling layers became important in the field of image

recognition because, given images of different sizes, they are able to provide the

same input to the DNN layers. Thanks to this process, different images can be

elaborated by the same model.

• Deep Neural Network : It takes as inputs the outputs of the pooling layer and

classify the input audio. These layers usually compose the last part of the system

and are responsible for the major part of the memory occupation of the system.

They are also named fully connected layers.

Figure 3.19: Generic structure of a CNN. Source: [59].
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Kernels The basic unit of a convolutional network is an element called kernel. A kernel

is multi-dimensional structure that is composed of many internal coefficients. These

coefficients are adjusted during the training phase: in this way the model can ’learn’

how to classify correctly the inputs. The task of a kernel is to highlight some feature

of interest in the input signal. Each convolutional layer is composed of many kernels.

The number of kernels that a model implements directly influence the dimension, the

latency and the accuracy of the model: the more kernels we have, the bigger the

system is, the higher the accuracy; at the expense of execution time. Having more

kernels means having the possibility to extract more feature from the input signal.

This is why an higher number of kernels may results in better accuracy: the model is

able to extract more information and be more precise. The operation of convolution

is summarized in 3.20. The kernel is iteratively applied on portion of its same size, of

the image.

Figure 3.20: Operation of convolution of a kernel. On the left the input signal. On the centre the

kernel. On the right the output of the operation of convolution. Source: [56].

Performances in Keyword Spotting Due to the operation of convolution, CNN are able

to extract the temporal and spectral correlation of adjacent audio features. For this

reason, CNN are able to provide high accuracy values. The major drawback of this

topology is that it requires high memory availability and high latency execution time.

Deepwise - Separable CNN

Deepwise Separable Convolutional Neural Network (DS-CNN) are a particular sub-

class of CNN. They separate the convolution operation into two steps: Depthwise

Convolution and Pointwise Convolution. This results in having fewer total parameters

in the model. This may be particularly useful in the microcontroller ecosystem, where

the memory is in many cases limited. Many researches showed how DS-CNN are

particularly suitable for KSW applications: [1], [2], [6]. As a results, DS-CNN shows

better performances overall, with respect to other deep learning models. They provide

both maximum accuracy and minimum memory occupation.

Other Techniques

Before the advent of deep learning algorithms, the standard choice for audio classifica-

tion, were Hidden Markov Models. HMMs are based on Markov Models. This implies
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that the current state depends only on the previous state. The HMM can be repre-

sented by a finite state machine, that is composed of: Hidden States and Observed

Variables. The transitions between states and variable are dictated by probabilities.

3.21 reports a representation of an HMM. After the FE extraction stage, the MFCCs

are forwarded to the HMM. There, they are elaborated and based on the output pro-

duced (Observed Variables) the model decides which is the input that most probably

has generated those Variables. Typically, a HMM is defined for each phoneme that

compose the activation word. In this way, given a specific output, the model decides

which is the phoneme (input) that most probably has generated that output value. The

algorithm used for decoding the phoneme is in most of the cases a Viterbi Algorithm.

HMMs have some important strengths. They can be tuned for different granularity,

that in the field of speech recognition means at phoneme level, word level or even

phrase level. They are also robust toward background noises. With the optimizations

of deep learning algorithms however, HMMs have been outclassed and nowadays the

SotA requires different and more accurate solutions.

Figure 3.21: Recurrent Neural Network Structure. Source: [57].

For what concern deep learning models, another derivation of DNNs are Recurrent

Neural Networks. 3.22 shows a possible implementation for RNN. Each basic element

of RNN (cell), performs the same operation over different input data. Each cell also

takes as input the output of the preceding cell operation. This flow of information is

able to model the sequentiality of the inputs. The cells can be of three types: Tanh

Unit, Long Short-Term Memory and Gated Recurrent Unit. In particular, both LSTM

and GRU shows very good performances for sequence modeling task. They are able to

model the global temporal correlations of a sequence signal like an audio. [43] shows

that LSTM outperforms DNN in term of accuracy. The internal parameters of a RNN

are reused across the entire model, so the total memory occupation is very low ([1]).

Convolutional Recurrent Neural Network are a mixed structured between CNN and
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Figure 3.22: Recurrent Neural Network Structure. Source: [1].

RNN. The first stage of the model is composed of convolutional layers. These are

followed by RNN cells. The last stage is a fully connected layer. CRNN are able to

both model the local temporal correlation thanks to the convolutional layers and the

global correlation thanks to the RNN layer.

3.5 Keyword Spotting Constraints

It may be clear, that implementing an application that contains a feature extraction

task and a deep learning algorithm, on a small resource device like a MCU is a chal-

lenging operation. To be more precise, the major constraints that present an MCU are

typically:

• Little memory availability : the typical size of a ROM is in the order of some

megabytes, while ram around some hundred kilobytes. The FE stage already

shrinks the size of the input audio into small structures like MFCCs, reducing the

size of more than 90%. On the other side, fitting a complex deep learning model

with this memory accessibility is a challenging task. Operations like pruning an

quantization comes very handy for this purpose.

• Real-time execution: guaranteeing a sufficient high Quality of response to the user

requires that all the KSW tasks should be executed fast enough. In addition, the

latency time directly affects the power consumption. For this reason, latency

execution is a primary metric to optimize on edge devices, that are alimented by

battery.

• Power consumption: the intrinsic nature of KSW systems requires that they

should always be on, trying to detect when an activation word has been pro-

nounced. This leads to high level of power consumption. The metric becomes

even more important if we consider that the majority of the devices for KSW

applications are alimented by battery.

• Accuracy : high level of accuracy are required nowadays to be considered SotA.

The accuracy directly influences the quality of the service that is offered to the

user.
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3.6 Mathematical Formalization

STFT

W (f) =

Z ∞

−∞
x(t)e−j2πft dt (3.7)

W (f) = X(f) + jY (f) (3.8)

|W (f)| =
p

X2(f) + Y 2(f) (3.9)

W (f) =
N−1X
n=0

x(n)e−j2πfn (3.10)

MEL SPECTROGRAM

mel = 2595 log(1 +
f

700
) (3.11)

f = 700(10
mel
2595 − 1) (3.12)

MS(filterN) =

f+filterLenX
f=filterInit

|W (f)| ∗ V (f) (3.13)

MelSpect = M × S (3.14)

MFCC

x(t) = e(t)h(t) (3.15)

X(t) = E(t)H(t) (3.16)

logX(t) = log [E(t)H(t)] (3.17)

logX(t) = logE(t) + logH(t) (3.18)

C(z) = F−1(log (|F (x(t))|2) (3.19)



CHAPTER 4

Related works

In this chapter we are going to cover some of the most interesting SotA works present

in the literature. Each work proposes optimizations of the KSW pipeline, aiming at

improving some specific parameters. The most interesting figures of merit for the

KSW ecosystem are latency, accuracy, power consumption and memory footprint. In

particular latency and power consumption are strictly correlated. According to [20]

the primary way to reduce power consumption, in the ecosystem of MCUs, is to reduce

the execution time of the operations.

Typically, the proposed solutions refer to optimizations over the FE stage or over

the deep learning model. Moreover, following the classification of [15], the proposed

solutions usually deal with different levels of abstraction: algorithmic level in which the

optimizations are done via software and speed-up the execution time of some operations

and architectural level, in which the optimizations are done by designing the most suit-

able hardware component, for a precise operation. The algorithmic level optimizations

are common on MCUs implementation, while the architectural level solutions usually

are presented with ad hoc ASICs.

For the purposes of the thesis also another classification is introduced, based on

the run-time adaptability of the system. Application of KSW may be static: in which

the system runs always with the same configuration, or dynamic: in which the system

is able to adapt the working configuration based on some external parameters (i.e.,

workload, noisy environment, low SoC of the battery).

4.1 Static Systems

Feature Extraction Optimizations

[3] proposes an optimization based on the data type used for expressing the information.

The basic implementation for an audio application deals with floating point arithmetic

(it is the one that assure maximum accuracy). To avoid the time overhead generated

by the FPU, the work proposes an implementation based on only integer data type.

This leads to lower execution time, without important losses in term of accuracy.

34
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The paper also shows that the most expensive operation of the pre-processing stage,

is the FFT. It takes about 0.7 time of the computation of a complete MFCC. This

important result suggests that in order to speed-up the execution of the FE stage, it

is mandatory to operate on the STFT operation. The work finally demonstrates that

for small and medium deep learning model, the inference time is comparable to the

FE time execution. Hence, in order to optimize efficiently the KSW pipeline,

both FE and deep learning model execution time need to be optimized.

[14] overcomes the FFT latency by feeding the raw input data directly to the model,

avoiding the conventional pre-processing stage. The use of sinc-convolution mimics the

behavior of the mel filterbank and the extraction feature task is demanded to the model

itself, that shows positive results after training. Eliminating the FE brings overall

better latency performances. However, the major limit of this type of techniques is

the increased duration of the training time, that is significantly higher with respect to

standard applications.

Another way in which the STFT execution could be improved is presented in [21].

The work avoids calculating FFT where the input value is ’0’. Since the FFT is the

most expensive operation in the FE stage, this mechanism may lead to obtain a saving

in term of FE computation. However, recent implementation of Voice Activity Detector

(VAD), partially makes this technique obsolete.

Deel Learning Model Optimizations

Deep learning models applied to microcontroller have a huge variety of studies and

researches that supports the best choice for their implementation. For what concern

KSW, [1] and [2] compare different deep learning models and their accuracy, latency

and memory occupation. DNN shows better latency characteristics with respect to any

other model taken in consideration. However, the drawback is the limited accuracy,

that is far from a SotA application. Long Short-term Memory shows a very good profile

in term of accuracy and memory occupation. DS-CNN demonstrated to be the best

possibility in term of accuracy and memory occupation. The inference time is in line

with respect to any other model that provides the same accuracy. For this reason,

nowadays, the standard solution for KSW application, is to implement DS-CNN.

A recent approach is presented in [47]. In the recent years, Transformers have been

proposed as substitutions for CNN and RNN. They are able to model sequential corre-

lation between the inputs. This intrinsic nature of Transformers can also be applied to

KSW applications. [47] proposes a possible implementation, on an edge-device. The

obtained results seem comparable to other techniques such DNN derivatives. However,

transformers are still a relatively new concept and their presence in the literature is

still limited. This makes the solution less reliable with respect to much more common

CNN.
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Concurrent optimizations

Some works propose complete optimizations of the entire KSW pipeline, like [4] and

[5]. These works are very promising and propose a concurrent hardware optimization.

Typically, hardware optimizations lead to major benefits with respect to algorithmic

implementation, especially in term of power consumption. In many hand-crafted hard-

ware platform a Voice Activity Detection (VAD) component is introduced. The idea is

to cut off, as much as possible, the power consumption meanwhile no words are spoken.

VADs are electronic components that act as filters and activate the KSW pipeline only

when sounds have been actually produced by the environment. This technique leads to

major power consumption savings. Another common approach, in hardware optimiza-

tions, is to reuse the component that computed the RFFT, for also the computation of

the MFCC. This leads to important savings in term of memory occupation. The main

limitation of hardware implementations is the less flexibility of the overall system and

the longer design time.

[6] studied the effect of varying the Step Size for different deep learning models,

considering memory occupation and accuracy. This work is highly related with the

thesis, because both perform an analysis based on the Step Size parameter. Once

again, DS-CNN resulted to be the most suitable model for KSW.

A very recent work is presented in [22]. An analog feature extraction stage is followed

by a binary neural network. FE implemented in analog results in higher performances

with respect to digital counterparts. However, they require ’ad-hoc’ hardware; making

the process of development way less automatic. Binary neural networks are a very

recent approach in KSW, introduced by [24]. Low resolutions of the data bring higher

performances in term of latency and power consumption. In this paradigm, the weights

of the model are binarized, at the expense of small accuracy degradation. Still, the

activations are store in many cases, with the floating-point data type, attenuating the

possible latency optimization. This happens due to the fact that their quantization

influence too much the accuracy degradation. Another recent example of binary NN

in KSW is in [23]. The overall major limit of these kind of works, is the static nature

of the system, that is not able to adapt at run-time to the environment, resulting in

sub-optimal configurations.

4.2 Dynamic Systems

Feature Extraction Optimizations

[19] proposes a dynamic STFT operation that is able to finely-tune the frequency/tem-

poral domain for each singular bin. The basic assumption of the work is that different

signals may require different tuning precision: stationary signals are better represented

with high time resolution, while rapidly changing signals are represented better with

high frequency resolution. Starting from this premises, the work proposes a dynamic

approach that is able to provide a suitable Frame Size for each frame, that is able to

provide maximum resolution.
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Deep Learning Model Optimizations

Lot of effort has been put in dynamic reconfiguration of the deep learning model.

These systems are able to reconfigure, at run time, the model, according to some

specific conditions. For example, low SoC of the battery or noisy environment. The

rationale behind these techniques is to adapt the complexity of the operations to be

performed to the complexity of the input: word spoken in silent environment are quite

easy to classify; for this reason, we may not need the execution of the entire deep

learning model. These techniques are of particular interest for KSW, since MCUs and

ASICs are usually hardware platforms that require real-time response and low power

consumption. Having the possibility to adapt the consumption and the latency of the

system can lead to numerous benefits.

[11] proposes the implementation of two different models on the same device: one

with high accuracy and high latency, the other with lower accuracy, lower memory

occupation and lower latency. The small model is executed at every inference. The

correctness of the result is evaluated with a score margin method. If the score margin is

higher than a predefined threshold, the classification is considered correct. Otherwise,

the larger model is also executed for a more precise classification. The configuration

leads to average inferior latency and lower power consumption. The major limitation

of the work is the high memory requirements, that for MCUs limited memory can be

an important constraint.

[12] proposes an internal sub-division of a single model. The different configurations

coincide with different portions of the model, split in its width. A small portion of the

model is always executed. Based again on the score margin, the result can be considered

correct. Otherwise, a bigger portion of the model is executed.

[18] is very similar to [12]. In this case the model is characterized by some ’early exit

branches’. If the accuracy at the stages of the model where the branches are present is

higher than a predefined threshold, the branch is taken and only a small portion of the

model is executed. If the accuracy is lower than the threshold, the model proceed with

its execution until another branch is met or the classification layer is met. [26] further

explore this technique. The work proposes a plug-in module that is able to predict if

the early-branches will be taken and to adjust the voltage and the power consumption

accordingly. The work supposes that the system is soft real-time constraint. This gives

a certain degree of freedom for scaling the voltage and reducing the power consumption.

The results obtained, show lower average power consumption, since the technique is

able to tune the model even before the inference is actually performed. On the same

line, [27] proposes a more flexible, multi-branch implementation. The problem that this

work tries to addict is that, in edge devices, priority tasks could lead to the interruption

of the inference task. For this reason, the work proposes a model that is able to provide

partial results at every stage of the model. The outcome is a more robust and reliable

application; especially when the software needs to take care of many different tasks,

each of them with different priority level. [29] continues the current of ’multi-branch

exit’ by providing more sophisticated methods for implemented the model for more
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precise design-exploration search. In order to automatize the process, [34] proposes a

co-design engine able to characterize the model and insert automatically the points of

early branch exit. The authors of the paper highlight that the process of inserting early

exists has been manual until now. The purpose of the proposed work is to introduce

a framework that is autonomously able to place early exits in optimal positions. A

more sophisticated work is presented on [48]. The authors of the work propose a mix

approach, between early exit branches and model partitioning, in order to adapt the

inference time to the availability of the resources. The level of complexity of the work

manifests in the consideration of a collaboratively computation between edge devices

and cloud servers. Finally, [32] proposes an early exit branch on an asynchronous

circuit, obtaining a better profile with respect to a synchronous circuit.

[13] proposes a run-time adaptability based on the bid-width of the inputs and the

internal parameters of the model. Complex inputs require full precision, while most

of the time the model produces accurate predictions with the low bid-width and low

precision, configurations.

[10]’s dynamic nature depends on the number of internal connections between dif-

ferent adjacent layers. The model taken in consideration is a DNN. The work proposes

a set of sub-model of the same deep learning structure. Each sub-model presents a spe-

cific number of connections between neurons. The design-space is thus explored: fewer

connections mean faster execution and lower precision. The idea is further explored by

[31], in which for each input, an approximate version of the model is executed. This

approach is input-driven: based on the complexity of the input, only the most suitable

number of weights is fetched from memory. In this way, also the latency time for each

inference is adapted to the complexity of the input.

[29] proposes a systematic technique for generating sub-sets of a single CNN. The

training is done iteratively, following the same principle of [12]. The search for optimal

sub-sets of the model is performed through two level of analysis: coarse-grain and fine-

grain. The outcome is a set of intermediate versions of the same deep learning model,

that is able to provide a complete exploration of the design-space.

Finally [16] proposes a dynamic approach based on the number of Test Time Aug-

mentation (TTA) operations to perform before inference. TTA is usually performed

in practical applications, in order to provide better accuracy. In image recognition

systems, the idea is to feed to the model different version of the same image, over

the which different transformations are applied. After inference the image is evalu-

ated comparing all the different version of itself that have been generated. The work

proposes am iterative inference approach, in which the number of augmented images

depends on the complexity of the input. This work is a valid example of practical im-

plementation of dynamic reconfiguration of the inference process. Literature is full of

dynamic optimizations over the inference process. However, only few of them propose

the optimizations in real case scenario.

Another example of practical implementation of these dynamic techniques is in [49].

In which early exit branches mechanism is combined with a transformer’s classification
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process. The importance of this work is to present a practical implementation of the

numerous proposed solutions in the literature. However, the thesis deals with the

detection of multiscale surface defects. Such an approach, in the KSW ecosystem has

not been presented yet.

All the above-mentioned researches show that a dynamic approach may be a suit-

able choice for microcontroller. The power consumption and the latency can be signifi-

cantly reduced, while guaranteeing negligible losses in term of accuracy. When applied

to KSW however, the limitations arise because there is not an immediate fashion to

optimize the FE stage. As also [15] highlights, optimizations along the deep learning

model must always come together with optimizations with the FE stage. In addition,

another major limitation of these works is the limited set of deep learning model con-

sidered. In most of the case only DNN are considered. However, in case of CNN, the

major part of the latency derives from the convolutional layers that are not taken in

consideration in the above mentioned works, making the scope of the articles limited.

Concurrent optimization

An interesting dynamic approach that optimize the entire KSW pipeline is in [7]. Based

on the noisiness of the environment, the system selects only some sub-bands of the mel

filterbanks structure. Only the selected bands are computed and feed forward to the

model. This results in less parameters for the FE process and lower number of inputs

for the model, depending on some external conditions. However, the work doesn’t

consider DS-CNN, that are nowadays the standard the facto. In addition, it also

avoids performing MFCC operations, thus facing the risk of losing too much accuracy.

4.2.1 Personal Contribution

The related literature shows that more and more dynamic solutions are proposed for

implementing optimal deep learning models inside MCUs. In particular early exit

stages paradigm gained lot of importance in the recent years. All the above-mentioned

techniques show extremely positive results. However, their scope is limited. Many im-

plementations propose optimizations for DNN, thus excluding the convolutional layers

of a CNN from the consideration. As a consequence, many of these technologies cannot

be properly applied to image and audio recognition, since the majority of the latency

derives from the convolutional layers, which are not optimized. In addition, in the

ecosystem of audio recognition and KSW, the limitations are even more highlighted.

This because optimizing the deep learning model is only one part of the problem. A

proper KSW system need also the FE to be optimized.

The thesis wants to propose a dynamic KSW system, in which the latency and ac-

curacy of the computation are adjusted according to the necessity of the system. In

particular, depending on some external conditions (i.e., SoC of the battery or com-

plexity of the input) the system elaborates different number of frames. This results in

less computations for the FE stage and lower number of inputs for the CNN model.

The convolutional layers of a CNN, according to [17] are responsible for the majority
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of the operations of the entire model. Reducing the number of inputs directly affect

the number of convolutional operations performed: thus, resulting in a better latency

profile. To the extent of the author’s knowledge, the thesis is one of the first exam-

ples of a system that tries to implement a dynamic paradigm approach in the field of

KSW systems, while keeping in consideration the necessity of optimizing also the FE,

together with [7].



CHAPTER 5

Methods

The content of this chapter aims at providing a complete and exhaustive description of

the methodology used for this work. The motivations that lead to the implementation

of this work are highlighted. Later the work itself is presented and commented. In

particular two different versions of a KSW system are proposed, based on the level of

complexity of the analysis.

5.1 Overview

Microcontrollers are devices with limited resources availability. It is often necessary to

optimize applications in order to meet the device requirements and make them able to

run over it. Most of the times, these optimizations are static. A static approach is a

reasonable choice when the hardware availability is not a problem. In the ecosystem of

board and microcontroller however, a static approach may result in major limitations.

To be more precise: in a typical KSW application, the device is alimented by a battery,

that is the only source of energy. When the battery runs out, the system turns off. A

static approach doesn’t take care neither of the input complexity, neither of the state of

the battery: every input is computed with the same level of computational complexity.

A dynamic approach could lead to better profile in term of power consumption because

it is able to adapt the system to the requirements of the moment, resulting in most of

the cases in longer life cycles of the battery. In particular we can consider two types

of adaptation:

• Power-driven: The device is able to switch at run-time to a state of less power

consumption. This is the case when the SoC of the battery is running out.

• Input-driven: The device is able to adapt the complexity of the computation to

the complexity of the input. This is the case when a word is pronounced in a

silent environment, in which the device may not need full potential to correctly

elaborate the data.

[3] and [15] highlight the importance of optimizing both the FE stage and the

deep learning inference, because they contribute in equal manner to the latency of

41
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the prediction. In order to provide a dynamic optimization at both the stages of the

pipeline, the Step Size parameter is considered. The Step Size is a parameter internal of

the STFT operation and dictates how much two consecutive frames shall overlap. The

lower it is, the higher is the overlap and the higher is the precision of the output. On

the opposite side, the higher the Step Size is, the less two consecutive frames overlap,

the lower is the precision and the faster is the final computation. According to 3.1,

the number of frames is directly dependent on the Step Size. As a final step, the

output of the MFCC operation, that is also the input of the CNN model has dimension

{nMfccOut, nFrames}. By modifying the number of frames, through the Step

Size parameter, we directly affect the latency and the precision of the FE

stage and the number of inputs of the deep learning model. Higher number

of frames means higher accuracy; lower number of frames means faster

execution. The latency of the inference is particularly affected by the dimension of

the input because, according to [17], the stages of the model that elaborate the inputs

are responsible for the majority of the arithmetical operations of the entire model.

5.1.1 Deep Learning Model

The chosen model is a DS-CNN. This topology showed superior performances with

respect to any other deep learning model. The focus of the thesis regards small/medium

model, in term of size. For this reason, a relatively small number of kernel filters has

been used (25). 5.1 reports the layers of the model. The inputs of the model are

the MFCC coefficients. ’CONV2D’ and ’DeepWise CONV2D’ represent respectively

a convolutional operation and deep-wise convolutional operation. Both the stages are

followed by an activation function. For the superiority in performances, RElU has

been chosen. ’MEAN’ refers to the operation of global average pooling 2D. For the

consideration of our thesis, this layer is mandatory. Global Pooling is responsible of

flattening a multi-dimensional representation of data, into 1-D vector. Independently

from the dimension of the inputs, the global pooling produce an output that can be

elaborate from the fully connected layer. This operation has first been introduced

in image recognition tasks. Thanks to this mechanism, different image sizes can be

elaborated by the same model, since the global pooling makes the rest of the model

independent from the dimension of the input. In this way only the convolutional layers

are affected by the size of the input. Actually, the global pooling can be easily imported

into KSW ecosystem, given the fact that an MFCC and an image presents the same

3D structure. Finally, the ’SOFTMAX’ operation is responsible of transforming the

outputs of the model into values that can be interpreted as probabilities.

The training of the model need itself a FE stage before each prediction. According

to 3.1 the MFCCs seem the most suitable structure to forward to the model.

After training, the model has been converted into a TFLite model, that presents

a reduced dimension, able to fit inside a microcontroller. At this point the model

is imported into the real application, over the board. Since the training has been

conducted with MFCCs, also each inference, along board side need a FE stage.
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Figure 5.1: Structure of the model. The first operations belong to the convolutional network, while

the fully connected layer is a DNN. According to [17] the convolutional layers are responsible for

the majority of the operation. From the structure of the presented model, that seems a reasonable

assumption, since the convolutional layers occupy 5 stages of the entire process.

At run time the model can be used with two different input configurations. Accord-

ing to the step size, different dimension of the MFCCs coefficients can be produced. As

a consequence, the model should be able to receive different dimension for the input.

Thanks to the global pooling layer, the classification network is not affected by the size

of the input. For what concern the convolutional layers, a simple re-configuration of

pointers associated to the model can be adopted for letting the different input sizes to

be correctly interpreted by the model.

Based on the above discussion, two dynamic systems are proposed: one that is

power-driven (Full Dynamic Optimization (FDO)) and one that is input-driven (Adapt

Full Dynamic Optimization (AdaptFDO)). Both the systems take as input the digital

audio that is coming from the microphone and consist of an elaboration phase. The

output of the two systems is a prediction over the audio. The prediction is the word

that most likely, according to the system, corresponds to the input audio. Each of the

system provides an optimization of the standard elaboration phase in order to speed-up

the process and reduce the power consumption.

5.2 FDO

For the following description, 5.2 is used as a reference. FDO takes as input the audio

from the microphone. According to the desired power consumption of the device, more

or less accurate predictions are performed. To be more precise, at run-time, the system

is able to execute the FE stage with different number of frames and to provide to the

model a different number of inputs to be processed. In particular two configurations
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are possible, based on two different Step Size values:

• High performance configuration - C1. The accuracy is maximum, at the expense

of inference time and thus, power consumption. The number of frames is the same

used for the training of the model. This configuration may be suitable when the

SoC of the battery is high.

• Low power configuration - C2. The power consumption is minimum; at the ex-

pense of accuracy. The number of frames is half the one used for training. This

configuration is suitable when the SoC of the battery is running out and it be-

comes more important to maintain the system alive, instead of providing very

high accuracy.

Figure 5.2: FDO Logic. FDO proposes a binary system that is able to execute a KSW pipeline with

a low power configuration and a high accuracy configuration. The configurations are separated, in the

sense that for each prediction only one of them is executed. The deep learning model is unique and is

reconfigured at run-time, so no memory overhead is required.

The system is thus aware of the SoC of the battery and is able to tune the power

consumption according to how much energy is left inside the device. The accuracy of

the final prediction heavily depends on the number of frames used during the elabo-

ration stages. To be more precise: the model has been trained with a fixed number

of frames. For C1, the number of frames used, is the same one of the training phase,

thus providing maximum possible accuracy. For C2, the number of frames is half the

one used for training. This configuration inevitably leads to degradation in term of

accuracy. However, in system alimented by battery, neglecting high accuracy of the

system as a trade-off for doubling the life cycle of the battery is a valuable option.

FDO introduces a first layer of dynamic re-configuration in the system, making it

more flexible and able to adapt to the necessity of the battery. This re-configuration
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paradigm could be brought to an extreme, by adapting the complexity of the compu-

tation to the complexity of the input. This is the main purpose of AdaptFDO.

The major limit of FDO is the low accuracy value of C2, as the only source of

reduced power consumption.

5.3 AdaptFDO

Different inputs require different computational complexity. In the microcontroller

ecosystem, in which the devices are alimented by battery, the tuning of the complex-

ity of the computation according to the input complexity is a primary goal: since

reducing the power consumption could lead to important extend of the battery life cy-

cle. AdaptFDO system tries to propose a configuration in which the accuracy-latency

trade-off is exploited, according to the necessity of the input. The contribution for this

system is mainly based on the work of [16], which present a dynamic technique based

on the inference confidence of each prediction. However, the mentioned work deals

with image recognition, while the current thesis deals audio recognition.

For the following description, 5.3 is used as a reference. According to the desired

accuracy-latency of the device, more or less accurate predictions over the input are

performed. Given the audio, a first FE stage and deep learning inference is executed

with C2, the configuration of low power consumption. The confidence of the prediction

is evaluated with respect to a new parameter: τ :

• C ≥ τ : the output of the C2 elaboration stage is considered correct and the final

prediction is made based on that.

• C ¡ τ : the confidence of the output of the C2 elaboration stage is considered too

low and probably wrong. A second FE and deep learning inference is performed

with the C1 configuration, that is the high accuracy/high latency configuration.

The rationale behind AdaptFDO is that, operating always with the configuration

of maximum accuracy is a solution that may be too conservative. In most of the cases

a configuration with less expressiveness and granularity may be enough to correctly

classify the input.

The major contribution of this implementation is to provide a ’pareto curve’ of

possible working conditions. Based on τ value, several trade-offs between accuracy

and latency exists, thus providing more flexibility with respect to the simpler FDO

technique.

The major limit of AdaptFDO is the memory occupation requirements. The second

inference need to perform a more refine elaboration on the same input of the first

inference. This requires storing the entire audio signal in case the second inference

is performed. According to the datatype used and to the sampling rate, from 15 to

30 KBytes of memory are required. It is important to precise that, according to [20]

the power consumption is mainly dependent on the latency execution time. For this
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reason, the following discussions are made without considering the power consumption

generated by memory occupation; that for MCUs implementation is a secondary source.

Boards on the market usually comes with very different characteristics. Some of

them achieve maximum speed at the expense of power consumption; some others min-

imize the memory occupation; others minimize the power consumption. Given the

different characteristics of the available devices, AdaptFDO comes in two different

fashions:

• OFast configuration. This implementation aims at obtaining the minimal possible

latency for the system with the objective of further reduce the power consumption

of the application. This can be useful for edge devices which primary goal is to

generate low amount of energy.

• OSize configuration. This implementation is memory-aware and try to minimize

the occupation of memory in the MCUs. This can be useful for edge devices that

have little memory availability.

In the following both the arrangements are presented, together with their strong

points and their main limitations. The major distinctions between the two deals with

which data are stored between the first and second inference.

AdaptFDO - OFast During the first elaboration phase - C2, the input audio is pro-

cessed. However, the audio cannot be discard yet, in case also the second inference in

needed. The reason is that C1 need to perform the FE stage over frames that have not

been elaborated yet. These frames are skipped during C2, because of the bigger Step

Size. The key point in this process is that the MFCCs produced by the first elaboration

phase, can be reused by the second one. This requires, after C2, to store both the entire

audio and the MFCCs output of the first FE stage. The big advantage of this approach

is that the system avoids to perform N MFCCs again (where N depends on the Step

Size parameter of C2). The drawback is the memory overhead, that is actually very

small compared to the size of the entire audio. At a cost of a small increment in term

of memory occupation, the system gains important latency reduction, since the MFCC

operation is computational expensive.

AdaptFDO - OSize The memory-aware profile of AdaptFDO tries to minimize the

memory occupation of the system. As mentioned above, storing an entire audio, due

to the need of performing the second inference, can be a limitation for specific systems,

that may be characterized by low memory availability. The solution proposed by the

OSize arrangement is to perform the first elaboration phase with the high accuracy

configuration. This let the system to store only the MFCCs related to the audio and

not the audio itself. The first inference is executed only considering a sub-part of the

available MFCCs. The second elaboration phase is composed only by the slow and

precise inference process, since all the MFCCs are already ready for being forwarded

to the model. The rationale behind this approach is to avoid storing the entire audio
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Figure 5.3: OFast configuration. The first elaboration phase is executed with the fast configuration.

If the confidence is lower than a threshold, also the second and more accurate elaboration phase is

executed. Both the audio and the first MFCCs are input for the second elaboration phase, resulting in

a memory occupation overhead.

and store only the MFCCs, that are a smaller and more refined version of the former

one. The flow is presented in 5.4.

The major advantage of OSize configuration is the memory reduction, in which

only a small percentage of the memory is occupied with respect to OFast. The major

drawback is the increased delay. Even if an entire stage is removed from the system

(the fast FE stage), the latency increases. The reason derives from the bigger effort

that we are putting on the most common case scenario. The fast prediction is executed

every time, while the precise prediction is executed only when the confidence is lower

than the threshold. By performing every time the slow FE stage, we are adding latency

to the most common case scenario; thus, resulting in an overall increased delay.
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Figure 5.4: OSize configuration. The original audio is shrunk down after the first elaboration phase.

Only the resulting MFCCs need to be store and reuse for the second elaboration phase; resulting in an

important saving in term of memory occupation.



CHAPTER 6

Experimental Setup and Results

6.1 Experimental Setup

Dataset

All the experiments of the thesis were performed using the google dataset collected by

Peter Warden [9]. The words taken in consideration are:

labels = { down, go, left, no, right, stop, up, yes }

The train dataset contains 6400 audios. The validation and test dataset contains 800

audios, in proportion 8:1 with respect to the train dataset. In particular, for the

experiments, the test dataset has been utilized. Each audio of the dataset is sampled

at 16.000KHz. The first operation performed over each audio is peak normalization.

This brings all the amplitude values of each audio to the range {-1:+1}. The length of

each audio may be different, for this reason each audio has been padded with zeros in

order to have 16000 samples for each audio. This corresponds to a length of 1 second.

For the majority of the experiments the audios have been downsampled to 8000Hz.

Deep Learning model

The deep learning model used for the experiments is trained with Keras, through the

tensorflow interface. The hyper-parameters are listed in table 6.1.

The chosen model is a DS-CNN. DS-CNN provides a low number of parameters

with respect to other models, while ensuring high accuracy. The model is reported in

tabular form in the following.

Table 6.1: Hyper parameters - training

batchSize 20

initialLearningRate 0.1

endLearningRate 1.e-5

epochs 10

nFilters 25

49
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Table 6.2: Comparison between keras model and tflite model, in term of memory occupation

Model Occupation Accuracy

Keras Model 155 KBytes 91.87%

TFLite Model 12.5 KBytes 91.87%

After training, the model is converted into a tflite model. This is the common point

between server and board. It is what is actually imported inside the microcontroller in

order to perform the inference at board level. 6.2 reports the size and the accuracy of

the model before and after the conversion. The characterization has been conducted

in the following way:

• Memory occupation. Tensorflow reports the number of parameters that compose

a keras model. Being floating-point the type of data used for this thesis (4 bytes),

the memory occupation of the keras model results in:

38750 ∗ 4bytes = 155Kbytes.

. For what concern the tflite model, the memory occupation has been calculated

as the size of the folder that contains the model.

• Accuracy. Both the models’ accuracies have been calculated over the same test

dataset. To be more precise: for what concern the keras model, tensorflow creates

a pipeline of data, over the which the FE transformations are applied and then

the accuracy is measured. This pipeline is used for both training and testing. The

major advantage of using this structure is the reduce latency of the operations.

For what concern the tflite model, no high level structures are available, since we

are dealing with much rawer data. The strategy is to singularly implement FE

and inference for each single audio.

The occupation of the tflite model is about 10% with respect to the original model,

while maintaining the same accuracy. This suggests that the tflite conversion is a very

powerful technique for importing complex structure like deep learning models, inside

small resource devices like boards and MCUs.

Feature Extraction

Before training, each audio is elaborated, and the feature of the speech are highlighted.

For the thesis, MFCCs coefficients have been used, because they provide high accuracy

with respect to the majority of FE techniques. Actually, Power Normalized Cepstral

Coefficients provides a better profile, in term of robustness to noises, at the expense

of latency execution. For the purposes of the thesis, the is no need to be as robust as

possible. So, the low latency of MFCCs have been preferred. The parametrisation of

the FE stage is in 6.3.

Usually, a sampling rate of 8000 or 16000 is used for KSW applications. For the

following experiments only a sampling rate of 8000 is considered. However analog
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Table 6.3: Pre-processing Parameters

Sampling Rate 8000

Window Size 512

Frame Size 512

Step Size -

Number of Frames -

FFT Size 512

Number of MelBins 40

Minimum Frequency 20

Maximal Frequency 4000

Number of MfccOut 10

consideration can be applied also for the case of 16000 samples/S. The window size

coincides with the frame size and the FFT size. Their value is a power of two, so that a

RFFT algorithm can be implemented for calculating the spectrum of each audio. The

Hann window function has been used for the process of windowing because it provides

less spectral leakage with respect to other functions. Plus, nowadays is the standard

implementation of many different frameworks. The Step Size and consequently the

number of frames, is part of the outcome of the thesis, so it will be revealed in the

experimental results section. The mel scale and triangular filters have been adopted, in

order to calculate the mel filterbank. For audio speech recognition, literature showed

that these are the most reliable and safe choices. Standard values of mel bins, minimum

frequency, maximal frequency and MFCC coefficients have been used.

Board and Microcontroller

The board chosen for the experiments is a B-L475E-IOT01A, from STMicroelectronics.

In figure 6.1 the board is presented. In the following the characterization of the board:

1 Mbyte Flash memory, 128 Kbytes SRAM, ARM Cortex - M4 core. See [60] for the

user manual.

Figure 6.1: B-L475E-IOT01A

The software development over the board is made possible thanks to the cubeIDE
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Table 6.4: Static analysis of the model, when the number of Frames changes. Each cell reports the

accuracy of a model that has been trained (TR) with a specific number of Frames and tested (TS) with

another specific number of Frames.

TEST(→)

TRAIN(↓)
59 Frames

TS

30 Frames

TS

20 Frames

TS

15 Frames

TS

59 Frames TR 91.87 77.18 none none

30 Frames TR none 88.63 82.38 none

20 Frames TR none none 87.63 80.25

15 Frames TR none none none 85.62

and cubeMX tools, provided by STM [60]. In particular cubeIDE is the develop-

ment environment, through which users can write code and transfer it over the board,

cubeMX is a configuration tool that provide to the user a graphical interface for the

setup of the peripheral of the board. The deep learning model is converted into C code

and added to the application through the x-cube-AI library [60]. X-cube-AI is respon-

sible of acquiring the tflite model and translate it into C code, so that it can run over

the board. Also, x-cube-AI lets the developers to: automatically measure the inference

time of the imported model and perform an automatic validation over the model (this

guarantee the correctness of the model after being transformed into C code).

For the collection of the latencies of the FE stage, the internal timers of the board

have been used. In particular the HAL GetTick function is used to calculate the

number of milliseconds elapsed since the last call of the function. HAL GetTick returns

a variable that is updated every ms by an internal timer. For the purposes of the

analysis, a resolution of ms is enough in order to provide valuable results.

6.2 Experimental Results

Each experiment is performed over the test dataset (800 samples). The latency values

are normalized: the total amount of time for elaborating 800 samples is calculated,

then the result is divided by 800.

FDO

The first objective of the experiments is to find a proper couple of Frame values (Step

Size). These set of values are used for implementing the two state configurations of

the FDO system. The purpose of FDO is to provide to the user a configuration of

high accuracy, for guaranteeing high performances, when the battery is charged and

a configuration of low power consumption, for guaranteeing maximal duration of the

system, when the battery is running out of charged.

Given the initial deep learning model, presented in the previous chapter, 6.4 show

how the accuracy changes, varying the number of Frames. Typical Step Size values are

25% (50 frames), 50% (30 frames), 75% (20 frames), 100% (15 frames) of the Frame

Size, so for the experiments these values have been considered.
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The Frames for Train (TR) value identifies the number of Frames with which the

model has been trained. The Frames for Test (ST) identifies the number of Frames

with which the model has been tested. Each cell reports the accuracy of a model

trained with the corresponding TR and tested with TS. As expected, the accuracy

is higher for higher number of Frames (lower value of Step Size). The ’none’ values

are those whose configuration’s accuracy was too low to take in consideration. For the

purposes of the thesis, it is important to identify a configuration of TR/TS, that is able

to guarantee high accuracy with high number of frames and low power consumption,

with a low number of frames. The best configuration appears to be 59/30. The model

trained with 59 Frames (128 Step Size) results 91.87% of accuracy. The same model

tested with 30 Frames accuracy of 77.18%. No other configurations are able to halve

the number of frames, while maintaining a sufficient accuracy.

Given the model trained with 59 frames, the resized input configuration, with lower

number of frames can be easily extrapolated. The size of the input of the model must

be resized. The internal parameters of the model remain the same. The only difference

is the dimension of the input. The two configurations can be characterized as in the

following table. For all the convolutional layers, the dimensions of the inputs are

different. However, this means only changing the number of operations. The kernels

coefficients remain equal. The different sizes of the inputs are handled by the Global

Average Pooling Layer, that is responsible of flattening the multi-dimensional output

of the convolutional layers and resize it into a fixed dimension array. From the report

of the models, we can clearly see that after the pooling layer, the dimensions of the

data are the same for both the models.

Layer Input Size - 59 frames Input Size - 30 frames

Conv2d 59*10*1 30*10*1

Batch Normalization 59*10*1 30*10*1

RELU 59*10*1 30*10*1

Depthwise Conv2d 29*4*25 14*4*25

Conv2d 29*4*25 14*4*25

Batch Normalization 29*4*25 14*4*25

RELU 29*4*25 14*4*25

Depthwise Conv2d 29*4*25 14*4*25

Conv2d 29*4*25 14*4*25

Batch Normalization 29*4*25 14*4*25

RELU 29*4*25 14*4*25

Global Average Pooling2d 29*4*25 14*4*25

Dense 1*25 1*25

Softmax 1*8 1*8

The latency of a KSW pipeline depends equally on the FE and deep learning stages.
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Table 6.5: TFLite models characterization. The flash memory is the same because the internal param-

eters are constant in the two models. The ram size is halved, in case of the 30 frames configuration,

because the ram is affected by the Convolutional layers, that operates with half the input. The MACC

parameter is a measure of the complexity of the operations performed. The 30 frames configuration

has half the complexity because it performs half of the operations.

59 frames model 30 frames model

RAM size 25.62 Kbytes 13.90 Kbytes

Flash 25.74 Kbytes 25.74 Kbytes

Complexity 235353 MACC 113853 MACC

Inference Time 49.4 ms 23.8 ms

Table 6.6: Characterization of FDO system. FDO is a binary application that presents a high accuracy

configuration (91.87&) and a low power consumption configuration (half the power consumption with

respect to the other configuration.

Low power state High accuracy state

Total Delay 53.8ms 108.4ms

Accuracy 77.18% 91.87%

In order to optimize both the stages, the number of frames (as a consequence of Step

Size value) has been considered. In theory, halving the number of frames, means halving

the FE operations and the convolutional operations over the input. In practise, this is a

strong hypothesis to be verified. In order to evaluate the total latency and consequently

the power consumption, the performances of the FE and deep learning model in the two

configurations (59-30 frames) must be evaluated. For what concern the model, CUBE-

AI automatically provides the main characteristics of the model, that are reported in

table 6.5. The primary hypothesis is satisfied for the model: the number of frames

directly affects the inference time. Halving the frames means halving the inference

time and thus, the power consumption.

The latency of the FE stage has been measured manually, using the internal timers

of the board. The computation of the MFCCs is performed frame by frame, thus

making the delay directly dependent on the number of frames used. In particular a

singular MFCC takes about 1ms. Elaborating 30 frames requires 30ms. Computing

the MFCCs over 59 frames requires 59 ms. The hypothesis has been satisfied also

for the FE stage. From the results obtained, it is clear that the latency of a

typical KSW pipeline is directly affected by the number of frames. Given the

above discussion, the FDO can be characterized as in 6.6. C1 is able to guarantee high

precision at classifying the audios with a Step Size of 128 and 59 frames; C2 provides

faster implementation and half the power consumption of the other state, with a Step

Size value of 256 and 30 frames. Such a flexibility is of great impact, given the fact

that the system is tunable at run-time and the most proper metric can be optimized

according to SoC of the battery.
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AdaptFDO

AdaptFDO is developed over the need to provide intermediate configurations that

are able to provide to the system reduce power consumption, while preserving high

accuracy. The system is input-driven, so according to the complexity of the input it

should be able to tune τ in order to provide suitable accuracy-latency trade-off. In

addition, the system provides a configuration of minimum latency and a configuration

of minimum memory occupation.

The logic behavior of AdaptFDO is the following: elaborate the data with the fast

configuration, if the accuracy is not high enough, re-elaborate the same data with the

precise configuration. The objective is to find which are the values of τ , for

which the system may minimize the latency while providing negligible loss

in term of accuracy. For this reason, a previous analysis of the behavior of the

model’s configurations has to be done. The two configurations, the one trained with 59

frames and its conversion into 30 frames for the different input size, are tested over the

test dataset. For each audio, the behavior of the prediction of the two configurations

is analysed. To be more precise, for each prediction, four possible cases can manifest:

• A prediction is wrong with the 30 frames configuration and wrong with the 59

frames ones (W → W).

• A prediction is wrong with the 30 frames configuration and correct with the 59

frames ones (W → C).

• A prediction is correct with the 30 frames configuration and wrong with the 59

frames ones (C → W).

• A prediction is correct with the 30 frames configuration and correct with the 59

frames ones (C → C).

6.7 reports how these four outcomes are distributed among the dataset.Quantity

represents the number of predictions that belongs to a particular confidence range.

Possible Savings is representative of how many predictions can be executed only with

the 30 frame configuration, with the objective of avoiding to take in consideration

also the expensive 59 frames prediction. Possible Savings is calculated as the sum of

W → W, C → W, C → C. In particular, this decision seems reasonable due to the

fact that: C → C and C → W denote the predictions that are correct already with

the low power model, while W → W denotes the predictions that are wrong for both

the configuration. Possible savings (%) is the division between Possible Savings and

Quantity. The ranges where the majority of the predictions could be saved from doing

the second inference are:

• Below 28%: Most of the predictions belongs to the category W → W. AdaptFDO

excludes this range from performing the second expensive inference, because prob-

ably, both the first and second inference will produce wrong results.
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Table 6.7: Characterization of the confidence of the predictions for the two deep learning model. The

possible savings represents how many audios’ prediction can be inferred only with the fast model, so to

minimize the average latency execution. The higher the Possible Savings, the higher is the probability

that the fast model is enough for the prediction.

Confidence Quantity Possible Savings Possible Savings (%)

0-28% 10 9 90%

28-91% 231 144 62%

92-98% 163 141 87%

99-100% 396 382 96%

Table 6.8: OFast accuracy-latency trade-off

τ Accuracy Latency Latency Gain(%)

none 91.87% 108.4ms 0%

99.5 91.00% 95.45ms 11.95%

98.6 90.00% 89.77ms 17.19%

96.8 89.00% 83.79ms 22.70%

92.3 88.00% 76.24ms 29.67%

• Over 92%: Most of the prediction belongs to the category R → R. Statistically

speaking, if the first prediction has an accuracy over 92%, it is most likely that it

is already correct.

Minimal Latency - Ofast For each input audio, the fast pipeline is executed. If the

accuracy is lower than τ , also the precise pipeline need to be executed. The key

point when re-executing the FE stage is that half of the frame have already been

computed. Being 59 the total amount of frame and 30 the frames elaborated by the

fast configuration; 29 frames are left to be elaborated during the second pipeline. This

results in a re-utilization of the information, at the price of a small memory overhead.

6.2 in the middle reports how the latency changes when varying the accuracy, with the

OFast profile. The phenomenon highlighted by 6.7 seems here even more accentuated.

In particular, the curve has two trends, identified by the approximated red line. The

right part of the approximation is the most interesting one. The slope of the curve, in

this area, is higher: this suggests that, in proportion, for small variations of accuracy

we have greater gain in term of latency. 6.8 shows different values of accuracy and

latency for different values of τ . The prediction under 28% of accuracy are discarded

no matter what, from the second inference. For what concern high accuracy values,

by sacrificing some accuracy points, we are able to provide maximal efficiency for the

execution time. In particular the configuration with 88.00% accuracy is able to save

almost 30% of the execution time, in average. OFast need to store both the original

audio and the MFCC of the first inference. This results in a 32KBytes (audio) +

1.2KBytes (MFCCS) = 33.3KBytes.
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Figure 6.2: Accuracy-latency of AdaptFEDLO configurations. From left to right: normal, OFast,

OSize configuration of AdaptFDO. Each graph shows the design space of the related configuration.

Each point is a working condition obtained with a precise value of τ .

Table 6.9: Memory occupation of the AdaptFEDLO modes

Normal Mode OFast OSize

Memory Occupation 32Kbytes 33.2Kbytes 2.4Kbytes

Minimum memory footprint - Osize Some devices may present limit memory resources.

For this reason, Osize configuration aims at providing a dynamic system that is memory-

aware and occupies as less memory as possible. The implementation requires to com-

pute the first MFCC with the precise FE configuration. In this way we can get rid of

the initial audio and store only the MFCCs, that occupies way less memory space. This

results in a memory occupation of only 590*4 = 2,3KBytes. 6.9 reports the occupation

size for each AdaptFDO configuration. In particular, OSize results in an occupation

of 7% with respect to OFast. The drawback of Osize is the increased delay, since it

computes always all the MFCCs but in most of the cases only half of them is used. In

6.2 on the right, we can see that the benefits of implementing the different trade-off

configurations are limited in this case. This is due to the fact that most of the time,

the precise and low FE stage is executed without being needed.

6.3 Discussion

FDO

FDO is able to provide two working states. One with high level of accuracy, with a

value of 91.87% and one with half the power consumption with respect to the other.

91.87% can be properly considered a SotA value for accuracy. The strength of FDO is

that it is able to dynamically change into a configuration of very low power consump-

tion. This derives from the full optimization of the KSW pipeline. Recent literature
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have focused its attention on the optimization of dynamic deep learning algorithms,

for their implementation in microcontrollers. Even if, all the proposed techniques lead

to major savings, they cannot be applied to the KSW ecosystem with the same per-

formances. The key point is that, differently from other fields, KSW applications still

necessitate of an hand-crafted FE stage, in order to maximize the accuracy of the

system. All the above-mentioned techniques cannot compete with the proposed idea,

because the optimization of the deep learning model can have only a limited influence

on the performances of the system. To the author’s knowledge, FDO is one of the few

examples of dynamic system that consider an optimization of the entire KSW pipeline,

thus maximizing the performances, together with [7]. FDO could be particularly useful

in edge devices that are alimented by battery. In this case, during the normal life cycle

of the battery, the system is able to provide SotA performances. Meanwhile, when the

SoC of the battery is running down, the low power consumption configuration could

be set. This allows to double the battery life cycle.

AdaptFDO

AdaptFDO is built upon FDO. The objective is to provide an input-driven system,

with a finer granularity with respect to FDO. In particular, this granularity manifests

in a set of configurations, each of them being a trade-off between accuracy and latency.

AdaptFDO is based on the work of [16] and is able to integrate it in order to implement

the same technique in the KSW ecosystem. Again, AdaptFDO is an example of a dy-

namic re-configuration of a deep learning algorithm ([16]) but integrated and optimized

for audio speech recognition. AdaptFDO-OSize is able to provide a low memory occu-

pation configuration, while still providing a set of different configurations to be used

for different input complexity. OSize targets the low memory availability of many edge

devices, while still being able to guarantee flexibility to the system. AdaptFDO-OFast

is able to provide a saving of 30% of latency and power consumption, with respect to

the high precision state, while still preserving an high accuracy. For a real case appli-

cation, we can think of OFast begin suitable for home environment, in which for most

of the time an accuracy of 88.00% is enough in order to correctly classify the audio

and provide an important reduction in term of power consumption. In condition in

which the noise of the environment increases, the precise state can be configure, with

an accuracy of 91.87%.



CHAPTER 7

Conclusions

Overview

Thanks to the advancement in the field of human speech recognition, vocal assistants

like amazon echo or google assistants gained much popularity in recent years. However,

constant communications between the local microphone and the remote server, where

the complete recognition system is implemented, produce way much power consump-

tion. KSW has been proposed as a filter for reducing drastically the communications in

this paradigm. The typical implementation of the system is inside edge devices, with

limited resources and requires a FE stage and a classification phase, that manifests as

deep learning model implementation. Due to the heavy computation and memory oc-

cupation of these stages, many optimizations are necessary and have been proposed in

the literature. Most of the works deal with static optimizations and the optimizations

are in most of the cases only limited to a specific stage of the KSW pipeline. In recent

years, many interests have been put over configurable dynamic deep learning models.

Even if these systems show very positive results, their application in audio recognition

is far from optimal. This, because the deep learning model represents only half of the

latency production.

The thesis presented FDO and AdaptFDO, dynamic systems for the optimization

of a KSW application. With respect to other works in the literature, FDO proposes

a dynamic-reconfigurable approach, with a state of low power consumption, where the

full pipeline is optimized. In particular a latency and power consumption reduction of

50% is achieved. Based on the same principle, AdaptFDO remedies the low accuracy of

FDO, being the only source for reduce power consumption. In particular AdaptFDO

provides a set of working conditions, that lead to saving of 30% of the latency and

power consumption, while providing only a small penalty in term of accuracy.

Limits and future perspective of the thesis

A major constraint of the thesis is the limited gain that AdaptFDO is able to achieve,

with respect to other works like [16], in which, with an analog technique applied in

image recognition, the savings reach up to 50% of latency reduction, without accuracy
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degradation. A possible motivation could be the low accuracy that characterize the low

power state of FDO. Optimazing the accuracy of this state could lead to even higher

latency reduction. In regard to this, a possible solution may be to train the model with

a mix of 59 and 30 frames input. Some previous experiments showed positive results.

Another limit is related to the strategy through which the first predictions are

labeled as good or labeled as ’to be executed again’. In this work the strategy manifests

as a comparison between the threshold and the accuracy of the first prediction. An

important optimization may regard a more efficient parameter to compare with the

threshold, in order to better identify the predictions that do not need to be executed

again. Many works, for example [16] and [13] compare the threshold value with the

score margin, banally the difference between the top one score and the second score.

However, the author of the thesis noticed that the confidence of the prediction, in audio

recognition, seems much less correlated to the characteristics of the input, making the

prediction strategy more difficult to be optimized with respect to other field (like image

recognition).

The presented systems have been developed with floating-point data type. The

SotA in KSW is nowadays to implement quantized systems, with a precision of 8 bits.

Recent works show the possibility of implementing such systems even with a lower

precision of 2 bits, without heavy degradation in term of precision. A possible future

approach would be to convert the system to lower data precision, in order to minimize

the latency and the power consumption.

[6] shows that other deep learning models, such as Gated Recurrent Unit and Long

Short Term Memory, are less susceptible in degradation of the accuracy, at varying of

the step size. More accurate analysis could be performed over these systems, in order

to verify if they are able to provide overall better performances.

To conclude: far from being an optimal application, FDO and AdaptFDO are one

of the first examples of dynamic re-configuration of systems, in the field of KSW appli-

cations. The objective of these two systems is to show that the paradigm of dynamic

re-configuration can be applied also in audio recognition, with successful results. The

dynamicity introduced, leads to major flexibility of the system, that is able to adapt the

computation with respect to external conditions like SoC of the battery or complexity

of the inputs. The assumption is that, given the specific situation, a metric is more

important to be optimized with respect to others. In this context, dynamic systems

shine at their best possibility. For our specific case, for example, when the battery is

low, the power consumption is assumed to be the most important metric and a low

power configuration could be set.

The author of the thesis, according to the numerous studies about dynamic system

in recent years, believe that in the future more and more dynamic systems will be

implemented also in the ecosystem of KSW. We hope that this thesis could act as a

source of ideas for future studies, that will bring KSW to an even higher degree of

awareness and optimization.
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