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Abstract

Data are becoming every day a more and more central economic asset for compa-
nies and public institutions. For this reason, there is an increasing need to provide
an equitable evaluation of data. Therefore, having the ability of quantifying the
value of data is of paramount importance to take decisions about potential data
sharing policies among multiple parties. This is a particularly important question
to answer in the case the different parties are competitors, and especially if the
nature of the data is private and their transfer is therefore strongly regulated. A
solution to the problem of an equitable evaluation is given by the Shapley value,
a concept solution from the field of the Cooperative Game Theory. In this work,
we apply this framework in the context of Graph Machine Learning. Many differ-
ent social, biological and economical systems are naturally described by graphs and
networks; this is the reason why in the last years there have been a development
of Machine Learning frameworks which are designed to specifically deal with data
structured as a graph and the subtleties they introduce. In these settings, as we
explore in this work, the difference in value between different datasets can be given
not only by the features of the data themselves, but also by the knowledge of the
relations between datapoints. First, we show that relying only on the topological
features of the subgraph owned by a single party is not enough to fairly estimate
the value of individual contributors. Secondly, we highlight that depending on the
final purpose of the pooled model, that translates in different testing procedures,
the data value could change drastically. Finally, we investigate the possibility to
estimate a subgraph value using only a smaller fraction of the entire subset. This
could be particularly useful in the case of a first, exploratory tentative from different
parties to try to share only a part of their data to train a common model, before
committing to a complete collaboration.
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Chapter 1

Introduction

Data are becoming every day a central aspect of our lives and our economy. As
machine learning applications increase in a multitude of fields and contexts, more
and more personal data are collected every day through the devices and services
that we use, often by different companies. Moreover, as applications grow more
ambitious, the need for data grows as well. For this reason, companies are often
trying to aggregate or use data they do not possess, and at the same time to find a
way to price the data they do own.

For the first necessity, an obstacle is given by the interplay between the (of-
ten) personal nature of the owned data and the need to share valuable data with
competitors. In the case of personal data, in the European Union, the GDPR, the
"toughest privacy and security law in the world" [9], imposes obligations to organi-
zations regarding the safety, protection, and fair use of personal data; in particular,
it does not allow any processing, transfer or sharing of data without an explicit
and freely given consent. The strong restrictions given by the law are a reflection
of the immense strategic value that data can hold. Often companies do not want
to share or disclose their collected data, as they give them an economic advantage
over competitors. A solution to the latter problem is then given by the Federated
Learning (FL) approach to perform the training of the machine learning model [28].
In this approach, the data remain distributed on local clients, while a central server
coordinates them; locally, each client has its data which are never centrally stored,
while a global model is maintained by the server. On the clients, local updates to
the global model are computed and then transmitted to the server, which updates
the model. In this way, the data is kept locally, while the different data owners get a
common model which has been trained on the whole dataset. However, it does not
always solve the problems regarding the GDPR [39]. First, as with most machine
learning approaches, FL is usually operated in a black-box fashion, meaning that
the way that the algorithm uses the data to train is not always transparent nor fair,
failing to comply with GDPR restrictions; at the same time, even if the original data
are not shared, it is still possible to perform inference from the updated model pa-
rameters, allowing a malicious attacker to extract personal information. Therefore,
the implementation of the encryption and protection of the model must be careful,
to fully comply with the legal requirements.

However, there is still the problem of pricing the data which are being used. The
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problem is interdisciplinary and challenging [33], as there are several concerns about
how to perform pricing which can be fair, efficient, and privacy-preserving. Several
solutions and paradigms have been proposed to assess the value of datasets for
machine learning [1, 36, 42, 4]; but a prominent solution from the field of Cooperative
Game Theory is given by the Shapley value [35], which has been proposed as an
equitable and fair metric to evaluate data [21, 14, 24]. The Shapley value has
been used as a solution concept for different problems in Machine Learning [34],
and for the problem of Data Valuation it has been applied into the context of
Federated Learning [26], and to tabular and spatio-temporal data [5]. It has the
strong limitation of being computationally expensive as it has an exponential time
complexity, but several algorithms have been proposed to make it more efficient
through approximation methods [23, 14].

In recent years, the analysis and study of networks have been the focus of growing
and interesting research [40, 6, 30], as many real systems are naturally described
by graphs and networks, such as social networks, infrastructures, and information
networks. The relations and the connections between the elements of a graph allow
us to study features of the system which are emerging only from the whole, complex
network of interactions. For this reason, an increasingly important field in Machine
Learning is given by graph representation learning [19]. There are usually four kinds
of machine learning tasks that are dealt with on the graph. The first, on which we
will focus, is node classification or node labeling, where the goal is to predict the
label yu of the node u; typical examples are the classification of the function of
proteins in biological networks [18], or the classification of the topic of documents
in a citation graph [22]. This kind of task is often said to be "semi-supervised",
as, during training, we usually have full access to the graph; some of these settings
then proceed to use information coming from unlabeled nodes, e.g. the test nodes,
such as the knowledge of their neighborhood. Another task is given by the relation
prediction, where the goal is to infer the existence of missing edges between the
nodes of the graph, based on the known connections; a couple of examples are given
by recommending systems to users in social platforms [44] or models predicting drug
side-effects [46]. The other two common types of tasks are instead defined on the
level of the whole graph: the first is clustering and community detection, where
the goal is trying to identify, in a typically unsupervised manner, groups of nodes
more likely to be connected (typical examples are the search for functional modules
in genetic interaction networks [2], or communities based on common interests or
beliefs on social media [31]); the last one is graph classification or regression, where
the objective is to identify the labels (or perform a regression) of a set of independent
graphs (an example of this are models which can predict a molecule’s toxicity or
solubility [15]).

In the case of node classification, the research focuses on developing learning
algorithms specifically designed to address graph-structured data and to produce
"node embeddings", representations of the nodes in a specific vector space. Pro-
ducing an embedding corresponds to performing a dimensionality reduction of the
features of the nodes, while also considering the position and the structure of the
neighborhood of the node. One of the main differences concerning standard su-
pervised settings is that the nodes in a graph are not independent and identically
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distributed, as is assumed in the usual deep learning contexts. For this reason, it re-
quires its formalism and models which can be most often tracked down to a variation
of the graph neural network (GNN) model [8, 11, 18]. This can be described by a
neural message-passing framework [15], which reminds the general structure of other
message-passing algorithms used for statistical inference on complex systems, such
as mean-field approaches or belief propagation. In this framework, we iteratively
construct a "hidden embedding", in substitution to the classical "hidden layer".
The hidden embedding at iteration k + 1, h(k+1)

u of a node u of a graph G = (V , E),
depends through an arbitrary "update" function on the messages mk

N (u). These are
the result of an "aggregate" function (once again arbitrary) of the embeddings at
the previous iterations {h(k)

v } of the nodes v belonging to the neighborhood N (u)
of node u. The different iterations of hidden embeddings correspond to the different
hidden layers of a usual deep neural network. The model is then trained to optimize
the parameters of the update and aggregate functions, to minimize a loss function
between the final embedding output zu and the target label yu.

In this setting, it is still possible to define and follow some Federated Learning
approaches [41, 37], useful for example in the contexts of product recommendation
or financial crime detection. However, the different nature of the datasets makes the
extension of the application of the Shapley value not trivial, since they do not contain
information regarding exclusively the data points, but also about the connections
and the dependencies between them. Moreover, when constructing a dataset from
a large graph, we also face the problem of how to perform a sampling [25], since
the time required for applying the various algorithms tends to be excessive in the
case of very large graphs [3]. Not only we would like to perform a sampling that
preserves as much as possible the same global characteristics of a network and the
statistics over the nodal and edge properties and features, but often we do not have
full access to the graph. For example, at each time we could have access only to a
single node and its neighbors. This means that uniform node or edge samplings, by
randomly and uniformly selecting a set of nodes or edges, are not applicable, but
we must resort to other, crawling samplings, such as a random walk or a variation
of a Breadth-First-Search (BFS).

The work here presented intends to explore the possibilities and the problems
arising from applying the Shapley value in the context of a node labeling task.

1.1 Contribution
In this work, we will consider multiple data owners, which we may refer to as the
stakeholders (or players, in the game theory context), corresponding to different
datasets. We restrict to a small number of stakeholders to avoid using algorithms for
the approximation of the Shapley value and to keep the problem computationally
tractable. The datasets are composed both of nodes and edges; however, in this
work, we decide to focus on the different graph structures we take for the training.
For this reason, in all the experiments each stakeholder has complete access to the
same nodes and all of their features, but has only partial information about the
connections between them, i.e. only knows a fraction of the total number of edges.

We neglect the issues of applying a privacy-preserving FL algorithm, assume
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that the stakeholders completely share their data or a trusted third party, and
consider essentially two different settings for our experiments. In both settings,
we use sampling techniques to artificially produce the datasets of the stakeholders
starting from a full given dataset. For this reason, we often refer to them as "subsets"
or "subgraphs". The complete, full dataset we sample from is ideally taken as the
complete, real graph, from which different parties may know only a fraction. In the
first setting we consider, we expect an inhomogeneous situation, where a stakeholder
could have collected data from a specific community, or with a specific approach,
while another one uses other means or samples different communities. Once we
have managed to consistently introduce some differences in the Shapley values of
the subsets each time we independently sample them through different sampling
procedures, we then proceed to analyze the following aspects:

1. If any possible change in the testing technique can modify these results;

2. If we can find a simple metric to describe the graph which, by assessing the
value of the subset, can be used as a proxy to avoid the full computation of
the Shapley value.

We show that the second objective is not trivial and that the evaluation given by the
Shapley value is not easily related to any of the properties of the different graphs we
have looked at; however, the accuracy obtained by the model trained exclusively on
the subgraph was linearly correlated with its corresponding Shapley value. Looking
at different testing settings instead, which can correspond to different necessities of
the three stakeholders, showed that they can strongly modify the assigned Shapley
value.

In the second setting we consider, the stakeholders are fixed and only sampled
at the beginning of the experiments. However, we then sub-sample them to extract
a sort of "preview access" version. We then calculate the Shapley value with these
sub-samples instead, with the purpose to check if they could give at least a hint of
the different importance of three full subsets.

The fundamental idea of this last approach for the computation is that even a
fraction of the graph could give an idea of the importance of the whole. This seems
plausible from the results obtained when we consider three subsets which, when
joined, constitute the complete initial dataset. When the three subsets obtained in
this way, on average, exhibit the same Shapley value, we can infer that the sampled
subgraph give a similar contribution as the parts of the graph we neglect, provided
that they have similar sizes. However, when trying to perform an estimate from the
sub-samples, we find difficulties in correctly ordering the subsets on their Shapley
value.

It must be noted that, due to the definition of the Shapley value, the different
subsets do not have a universal value. Instead, we can only assign a relative value of
the subset in the context of the coalition of the stakeholders which has been used for
training, of the assigned machine learning algorithm A and of the performance score
V . When varying the learning algorithm or the performance score, while keeping
fixed the stakeholders’ datasets, we can expect different assignments of the Shapley
values: we see this in the case of the performance score, but not in the other, and
we treat the specific learning algorithm as a black box.
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Chapter 2

Data Evaluation in Graph Machine
Learning

2.1 Definitions and experimental setting

Problem definition

Let G = (V , E) be a graph dataset, where V = (xi, yi)
N
1 is the set of nodes. Each

node has features xi and a target label yi, while the edges have no features at all.
Let A be a given learning algorithm, which takes as input a training graph S ⊆ G
and returns a predictor. The predictor has the objective of assigning the correct
label to each data point in a node classification task. Its performance is evaluated
on a test set of nodes T ⊂ V through a function of the training set, the test set,
and the learning algorithm: VA(S, T ), called the performance score. It evaluates the
performance of the predictor based on a given criterion, e.g. the final accuracy or a
fairness metric. Since we always keep the training algorithm fixed in this work, we
neglect hereinafter to use the subscript which indicates it.

Our most general problem can be stated as follows: given a finite set of stake-
holders S = {i = 1, ..., n}, each one with information regarding a subgraph of the
complete dataset, we want to assign a subset value ϕi to each of them. The subset
value quantifies the contribution of the single subset when the learning algorithm
A uses the union of the subsets as a training set and its performance is evaluated
by V . The solution concept to perform an equitable data valuation is given by the
Shapley Value [14, 21], which is introduced in the next section.

Graph properties

We mainly considered [30] as a reference for the definitions and graph properties we
used. The networks which we took as datasets are simple, undirected and unweighted
graphs: each edge connects two different nodes of the graph, it has no weight and
it defines a unique, bi-directional relation between the two nodes.

A path or a walk between two nodes is any sequence of vertices such that every
consecutive pair of vertices in the sequence is connected by an edge in the graph;
each consecutive pair is said to be a step of the walk. We can also define a connected
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component of a graph as a subgroup of vertices in which, for each pair of nodes u, v,
there exists at least one path connecting them; if there is only one component of the
graph, i.e. there exists a path between any two nodes of the graph, it is said to be
connected. The diameter of a connected graph is the largest between the shortest
paths connecting any two nodes in the graph.

The degree of a given node u is the number of other, distinct nodes it is connected
to by an edge; in the case of a directed graph, we must distinguish between in-degree
and out-degree, but since we consider only undirected graphs we do not take into
account this distinction. The degree in this case corresponds to the size of the
neighborhood of u, i.e. the group of such distinct nodes. We also define the k-hop
neighborhood of u as the group of nodes reachable with a walk of k steps starting
from u.

Still considering a node u, its local clustering coefficient is given by:

Cu =
(number of pairs of neighbors of u that are connected)

(number of pairs of neighbors of u)
;

the average clustering coefficient is given by its average over all nodes of the graph.
The local clustering coefficient represents the probability that two neighbors of u
are also connected by an edge: its average helps quantify the presence of clusters
and communities. Since machine learning on graphs often takes as an assumption
the homophily of the graph, i.e. that a node is more likely to be connected to a node
with the same label, we were interested in a simple topological metric that could
capture the presence of interconnected groups of nodes in the graph; but of course,
other metrics could have been chosen as well.

The graphs were analyzed through NetworkX [17], a Python library constructed
specifically to analyze networks and graph structures, while graph visualizations
were produced using the software Gephi [7].

Experimental setting

We want to analyze in detail the situation where a group of stakeholders decides to
completely join their datasets, to train a model for a node classification task; for this
reason, they want to evaluate the value that each of their datasets has with respect
to the others. To reconstruct this scenario in a controlled environment, we take
a full, open-access graph dataset commonly used for benchmarking graph machine
learning algorithms (see 2.3) and we sample different subgraphs. These subgraphs
can be seen as data owners which have independent access to only a fraction of
the real, complete graph. Since we want to focus on the value of the information
conveyed by the graph structure, we assume that all stakeholders share complete
knowledge of the nodes and their features, while each of them has still only partial
information about the edges connecting them. The subgraphs, then, differ only for
the corresponding edge subsets Ei, and we can refer to them just as subsets or sets.
These edges can be sampled through different methods from the complete graph;
they can also be partially overlapping or completely disjointed.

Two main methods of sampling were used, and also two different testing pro-
cedures were possible. Except for 3.4, where we imagine the situation where each
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stakeholder decides to share only a fraction of their dataset and therefore needs to
sub-sample it, the specific choices regarding the sampling procedures are only meant
to reflect the possible differences between the stakeholders owning the data. Each of
the stakeholders could have collected them based on different communities of clients,
or only from a certain community; perhaps one could be a larger, more resourceful
company, with access to a bigger dataset; they could have overlapping information
regarding a set of common users and the connection between them or have comple-
mentary information about each user. Whatever the case, we should expect the data
owners to have access to datasets of different information and different properties,
and we try to introduce this difference by sampling the full dataset through different
techniques and by changing the parameters of the samplings. We also note that due
to these independent sampling, when the stakeholders join forces, their union does
not necessarily coincide with the full dataset from which we sample.

As we explain in 3.2.2, the two different testing procedures are used to model
two possible, distinct intentions behind the reason why different stakeholders want
to join their forces. In one case, the stakeholders may want to share their data
to gain a better model performance over a proportionate sample of the complete
graph; in the other case, they might be interested instead to perform better only
in the community over which they do already have information about, e.g. their
clients or users. As we will see, the chosen testing procedure and performance score
can modify the results of the Shapley value.

Sampling Strategies

(Biased) random walk sampling

With this sampling technique, a random walk is performed across a connected com-
ponent of the complete graph, starting from a random starting node u; each of the
edges traversed by the walk is sampled. However, a modification to this sampling
is proposed: the random walk can be biased by operating on two parameters, q
and p, as described in [16]. The two parameters modify the overall behavior of the
sampling, by acting on the transition rates between two nodes:

• The parameter p modifies the probability to immediately revisit a node and is
called the return parameter. Setting it to a high value (p > min(q, 1)) ensures
that we are less likely to sample an already visited node in the following two
steps, encouraging moderate exploration and partially avoiding redundancy.
Viceversa, for a low value of p the walk is biased towards backtracking of a
step, keeping the walk more "local" and close to the starting node.

• The parameter q allows to modulate between a "Breadth-First Search-like"
(BFS-like) and a "Depth-First Search-like" (DFS-like) behavior. If we call t the
last node visited, and s the currently visited node, for q > 1 the walk is biased
towards visiting nodes that are connected to the node t; this produces a more
local view of the graph in the vicinity of the starting node and approximates
a BFS behavior. If instead q < 1, the walk is more inclined to visit nodes
that are not connected to the node t and to move "outwards", in DFS-like
exploration. For this reason, q is referred to as the in-out parameter.
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Figure 2.1: An illustration of the biased random walk procedure on the Cora dataset;
the walker in this case has transitioned from t to u and can now move towards t,
x1, x2 or x3. The action of the parameters is to introduce a transition rate α = 1/p
for the return in t, a rate α = 1/q for nodes unconnected to t and α = 1 otherwise.

The action of the two parameters is exemplified in Fig.2.1.
In this work, we only modified the in-out parameter q, while fixing the return

parameter to min(q, 1). This allowed us to explore the differences in subsets pro-
duced by (approximate) BFS or DFS approaches without constraining on specific
exploration techniques of one type or the other. The simplification allows us to focus
on the effects that these two behaviors produce in the information conveyed by the
structure of the resulting sampled graphs.

To allow for independent samplings of the same graph, in general, different sub-
sets constructed through this technique can share knowledge over common edges.
The overlap in information between different subsets has been either allowed or
completely removed. In the first case, no action was performed on the subsets once
they had been sampled, and the only constraint was to ensure that each sampled
edge was considered only once when different subsets were joined together. In the
second case, after the sampling, for each of the shared edges, we proceeded to ran-
domly assign it to one of the subsets which had sampled it and to remove it from
the others. Due to the randomness of the random walk, it was difficult to control
the final overlap when this was allowed, and we could only measure how important
it was.

Random walks and similar concepts, with some modifications, are a common
solution to perform an "exploration" sampling of the graph, which starts from a
node, usually chosen at random, and explore the nodes in its vicinity. Unbiased
random walks, without any adjustment, also tend to visit nodes with a higher degree.
There are also some troubles that we can encounter with the naive implementation
of the random walk we have used: the possibility to get stuck into a small connected
component or starting from a node unconnected to others. To avoid this kind of
problem, we take only the largest connected component of the dataset; a commonly
employed solution, as described in [25], is to allow for random jumps during the
walk.
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Random Uniform sampling

The edges are extracted from the complete graph with a uniform probability. For
each subset, several edges are randomly selected and assigned. The fraction of
sampled edges over the total can be adjusted and the sets can have different relative
sizes. This sampling has some problems as described in [25]. First of all, the
sampling is biased towards edges belonging to higher degree nodes; secondly, the
sampled graph will be sparsely connected and, in general, it will not respect the
community structure.

Testing Strategies

The testing procedures can be performed with two different strategies, depending on
how we define the testing set T . In the first procedure, which we refer to as "same
test set procedure" (STS), a test set T0 is defined before the sampling procedure, by
uniform random sampling of the nodes of the complete dataset. This set is used for
evaluating each of the predictors trained on the subsets (or on their combinations).
All the labels of the nodes in T0 are masked during training, but their feature is
visible to the learning algorithm, as we will see.

In the second one, referred to as "individual test set procedure" (ITS), we assign
to each training graph Si a (possibly) different test set Ti over which we evaluate
the performance score. In the case of the individual subsets, this test set is ran-
domly extracted from the nodes with a non-zero degree; in this way, the test set is
extracted from the nodes over which each subset has some information regarding
its neighborhood in the graph. When calculating the Shapley value, we need to
re-train the same model at different times both on the individual datasets and on
any possible coalition between them. When we train on one of such coalitions, the
individual test sets are joined as well, while removing repetitions of any common
nodes (or edges): if a node is present in a test set but not in the other, it is taken
in the final test set and removed from the training set. Each performance score is
therefore measured on a different test set, which depends strongly on the sampled
subgraphs. With this procedure, the corresponding sampling technique, therefore,
returns both a training graph Si and the test set Ti.

The two testing procedures could be justified as follows: the same test set proce-
dure tries to assert the value of a subset by assessing its performance on a fixed test
set, which we assume is extracted from the same population over which we intend
to apply the final predictor; in the individual test set procedure, instead, we try to
assess the performance of the subset while imposing that the test set is extracted
from the same population over which the predictor was trained.

2.2 The Shapley value
As previously anticipated, the solution to the problem of an equitable valuation of
data is formally given by the Shapley value. This is a general solution concept to
the problem of allocating gains in the context of cooperative games. We can see
our problem as a cooperative game where each subset corresponds to a player; the
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"payoff" of each player or set of players is given by their performance score V (or
characteristic function in the original Game Theory framework), a function which
maps any possible coalitions of players to a real, scalar, value. In this context, we
can write the Shapley value of player i as:

ϕi(V ) = C
∑

D⊆S\i

V (D ∪ {i})− V (D)(
n−1
|D|

) (2.1)

where the sum is over all sets D, possible subsets (i.e., a coalition of players) of
S not containing i; n is the number of subsets and C is an arbitrary constant. It
is technically a functional, as it depends on the performance score V , a function in
our case of the sets S and T (given by the corresponding training and test set of the
coalition of players), but in machine learning literature the notation with standard
round brackets is adopted, as we do. The Shapley Value satisfies three important
properties:

1. Null player. A player i is called a null player if:
V (D ∪ {i}) = V (D), ∀D ⊆ S \ i. For every null set i, it holds that ϕi(V ) = 0.

2. Symmetry. Two sets i and j are symmetric if:
V (D ∪ {i}) = V (D ∪ {j}),∀D ⊆ S \ {i, j}. The Shapley Value is symmetric
in the sense that for all symmetric sets i, j it holds that ϕi(V ) = ϕj(V ).

3. Linearity. Given two performance scores V and W , it holds that:
ϕi(V +W ) = ϕi(V ) + ϕi(W ).

Moreover, if we set C = 1
n
, the Shapley Value also satisfies the Pareto efficiency or

optimality, meaning that ∑
i∈S

ϕi(V ) = V (
⋃
i∈S

{i}) = V (S). (2.2)

These properties are generally considered as the ones necessary to have an equi-
table data valuation [14, 21]; assuming a solution concept that satisfies all of them,
is possible to show ([35]) that it must have the form of the Shapley value. We can
follow a similar derivation, specific to our case, and simplify the general proof, to
show that the expression is indeed correct.

Consider a unique value function ϕ which satisfies the properties 1, 2, 3 and
Pareto optimality 2.2. We define a symmetric game of interest: given a coalition
R ⊆ S,R ≠ ∅, the game is defined by the performance score VR:

VR(D) =

{
1, if R ⊆ D,

0, otherwise
(2.3)

Calling the sizes of the subsets through lower-cases letters (i.e. r, d, n respectively
for R,D and S), we can first show the following two lemmas:

Lemma 2.2.1. For c ≥ 0, 0 < r < ∞, we have:

ϕi(cVR) =

{
c/r, if i ∈ R,

0, otherwise.
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Proof. For any player i /∈ R, given any coalition D such that i /∈ D we will have for
the definition of VR: VR(D ∪ {i}) = VR(D); thus i is a null player with respect to
VR and for the Null Player property 1, ϕi(cVR) = 0.

Any couple of players i, j ∈ R are symmetrical for VR; combining this property
with the optimality 2.2 of the function ϕ and the precedent result, we have then:

c = cVR(R) =
∑
j∈S

ϕj(cVR) =
∑
j∈R

ϕj(cVR) = rϕi(cVR)

valid ∀i ∈ R: then we must have ϕi(cVR) = c/r,∀i ∈ R, ending the proof.

Lemma 2.2.2. Any game defined by a performance score V over a set of players S
is a linear combination of symmetric games defined by generic VR:

V =
∑

R⊆S,R≠∅

cR(V )VR. (2.4)

The coefficients are given by:

cR(V ) =
∑
T ⊆R

(−1)r−t V (T ), (0 < r < ∞), (2.5)

with T a subset of size t.

Proof. We need to verify that for any D ⊆ S we have:

V (D) =
∑

R⊆S,R≠∅

cR(V )VR(D); (2.6)

substituting the expression of cR(V ), and using the definition of the symmetric game
we get:

V (D) =
∑

R⊆S,R≠∅

[∑
T ⊆R

(−1)r−t V (T )

]
VR(D) (2.7)

=
∑

R⊆D,R≠∅

[∑
T ⊆R

(−1)r−t V (T )

]
(2.8)

=
∑
T ⊆D

[
d∑

r=t

(−1)r−t

(
d− t

r − t

)]
V (T ); (2.9)

The expression in the right brackets vanishes for all t except in the case d = t, in
which case we remain with the identity V (D) = V (D).

Using the two lemmas 2.2.1 and 2.2.2, we can now obtain an expression for the
single value function ϕ of a player i ∈ S, defined by the properties 1, 2, 3 and eq.
2.2 as:

ϕi(V ) =
∑

R⊆S,i∈R

cR(V )/r. (2.10)
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Substituting the expression of cR and simplifying the result, we finally obtain:

ϕi(V ) =
∑

D⊆S,i∈D

(|D| − 1)!(n− |D|)!
n!

V (D)−
∑

D⊆S,i/∈D

|D|!(n− |D| − 1)!

n!
V (D)

(2.11)

=
∑

D⊆S\i

V (D ∪ {i})− V (D)(
n
|D|

) , ∀i ∈ S, (2.12)

which correspond exactly to equation 2.1 with C = 1/n as required by optimality.
We can then assert:

Theorem 2.2.3. A unique value function ϕ exists satisfying properties 1, 2, 3 and
eq.2.2, in the case of a finite set of players S and it is given by the formula 2.11.

Proof. Formula 2.11 follows directly from the application of lemmas 2.2.1 and 2.2.2,
which are proven based on the properties 1, 2, 3 and eq.2.2, and the underlying
assumption of a finite set of possible players S: the function is therefore well defined
and, by its derivation, it is the only value function which could satisfy the properties.

After defining the Shapley value, however, we must note that its computation
has exponential time complexity in the number of players since the number of pos-
sible coalitions is exponentially large in the number of players. To avoid facing the
problem of estimating the Shapley Value through a less computationally expensive
method (such as those proposed through Monte Carlo methods in [14, 23, 24]),
we consider, as we mentioned, only the case in which we take a small number of
stakeholders or subsets, depending on the size of the starting dataset.

Performance scores

The performance score V of a subgraph Si is the difference between a metric mea-
sured on the labels predicted after training on it and the same metric measured over
the predictions after training over a reference subgraph. Since in our problem we
considered the knowledge of the nodes as shared between all subsets, we take as
reference the graph of all nodes without any edge, and we call it S0 = (V, ∅). We
must take this difference to ensure the optimality condition of the Shapley value, as
presented in 2.2: if we take an empty subset of edges, the performance score should
be zero. This can be justified by looking at the problem as a cooperative game: in
that case, we take a coalition of no players at all, and we expect to obtain no gains
by playing the game.

Since we are applying always the same training algorithm A to a given dataset,
we ignore the dependence of the performance score on it.

This definition is quite broad; in a large part of this work, the test accuracy has
been used as the metric over which the model was evaluated. Given a test set T
and a model trained over a graph S, its test accuracy a is given by:

a = P (ŷu = yu, u ∈ T ),
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i.e. by the probability of correctly labeling the nodes of the test set, where ŷ is the
prediction of the model for a given test node. With this metric, the performance
score will be given by:

V (S, T ) = a(S, T )− a(S0, T ),

where we introduce the dependency of the accuracy to the training graph and the
test set.

However, we may consider different kinds of metrics besides the ones for esti-
mating the correctness of the model. For example, one might be interested in the
biases that a given dataset can introduce into a model, especially if this bias works
against minority groups. This is why we also looked at implementing a metric that
could take into account also the fairness of the model. The definition and usage
of fairness metric on graph data is still an ongoing research topic ([12], [45]), so
we chose one of the metrics introduced along with the dataset used for this evalu-
ation, the Pokec dataset ([10]). Given for a node u a binary label yu ∈ {0, 1} and
a (also binary) sensitive attribute su ∈ {0, 1} (which is not used as a feature in
training), the statistical parity is a property of the classifier which requires that:
P (ŷu = 1|su = 0, u ∈ T ) = P (ŷu = 1|su = 1, u ∈ T ), which means that the predic-
tions (on the test set) are independent of the sensitive attribute of the node. We
evaluate the statistical parity of a classifier as:

∆SP = 1− |P (ŷu = 1|su = 0, u ∈ T )− P (ŷu = 1|su = 1, u ∈ T )|;

in words, ∆SP will be equal to 1 when the model completely satisfies statistical
parity and its predictions are independent of the sensitive attribute, and 0 when its
predictions are completely dependent on it.

To take into account both the accuracy of the model and its statistical parity, we
finally introduced the Statistical Parity and Accuracy Harmonic Mean, or SPAHM
for short. As its name described, it is the harmonic mean of the two previous metrics,
given by:

SPAHM = 2 ∗ a ∗∆SP

a+∆SP

,

where it is implied the dependence on the training graph S and the test set T . In
this way, we try to balance the two metrics and to have a performance score that
evaluates equally both the predictive power and the fairness of the model. Similarly,
as for the accuracy, this will be then given by:

V (S, T ) = SPAHM(S, T )− SPAHM(S0, T ),

where we introduce the explicit dependency on training and testing.

2.3 Dataset

2.3.1 The Cora Dataset

The Cora dataset is commonly used for benchmarking in graph machine learning,
introduced in [43]. It is a citation network of 2708 nodes: each node corresponds

13



Figure 2.2: Visual representation of the largest connected component of the Cora
Dataset, obtained through the ForceAtlas2 algorithm [20] using the software for
graph visualization Gephi [7]; the different colors correspond to the different labels
and the nodes are bigger depending on their degree.

to a paper, and the corresponding features represent the absence or presence of
words (from a dictionary of 1433 unique words) inside the paper. Each of the 5278
edges represents a citation of a paper to another in the dataset; however, instead of
considering directed edges, this dataset is always considered as composed of undi-
rected edges. For the convenience of the application of the sampling algorithm, we
restricted the focus to the largest connected component of the graph, composed of
2485 nodes and 5069 edges (Fig.2.2). Due to the relatively small size of the graph,
we only sample up to three subgraphs from it.

The task of label prediction is to determine the subject of a given paper. There
are seven possible subjects: ’Case Based’ ( 13.8% of the nodes) , ’Genetic Algorithms’
(8.6%), ’Neural Networks’ (16.3%), ’Probabilistic Methods’ (29.2%), ’Reinforcement
Learning’ (15.3%), ’Rule Learning’ (11.5%) and ’Theory’ (5.3%).

2.3.2 The Pokec Dataset

Pokec is the biggest social network in Slovakia, and this dataset ([38], [10]) contains
anonymized data of the whole social network in 2012. For each individual, a series
of information can be present: age, sex, interests, spoken languages, etc. Since
the original dataset contained millions of users, in [10] the authors sampled two
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datasets, named Pokec-z and Pokec-n. In this work we used the Pokec-z dataset,
containing information regarding 67797 users connected by 882765 links. As with
Cora, we used only the largest connected component of the graph (only 362 nodes
and 265000 edges were excluded). The users in Pokec-z are people coming from
one of the two major provinces of Slovakia; inside this province, there were two
major regions. The specific region from which each user belonged was used as the
sensitive attribute: this information was precluded in training and was used as a
discriminating label for measuring the statistical parity of the trained model (as
described in 2.2).

The task of this dataset was to predict the work field of each user; this was taken
as a binary task as only two major fields were considered. Only 15% of the nodes
had information regarding the job, and the two major working fields corresponded
to 46% and 54% of the nodes. Since the Pokec-z dataset had a larger size than Cora,
we could sample from it four subsets instead of three, and the presence of sensitive
information allowed us to use a fairness metric to evaluate the model trained over
the dataset.

2.4 Graph Neural Networks
The general framework to describe deep neural networks working on graphs is that of
Graph Neural Networks (GNN), which in turn is based on the idea of applying neural
message-passing algorithms, arising from different theoretical motivations. Message-
passing algorithms constructing Graph Neural Networks can for example be justified
by looking at generalizations of convolutional operations on graph domains ([8]), as
an analogy to message-passing algorithms for probabilistic inference in graphical
models (such as Mean-Field inference or Loopy Belief Propagation, [11]) and by
analyzing their connection to the Weisfeiler-Lehman graph isomorphism ([18]). We
will then briefly describe the neural message passing algorithms used in GNNs, as
depicted in [19], in the particular case of a node labeling task, and the layers we
used in this work.

Given an input graph G = (V , E), together with a set of node features X ∈
Rd×|V|, where d is the number of feature for each node, we want to generate a node
embedding zu,∀u ∈ V (which will correspond to the output of our GNN). Say that
we consider K iterations of the message passing algorithm, with each iteration k
producing an intermediate, "hidden" node embedding h

(k)
u . The role of each iteration

is to update the hidden embedding of each node u by aggregating information from
the embeddings of each of its neighbors v ∈ Nu. This can be expressed in the most
general way as:

h(k+1)
u = UPDATE(k)

(
h(k)
u ,AGGREGATE(k)

(
{h(k)

v ,∀v ∈ Nu}
))

, (2.13)

or, introducing the messages m
(k)
Nu

, as:

h(k+1)
u = UPDATE(k)

(
h(k)
u ,m

(k)
Nu

)
m

(k)
Nu

= AGGREGATE(k)
(
{h(k)

v ,∀v ∈ Nu}
)
.

(2.14)
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Figure 2.3: An illustration of the work of a message passing algorithm on a graph.
At each iteration, the AGGREGATE function takes as input the embeddings of
each neighbour node of A, and passes a message mNu . After the k-th iteration, the
embedding of node A will therefore contain information regarding the features of all
the nodes in its k-hop neighborhood.

The UPDATE and AGGREGATE functions are arbitrary differentiable functions.
Since the neighbors of a node do not have any natural ordering, it is important how-
ever that the AGGREGATE function must operate on an unordered set of vectors,
to preserve the invariance over their permutations. This can ensure that the final
GNN model can be trained and applied to arbitrarily ordered node neighborhood
feature sets. The initial embeddings are given by the input features for all the nodes
(h(0)

u = xu,∀u ∈ V) while the final output of the GNN will be given by the final
layer embedding, zu = h

(K)
u .

The UPDATE function in the case of the basic GNN framework takes the form
of a classical neural network layer. A typical choice is in fact:

UPDATE (h,mNu) = σ (Wself · hu +Wneigh ·mNu) ,

where σ is an element-wise non-linearity (in our case, a ReLU, as one of the most
common choices), while Wself and Wneigh are parameter matrices trainable by the
backpropagation algorithm. For the AGGREGATE function we followed one of the
choices proposed in [18] and took the mean aggregator, which performs at iteration
k an element-wise mean of the vectors in {h(k)

v , ∀v ∈ Nu}. We also applied a dropout
regularization to reduce the overfitting of the model. With our choices, Eqs. 2.14
will look as:

h(k+1)
u = σ (Wself · hu +Wneigh ·mNu)

m
(k)
Nu

=
∑
v∈Nu

h
(k)
v

|Nu|
.

This approach is pretty close to the one described in [11], where they obtain the algo-
rithm starting from a Mean-Field inference. In that framework, hidden embeddings
as h(k)

u could represent hidden variables corresponding to some probabilistic model,
which we try to learn in a supervised manner, instead of specifying the concrete
model.
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To learn the parameters, for the GNN to perform a node labelling task, we need
to introduce a loss function between the final embedding zu and the target label yu

(where we express the label of node u as a one-hot encoding vector of dimension
C, the total number of possible labels). A typical loss function used in this context
is a Cross-Entropy loss function, which takes for each training node u ∈ Vtrain a
log-likelihood loss of the softmax between the final embedding and the target label:

ℓu = − log (softmax (zu,yu))

softmax (zu,yu) =
C∑
i=1

yu,i
exp zu,i∑C
c=1 zu,c

.

It is now important to point out how our setting was semi-supervised and trans-
ductive. We call a set of nodes "transductive" when the nodes are used with their
features and their edges in the message-passing algorithm during training; however,
their labels are unobserved by the GNN and unused in the computation of the loss
function, either because this information is missing from the dataset, or because it
is intentionally concealed during training to use them as test nodes. In the case
of Cora, the test set T was a set of transductive nodes Vtrans, of which we masked
the labels during training, while the GNN still produced a node embedding for each
of them. In the case of Pokec instead, the test set T was only a fraction of the
transductive nodes since there were many unlabelled nodes in the original dataset
(whose features could still be used by the model to make its predictions). This kind
of setting is therefore called semi-supervised. It is also possible to define a setting
where we have a set of inductive test nodes, which are not used in either the mes-
sage passing algorithm or in the computation of the loss, making them completely
unobserved during training; however, such a setting was not considered in this work.

Two sets of learning algorithm parameters (the number of layers, the number
of channels for each layer, the dropout probability, the number of epochs of the
training, and the parameters of the optimizer), one for each dataset, have been fixed
after performing a grid search for the parameters that maximized the accuracy over
two corresponding validation sets (which were once again transductive) and were
kept fixed and set for all the trainings that were performed.

The GNN models which we used, and the graph datasets over which they were
trained and tested were all implemented through the Pytorch Geometric library
([13]), a Python library constructed as an extension of Pytorch to deal with graphs
and implement message passing algorithms for machine learning.

We must point out that the specifics of the GNN were not important in this work.
The learning algorithm can be, in fact, treated as a fixed black box in this context, of
which we measure a certain performance score. It is important as different learning
algorithms, with different parameters, could evaluate differently the subsets, but it
is a direction of research that has not been explored in this work. Furthermore, since
we were not interested in optimizing the model over a given task or a given dataset,
we did not employ further and more advanced techniques which could address the
problems of overfitting and "over-smoothing" of the GNN.
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Chapter 3

Experiments

In this section, we apply the Shapley value in different contexts to analyze its appli-
cation for a node classification task. In particular, we first look at the relationship
between the subsets properties and the corresponding Shapley value, by constructing
subgraphs with different sampling techniques; these properties include the gain in
the performance score it can achieve alone. Then we analyze the applicability of the
solution by looking at the differences arising from the choice of testing procedures
and performance scores. We also check if the sampling produces a dataset that is
more or less valuable than the unsampled data. Finally, we look at the possibility
to infer the Shapley value from only partial knowledge of the subgraph.

For the first three experiments, as we described in 1.1, the subsets intend to
represent different stakeholders. Since in general, they will have collected different
data, depending on a large number of factors, we expect the stakeholders to give
different contributions; This is why we try to sample the original dataset by using
different techniques and different biased random walks, to consistently produce an
asymmetry between the stakeholders considered at each split.

In the fourth experiment, we try to check if a sample through a random walk
on average will preserve the information contained in the complete graph for the
considered machine learning task. For this reason, after the first sample of the
graph, we only consider the remaining edges and distribute them uniformly across
the other two remaining stakeholders. The three subsets have approximately the
same sizes.

Finally, for the last experiment, after initially sampling three different stakehold-
ers, and calculating their respective Shapley values, we sub-sample them. In this
setting, we try to replicate the situation where the three stakeholders are deciding to
join or not their data; to evaluate if it would be helpful, they might decide to train
an initial model over only a fraction of their complete datasets (in a way similar
to what described in [4]). For this reason, we look at the Shapley value that we
can compute from the sub-sample of each stakeholder’s dataset and repeat multiple
times the sub-sample to evaluate its consistency.
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3.1 Subset properties and Shapley values through
different sampling techniques

In this experiment, we repeatedly evaluated the value of the subsets constructed
using different sampling techniques. For each case, we sample subsets from a dataset
and we evaluate the Shapley value we defined for each of them, by using accuracy as
the metric for the performance score and by applying the same test set procedure.
We perform one hundred different and independent splits, always with the same
technique when using Cora, and fifty when considering Pokec. We then calculated
the mean Shapley value corresponding to each sampling together with its standard
deviation and plotted them together.

After sampling each subgraph, we measure four of its properties:

1. Diameter of its largest connected component;

2. Average clustering coefficient of the non-zero degree nodes;

3. Average degree of the nodes;

4. Label distance between the sampled population and the complete one, defined
as:

∆ =
k∑

i=1

|li − l′i|,

where li is the frequency of label i over the complete graph, while l′i is its
frequency over nodes with non-zero degree of the subgraph, and k is the total
number of possible labels;

We have then plotted for each sampling the Shapley value of each subset versus
these four properties. Since the difference between the results when we allowed the
overlap and when we did not was small, we plotted these last plots only in the first
case.

In the case of Pokec, since the dataset is significantly larger than Cora, we could
also sample four subsets instead of three, which we used to further analyze the same
properties as before. In addition, we also measured the accuracy gain that each
sampled subgraph Si would achieve alone, defined as:

Gain(i) = a(Si, T )− a(S0, T ) = V (Si, T );

We then compared the linear correlation between the accuracy gain and the corre-
sponding Shapley value we obtained in the case of three and four subsets.
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(a) Biased random walk with q = 0.001 (b) Biased random walk with q = 1

(c) Biased random walk with q = 1000

Figure 3.1: Visual representation of three different, non-overlapping biased random
walks on the Cora graph, also obtained as Fig.2.2
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Figure 3.2: Average Shapley values of three datasets sampled with biased random
walks. From left to right, the in-out parameter q is 0.001, 1 and 1000. We can see
that in both cases the BFS-like walk performs worse than the other two; removing
the overlap does not change significantly the result from a qualitative point of view.

3.1.1 Random walks with different biases

With this splitting, we wanted to analyze the difference in Shapley values when com-
paring a subset obtained through a DFS-like exploration sampling (biased random
walk with q = 0.001), one through an unbiased random walk (q = 1), and lastly,
one which is sampled through a BFS-like sampling (again a biased random walk
with q = 1000). The three subsets had approximately the same number of sampled
edges. An example of this sampling is depicted in Fig.3.1. We checked the result
both in the case where we allowed some overlap (on average, the subsets shared
29.32 ± 4.80% of the edges) and in the case where there was no shared edge. The
results are shown in Fig.3.2.

We can see how in both cases, the BFS-like walks obtain an average value lower
than the subsets obtained through the other two sampling methods. The results are
only slightly changed when there was no overlap: there is an increase in the errors,
probably due to the randomness introduced in the splitting procedure for shared
edges, and values are closer. These results show that, at least for the considered
graph, general knowledge of the neighbors of a larger number of nodes in the graph
can be seen as more valuable than having more information regarding a specific
neighborhood. The difference can be observed for example in Fig.3.3.

However, as we can see from the same plot, the structural properties of the
sampled subgraph are not sufficient to completely determine the value of a subset.
For example, even in the case of subsets with a higher clustering coefficient is possible
to have a relatively high Shapley value in the coalition, and there is no immediate
connection between the two.
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Figure 3.3: Properties of the subsets extracted through the biased random walks.
We keep the y-axis fixed while we consider the various properties described in 3.1 on
the x-axis; there seems to be no distinct relationship between the properties and the
Shapley value of a dataset. These plots do not show that these points are related in
groups of three data points each, corresponding to the independent splitting.
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Figure 3.4: Average Shapley values of three datasets, the first obtained from an
(unbiased) random walk and the other two with a uniform sampling; the three
subsets have on average the same value in both scenarios, but their variance varies
slightly.

3.1.2 Uniform random sampling and random walk

The main idea of this experiment is to compare the performance between a subset
obtained through an exploration sampling and those of two subsets that sample
the graph uniformly. When using this splitting, we always sampled the first of the
three subsets using an unbiased random walk, while the other two subsets were
extracted uniformly. The number of extracted edges is such that the sizes of the
three subsets are approximately equal in terms of edges. We tested the differences
both by completely avoiding any overlap or by allowing some overlap between the
sampling. In the latter case, on average, they shared 58.04 ± 2.13% of their edges,
as they had a fairly large size, around 30% of the edges of the complete graph. The
results are shown in Fig. 3.4 and Fig. 3.5.

In both cases, the mean Shapley value of the three subsets is approximately the
same, although the errors differ. This shows that the random walk behaves in this
case closely to uniform sampling. It can be shown that both are biased towards
sampling nodes with a higher degree, so that long random walks behave similarly
to uniform random edge sampling [27] when sampling on the same graph; however
this result is not completely understood since the sampled graphs with the two
techniques show on average different properties (in particular, they usually have
different label distance and average clustering coefficient) as we can see from Fig.
3.5. This may point out that the properties we consider are not sufficient alone to
predict the contribution of a subset in a coalition.

3.1.3 Biased random walks and uniform sampling on Pokec

The larger size of the Pokec subset allowed for the extraction of four subsets in-
stead of three. We then proceeded to sample the first three subsets through the
same biased random walks we used before, and the last one through uniform edge
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Figure 3.5: Properties of the subsets, the first extracted with an unbiased random
walk and the other two from a uniform sampling. On the y-axis, there is always
the Shapley value; on the other hand, on the x-axis, we picked the four different
properties of the subset described in 3.1; also, in this case, the value of a subset
seems to be mostly independent of these properties characterizing the graph. Also
here, we must recall that these points are connected in groups of three due to the
samplings, which we do not show.

sampling. Since previous results showed little difference between overlapping and
non-overlapping subsets, the subsets could be overlapping and share common knowl-
edge over the same edges. Also in this case all the subsets were approximately of
the same size, around 280000 edges, or 20% the size of the full dataset. Due to the
longer computation required to sample, analyze and train over the subgraphs, we
limited to a smaller number of simulations, considering only 50 extractions.

The results (Fig. 3.6) show that the uniform sampled subsets in this case usu-
ally do not contribute as much as the ones sampled through biased random walks
with lower in-out parameter q, performing similarly to the subsets extracted with
a "breadth-first like" random walk. However, as can be seen in Fig. 3.7, a certain
sampling procedure does not assure a high Shapley value. Subsets extracted with
a similar procedure and with similar properties can perform very differently and
give a different contribution to the full coalition, producing "columns" of points in
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Figure 3.6: Average Shapley value of four subsets, where three were sampled through
a biased random walk (with different in-out parameter q), and one through a uniform
sampling; we can see similar results to the case of three biased random walks, where
the uniform sampled subset tend to have a smaller value than the biased random
walks with lower q, i.e. more "depth-first" like sampling

the scatter plot, which extend from negative Shapley values (the subset reduces the
accuracy of the model) to positive ones.

3.1.4 Accuracy gain and Shapley value on Pokec

Apart from the properties already described, when performing sampling on Pokec
we also measured the accuracy gain of each subgraph, measured as described in 3.1.
We measured it in two cases: first when we considered coalitions of three subsets,
extracted through the usual three biased random walks, and then four subsets,
where the fourth was given, as before, through a uniform sampling. In both cases,
we plotted the gain versus the corresponding Shapley value, and we measured the
linear correlation between the two.

In the case of a coalition of three subsets, we obtain a Pearson correlation co-
efficient of rp = 0.82 with a p-value of p = 1.9 ∗ 10−37, showing a strong linear
correlation between the two (Fig. 3.8a). The accuracy gain can then be seen as a
good predictor of the actual Shapley value. However, when looking at coalition of
four subsets, we obtain a slightly different result, as the Pearson correlation coeffi-
cient drops to rp = 0.70 (with p-value p = 3.4 ∗ 10−30). While the two metrics are
still correlated, and while looking only at the accuracy gain would be useful from a
computational and practical point of view, it is more difficult to predict the correct
contribution of the subset, as even subsets with high accuracy gain can obtain small
or even negative Shapley value, as shown in Fig. 3.8b.
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Figure 3.7: Properties of coalitions of four subsets, where three were sampled
through a biased random walk (with different in-out parameter q), and one through
a uniform sampling. We take as ordinate axis the Shapley value of the subsets, and
as abscissa always the properties defined in 3.1; In this case, it is evident how subsets
with similar properties do not contribute necessarily with the same Shapley value.
The graphs tend to show "columns" of points corresponding to the same sampling
method.

3.2 Effects of different testing procedures and per-
formance scores

3.2.1 Differences in performance scores

As the first part of the experiment, we examined how different performance scores
could change the contribution of the subset. We used Pokec as it allowed us to
introduce a metric to evaluate the fairness of the model. To this end, we measured
the statistical parity of each trained model and then we proceeded to evaluate their
SPAHM, as described in 2.2. We use the same data as the ones in 3.1.3, where we
considered three subgraphs sampled through different biased random walks and one
obtained through uniform sampling.

As it is possible to see from Fig. 3.9, using SPAHM as the performance score
modify the average contribution given by each subset, especially considering the
ones sampled through a BFS-like biased random walk, with high in-out parameter
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(a) Gain vs. Shapley value for 3 subsets coalitions

(b) Gain vs. Shapley value for 4 subsets coalitions

Figure 3.8: Scatter plots of the gain of each subset against their corresponding
Shapley value, using the accuracy as performance score and the fitted linear relation
between the two. When we consider the Shapley of coalitions of three subsets, the
gain seems strongly related to the final contribution of the single subgraph; however,
when considering four subsets this correlation weakens.
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Figure 3.9: Differences in average Shapley value of the same subsets when consid-
ering different performance scores; on the left, we consider only the accuracy as the
performance score, while on the right we take the SPAHM, the harmonic mean be-
tween the statistical parity and the accuracy of the model. As it is possible to see,
on average taking into account the statistical parity makes the subgraphs sampled
through a biased random walk with high q obtain a higher Shapley value, as their
value is given not only based on the increase in predicting capabilities of the model,
but also in the fairer predictions over the test set. However, subgraphs that perform
poorly on both, such as those extracted through a uniform sampling, will remain
with a low Shapley.

q. While their contribution to the accuracy of the model can be small or negative,
they can contribute to improving the fairness of the model by making the predictions
less biased. When this is taken into account, their contribution matches that of the
other subsets obtained from biased random walks. The same is not true for the
subsets extracted through uniform random sampling, since they contribute less than
the other subset both in accuracy and statistical parity.

3.2.2 Differences in testing procedures

In this experiment, we used the same sampling techniques as before of three random
walks on Cora and three random walks and a uniform sampling on Pokec, and
we always consider the same number of independent samplings (one hundred for
Cora and fifty for Pokec). We also kept fixed the performance score by considering
the accuracy of each model. However, we varied the testing procedure, between
the same test set (STS) and the independent test set (ITS) procedure, defined in
section 2.1. For the sake of simplicity, we consider only the case where there is an
overlap between the subsets. The differences between the results in the two testing
procedures for the case of the three different random walks are shown in Fig. 3.10,
while the one for four subset case is shown in Fig. 3.11.

As we can see, the situation is almost inverted between the two testing proce-
dures. In the case of Cora and three subsets, while with the STS procedure the
DFS-like search was the most successful sampling strategy, with the ITS procedure

28



Figure 3.10: Average Shapley value of the subsets obtained from different biased
random walks, when the two different testing procedures are followed. In both
cases, the datasets shared no edge. We can see how, while in the same test set
procedure, the contribution of the subset sampled from the BFS-like search is lower
than the other two (the data are the same as those with no overlap in Fig. 3.2),
with the individual test set the situation is reversed, as it becomes, on average, more
important than the other two subsets.

the datasets with the higher values are those obtained from a BFS-like random
walk. In the case of Pokec and four subsets, something analogous happens with the
uniform sampled subset, while the assigned Shapley values varies drastically (the
results of the two procedures are not shown on the same scale).

The choice of the testing procedure (and therefore the way the performance score
is evaluated for each subset), is then crucial to the results we might obtain. Using
the same test set procedure, we are testing on a population that might be different
from the one of the training set; however, all the subsets are evaluated on the
same ground, and it is possible to choose a test set representative of the population
where we intend to apply the predictor after training on the joint dataset. On the
other hand, the individual test set procedure allows us to enforce that the testing is
performed on the same population as the training, but when we evaluate the values
we are comparing performances that are obtained on different grounds.

3.3 Importance of unseen edges
In the previous setting, the random walk and the uniform sampling techniques were
applied to the same population. In this case, instead, after the first sampling through
a random walk, we are going to randomly split the remaining, unsampled edges
evenly into the other two subsets. The length of the first random walk is such that,
in the end, the three subsets have approximately the same sizes. In this way, we
compare the value of a given subset to the rest of the entire dataset and we try to
evaluate if the sampling has introduced any bias in the training. We do this both
with the STS procedure and with the ITS procedure, and by considering different
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Figure 3.11: Effects of different testing procedures over the average Shapley value
of four subsets, the first three extracted through biased random walks of different
in-out parameter q and the last one through uniform sampling, while keeping their
sizes fixed and approximately equal. It is possible to see how the different testing
procedures affect the Shapley value differently, by making the uniform sampled
subset, on average, more valuable, and changing overall the assigned values, as the
y-axis scales are different between the two plots.

values for the in-out parameter q. In this case, too, we repeat the splitting one
hundred times on Cora.

In the case of q = 1, the results do not differ strongly from what was observed
when sampling with a random walk and two uniform samplings. The subset sampled
through the random walk has on average the same Shapley value as the other two
from the unsampled edges; however, the fluctuations are relevant, meaning that
often we may consider a sample that does not reflect the entire population from
which it was extracted.

The subsets sampled through biased random walks of q = 1000 and q = 0.001,
instead, perform worse than the other two subsets. The situation is inversed by
considering the ITS for the q = 1000. The contribution of these subsets is therefore
usually low to the final performance in the full dataset from which we are sampling,
except in the case we sample and test from a specific neighborhood through a BFS-
like sampling.

3.4 Estimation from subsets
In this experimental setup, we try to estimate the Shapley value of a subset by
evaluating only a fraction of the edges. First, we sample three non-overlapping
subsets from three random walks of different lengths on Pokec (75000, 15000, and
300000 steps) and we calculate the exact Shapley value of each of them, by training
on the full subsets. Then, we proceed to re-sample, uniformly this time, a fraction
of the total number of edges for each subset. Finally, we evaluate the Shapley value
with these fractions of the complete subsets. We repeat the re-sampling fifty times
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(a)

(b)

(c)

Figure 3.12: Average Shapley value of a subset sampled from a random walk and
other two subsets obtained from the unseen edges. From the top to the bottom,
the in-out parameters q are 0.001, 1 and 1000. In each case, we compare the results
obtained from the two different testing procedures we defined. We can see that while
in the case of the unbiased random walk (q = 1) the subsets have on average the
same value with both testing procedures, in the case of the subset sampled through
a biased random walk the Shapley value is lower with respect of the other two; with
the individual test set procedure, its value is instead higher than the unseen edges.
However, in the latter case we have in general negative Shapley value.
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(a)

(b)

Figure 3.13: Average difference between the estimated Shapley value and the true
value of the subset (Fig. 3.13a), and the statistics of the estimated rank (Fig.
3.13b), where the correct ranks are those predicted with the full subgraph and the
correct Shapley value (respectively, 0.020, −0.006 and 0.006). We can see that the
approximation of the Shapley value gets better, as the average difference with the
true value gets closer to 0, especially after increasing the sampled ratio over 0.8;
the predicted rank also becomes more accurate in the case of the subset with the
highest Shapley value even by considering only 40% of the complete subset, while in
the case of the other two, the prediction becomes more accurate only when almost
the full subset is sampled. It must be noted that in this case, the Shapley values of
these last two subsets are quite close, probably making it more difficult to estimate.

to look at the consistency of the estimation. In Fig. 3.13a and Fig.3.14a, we show
the results regarding two of such experiments; for each of them, we plot the average
difference between the estimated Shapley value and the true Shapley value of each
subset. Assigning a rank to each subset, of increasing (integer) value with decreasing
Shapley for each computation (i.e. the subset with the highest Shapley has rank 1,
the one with lowest has rank 3), we also plot the estimated rank statistics through
a box plot, shown in Fig. 3.13b and Fig. 3.14b.

Both the estimation of the Shapley value and the rank get progressively more
accurate as the sampled ratio increases, however with some differences between the
two trials. In particular, we can see how the rank of the dataset with the largest
Shapley value can be well estimated even by looking at only 40 − 60% of the full
subgraph, as shown in 3.13b. However, the Shapley value and the rank of the other

32



(a)

(b)

Figure 3.14: Estimation of the Shapley value in the case of another triplet of subsets
extracted on Pokec. Also in this case the three subsets differ in their sizes but not
in their sampling method, which is always an unbiased random walk on the graph,
with the same number of steps as before. The Shapley value of the three subsets is
in this case, from left to right: 0.015, 0.013, 0.033. In this case, the estimation of
the Shapley value gets better only for the second and the third subsets, while the
first and smallest subset is incorrectly evaluated even when considering up until 95%
of its complete edges. This effect could be a bias induced by the relatively smaller
size compared to the other two subsets, especially considering that its contribution
is quite close to the middle subset.
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two subsets can present some difficulties. We can see how, when the other two give a
similar contribution to the coalition, there can be a bias against the smallest, which
is underestimated, and in favor of the other, which could have a lower Shapley value
than what was predicted. This is particularly evident in the case of 3.14a, where
in the case of the smallest subgraph the estimated value does not seem to converge
even when taking 95% of the full subgraph.

The size of the subset is not necessarily a proxy for its Shapley value (see for
example [5]), but seems to influence the estimation. It is however reassuring to see
that, at least in the case of strongly different values, it becomes relatively easy to
understand which are the most valuable subsets. Even if the exact estimation of
the Shapley value is not perfect, we can get at least an idea of the value of each
subset to one another. Similar observations are consistent with what was observed
for other triplets of subsets.
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Chapter 4

Conclusion

We considered the problem of proprietary data evaluation of cooperating stakehold-
ers in the context of a graph machine learning task. To focus on the insights which
could be given by the structure of the graph datasets, we considered in particular
the value of sets of edges. We then tried to apply a game theoretic framework in
different contexts and applications to obtain a quantitative insight into what could
make a set of edges valuable in the context of increasing a model accuracy or fairness.

To explore this problem, we considered a controlled setting where we could decide
how the different stakeholders collected their data over a common graph and how
they wanted to test the models; this granted us access and partial control over the
different metrics describing the subsets. We examined different ways to perform
the sampling of the graph; this has led to observing differences between the types
of sampling which are strongly dependent on the test procedure and performance
score. This result stress more the fact that the Shapley value solution can assign a
value valid only in a precise context.

By changing the context, the value it assigns changes as well. Rather than being
a final solution to the problem of equitable evaluation of data, it opens the possibility
to explore how different contexts can assign different values to the same set of data.
This makes only more important the discussion on how it should be assigned.

The experiment in which we changed the testing procedure can give an idea of
which different contexts we should consider. For instance, if one of the stakeholders
wanted to join forces with the others in order to provide a better service to their
clients, they could be interested in information that only one competitor has, re-
garding a certain subgroup; or they could want to produce a predictor as general as
possible. Depending on the reasons behind the coalition, they could prefer a certain
test set population over another. Similarly, the chosen performance score modifies
the final result: if the purpose of the collaboration is not only to obtain an accurate
model but also a fair one, it is also important to consider a fairness metric as it can
modify the result.

We must also note how data owners often do not want or can disclose completely
their data. For this reason, many FL paradigms have been proposed to allow for
collaborations while keeping safe the data on private servers. An interesting future
work could then be looking at the implementation of the Shapley value in these
paradigms, especially in those who use data structured as a graph [41].
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It is also important to point out that, even if the importance of a subset de-
pended in some way on the bias we used in its sampling, the Shapley value does
not seem to be directly correlated to any of the subgraph properties we considered.
Any information regarding the datasets before the training and testing of the model
seems insufficient to estimate its contribution to the actual performance of the com-
bined dataset. The variability of the values over the measured properties, made any
regression of the Shapley value quite unfeasible.

When considering the accuracy gain that a stakeholder could achieve alone, we
found that this accuracy gain was linearly correlated with its corresponding Shapley
value; however, this correlation would become weaker with a higher number of play-
ers, while many points with high gain would get low Shapley values. To understand
the contribution of different data owners in a possible coalition, we conclude that
there is the need to make training on those data combined. This leads to the other
problem we tackled, regarding the possibility to approximate the Shapley value of
a given population without using the full sets of data.

We tried to estimate the Shapley value of sets of edges using a training performed
only on a fraction of the full sets. In this direction, the results were not completely
satisfying, as we could get a good estimate for all players only when the sampled ratio
was quite large. When restricting the focus to finding the correct ordering in value,
the most valuable dataset was easily identified; however, we found some difficulties to
correctly distinguish the order of the other two, especially if they had close Shapley
values, with a bias against the one with the smallest size. Moreover, since the exact
computation of the Shapley value is exponentially long on the number of players, in
most of its applications it is already only approximated through different methods.

Finally, it could be interesting to extend this kind of analysis to real data, where
stakeholders do not consider any specific kind of sampling when constructing their
datasets, but their graph data arises opportunistically; in this way, we could look
more closely at how real-world biases can affect the importance of a dataset. Al-
ternatively, it may be useful to explore other ways to sample the data to artificially
introduce realistic differences between stakeholders. For example, an idea could be
to perform clustering on the graph and then to use the clusters or some partitions of
them as stakeholders; or we could sample a subset using random walks with random
jumps, to use graphs formed by unconnected components.

We could also try to change the particular training algorithm we consider. Since
we essentially treated it as a black box, it may be interesting in the future to explore
how different training algorithms may assign different values to the same subsets,
depending on the specific methods and framework they consider. Other possible
ideas to exploit in future work would be to use the Shapley value on edges in a
way similar to how Data Shapley is used as a "filter", to select important edges for
training while neglecting the others. This problem is also connected to the one of
approximating the Shapley value of a stakeholder by restricting the shared data.
In that context, we could also try to substitute a graph with one of its spanning
trees (for which some theoretical results are available), to see if it can give a better
estimate of its value than uniform sampling.
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